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Introduction

The world is bursting at the seams with data. It’s on our computers, it’s in 
our networks, it’s on the web. Some days, it seems to be in the very air 
itself, borne on the wind. But here’s the thing: No one actually cares about 

data. A collection of data — whether it resides on your PC or some giant server 
somewhere — is really just a bunch of numbers and text, dates and times. No one 
cares about data because data doesn’t mean anything. Data isn’t cool. You know 
what’s cool? Knowledge is cool. Insight is cool.

So how do you turn data into knowledge? How do you tweak data to generate 
insight? You need to organize that data, and then you need to sort it, filter it, run 
calculations on it, and summarize it. In a word, you need to analyze the data.

Now for the good news: If you have (or can get) that data into Excel, you have a 
giant basket of data-analysis tools at your disposal. Excel really seems to have 
been made with data analysis in mind, because it offers such a wide variety of 
features and techniques for organizing, manipulating, and summarizing just 
about anything that resides in a worksheet. If you can get your data into Excel, it 
will help you turn that data into knowledge and insight.

This book takes you on a tour of Excel’s data-analysis tools. You learn everything 
you need to know to make your data spill its secrets and to uncover your data’s 
hidden-in-plain-sight wisdom. Best of all, if you already know how to perform 
the basic Excel chores, you don’t need to learn any other fancy-schmancy Excel 
techniques to get started in data analysis. Sweet? You bet.

About This Book
This book contains 16 chapters (and a bonus appendix), but that doesn’t mean 
that you have to, as the King says gravely in Alice’s Adventures in Wonderland, 
“Begin at the beginning and go on till you come to the end: Then stop.” If you’ve 
done a bit of data-analysis work in the past, please feel free to dip into the book 
wherever it strikes your fancy. The chapters all present their data-analysis info 
and techniques in readily digestible, bite-sized chunks, so you can certainly graze 
your way through this book.



However, if you’re brand spanking new to data analysis — particularly if you’re 
not even sure what data analysis even is — no problem: I’m here to help. To get 
your data-analysis education off to a solid start, I highly recommend reading the 
book’s first three chapters to get some of the basics down cold. From there, you 
can travel to more advanced territory, safe in the knowledge that you’ve got some 
survival skills to fall back on.

What You Can Safely Ignore
This book consists of several hundred pages. Do I expect you to read every word 
on every page? Yes, I do. Just kidding! No, of course I don’t. Entire sections — 
heck, maybe even entire chapters — might contain information that’s not relevant 
to what you do. That’s fine and my feelings won’t be hurt if you skim through 
(or — who’s kidding whom? — skip over) those parts of the book.

If time (or attention) is short, what else might you want to ignore? Okay, in many 
places throughout the book I provide step-by-step instructions to complete some 
task. Each of those steps includes some bold type that gives you the basic 
 instruction. In many cases, however, below that bold text I offer supplementary 
information to flesh out or extend or explain the bold instruction. Am I just 
showing off how much I know about all this stuff? Yes, sometimes. Do you have to 
read these extended instructions? Nope. Read the bold stuff, for sure, but feel free 
to skip the details if they seem unnecessary or unimportant.

Foolish Assumptions
This book is for people who are new (or relatively new) to Excel data analysis. That 
doesn’t mean, however, that the book is suitable to people who have never used 
a PC, Microsoft Windows, or even Excel. So first I assume not only that you have a 
PC running Microsoft Windows but also that you’ve had some experience with 
both. (For the purposes of this book, that just means you know how to start and 
switch between programs.) I also assume that your PC has a recent version of 
Excel installed. What does “recent” mean? Well, this book is based on Excel 2021, 
but you should be fine if you’re running Excel 365, Excel 2019, Excel 2016, or even 
Excel 2013.

As I said before, I do not assume that you’re an Excel expert, but I do assume that 
you know at least the following Excel basics:
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 » Creating, saving, opening, and switching between workbooks

 » Creating and switching between worksheets

 » Finding and running commands on the Ribbon

 » Entering numbers, text, dates, times, and formulas into worksheet cells

 » Working with Excel’s basic worksheet functions

Icons Used in This Book
Like other books in the For Dummies series, this book uses icons, or little margin 
pictures, to flag things that don’t quite fit into the flow of the chapter discussion. 
Here are the icons that I use:

This icon marks text that contains some things that are useful or important 
enough that you’d do well to store the text somewhere safe in your memory for 
later recall.

This icon marks text that contains some for-nerds-only technical details or 
explanations that you’re free to skip.

This icon marks text that contains a shortcut or an easier way to do things, which 
I hope will make your life — or, at least, the data-analysis portion of your life — 
more efficient.

This icon marks text that contains a friendly but unusually insistent reminder to 
avoid doing something. You have been warned.

Beyond the Book

 » Examples: This book’s sample Excel workbooks can be found by going 
to www.dummies.com/go/exceldataanalysisfd5e or at my website:  
www.paulmcfedries.com.

 » Cheat Sheet: To locate this book’s cheat sheet, go to www.dummies.com and 
search for Excel Data Analysis For Dummies. See the cheat sheet for info on 
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Excel database functions, Boolean expressions, and important statistical 
terms.

 » Updates: If this book has any updates after printing, they will be posted to 
this book’s page at www.dummies.com.

Where to Go from Here
If you’re just getting your feet wet with Excel data analysis, flip the page and start 
perusing the first chapter.

If you have some experience with Excel data analysis or you have a special prob-
lem or question, use the Table of Contents or the index to find out where I cover 
that topic and then turn to that page.

Either way, happy analyzing!

4      Excel Data Analysis For Dummies

https://www.dummies.com/


1Getting Started 
with Data 
Analysis



IN THIS PART . . .

Understand data analysis and get to know basic 
analysis features such as conditional formatting and 
subtotals.

Discover Excel’s built-in tools for analyzing data.

Learn how to build Excel tables that hold and store the 
data you need to analyze.

Find quick and easy ways to begin your analysis using 
simple statistics, sorting, and filtering.

Get practical stratagems and common-sense tactics 
for grabbing data from extra sources.
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Chapter 1
Learning Basic  
Data-Analysis Techniques

You are awash in data. Information multiplies around you so fast that you 
wonder how to make sense of it all. You think, “I know what to do. I’ll paste 
the data into Excel. That way, at least the data will be nicely arranged in the 

worksheet cells, and I can add a little formatting to make things somewhat palat-
able.” That’s a fine start, but you’re often called upon to do more with your data 
than make it merely presentable. Your boss, your customer, or perhaps just your 
curiosity requires you to divine some inner meaning from the jumble of numbers 
and text that litter your workbooks. In other words, you need to analyze your data 
to see what nuggets of understanding you can unearth.

This chapter gets you started down that data-analysis path by exploring a few 
straightforward but useful analytic techniques. After discovering what data anal-
ysis entails, you investigate a number of Excel data-analysis techniques, includ-
ing conditional formatting, data bars, color scales, and icon sets. From there, you 
dive into some useful methods for summarizing your data, including subtotals, 
grouping, and consolidation. Before you know it, that untamed wilderness of a 
worksheet will be nicely groomed and landscaped.

IN THIS CHAPTER

 » Learning about data analysis

 » Analyzing data by applying 
conditional formatting

 » Adding subtotals to summarize data

 » Grouping related data

 » Combining data from multiple 
worksheets
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What Is Data Analysis, Anyway?
Are you wondering, “What is data analysis, anyway?” That’s an excellent ques-
tion! Here’s an answer that I unpack for you as I go along: Data analysis is the 
application of tools and techniques to organize, study, reach conclusions, and 
sometimes make predictions about a specific collection of information.

For example, a sales manager might use data analysis to study the sales history of 
a product, determine the overall trend, and produce a forecast of future sales. A 
scientist might use data analysis to study experimental findings and determine 
the statistical significance of the results. A family might use data analysis to find 
the maximum mortgage it can afford or how much it must put aside each month 
to finance retirement or the kids’ education.

Cooking raw data
The point of data analysis is to understand information on some deeper, more 
meaningful level. By definition, raw data is a mere collection of facts that by them-
selves tell you little or nothing of any importance. To gain some understanding of 
the data, you must manipulate the data in some meaningful way. The purpose of 
manipulating data can be something as simple as finding the sum or average of a 
column of numbers or as complex as employing a full-scale regression analysis to 
determine the underlying trend of a range of values. Both are examples of data 
analysis, and Excel offers a number of tools — from the straightforward to the 
sophisticated — to meet even the most demanding needs.

Dealing with data
The data part of data analysis is a collection of numbers, dates, and text that rep-
resents the raw information you have to work with. In Excel, this data resides 
inside a worksheet, which makes the data available for you to apply Excel’s satis-
fyingly large array of data-analysis tools.

Most data-analysis projects involve large amounts of data, and the fastest and 
most accurate way to get that data onto a worksheet is to import it from a non-
Excel data source. In the simplest scenario, you can copy the data from a text file, 
a Word table, or an Access datasheet and then paste it into a worksheet. However, 
most business and scientific data is stored in large databases, so Excel offers tools 
to import the data you need into your worksheet. I talk about all this in more detail 
later in the book.
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After you have your data in the worksheet, you can use the data as is to apply 
many data-analysis techniques. However, if you convert the range into a table, 
Excel treats the data as a simple database and enables you to apply a number of 
database-specific analysis techniques to the table.

Building data models
In many cases, you perform data analysis on worksheet values by organizing 
those values into a data model, a collection of cells designed as a worksheet version 
of some real-world concept or scenario. The model includes not only the raw data 
but also one or more cells that represent some analysis of the data. For example, 
a mortgage amortization model would have the mortgage data — interest rate, 
principal, and term — and cells that calculate the payment, principal, and interest 
over the term. For such calculations, you use formulas and Excel’s built-in work-
sheet functions.

Performing what-if analysis
One of the most common data-analysis techniques is what-if analysis, for which 
you set up worksheet models to analyze hypothetical situations. The “what-if” 
part means that these situations usually come in the form of a question: “What 
happens to the monthly payment if the interest rate goes up by 2 percent?” “What 
will the sales be if you increase the advertising budget by 10 percent?” Excel offers 
four what-if analysis tools: data tables, Goal Seek, Solver, and scenarios, all of 
which I cover in this book.

Analyzing Data with Conditional 
Formatting

Many Excel worksheets contain hundreds of data values. You could try to make 
sense of such largish sets of data by creating complex formulas and wielding 
Excel’s powerful data-analysis tools. However, just as you wouldn’t use a steam-
roller to crush a tin can, sometimes these sophisticated techniques are too much 
tool for the job. For example, what if all you want are answers to simple questions 
such as the following:

 » Which cell values are less than 0?

 » What are the top 10 values?

 » Which cell values are above average, and which are below average?
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These simple questions aren’t easy to answer just by glancing at the worksheet, 
and the more numbers you’re dealing with, the harder it gets. To help you eyeball 
your worksheets and answer these and similar questions, Excel lets you apply 
conditional formatting to the cells. Excel applies this special format only to cells 
that satisfy some condition, which Excel calls a rule. For example, you could apply 
formatting to display all negative values in a red font, or you could apply a filter 
to show only the top 10 values.

Highlighting cells that meet some criteria
A conditional format is formatting that Excel applies only to cells that meet the 
criteria you specify. For example, you can tell Excel to apply the formatting only if 
a cell’s value is greater or less than some specified amount, between two specified 
values, or equal to some value. You can also look for cells that contain specified 
text, dates that occur during a specified time frame, and more.

When you set up your conditional format, you can specify the font, border, and 
background pattern. This formatting helps to ensure that the cells that meet your 
criteria stand out from the other cells in the range. Here are the steps to follow:

1. Select the range you want to work with.

Select just the data values you want to format. Don’t select any surrounding data.

2. Choose Home ➪   Conditional Formatting.

3. Choose Highlight Cells Rules and then select the rule you want to use for 
the condition.

You have six rules to play around with:

• Greater Than: Applies the conditional format to cells that have a value 
larger than a value that you specify.

• Less Than: Applies the conditional format to cells that have a value smaller 
than a value that you specify.

• Between: Applies the conditional format to cells that have a value that is 
greater than or equal to a minimum value that you specify and less than or 
equal to a maximum value that you specify.

• Equal To: Applies the conditional format to cells that have a value that is 
the same as a value that you specify.

• Text that Contains: Applies the conditional format to cells that include the 
text that you specify.

• A Date Occurring: Applies the conditional format to cells that have a date 
value that meets the condition that you specify (such as Yesterday, Last 
Week, or Next Month).
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(I cover a seventh rule — Duplicate Values — later in this chapter.) A dialog box 
appears, the name of which depends on the rule you click in Step 3. For 
example, Figure 1-1 shows the dialog box for the Greater Than rule.

4. Type the value to use for the condition.

You can also click the up arrow button that appears to the right of the text box 
and select a worksheet cell that contains the value. Also, depending on the 
operator, you might need to specify two values.

5. Use the right drop-down list to select the formatting to apply to cells that 
match your condition.

If you’re feeling creative, you can make up your own format by selecting the 
Custom Format command.

6. Click OK.

Excel applies the formatting to cells that meet the condition you specified.

Excel enables you to specify multiple conditional formats for the same range. For 
example, you can set up one condition for cells that are greater than some value 
and a separate condition for cells that are less than some other value. You can 
apply unique formats to each condition. Keep the range selected and follow Steps 2 
through 6 to configure the new condition.

Showing pesky duplicate values
You use conditional formatting mostly to highlight numbers greater than or less 
than some value, or dates occurring within some range. However, you can use 
conditional formatting also to look for duplicate values in a range. Why would you 

FIGURE 1-1: 
The Greater Than 

dialog box and 
some highlighted 

values.
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want to do that? The main reason is that many range or table columns require 
unique values. For example, a column of student IDs or part numbers shouldn’t 
have duplicates.

Unfortunately, scanning such numbers and picking out the repeat values is hard. 
Not to worry! With conditional formatting, you can specify a font, border, and 
background pattern that ensures that any duplicate cells in a range or table stand 
out from the other cells. Here’s what you do:

1. Select the range that you want to check for duplicates.

2. Choose Home ➪   Conditional Formatting.

3. Choose Highlight Cells Rules ➪ Duplicate Values.

The Duplicate Values dialog box appears. The left drop-down list has Duplicate 
selected by default, as shown in Figure 1-2. However, if you want to highlight all 
the unique values instead of the duplicates, select Unique from this list.

4. In the right drop-down list, select the formatting to apply to the cells with 
duplicate values.

You can create your own format by choosing the Custom Format command. In 
the Format Cells dialog box, use the Font, Border, and Fill tabs to specify the 
formatting you want to apply, and then click OK.

5. Click OK.

Excel applies the formatting to any cells that have duplicate values in the range.

FIGURE 1-2: 
Use the Duplicate 

Values rule to 
highlight 

worksheet 
duplicates.
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Highlighting the top or bottom  
values in a range
When analyzing worksheet data, looking for items that stand out from the norm 
is often useful. For example, you might want to know which sales reps sold the 
most last year, or which departments had the lowest gross margins. To quickly 
and easily view the extreme values in a range, you can apply a conditional format 
to the top or bottom values of that range.

You can apply such a format by setting up a top/bottom rule, in which Excel applies 
a conditional format to those items that are at the top or bottom of a range of 
values. For the top or bottom values, you can specify a number, such as the top 5 
or 10, or a percentage, such as the bottom 20 percent. Here’s how it works:

1. Select the range you want to work with.

2. Choose Home ➪   Conditional Formatting.

3. Choose Top/Bottom Rules and then select the type of rule you want to 
create.

You have six rules to mess with:

• Top 10 Items: Applies the conditional format to cells that rank in the top X, 
where X is a number that you specify (the default is 10).

• Top 10 %: Applies the conditional format to cells that rank in the top X %, 
where X is a number that you specify (the default is 10).

• Bottom 10 Items: Applies the conditional format to cells that rank in the 
bottom X, where X is a number that you specify (the default is 10).

• Bottom 10 %: Applies the conditional format to cells that rank in the 
bottom X %, where X is a number that you specify (the default is 10).

• Above Average: Applies the conditional format to cells that rank above the 
average value of the range.

• Below Average: Applies the conditional format to cells that rank below the 
average value of the range.

A dialog box appears, the name of which depends on the rule you selected in 
Step 3. For example, Figure 1-3 shows the dialog box for the Top Ten Items 
rule.

4. Type the value to use for the condition.

You can also click the spin buttons that appear to the right of the text box. 
Note that you don’t need to enter a value for the Above Average and Below 
Average rules.
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5. In the right drop-down list, select the formatting to apply to cells that 
match your condition.

When you set up your top/bottom rule, select a format that ensures that the 
cells that meet your criteria will stand out from the other cells in the range. If 
none of the predefined formats suits your needs, you can always choose 
Custom Format and then use the Format Cells dialog box to create a suitable 
formatting combination. Use the Font, Border, and Fill tabs to specify the 
formatting you want to apply, and then click OK.

6. Click OK.

Excel applies the formatting to cells that meet the condition you specified.

Analyzing cell values with data bars
In some data-analysis scenarios, you might be interested more in the relative 
values within a range than the absolute values. For example, if you have a table of 
products that includes a column showing unit sales, you might want to compare 
the relative sales of all products.

Comparing relative values is often easiest if you visualize the values, and one of 
the easiest ways to visualize data in Excel is to use data bars, a data visualization 
feature that applies colored horizontal bars to each cell in a range of values; these 
bars appear “behind” (that is, in the background of) the values in the range. The 
length of the data bar in each cell depends on the value in that cell: the larger the 
value, the longer the data bar.

FIGURE 1-3: 
The Top 10 Items 

dialog box with 
the top 5 values 

highlighted.
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Follow these steps to apply data bars to a range:

1. Select the range you want to work with.

2. Choose Home ➪   Conditional Formatting.

3. Choose Data Bars and then select the fill type of data bars you want to 
create.

You can apply two type of data bars:

• Gradient fill: The data bars begin with a solid color and then gradually 
fade to a lighter color.

• Solid fill: The data bars are a solid color.

Excel applies the data bars to each cell in the range. Figure 1-4 shows an 
example in the Units column.

If your range includes right-aligned values, gradient-fill data bars are a better 
choice than solid-fill data bars. Why? Because even the longest gradient-fill bars 
fade to white toward the right edge of the cell, so your range values will mostly 
appear on a white background, making them easier to read.

Analyzing cell values with color scales
Getting some idea about the overall distribution of values in a range is often use-
ful. For example, you might want to know whether a range has many low values 

FIGURE 1-4: 
The higher the 

value, the longer 
the data bar.
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and just a few high values. Color scales can help you analyze your data in this way. 
A color scale compares the relative values in a range by applying shading to each 
cell, where the color reflects each cell’s value.

Color scales can also tell you whether your data includes outliers: values that are 
much higher or lower than the others. Similarly, color scales can help you make 
value judgments about your data. For example, high sales and low numbers of 
product defects are good, whereas low margins and high employee turnover rates 
are bad.

To apply a color scale to a range of values, do the following:

1. Select the range you want to format.

2. Choose Home ➪   Conditional Formatting.

3. Choose Color Scales and then select the color scale that has the color 
scheme you want to apply.

Color scales come in two varieties: three-color scales and two-color scales.

If your goal is to look for outliers, go with a three-color scale because it helps 
the outliers stand out more. A three-color scale is also useful if you want to 
make value judgments about your data, because you can assign your own 
values to the colors (such as positive, neutral, and negative). Use a two-color 
scale when you want to look for patterns in the data, because a two-color scale 
offers less contrast.

Excel applies the color scale to each cell in your selected range.

Analyzing cell values with icon sets
Symbols that have common or well-known associations are often useful for ana-
lyzing large amounts of data. For example, a check mark usually means that 
something is good or finished or acceptable, whereas an X means that something 
is bad or unfinished or unacceptable. Similarly, a green circle is positive, whereas 
a red circle is negative (think traffic lights). Excel puts these and other symbolic 
associations to good use with the icon sets feature. You use icon sets to visualize 
the relative values of cells in a range.

With icon sets, Excel adds a particular icon to each cell in the range, and that icon 
tells you something about the cell’s value relative to the rest of the range. For 
example, the highest values might be assigned an upward-pointing arrow, the 
lowest values a downward-pointing arrow, and the values in between a horizontal 
arrow.
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Here’s how you apply an icon set to a range:

1. Select the range you want to format with an icon set.

2. Choose Home ➪   Conditional Formatting.

3. Choose Icon Sets and then select the type of icon set you want to apply.

Icon sets come in four categories:

• Directional: Indicates trends and data movement

• Shapes: Points out the high (green) and low (red) values in the range

• Indicators: Adds value judgments

• Ratings: Shows where each cell resides in the overall range of data values

Excel applies the icons to each cell in the range, as shown in Figure 1-5.

Creating a custom conditional- 
formatting rule
The conditional-formatting rules in Excel  — highlight cells rules, top/bottom 
rules, data bars, color scales, and icon sets — offer an easy way to analyze data 
through visualization. However, you can tailor your formatting-based data analy-
sis also by creating a custom conditional-formatting rule that suits how you want 
to analyze and present the data.

FIGURE 1-5: 
Excel applies an 

icon based on 
each cell’s value.
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Custom conditional-formatting rules are ideal for situations in which normal value 
judgments — that is, that higher values are good and lower values are bad — don’t 
apply. In a database of product defects, for example, lower values are better than 
higher ones. Similarly, data bars are based on the relative numeric values in a range, 
but you might prefer to base them on the relative percentages or on percentile rankings.

To get the type of data analysis you prefer, follow these steps to create a custom 
conditional-formatting rule and apply it to your range:

1. Select the range you want to analyze with a custom conditional- 
formatting rule.

2. Choose Home ➪   Conditional Formatting ➪   New Rule.

The New Formatting Rule dialog box appears.

3. In the Select a Rule Type box, select the type of rule you want to create.

4. Use the controls in the Edit the Rule Description box to edit the rule’s 
style and formatting.

The controls you see depend on the rule type you selected in Step 3. For 
example, if you select Icon Sets, you see the controls shown in Figure 1-6.

With Icon Sets, select Reverse Icon Order (as shown in the figure) if you want to 
reverse the normal icon assignments.

5. Click OK.

Excel applies the conditional formatting to each cell in the range.

FIGURE 1-6: 
Use the New 

Formatting Rule 
dialog box to 

create a custom 
rule.
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HIGHLIGHT CELLS BASED ON A FORMULA
You can apply conditional formatting based on the results of a formula. That is, you set 
up a logical formula as the conditional-formatting criteria. For each cell in which that for-
mula returns TRUE, Excel applies the formatting you specify; for all the other cells, Excel 
doesn’t apply the formatting.

In most cases, you use a comparison formula, or you use an IF function, often com-
bined with another logical function such as AND or OR. In each case, your formula’s 
comparison value must reference only the first value in the range. For example, if the 
range you are working with is a set of dates in A2:A100, the comparison formula 
=WEEKDAY(A2)=6 would apply conditional formatting to every cell in the range that 
occurs on a Friday.

The following steps show you how to apply conditional formatting based on the results 
of a formula:

1. Select the range you want to work with.

2. Choose Home ➪   Conditional Formatting ➪   New Rule.

The New Formatting Rule dialog box appears.

3. Select Use a Formula to Determine Which Cells to Format.

4. In the Format Values Where this Formula Is True text box, type the logical 
formula.

The figure shows an example of using a formula to apply conditional formatting.

(continued)
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Editing a conditional-formatting rule
Conditional-formatting rules are excellent data-visualization tools that can make 
analyzing your data easier and faster. Whether you’re highlighting cells based on 
criteria, showing cells in the top or bottom of a range, or using features such as 
data bars, color scales, and icon sets, conditional formatting enables you to inter-
pret your data quickly.

But it doesn’t follow that all your conditional-formatting experiments will be 
successful ones. For example, you might find that the conditional formatting you 
used isn’t working out because it doesn’t let you visualize your data the way you’d 
hoped. Similarly, a change in data might require a change in the condition you 
used. Whatever the reason, you can edit your conditional-formatting rules to 
ensure that you get the best visualization for your data. Here’s how:

1. Select a cell in the range that includes the conditional-formatting rule 
you want to edit.

You can select a single cell, multiple cells, or the entire range.

2. Choose Home ➪   Conditional Formatting ➪  Manage Rules.

The Conditional Formatting Rules Manager dialog box appears, as shown in 
Figure 1-7.

5. Choose Format, use the Format Cells dialog box to define the rule’s style and 
formatting, and then click OK.

6. Click OK.

Excel applies the conditional formatting to each cell in the range in which the logical 
formula returns TRUE.

When you’re messing around with formula-based rules, one useful technique is to apply 
a conditional format based on a formula that compares all the cells in a range to one 
value in that range. The simplest case is a formula that applies conditional formatting to 
those range cells that are equal to a cell value in the range. Here’s the logical formula to 
use for such a comparison:

=range=cell

Here, range is an absolute reference to the range of cells you want to work with, and 
cell is a relative reference to the comparison cell. For example, to apply a conditional 
format to those cells in the range A1:A50 that are equal to the value in cell A1, you 
would use the following logical formula:

=$A$1:$A$50=A1

(continued)
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3. Select the rule you want to modify.

If you don’t see the rule, click the Show Formatting Rules For drop-down list 
and then select This Worksheet. The list that appears displays every  
conditional-formatting rule that you’ve applied in the current worksheet.

4. Choose Edit Rule.

The Edit Formatting Rule dialog box appears.

5. Make your changes to the rule.

6. Click OK.

Excel returns you to the Conditional Formatting Rules Manager dialog box.

7. Select OK.

Excel updates the conditional formatting.

If you have multiple conditional-formatting rules applied to a range, the visualization 
is affected by the order in which Excel applies the rules. Specifically, if a cell already 
has a conditional format applied, Excel does not overwrite that format with a new 
one. For example, suppose that you have two conditional-formatting rules applied to 
a list of student grades: one for grades over 90 and one for grades over 80. If you apply 
the over-80 conditional format first, Excel will never apply the over-90 format 
because those values are already covered by the over-80 format. The solution is to 
change the order of the rule. In the Conditional Formatting Rules Manager dialog box, 
select the rule that you want to modify and then click the Move Up and Move Down 
button to set the order you want. If you want Excel to stop processing the rest of the 
rules after it has applied a particular rule, select that rule’s Stop If True check box.

Removing conditional-formatting rules
Conditional-formatting rules are useful critters, but they don’t work in all sce-
narios. For example, if your data is essentially random, conditional-formatting 
rules won’t magically produce patterns in that data. You might also find that 

FIGURE 1-7: 
Use the 

Conditional 
Formatting Rules 
Manager to edit 

your rules.
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conditional formatting isn’t helpful for certain collections of data or certain types 
of data. Or you might find conditional formatting useful for getting a handle on 
your data set but then prefer to remove the formatting.

Similarly, although the data-visualization aspect of conditional-formatting rules 
is part of the appeal of this Excel feature, as with all things visual, you can overdo 
it. That is, you might end up with a worksheet that has multiple conditional-
formatting rules and therefore some unattractive and confusing combinations of 
highlighted cells, data bars, color scales, and icon sets.

If, for whatever reason, you find that a range’s conditional formatting isn’t help-
ful or is no longer required, you can remove the conditional formatting from that 
range by following these steps:

1. Select a cell in the range that includes the conditional-formatting rule 
you want to trash.

You can select a single cell, multiple cells, or the entire range.

2. Choose Home ➪   Conditional Formatting ➪ Manage Rules.

The Conditional Formatting Rules Manager dialog box appears.

3. Select the rule you want to remove.

If you don’t see the rule, use the Show Formatting Rules For list to select This 
Worksheet, which tells Excel to display every conditional-formatting rule that 
you’ve applied in the current worksheet.

4. Choose Delete Rule.

Excel removes the rule from the range.

5. Click OK.

If you have multiple rules defined and want to remove them all, click the Home 
tab, choose Conditional Formatting, choose Clear Rules, and then select either 
Clear Rules from Selected Cells or Clear Rules from Entire Sheet.

Summarizing Data with Subtotals
Although you can use formulas and worksheet functions to summarize your data 
in various ways  — including sums, averages, counts, maximums, and  
minimums — if you’re in a hurry, or if you just need a quick summary of your 
data, you can get Excel to do the work for you. The secret here is a feature called 
automatic subtotals, which are formulas that Excel adds to a worksheet 
automatically.
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Excel sets up automatic subtotals based on data groupings in a selected field. For 
example, if you ask for subtotals based on the Customer field, Excel runs down the 
Customer column and creates a new subtotal each time the name changes. To get 
useful summaries, you should sort the range on the field containing the data 
groupings you’re interested in.

Follow these steps to summarize your data with subtotals:

1. Select a cell within the range you want to subtotal.

2. Choose Data ➪  Subtotal.

If you don’t see the Subtotal command, choose Outline  ➪    Subtotal. The 
Subtotal dialog box appears.

3. In the At Each Change In list, select the column you want to use to group 
the subtotals.

4. In the Use Function list, select Sum.

5. In the Add Subtotal To list, select the check box for the column you want 
to summarize.

In Figure 1-8, for example, each change in the Customer field displays the sum 
of that customer’s Total cells.

6. Click OK.

Excel calculates the subtotals and adds them into the range. Note, too, that 
Excel also adds outline symbols to the range. I talk about outlining in a bit more 
detail in the next section.

FIGURE 1-8: 
Use the Subtotal 

dialog box to 
apply subtotals to 

a range.
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Figure 1-9 shows some subtotals applied to a range.

Note that in the phrase, automatic subtotals, the word subtotals is misleading 
because it implies that you can summarize your data only with totals. Not even 
close! Using “subtotals,” you can also count the values (all the values or just the 
numeric values), calculate the average of the values, determine the maximum or 
minimum value, and calculate the product of the values. For statistical analysis, 
you can also calculate the standard deviation and variance, both of a sample and 
of a population. To change the summary calculation, follow Steps 1 to 3, open the 
Use Function drop-down list, and then select the function you want to use for the 
summary.

Grouping Related Data
To help you analyze a worksheet, you might be able to control what parts of the 
worksheet are displayed by grouping the data based on the worksheet formulas 
and data. Grouping the data creates a worksheet outline, which works similarly to 
the outline feature in Microsoft Word. In a worksheet outline, you can collapse sec-
tions of the sheet to display only summary cells (such as quarterly or regional 
totals), or expand hidden sections to show the underlying detail. Note that when 
you add subtotals to a range, as I describe in the preceding section, Excel auto-
matically groups the data and displays the outline tools.

FIGURE 1-9: 
Some subtotals 

applied to the 
Total column for 

each customer.
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Not all worksheets can be grouped, so you need to make sure that your worksheet 
is a candidate for outlining:

 » The worksheet must contain formulas that reference cells or ranges directly 
adjacent to the formula cell. Worksheets with SUM functions that subtotal cells 
above or to the left are particularly good candidates for outlining.

 » There must be a consistent pattern to the direction of the formula references. 
For example, a worksheet with formulas that always reference cells above or 
to the left can be outlined. Excel won’t outline a worksheet with, say, SUM 
functions where some of the range references are above the formula cell and 
some are below.

Here are the steps to follow group-related data:

1. Display the worksheet you want to outline.

2. Choose Data ➪  Group ➪  Auto Outline.

If you don’t see the Group command, choose Outline  ➪    Group. Excel outlines 
the worksheet data.

As shown in Figure 1-10, Excel uses level bars to indicate the grouped ranges and 
level numbers to indicate the various levels of the underlying data available in the 
outline.

FIGURE 1-10: 
When you group 

a range, Excel 
displays its 

outlining tools.
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Here are some ways you can use the outline to control the range display:

 » Click the − (collapse) button to hide the range indicated by the level bar.

 » Click the + button (expand) for a collapsed range to view it again.

 » Click a level number to collapse multiple ranges on the same outline level.

 » Click a level number to display multiple collapsed ranges on the same outline 
level.

Consolidating Data from 
Multiple Worksheets

Companies often distribute similar worksheets to multiple departments to capture 
budget numbers, inventory values, survey data, and so on. Those worksheets must 
then be combined into a summary report showing company-wide totals. Combin-
ing multiple worksheets into a summary report is called consolidating the data.

Sounds like a lot of work, right? It sure is, if you do it manually, so forget that. 
Instead, Excel can consolidate your data automatically. You can use the consoli-
date feature to consolidate the data in either of two ways:

 » By position: Excel consolidates the data from two or more worksheets, using 
the same range coordinates on each sheet. Use this method if the worksheets 
you’re consolidating have an identical layout.

 » By category: Excel consolidates the data from two or more worksheets by 
looking for identical row and column labels in each sheet. Reach for this 
method if the worksheets you’re consolidating have different layouts but 
common labels.

In both cases, you specify one or more source ranges (the ranges that contain the 
data you want to consolidate) and a destination range (the range where the consoli-
dated data will appear).

Consolidating by position
Here are the steps to trudge through if you want to consolidate multiple work-
sheets by position:
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1. Create a new worksheet that uses the same layout — including row and 
column labels — as the sheets you want to consolidate.

The identical layout in this new worksheet is your destination range.

2. If necessary, open the workbooks that contain the worksheets you want 
to consolidate.

If the worksheets you want to consolidate are in the current workbook, you can 
skip this step.

3. In the new worksheet from Step 1, select the upper-left corner of the 
destination range.

4. Choose Data ➪   Consolidate.

The Consolidate dialog box appears.

5. In the Function list, select the summary function you want to use.

6. In the Reference text box, select one of the ranges you want to 
consolidate.

7. Click Add.

Excel adds the range to the All References list, as shown in Figure 1-11.

8. Repeat Steps 6 and 7 to add all the consolidation ranges.

9. Click OK.

Excel consolidates the data from the source ranges and displays the summary 
in the destination range.

FIGURE 1-11: 
Consolidate 

multiple 
worksheets by 
adding a range 
from each one.
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If the source data changes, you probably want to reflect those changes in the con-
solidation worksheet. Rather than run the entire consolidation over again, a much 
easier solution is to select the Create Links to Source Data check box in the Con-
solidate dialog box. You can then update the consolidation worksheet by choosing 
Data  ➪    Refresh All.

Consolidating by category
Here are the steps to follow to consolidate multiple worksheets by category:

1. Create a new worksheet for the consolidation.

You use this worksheet to specify your destination range.

2. If necessary, open the workbooks that contain the worksheets you want 
to consolidate.

If the worksheets you want to consolidate are in the current workbook, you can 
skip this step.

3. In the new worksheet from Step 1, select the upper-left corner of the 
destination range.

4. Choose Data ➪  Consolidate.

The Consolidate dialog box appears.

5. In the Function list, select the summary function you want to use.

6. In the Reference text box, select one of the ranges you want to 
consolidate.

When you’re selecting the range, be sure to include the row and column labels 
in the range.

7. Click Add.

Excel adds the range to the All References list.

8. Repeat Steps 6 and 7 to add all the consolidation ranges.

9. If you have labels in the top row of each range, select the Top Row 
check box.

10. If you have labels in the left-column row of each range, select the Left 
Column check box.

Figure 1-12 shows a completed version of the Consolidate dialog box.

11. Click OK.

Excel consolidates the data from the source ranges and displays the summary 
in the destination range.
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FIGURE 1-12: 
When 

consolidating by 
category, tell 

Excel where your 
labels are 

located.
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Chapter 2
Working with 
Data-Analysis Tools

When it comes to data analysis, you’re best off getting Excel to perform 
most — or, ideally, all — of the work. After all, Excel is a complex, 
powerful, and expensive piece of software, so why shouldn’t it take on 

the lion’s share of the data-analysis chores? Sure, you still have to get your data 
into the worksheet (although a bit later in the book, I talk about ways to get Excel 
to help with that chore, too), but after you’ve done that, it’s time for Excel to 
get busy.

In this chapter, you investigate some built-in Excel tools that will handle most of 
the data-analysis dirty work. I show you how to build two different types of data 
tables; give you the details on using the very cool Goal Seek tool; delve into sce-
narios and how to use them for fun and profit; and take you on a tour of the 
powerful Solver add-in.

IN THIS CHAPTER

 » Creating basic and two-input data 
tables

 » Analyzing your data using the Goal 
Seek tool

 » Creating and running scenarios

 » Optimizing your data with the 
Solver tool
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Working with Data Tables
If you want to study the effect that different input values have on a formula, one 
solution is to set up the worksheet model and then manually change the formula’s 
input cells. For example, if you’re calculating a loan payment, you can enter dif-
ferent interest rate values to see what effect changing the value has on the 
payment.

The problem with modifying the values of a formula input is that you see only a 
single result at one time. A better solution is to set up a data table, which is a range 
that consists of the formula you’re using and multiple input values for that for-
mula. Excel automatically creates a solution to the formula for each different 
input value.

Data tables are an example of what-if analysis, which is perhaps the most basic 
method for analyzing worksheet data. With what-if analysis, you first calculate a 
formula D, based on the input from variables A, B, and C. You then say, “What 
happens to the result if I change the value of variable A?” “What happens if 
I change B or C?” and so on.

Don’t confuse data tables with the Excel tables that I talk about in Chapter  3. 
Remember that a data table is a special range that Excel uses to calculate multiple 
solutions to a formula.

Creating a basic data table
The most basic type of data table is one that varies only one of the formula’s input 
cells. Not even remotely surprisingly, this basic version is known far and wide as 
a one-input data table. Here are the steps to follow to create a one-input data table:

1. Type the input values.

• To enter the values in a column, start the column one cell down and one 
cell to the left of the cell containing the formula, as shown in Figure 2-1.

• To enter the values in a row, start the row one cell up and one cell to the 
right of the cell containing the formula.

2. Select the range that includes the input values and the formula.

In the example shown in Figure 2-1, you’d select the range B7:C15.
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3. Choose Data ➪ What-If Analysis ➪ Data Table to open the Data Table 
dialog box.

4. Enter the address of the input cell, which is the cell referenced by the 
formula that you want the data table to vary.

That is, for whatever cell you specify, the data table will substitute each of its 
input values into that cell and calculate the formula result. You have two 
choices:

• If you entered the input values in a row, enter the input cell’s address in the 
Row Input Cell text box.

• If the input values are in a column, enter the input cell’s address in the 
Column Input Cell text box. In the example shown in Figure 2-1, the data 
table’s input values are annual interest rates, so the column input cell is C2, 
as shown in Figure 2-2.

5. Click OK.

Excel fills the input table with the results. Figure 2-3 shows the results of the 
example data table.

When you see the data table results, you might find that all the calculated values 
are identical. What gives? The problem most likely is Excel’s current calculation 
mode. Choose Formulas ➪ Calculation Options ➪ Automatic, and the data table 
results should recalculate to the correct values.

FIGURE 2-1: 
This data table 

has the input 
values in a 

column.
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Creating a two-input data table
Rather than vary a single formula input at a time — as in the one-input data table 
I discuss in the preceding section — Excel also lets you kick things up a notch by 
enabling you to set up a two-input data table. As you might have guessed, a two-
input data table is one that varies two formula inputs at the same time. For exam-
ple, in a loan payment worksheet, you could set up a two-input data table that 
varies both the interest rate and the term.

To set up a two-input data table, you must set up two ranges of input cells. One 
range must appear in a column directly below the formula, and the other range must 
appear in a row directly to the right of the formula. Here are the steps to follow:

FIGURE 2-3: 
The data table 

results.

FIGURE 2-2: 
Enter the address 

of the input cell.
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1. Type the input values:

• To enter the column values, start the column one cell down and one cell to 
the left of the cell containing the formula.

• To enter the row values, start the row one cell up and one cell to the right 
of the cell containing the formula.

Figure 2-4 shows an example.

2. Select the range that includes the input values and the formula.

In the example shown in Figure 2-4, you’d select the range B7:F15.

3. Choose Data ➪ What-If Analysis ➪ Data Table to open the Data Table 
dialog box.

4. In the Row Input Cell text box, enter the cell address of the input cell that 
corresponds to the row values you entered.

In the example shown in Figure 2-4, the row values are term inputs, so the 
input cell is C3 (see Figure 2-5).

5. In the Column Input Cell text box, enter the cell address of the input cell 
you want to use for the column values.

In the example shown in Figure 2-4, the column values are interest rate inputs, 
so the input cell is C2 (refer to Figure 2-5).

6. Click OK.

Excel displays the results. Figure 2-6 shows the results of the example two-
input data table.

FIGURE 2-4: 
For a two-input 

data table, enter 
one set of values 
in a column and 

the other in 
a row.
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When you run the Data Table command, Excel enters an array formula in the inte-
rior of the data table. The formula is a TABLE function (a special function available 
only by using the Data Table command) with the following syntax:

{=TABLE(row_input_ref, column_input_ref)}

Here, row_input_ref and column_input_ref are the cell references you entered 
in the Data Table dialog box. The braces ({ }) indicate an array, which means you 
can’t change or delete individual elements in the results. If you want to change the 
results, you need to select the entire data table and then run the Data Table com-
mand again. If you want to delete the results, you must select the entire array and 
then delete it.

FIGURE 2-5: 
Enter the 

addresses of the 
input cells.

FIGURE 2-6: 
The two-input 

data table results.
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Skipping data tables when  
calculating workbooks
Because a data table is an array, Excel treats it as a unit, so a worksheet recalcula-
tion means that the entire data table is always recalculated. Such a recalculation is 
not a big problem for a small data table that has just a few dozen formulas. How-
ever, it’s not uncommon to have data tables with hundreds or even thousands of 
formulas, and these larger data tables can slow down worksheet recalculation.

If you’re working with a large data table, you can reduce the time it takes for Excel 
to recalculate the workbook if you configure Excel to bypass data tables when it’s 
running the recalculation. Here are the two methods you can use:

 » Choose Formulas ➪ Calculation Options ➪ Automatic Except for Data Tables.

 » Choose File ➪ Options to open the Excel Options dialog box, choose Formulas, 
select the Automatic Except for Data Tables option, and then click OK.

Now every time you calculate a workbook, Excel bypasses the data tables.

When you want to recalculate a data table, you can repeat either of the preceding 
procedures and then choose the Automatic option. On the other hand, if you prefer 
to leave the Automatic Except for Data Tables option selected, you can still recal-
culate the data table by selecting any cell in the data table and either choosing 
Formulas ➪ Calculate Now or pressing F9.

Analyzing Data with Goal Seek
What if you already know the formula result you need and you want to produce 
that result by tweaking one of the formula’s input values? For example, suppose 
that you know that you need to have $100,000 saved for your children’s college 
education. In other words, you want to start an investment now that will be worth 
$100,000 at some point in the future.

This is called a future value calculation, and it requires three parameters:

 » The term of the investment

 » The interest rate you earn on the investment

 » The amount of money you invest each year
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Assume that you need that money 18 years from now and that you can make a 
4 percent annual return on your investment. Here’s the question that remains: 
How much should you invest each year to make your goal?

Sure, you could waste large chunks of your life guessing the answer. Fortunately, 
you don’t have to, because you can put Excel’s Goal Seek tool to work. Goal Seek 
works by trying dozens of possibilities — called iterations — that enable it to get 
closer and closer to a solution. When Goal Seek finds a solution (or finds a solution 
that’s as close as it can get), it stops and shows you the result.

You must do three things to set up your worksheet for Goal Seek:

 » Set up one cell as the changing cell, which is the formula input cell value that 
Goal Seek will manipulate to reach the goal. In the college fund example, the 
formula cell that holds the annual deposit is the changing cell.

 » Set up the other input values for the formula and give them proper initial 
values. In the college fund example, you enter 4 percent for the interest rate 
and 18 years for the term.

 » Create a formula for Goal Seek to use to reach the goal. In the college fund 
example, you use the FV() function, which calculates the future value of an 
investment given an interest rate, term, and regular deposit.

When your worksheet is ready for action, here are the steps to follow to get Goal 
Seek on the job:

1. Select Data ➪ What-If Analysis ➪ Goal Seek.

The Goal Seek dialog box appears.

2. In the Set Cell box, enter the address of the cell that contains the formula 
you want Goal Seek to work with.

3. In the To Value text box, enter the value that you want Goal Seek to find.

4. In the By Changing Cell box, enter the address of the cell that you want 
Goal Seek to modify.

Figure 2-7 shows an example model for the college fund calculation as well as 
the completed Goal Seek dialog box.

5. Click OK.

Goal Seek adjusts the changing cell value until it reaches a solution. When it’s 
done, the formula shows the value you entered in Step 3, as shown in 
Figure 2-8.

6. Click OK to accept the solution.



CHAPTER 2  Working with Data-Analysis Tools      39

In some cases, Goal Seek might not find an exact solution to your model. Goal Seek 
stops either after 100 iterations or if the current result is within 0.001 of the 
desired result.

You can get a more accurate solution by increasing the number of iterations that 
Goal Seek can use, by reducing the value that Goal Seek uses to mark a solution as 
close enough, or both. Choose File ➪ Options and then choose Formulas. Increase 
the value of the Maximum Iterations spin button, decrease the value in the 
Maximum Change text box, or both, and then click OK.

Analyzing Data with Scenarios
Many formulas require a number of input values to produce a result. Previously in 
this chapter, in the “Working with Data Tables” section, I talk about using data 
tables to quickly see the results of varying one or two of those input values. Handy 
stuff, for sure, but when you’re analyzing a formula’s results, manipulating three 
or more input values at a time and performing this manipulation in some system-
atic way often help. For example, one set of values might represent a best-case 
approach, whereas another might represent a worst-case approach.

FIGURE 2-7: 
Using Goal Seek 
to calculate the 
annual deposit 

required to end 
up with 

$100,000 in a 
college fund.

FIGURE 2-8: 
Goal Seek took all 

of a second or 
two to find a 

solution.
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In Excel, each of these coherent sets of input values — known as changing cells — is 
called a scenario. By creating multiple scenarios, you can quickly apply these dif-
ferent value sets to analyze how the result of a formula changes under different 
conditions.

Excel scenarios are a powerful data-analysis tool for a number of reasons. First, 
Excel enables you to enter up to 32 changing cells in a single scenario, so you can 
create models that are as elaborate as you need. Second, no matter how many 
changing cells you have in a scenario, Excel enables you to show the scenario’s 
result with just a few taps or clicks. Third, because the number of scenarios you 
can define is limited only by the available memory on your computer, you can 
effectively use as many scenarios as you need to analyze your data model.

When building a worksheet model, you can use a couple of techniques to make the 
model more suited to scenarios:

 » Group all your changing cells in one place and label them.

 » Make sure that each changing cell is a constant value. If you use a formula for 
a changing cell, another cell could change the formula result and throw off 
your scenarios.

Create a scenario
If scenarios sound like your kind of data-analysis tool, follow these steps to create 
a scenario for a worksheet model that you’ve set up:

1. Choose Data ➪ What-If Analysis ➪ Scenario Manager.

The Scenario Manager dialog box appears.

2. Click Add.

The Add Scenario dialog box appears.

3. In the Scenario Name box, type a name for the scenario.

4. In the Changing Cells box, enter the cells you want to change in the 
scenario.

You can type the address of each cell or range, separating each by a comma, or 
you can select the changing cells directly in the worksheet.
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5. In the Comment box, enter a description for the scenario.

Your scenarios appear in the Scenario Manager dialog box, and for each 
scenario, you see its changing cells and its description. The description is often 
very useful, particularly if you have several scenarios defined, so be sure to 
write a detailed description to help you differentiate your scenarios later on.

Figure 2-9 shows a worksheet model for a mortgage analysis and a filled-in 
Add Scenario dialog box.

6. Click OK.

The Scenario Values dialog box appears.

7. In the text boxes, enter a value for each changing cell.

Figure 2-10 shows some example values for a scenario.

FIGURE 2-9: 
Creating a 

scenario for a 
mortgage 

analysis.

FIGURE 2-10: 
Example values 
for a scenario’s 
changing cells.
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8. To add more scenarios, click Add and then repeat Steps 3 through 7.

9. Click OK.

The Scenario Values dialog box closes and then the Scenario Manager dialog 
box returns, showing the scenarios you’ve added.

10. Click Close.

Apply a scenario
The real value of a scenario is that no matter how many changing cells you’ve 
defined or how complicated the formula is, you can apply any scenario with just a 
few straightforward steps. Don’t believe me? Here, I’ll prove it:

1. Choose Data ➪ What-If Analysis ➪ Scenario Manager.

The Scenario Manager dialog box appears.

2. Select the scenario you want to display.

3. Click Show.

Without even a moment’s hesitation, Excel enters the scenario values into the 
changing cells and displays the formula result.

4. Feel free to repeat Steps 2 and 3 to display other scenarios. When it’s this 
easy, why not?

5. When you’ve completed your analysis, click Close.

Edit a scenario
If you need to make changes to a scenario, you can edit the name, the changing 
cells, the description, and the scenario’s input values. Here are the steps to follow:

1. Choose Data ➪ What-If Analysis ➪ Scenario Manager.

The Scenario Manager dialog box appears.

2. Select the scenario you want to modify.

3. Click Edit.

The Edit Scenario dialog box appears.

4. Modify the scenario name, changing cells, and comment, as needed.

5. Click OK.

The Scenario Values dialog box appears.
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6. Modify the scenario values, as needed.

7. Click OK.

Excel returns you to the Scenario Manager dialog box.

8. Click Close.

Delete a scenario
If you have a scenario that has worn out its welcome, you should delete it to 
reduce clutter in the Scenario Manager dialog box. Here are the steps required:

1. Choose Data ➪ What-If Analysis ➪ Scenario Manager.

The Scenario Manager dialog box appears.

2. Select the scenario you want to remove.

Excel does not ask you to confirm the deletion, so double- (perhaps even 
triple-) check that you’ve selected the correct scenario.

3. Click Delete.

Scenario Manager gets rids of the scenario.

4. Click Close.

Optimizing Data with Solver
Spreadsheet tools such as Goal Seek that change a single variable are useful, but 
unfortunately most problems in business are not so simple. You’ll usually face 
formulas with at least two and sometimes dozens of variables. Often, a problem 
will have more than one solution, and your challenge will be to find the optimal 
solution (that is, the one that maximizes profit, minimizes costs, or matches 
other criteria). For these bigger challenges, you need a more muscular tool. Excel 
has just the answer: Solver, a sophisticated optimization program that enables 
you to find the solutions to complex problems that would otherwise require high-
level mathematical analysis.

Understanding Solver
Solver, like Goal Seek, uses an iterative method to perform its calculations. Using 
iteration means that Solver tries a solution, analyzes the results, tries another 
solution, and so on. However, this cyclic iteration isn’t just guesswork on Solver’s 
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part. That would be silly. No, Solver examines how the results change with each 
new iteration and, through some sophisticated mathematical processes (which, 
thankfully, happen way in the background and can be ignored), can usually tell in 
what direction it should head for the solution.

The advantages of Solver
Yes, Goal Seek and Solver are both iterative, but that doesn’t make them equal. In 
fact, Solver brings a number of advantages to the table:

 » Solver enables you to specify multiple adjustable cells. You can use up to 
200 adjustable cells in all.

 » Solver enables you to set up constraints on the adjustable cells. For 
example, you can tell Solver to find a solution that not only maximizes profit 
but also satisfies certain conditions, such as achieving a gross margin between 
20 and 30 percent or keeping expenses less than $100,000. These conditions 
are said to be constraints on the solution.

 » Solver seeks not only a desired result (the “goal” in Goal Seek) but also 
the optimal one. For example, looking for an optimal result might mean that 
you can find a solution that’s the maximum or minimum possible.

 » For complex problems, Solver can generate multiple solutions. You can 
then save these different solutions under different scenarios.

When should you use Solver?
Okay, I’ll be straight with you: Solver is a powerful tool that most Excel users 
don’t need. It would be overkill, for example, to use Solver to compute net profit 
given fixed revenue and cost figures. Some problems, however, require nothing 
less than the Solver approach. These problems cover many different fields and 
situations, but they all have the following characteristics in common:

 » They have a single objective cell (also called the target cell) that contains 
a formula you want to maximize, minimize, or set to a specific value. This 
formula could be a calculation such as total transportation expenses or 
net profit.

 » The objective cell formula contains references to one or more variable 
cells (also called unknowns or changing cells). Solver adjusts these cells to 
find the optimal solution for the objective cell formula. These variable cells 
might include items such as units sold, shipping costs, or advertising 
expenses.
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 » Optionally, there are one or more constraint cells that must satisfy 
certain criteria. For example, you might require that advertising be less than 
10 percent of total expenses, or that the discount to customers be an amount 
between 40 and 60 percent.

For example, Figure 2-11 shows a worksheet data model that’s all set up for Solver. 
The model shows revenue (price times units sold) and costs for two products, the 
profit produced by each product, and the total profit. The question to be answered 
here is this: How many units of each product must be sold to get a total profit of 
$0? This is known in business as a break-even analysis.

That sounds like a straightforward Goal Seek task, but this model has a tricky 
aspect: the variable costs. Normally, the variable costs of a product are its unit cost 
times the number of units sold. If it costs $10 to produce product A and you sell 
10,000 units, the variable costs for that product are $100,000. However, in the real 
world, such costs are often mixed up among multiple products. For example, if 
you run a joint advertising campaign for two products, the costs are borne by both 
products. Therefore, this model assumes that the costs of one product are related 
to the units sold of the other.

Here, for example, is the formula used to calculate the costs of the Inflatable Dart-
board (cell B8):

=B7 * B4 – C4

FIGURE 2-11: 
The goal for this 
data model is to 

find the break- 
even point (where 
total profit is $0).
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In other words, the variable costs for the Inflatable Dartboard are reduced by one 
dollar for every unit sold of the Dog Polisher. The latter’s variable costs use a sim-
ilar formula (in cell C8):

=C7 * C4 – B4

Having the variable costs related to multiple products puts this data model outside 
of what Goal Seek can do, but Solver is up to the challenge. Here are the special 
cells in the model that Solver will use:

 » The objective cell is C14; the total profit and the target solution for this 
formula is 0 (that is, the break-even point).

 » The changing cells are B4 and C4, which hold the number of units sold for 
each product.

 » For constraints, you might want to add that both the product profit cells (B12 
and C12) should also be 0.

Loading the Solver add-in
An add-in is software that adds one or more features to Excel. Installing add-ins 
gives you additional Excel features that aren’t available on the Ribbon by default. 
Bundled add-in software is included with Excel but isn’t automatically installed 
when you install Excel. Several add-ins come standard with Excel, including Solver.

You install bundled add-ins by using the Excel Options dialog box; you can find 
them in the Add-Ins section. After they’re installed, add-ins are available right 
away. They usually appear on a tab related to their function. For example, Solver 
appears on the Data tab.

Here are the steps to follow to load the Solver add-in:

1. Choose File ➪ Options.

The Excel Options dialog box appears.

2. Choose Add-Ins.

3. In the Manage list, select Excel Add-Ins and then select Go.

Excel displays the Add-Ins dialog box.
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4. Select the Solver Add-In check box.

5. Click OK.

Excel adds a Solver button to the Data tab’s Analysis group.

Optimizing a result with Solver
You set up your Solver model by using the Solver Parameters dialog box. In the Set 
Objective field, you specify the objective cell. You use the options in the To group 
to tell Solver what you want from the objective cell: the maximum possible value, 
the minimum possible value, or a specific value. Finally, you use the By Changing 
Variable Cells box to specify the cells that Solver can use to plug in values to opti-
mize the result.

When Solver finds a solution, you can choose either Keep Solver Solution or 
Restore Original Values. If you choose Keep Solver Solution, Excel permanently 
changes the worksheet. You can’t undo the changes.

With your Solver-ready worksheet model prepared, here are the steps to follow to 
find an optimal result for your model using Solver:

1. Choose Data ➪ Solver.

Excel opens the Solver Parameters dialog box.

2. In the Set Objective box, enter the address of your model’s objective cell.

In the example in the “When should you use Solver?” section, previously in the 
chapter (refer to Figure 2-11), the objective cell is B14. Note that if you click the 
cell to enter it, Solver automatically enters an absolute cell address (for 
example, $B$14 instead of B14). Solver works fine either way.

3. In the To group, select an option:

• Max: Returns the maximum possible value.

• Min: Returns the minimum possible value.

• Value Of: Enter a number to set the objective cell to that number.

For the example model, I selected Value Of and entered 0 in the text box.

4. In the By Changing Variable Cells box, enter the addresses of the cells you 
want Solver to change while it looks for a solution.

In the example, the changing cells are B4 and C4. Figure 2-12 shows the 
completed Solver Parameters dialog box. (What about constraints? I talk about 
those in the next section.)
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5. Click Solve.

Solver gets down to business. As Solver works on the problem, the Show Trial 
Solution dialog boxes might show up one or more times.

6. In any Show Trial Solution dialog box that appears, click Continue to 
move things along.

When the optimization is complete, Excel displays the Solver Results dialog 
box, shown in Figure 2-13.

7. Select the Keep Solver Solution option.

If you don’t want to accept the result, select the Restore Original Values option 
instead.

8. Click OK.

You can ask Solver to display one or more reports that give you extra information 
about the results. In the Solver Results dialog box, use the Reports list to select 
each report you want to view:

FIGURE 2-12: 
The completed 

Solver Parameters 
dialog box.
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 » Answer: Displays information about the model’s objective cell, variable cells, 
and constraints. For the objective cell and variable cells, Solver shows the 
original and final values.

 » Sensitivity: Attempts to show how sensitive a solution is to changes in the 
model’s formulas. The layout of the Sensitivity report depends on the type of 
model you’re using.

 » Limits: Displays the objective cell and its value, as well as the variable cells 
and their addresses, names, and values.

Solver can use one of several solving methods. In the Solver Parameters dialog 
box, use the Select a Solving Method list to select one of the following:

 » Simplex LP: Use if your worksheet model is linear. In the simplest possible 
terms, a linear model is one in which the variables are not raised to any 
powers and none of the so-called transcendent functions — such as SIN and 
COS — are used.

 » GRG Nonlinear: Use if your worksheet model is nonlinear and smooth. In 
general terms, a smooth model is one in which a graph of the equation doesn’t 
show sharp edges or breaks.

 » Evolutionary: Use if your worksheet model is nonlinear and nonsmooth.

Do you have to worry about any of this? Almost certainly not. Solver defaults to 
using GRG Nonlinear, and that should work for almost anything you do with Solver.

FIGURE 2-13: 
The Solver 

Results dialog 
box and the 

solution to the 
break-even 

problem.
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Adding constraints to Solver
The real world puts restrictions and conditions on formulas. A factory might have 
a maximum capacity of 10,000 units a day, the number of employees in a company 
can’t be a negative number, and your advertising costs might be restricted to 
10 percent of total expenses.

Similarly, suppose that you’re running a break-even analysis on two products, as 
I discuss in the preceding section. If you run the optimization without any restric-
tions, Solver might reach a total profit of 0 by setting one product at a slight loss 
and the other at a slight profit, where the loss and profit cancel each other out. In 
fact, if you take a close look at Figure 2-13, this is exactly what Solver did. To get 
a true break-even solution, you might prefer to see both product profit values as 0.

Such restrictions and conditions are examples of what Solver calls constraints. 
Adding constraints tells Solver to find a solution so that these conditions are not 
violated.

Here’s how to run Solver with constraints added to the optimization:

1. Choose Data ➪ Solver.

Excel opens the Solver Parameters dialog box.

2. Use the Set Objective box, the To group, and the By Changing Variable 
Cells box to set up Solver as I describe in the preceding section, 
“Optimizing a result with Solver.”

3. Click Add.

Excel displays the Add Constraint dialog box.

4. In the Cell Reference box, enter the address of the cell you want to 
constrain.

You can type the address or select the cell on the worksheet.

5. In the drop-down list, select the operator you want to use.

Most of the time, you use a comparison operator, such as equal to (=) or 
greater than (>). Use the int (integer) operator when you need a constraint, 
such as total employees, to be an integer value instead of a real number (that 
is, a number with a decimal component; you can’t have 10.5 employees!). Use 
the bin (binary) operator when you have a constraint that must be either TRUE 
or FALSE (or 1 or 0).
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6. If you chose a comparison operator in Step 5, in the Constraint box, enter 
the value by which you want to restrict the cell.

Figure 2-14 shows an example of a completed Add Constraint dialog box. In 
the example model, this constraint tells Solver to find a solution such that the 
product profit of the Inflatable Dartboard (cell B12) is equal to 0.

7. To specify more constraints, click Add and repeat Steps 4 through 6, as 
needed.

For the example, you add a constraint that asks for the Dog Polisher product 
profit (cell C12) to be 0.

8. Click OK.

Excel returns to the Solver Parameters dialog box and displays your constraints 
in the Subject to the Constraints list box.

9. Click Solve.

10. In any Show Trial Solution dialog box that appears, click Continue to 
move things along.

Figure 2-15 shows the example break-even solution with the constraints 
added. Note that not only is the Total Profit cell (B14) set to 0, but so are the 
two Product Profit cells (B12 And C12).

11. Select the Keep Solver Solution option.

If you don’t want to accept the result, select the Restore Original Values option 
instead.

12. Click OK.

You can add a maximum of 100 constraints. Also, if you need to make a change to 
a constraint before you begin solving, select the constraint in the Subject to the 
Constraints list box, click Change, and then make your adjustments in the Change 
Constraint dialog box that appears. If you want to delete a constraint that you no 
longer need, select the constraint and then click Delete.

FIGURE 2-14: 
The completed 
Add Constraint 

dialog box.
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Save a Solver solution as a scenario
Whenever you have a spreadsheet model that uses a coherent set of input  values — 
known as changing cells — you have what Excel calls a scenario. With Solver, 
these changing cells are its variable cells, so a Solver solution amounts to a kind 
of scenario. However, Solver does not give you an easy way to save and rerun a 
particular solution. To work around this problem, you can save a solution as 
a scenario that you can then later recall using Excel’s scenario manager feature.

Follow these steps to save a Solver solution as a scenario:

1. Choose Data ➪ Solver.

Excel opens the Solver Parameters dialog box.

2. Use the Set Objective box, the To group, the By Changing Variable Cells 
box, and the Subject to the Constraints list to set up Solver as I describe 
in the “Optimizing a result with Solver” section, previously in this 
chapter.

3. Click Solve.

4. Anytime the Show Trial Solution dialog box appears, choose Continue.

When the optimization is complete, Excel displays the Solver Results 
 dialog box.

5. Click Save Scenario.

Excel displays the Save Scenario dialog box.

FIGURE 2-15: 
The Solver 

Results dialog 
box and the final 

solution to the 
break-even 

problem.
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6. In the Scenario Name dialog box, type a name for the scenario and then 
click OK.

Excel returns you to the Solver Results dialog box.

7. Select the Keep Solver Solution option.

If you don’t want to accept the result, select the Restore Original Values option 
instead.

8. Click OK.
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Chapter 3
Introducing Excel Tables

One of the secrets of data-analysis success is being organized. I’m talking 
about not your desk or your office (insert sigh of relief here) but your data. 
If you have a worksheet with numbers and text inserted haphazardly, 

analyzing that data will be next to impossible. Why? Because Excel is the neat 
freak of the software world. If data is strewn around the worksheet any old way, 
Excel throws up its hands and says, “I can’t work under these conditions!”

Fortunately, Excel understands that the rest of us aren’t so orderly, so it offers the 
table — a powerful tool designed not only to get your data lined up like soldiers on 
parade but also to help you analyze that data and extract useful information. In 
this chapter, you discover what tables are and why they’re so darned useful in the 
data-analysis world. You also dive in to building, analyzing, sorting, and filtering 
a table.

What Is a Table and Why Should I Care?
In Excel, a table is a rectangular range of cells used to store data; it includes special 
tools for entering, editing, and analyzing that data. A table is designed to store a 
collection of related information. For example, one table might store business 
data such as customers, invoices, or inventory, whereas another might store 

IN THIS CHAPTER

 » Figuring out tables

 » Building tables

 » Analyzing tables with simple 
statistics

 » Sorting tables

 » Discovering the difference between 
using AutoFilter and filtering
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personal data such as contacts, movies, or household items. You can use Excel 
tables to create, retrieve, and manage large or small collections of information.

To get the most out of Excel tables, you need to understand a few basic concepts:

 » A table is a kind of database. Microsoft Access is a powerful database- 
management tool that lets you work with large, complex databases. If your 
needs are simpler, however, you can use an Excel table as a database in which 
the data is organized into columns and rows. In this case, each column is the 
equivalent of a database field, which contains a single type of information, 
such as a name, an address, or a phone number; and each row serves as the 
equivalent of a database record, which holds a set of associated field values, 
such as the information for a specific contact.

 » A table has its advantages. Because a table is a collection of rows and 
columns in a worksheet, it looks very much like a regular Excel range. 
However, a table is actually a special type of range because Excel provides 
some tools that help you work more easily with the data in the table. These 
tools enable you to convert existing worksheet data into a table, select the 
rows and fields you want to work with, add new records and fields to the 
table, delete existing records and fields, and insert rows to display totals.

 » A table makes data analysis easier. Tables are also useful tools for analyz-
ing your data. For example, you can sort the table data, both on a single field 
and on multiple fields. You can also make the table data easier to manage by 
filtering the data to show only the subset of records you want to work with. In 
addition, you can use a table as the basis of a PivotTable, which is a powerful 
tool for summarizing and analyzing data that I discuss in Part 2.

Before creating your tables, you should spend some time deciding what type of 
data each table should contain. This process involves thinking about what purpose 
your tables will serve, which fields you’ll need in each table, and how you’ll dif-
ferentiate between each record in the table. Each table should have a single, 
well-defined purpose. For example, a table might store customer contact infor-
mation, product inventory, or personnel records. Combining multiple purposes in 
a single table results in needless duplication and increases the chance of data-
entry errors. If you think you might need to sort or filter the data by a certain type 
of information, put that information in a separate field. Finally, having at least 
one field that is unique to each record to differentiate between records is usually a 
good idea.

To help you work with Excel tables, here’s a list of table terms, all of which are 
pointed out in Figure 3-1:
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 » Table column: A single type of information, such as names, addresses, or 
phone numbers. In an Excel table, each column is the equivalent of a data-
base field.

 » Table row: A set of associated table cells, such as the data for a single contact. 
In an Excel table, each row is the equivalent of a database record.

 » Table cell: An item in a table column that represents a single instance of that 
column’s data, such as a name, an address, or a phone number. In an Excel 
table, each cell is equivalent to a database field value.

 » Table headers: The unique names you assign to every table column that 
serve to label the data in each column. These names are always found in the 
first row of the table.

 » Sort & filter button: An Excel feature that gives you access to a set of 
commands that perform various actions on a column, such as sorting or 
filtering the column data.

Building a Table
You build an Excel table in one of two ways:

 » Get the data from an external source, such as a database.

 » Convert an existing range to a table.

FIGURE 3-1: 
Some table 

terminology you 
should know.
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Getting the data from an external source
The usual way to create an Excel table is to import the information from an exter-
nal source, such as another workbook, an Access database, a text file, or even a 
web page. Importing data is such an important — and time-saving — method of 
getting data into Excel that I devote all of Chapter 4 to it. There, I describe the 
process of getting the external data into a format that Excel can use and then 
importing the data into Excel so you can analyze it. Hop over to that chapter for 
more on creating a table by importing its data.

Even if you plan on creating your tables by importing data from an external source, 
read through the next few paragraphs of this chapter anyway. Why? Because they 
give you a better understanding of the nuts and bolts of building a table, and hav-
ing that know-how in your brain makes understanding and working with external 
data easier when you’re ready to go down that road.

Converting a range to a table
If the data you want to use already exists on your worksheet, you might be able to 
convince Excel to convert that range into an honest-to-goodness table. I say 
“convince” here because not all ranges are candidates for table-hood. Fortu-
nately, getting your data ready doesn’t require elaborate planning or modifica-
tions, but you should follow a few guidelines for best results. Here are some 
pointers:

 » Decide whether you want column headers in your table. This is an excellent 
idea because it makes your table much easier to read and to analyze, but the 
headers are optional.

 » If you do use column headers, always place them in the top row of the range.

 » Column headers must be unique and must be text or text formulas. If you 
need to use numbers, format them as text. (That is, select the headers, select 
the Home tab, and choose Text in the Number Format list.)

 » Excel can often automatically identify the size and shape of the range that 
contains your data. To avoid confusing Excel, make sure that your range has 
no blank rows or columns.

 » If the worksheet contains data that you don’t want to appear in your table, 
leave at least one blank row or column between the data and the range. The 
blank row or column helps Excel identify the correct table range without also 
including the nontable data.



CHAPTER 3  Introducing Excel Tables      59

Excel has a command that enables you to filter your table data to show only 
records that match certain criteria. This command works by hiding rows of data. 
Therefore, if the same worksheet contains nontable data that you need to see or 
work with, don’t place this data to the left or right of the table because some or all 
of the rows in that data might be hidden when you filter the table.

Note that you don’t need to enter all your data before converting the range to 
a table. After you have the table, you can add rows and columns as needed. Okay, 
I think you’re ready to find out how to convert a range to a table:

1. Select a cell in the range that you want to convert to a table.

2. Choose Insert ➪  Tables ➪  Table or press Ctrl+T.

The Create Table dialog box appears. As shown in Figure 3-2, Excel makes its 
best guess about the extent of the range that it will convert to a table.

3. If Excel got it wrong, drag over the correct range.

4. If your range has labels that you want to use as column headers, make 
sure that the My Table Has Headers check box is selected.

5. Click OK.

FIGURE 3-2: 
Excel takes a stab 

at the full range 
you want to 

convert.
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Excel converts the range to a table, which, as you can eyeball in Figure 3-3, also 
means that Excel does the following:

 » Applies a table format to the range.

 » Shoehorns a Sort & Filter button into each column header.

 » Displays the Table Design contextual tab whenever you select a cell in the 
table. The Table Design tab is chock-full of useful table tools.

Basic table maintenance
After you’ve converted your range to a table, the data isn’t set in stone. You can 
perform all kinds of actions to keep your table up-to-date. Here’s a quick 
summary:

 » Select a row. Right-click any cell in the row and then choose Select  ➪    
Table Row.

 » Select a column. Right-click any cell in the column and then choose Select  ➪    
Table Column Data. If you want the selection to also include the column 
header, choose Select ➪  Entire Table Column instead.

 » Insert a row. Right-click the row above which you want the new row to 
appear and then choose Insert ➪   Table Rows Above. If you select cells in two 
or more rows, Excel inserts the same number of new rows.

FIGURE 3-3: 
The range is now 

a full-fledged 
table, just like 

that.
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 » Inserting a column: Right-click the column to the left of which you want the 
new column to appear and then choose Insert ➪  Table Columns to the Left. If 
you select cells in two or more columns, Excel inserts the same number of 
new columns.

 » Delete a row. Right-click the row you want to delete and then choose 
Delete ➪  Table Rows. If you select cells in two or more rows, Excel deletes 
those rows.

 » Delete a column. Right-click the column you want to delete and then choose 
Delete ➪   Table Columns. If you select cells in two or more columns, Excel 
deletes those columns.

 » Resize the table. Select any cell in the table and then choose Table Design ➪   
Resize Table to open the Resize Table dialog box. Drag over the new range 
and then click OK.

 » Convert the table back to a range. Select any cell in the table and then 
choose Table Design ➪   Convert to Range. When Excel asks you to confirm, 
click Yes.

Analyzing Table Information
Now that your data is nicely arranged in a table, a whole new world of data analy-
sis opens right before your eyes. That’s because Excel offers quite a few useful 
data-analysis tools designed with tables in mind. In the rest of this chapter, 
I introduce you to these handy table tools.

Displaying simple statistics
If your table includes a column that contains numeric values or prices, you might 
want to perform a quick analysis on that column by generating some basic statis-
tics, such as the column’s sum or average. One of Excel’s slickest and quickest tools 
enables you to effortlessly calculate not only the sum or average for a column but 
also other stats, such as the count, the minimum value, and the maximum value.

To get these stats, you take advantage of the fact that a table is still a range, and 
Excel automatically displays statistics in the status bar when you select a range. 
For example, if you select the range D5:D13 in Figure 3-4 (that is, all the items in 
the table’s Quantity column), Excel calculates the column’s average, count, and 
sum, and then displays this useful information in the status bar:

Average: 295.75 Count: 8 Sum: 2366
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If the column you want to analyze contains many items, you might not want to 
select them all by dragging. An easier way to select the entire column is to right-
click any item in the column and then choose Select ➪   Table Column Data. Alter-
natively, select the first item in the column and then press Ctrl+Shift+down 
arrow.

To display some other statistical calculations for the selected table column, right-
click the status bar to show the Customize Status Bar menu. Near the bottom of 
that menu, Excel provides six statistical measures that you can add to or remove 
from the status bar: Average, Count, Numerical Count, Minimum, Maximum, and 
Sum. In Table 3-1, I describe each of these statistical measures briefly, but you can 
probably guess what they do. Note that if a statistical measure is displayed on the 
status bar, Excel places a check mark in front of the measure on the Customize 
Status Bar menu. To remove the statistical measure from the status bar, click the 
measure to remove its check mark.

FIGURE 3-4: 
Select a column’s 

cells, and Excel 
displays a few 

stats in the 
status bar.

TABLE 3-1 Quick Statistical Measures Available on the Status Bar
Measure What It Displays

Average The average of the cells in the selected range

Count The number of cells that contain labels, values, or formulas (that is, the 
number of cells that are not empty)

Numerical 
Count

The number of cells in a selected range that hold values or formulas

Minimum The smallest value in the selected range

Maximum The largest value in the selected range

Sum The total of the values in the selected range
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These basic statistical measures are often all you need to gain useful insights into 
data that you collect and store in an Excel table. True, by using an example parts 
table that contains just nine items, the power of these quick statistical measures 
doesn’t seem all that earthshaking. But with real data, these measures often pro-
duce interesting and useful insights.

Adding a column subtotal
The quick statistical measures that I talk about in the preceding section are handy 
because Excel displays the status bar statistics when you select any range. So, you 
can get those stats without bothering to convert a range to a table. That’s great, 
but the stats appear in the status bar only when you’ve selected the data. If you 
select another cell or range, the stats disappear or change. Bummer.

Because you’ve gone to the trouble of converting a regular range to a table, you 
can take advantage of the data’s “table-ness” by summarizing a column with a 
subtotal that appears at the bottom of the column and doesn’t disappear when you 
select another cell or range.

Although the word subtotal implies that you’re summing the numeric values in a 
column, Excel uses the term more broadly. That is, a subtotal can be not only a 
numeric sum but also an average, a maximum or minimum, or a count of the val-
ues in the field. You can also choose more advanced subtotals such as the standard 
deviation or the variance.

Follow these steps to add a subtotal to a table column:

1. Select the data in the column you want to total.

2. Click the Quick Analysis smart tag or press Ctrl+Q.

The Quick Analysis smart tag is the icon that appears slightly below and to the 
right of your selected range. A smart tag gives you access to a set of commands 
and features related to what you’ve selected (such as a range, in this case).

The Quick Analysis options appear.

3. Click the Totals tab.

4. Select the type of calculation you want to use.

Excel adds a Total row to the bottom of the table and inserts the result of the 
calculation you selected. In Figure 3-5, you can see that I’ve added a calculation 
for the average of the Quantity column. Note that when you select the result, 
its cell displays a drop-down arrow to the right. You can click the drop-down 
arrow to choose a different calculation.
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If the column you want to total is the last column in the table, Excel offers a short-
cut method to add the Total row and display a subtotal for that column. Select any 
cell in the table and then, on the Table Design tab, select the Total Row check box. 
Excel automatically inserts a row named Total at the bottom of the table. Excel 
also adds a Sum subtotal below the last column. Select the subtotal, click the cell’s 
drop-down arrow, and then choose the type of subtotal you want to use.

Sorting table records
Another way to analyze your table data is to sort the data based on the values in a 
column, which means arranging that column’s numeric values from highest to 
lowest or from lowest to highest. (You can also sort text values alphabetically and 
date values from oldest to newest or newest to oldest, but these techniques are 
less useful for data analysis.) How does sorting help you analyze your data? Here 
are some ideas:

 » Sorting enables you to get a feel for how your data is distributed overall. For 
example, you might notice that most of the values cluster around the low end 
of the range of values.

 » Sorting enables you to identify certain types of trends. For example, you might 
notice that records (that is, rows) with low values in the sorted column all 
come from the same geographic area, or that high values in another table all 
come from the same division of the company.

 » Sorting enables you to identify outliers, which are data points that are 
significantly outside the norm for your data. For example, if your sort shows 
that most of your column values lie between 1 and 100, but one row contains 
the value 250, you’ll want to investigate why that value is so much greater 
than the others.

FIGURE 3-5: 
Excel adds a Total 

row to the 
bottom of the 

table and displays 
the result of the 

calculation.
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To sort a table based on the values in a column, follow these steps:

1. Click the Sort & Filter button for the column you want to sort.

Excel displays the Sort & Filter menu. Figure 3-6 shows the top part of the Sort 
& Filter menu that appears when selecting the Sort & Filter button for the 
Quantity column.

2. Select the sort option you want:

• Sort Smallest to Largest: Sorts the column values in ascending numeric 
order

• Sort Largest to Smallest: Sorts the column values in descending numeric 
order

When you can’t sort table information exactly the way you want by using the Sort 
Smallest to Largest and Sort Largest to Smallest commands, use the Custom Sort 
command.

To use the Custom Sort command, follow these steps:

1. Click any Sort & Filter button in the table.

Excel displays the Sort & Filter menu.

2. Choose Sort by Color ➪  Custom Sort.

Excel displays the Sort dialog box.

FIGURE 3-6: 
Selecting the 

Quantity column’s 
Sort & Filter 

button displays 
this menu.
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3. In the Sort By drop-down list, select the field that you want to use for 
sorting.

4. In the Sort On list, select Cell Values.

If you’re using conditional formatting, as described in Chapter 1, you can also 
choose to sort on Cell Color, Font Color, or Conditional Formatting Icon.

5. In the Order list, select a sort order.

For numeric data, select either Smallest to Largest or Largest to Smallest. If you 
sort by color or icons, you need to tell Excel how it should sort the colors by 
using the options that the Order list provides.

Typically, you want the sort to work in ascending or descending order. 
However, you might want to sort records by using a chronological sequence, 
such as Sunday, Monday, Tuesday, and so on, or January, February, March, and 
so forth. To use one of these other sort options, choose the Order list’s Custom 
List command and then choose one of these other ordering methods in the 
Custom Lists dialog box that Excel displays. You can also create your own 
custom lists if, say, you need to sort your data by department or job title.

6. (Optional) Specify one or more secondary sort levels by clicking Add Level 
and then repeating Steps 3 to 5 for the new sort level that appears.

A secondary sort level means that Excel first sorts the table based on the data 
in the primary sort level, and then further sorts the table based on the data in 
the secondary sort level. For example, in the parts table, you can first sort the 
table based on the Division column, and then sort based on the Quantity 
column. Figure 3-7 shows the Sort dialog box set up for such a two-level sort.

If you add a level that you later decide you don’t want or need, select the sort 
level and then click the Delete Level button. You can also duplicate the selected 
level by clicking Copy Level. Finally, if you create multiple sort levels, you can 
move the selected sort up or down a level by clicking the Move Up or Move 
Down button.

FIGURE 3-7: 
The Sort dialog 

box set up for a 
two-level sort.
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Note: The Sort dialog box also provides a My Data Has Headers check box that 
enables you to indicate whether the worksheet range selection includes the 
row and field names. If you’ve already told Excel that a worksheet range is a 
table, however, this check box is disabled.

7. Click OK.

Excel sorts your list.

Filtering table records
When you’re generating statistics, adding subtotals, and sorting data, you’ll most 
often want to work with all the table data. However, working with just a subset of 
the table data can sometimes be beneficial. In the parts database, for example, you 
might want to see only records from Division 3 or only items whose Retail price is 
greater than $10.

To help you work with subsets of your table data, Excel provides a pretty cool 
AutoFilter command. When you use AutoFilter, you produce a new view of your 
table that includes only the records that match the criteria you specify, such as the 
Division value equal to 3 or the Retail value greater than 10.

To apply an AutoFilter to a table, follow these steps:

1. Click the Sort & Filter button for the column you want to filter.

Excel displays the column’s Sort & Filter menu. Above the OK and Cancel 
buttons, you see a list of check boxes, where the name of each check box is a 
unique value from the column.

2. Deselect the Select All check box to deselect all the check boxes.

3. Select the check box for each column value you want to see in the 
filtered table.

Figure 3-8 shows the Sort & Filter menu for the Division column, with only the 
3 check box selected.

4. Click OK.

Excel filters the table to show only those values you selected in Step 3. 
Figure 3-9 shows the filtered parts table, which now displays only the records 
from Division 3. The Sort & Filter button of the Division column header now 
sports a tiny funnel icon, which gives you a visual heads-up that the column is 
filtered.
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Clearing a filter
To remove an AutoFilter, you have a couple ways to go:

 » To clear a filter from a single column, select the column’s Sort & Filter button 
and then select the Clear Filter From “Column” command from the menu 
(where Column is the name of the filtered column).

 » If you have multiple filters applied to the table, you can clear all the filters in 
one fell swoop by choosing Data ➪  Clear (look for it in the Sort & Filter group).

Turning off AutoFilter
If you find that you don’t use AutoFilter and so those Sort & Filter buttons just cramp 
your style, no problem: The AutoFilter command is actually a toggle switch. When 
AutoFilter is turned on, Excel adds the Sort & Filter buttons to each cell in the table’s 
header row; when you turn off AutoFilter, Excel removes the Sort & Filter buttons.

FIGURE 3-9: 
The Parts table 

filtered to show 
only the records 
from Division 3.

FIGURE 3-8: 
Select the check 
box beside each 

column value that 
you want to 

include in your 
filtered table.
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To turn off AutoFilter and remove the Sort & Filter buttons, select any cell in the 
table and then choose Data ➪  Filter (or press Ctrl+Shift+L). If you change your 
mind and decide to reinstate AutoFilter, choose Data ➪   Filter again (or do the 
Ctrl+Shift+L thing again).

Applying a predefined AutoFilter
A basic AutoFilter creates a subset of the table by showing only rows in which the 
filtered column contains the value or values you selected using the check boxes in 
the Sort & Filter menu. That’s pretty useful, but what if your filtering needs (I bet 
you didn’t even know you had filtering needs) are more complex? For example, you 
might want to see only records in which the Quantity column is greater than or equal 
to 100, or in which the Gross Margin column is above the average for that column.

These more complex filters sound like more work, and I won’t lie to you: They do 
take a few extra steps. Ah, but only a few, I promise, because Excel comes with 
quite a few predefined filter operators, including Greater Than Or Equal To and 
Above Average. Here are the steps to follow to apply one of these predefined filters 
to a column in your table:

1. Click the Sort & Filter button for the column you want to filter.

Excel displays the column’s Sort & Filter menu.

2. Choose the X Filters command, where X refers to the type of data in the 
column.

You have three possible commands:

• Number Filters: Appears when the column contains numeric data

• Date Filters: Appears when the column contains date values, time values, 
or both

• Text Filters: Appears when the column contains text data

3. Select the filter operator you want to apply.

Excel displays a menu of predefined filter operators. The contents of the menu 
depend on the data type of your column. For example, if your column contains 
numeric data, you see the following operators:

• Equals: Filters the column to show only those rows whose column value 
equals a number you specify.

• Does Not Equal: Filters the column to show only those rows whose 
column value does not equal a number you specify.

• Greater Than: Filters the column to show only those rows whose column 
value is greater than a number you specify.
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• Greater Than or Equal To: Filters the column to show only those rows 
whose column value is greater than or equal to a number you specify.

• Less Than: Filters the column to show only those rows whose column 
value is less than a number you specify.

• Less Than or Equal To: Filters the column to show only those rows whose 
column value is less than or equal to a number you specify.

• Between: Filters the column to show only those rows whose column value 
lies between (and including) two numbers you specify.

• Top 10: Filters the column to show only those rows whose column value is 
in the top 10 of all the values in the column. Note that this filter is slightly 
misnamed because you can pick a number other than 10 (such as 5 or 25), 
you can show the bottom 10 (or 20 or 30 or whatever), and you can filter 
based on the percentage (for example, the top 10 percent) instead of the 
values.

• Above Average: Filters the column to show only those rows whose 
column value is greater than the average value of the column.

• Below Average: Filters the column to show only those rows whose column 
value is less than the average value of the column.

• Custom Filter: Displays the Custom AutoFilter dialog box, which enables 
you to create your own filter condition. In particular, you can specify two 
separate filter conditions, and you can then select the And option to have 
Excel filter the table to show only those rows with column values that 
match both filter conditions, or you can select the Or option to have Excel 
filter the table to show only those rows with column values that match one 
or both filter conditions.

In most cases, you see the Custom AutoFilter dialog box with the operator you 
selected already filled in in the drop-down list. For example, Figure 3-10 shows 
the Custom AutoFilter dialog box that appears when you select the Greater 
Than Or Equal operator. Note that some operators — such as Above Average 
and Below Average — don’t require more information from you, so Excel 
applies the filter right away.

FIGURE 3-10: 
The Custom 

AutoFilter 
dialog box.
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4. Complete the AutoFilter condition.

How you complete the condition depends on the operator you chose. For most 
numeric filters, you specify a number. For example, in Figure 3-11, I entered 
the number 100 in the text box, which means that this filter will show the 
subset of the table when the Quantity column value is 100 or more.

5. Click OK.

Excel filters your table according to your custom AutoFilter. Figure 3-11 shows 
the filter from Figure 3-10 applied to the Parts table.

Applying multiple filters
The predefined AutoFilter operators described in the preceding section enable you 
to filter your table based on a condition applied to a single column. What if your 
filtering needs (there are those needs again) are such that you want to filter the 
table by using multiple columns? In the Parts table, for example, you might want 
to filter the table to show only rows where the Quantity field is greater than or 
equal to 100, and you might want the resulting rows to themselves be filtered to 
show only those where the Gross Margin column is less than 75%.

The good news is that Excel doesn’t mind in the least if you apply an AutoFilter to 
one column and then apply another AutoFilter to a second column. In fact, you can 
apply AutoFilters to as many columns as you need. In each case, just follow the 
same steps as those outlined in the preceding section.

The idea of applying multiple filters might seem unnecessary. Okay, granted, it’s 
most likely an over-the-top technique for small tables. However, when you start 
dealing with massive tables containing hundreds, nay, thousands, of rows, you’ll 
almost certainly find that applying several sets of filters can reduce a very large 
and nearly incomprehensible table to a smaller subset of data that provides just 
the information you need.

FIGURE 3-11: 
The filter shown 

in Figure 3-10 
applied to the 

Parts table.
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Applying advanced filters
Most of the time, you’ll be able to filter table records by using the Sort & Filter 
menu’s check boxes or the Filter command. However, in some cases, you might 
want to gain more control over your filters, and that requires applying Excel’s 
advanced filters.

Before you can create advanced filters in Excel, you need to know how to construct 
comparison expressions, through which you compare the items in a column with a 
value you specify. To construct a comparison expression, you enter a comparison 
operator from Table 3-2 and then a value used in the comparison.

For example, if you want to filter the parts table so that it shows only items where 
the Unit Cost is less than $10, you use the following comparison expression:

< 10

Hmm, okay, I hear you musing, but where does the expression appear?

Surprisingly, it goes on the worksheet itself. To get this set up, first insert three 
or four blank rows above the table headers. Now copy your table headers and then 
paste them into the first of the blank rows above your table.

With that done, enter your comparison expression in the cell immediately below 
the copied header of the column you want to work with. In my example, I want to 
filter based on the Unit Cost column, so I enter < 10 in the cell below the copied 
Unit Cost header. In Figure 3-12, you can see the expression in cell E2.

TABLE 3-2 Excel’s Comparison Operators
Operator Name

= Equals

<>

>

Not equal to

Greater than

>= Greater than or equal to

< Less than

<= Less than or equal to
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So far, this “advanced” filtering doesn’t seem all that different than using one of 
Excel’s predefined operators. True! But the real power of advanced filters is that 
you’re free to enter as many comparison expressions as you need. There are three 
ways to go about this:

 » Enter the comparison expressions on the same row. This tells Excel to 
filter the table to show only rows that match all the comparison expressions 
you enter. In Figure 3-13, for example, I’m asking Excel to filter the Parts table 
to show only rows in which the Unit Cost is less than 10 (cell E2), the Quantity 
is greater than 300 (cell D2), and the Division equals 3 (cell A2; note that you 
don’t need to use = when you want to match a value exactly).

 » Enter the comparison expression on separate rows. This tells Excel to filter 
the table to show only rows that match at least one of the comparison 
expressions you enter. In Figure 3-14, for example, I’m asking Excel to filter the 
Parts table to show only rows in which either the Total Cost is greater than 
1000 (cell F2) or the Quantity is greater than 400 (cell D3).

FIGURE 3-12: 
A table set up for 

an advanced 
filter.

FIGURE 3-13: 
Put the 

comparison 
expressions on 

one row to match 
them all.
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 » Mix and match the preceding as needed. Feel free to add as many compari-
son expressions as you need, and don’t be shy about using multiple columns 
and multiple rows. Hey, it’s your filter!

The extra column headers that you copied and the rows below where you enter 
your comparison expressions are known as the criteria range. Note, however, that 
just setting up the criteria range doesn’t do any filtering. Only after you’ve set up 
your criteria range — as was done in Figures 3-13 and 3-14 — are you ready to run 
the advanced filter operation. Here’s how it works:

1. Select any cell in the table.

2. Choose Data ➪  Advanced.

Excel displays the Advanced Filter dialog box.

3. Tell Excel where to place the filtered table.

Use the Action radio buttons to specify where you want the filtered records to 
appear:

• Filter the list, in-place: Excel hides the records in the table that don’t meet 
the filtering criteria. (Note that list is just another word for table.) This is the 
most common way to go because you can work with the filtered data and 
whatever changes you make will remain when you remove the filter.

• Copy to another location: Excel copies the records that meet the filtering 
criteria to a new location. Take this route if you want to include the filtered 
data as part of a report, or you want to manipulate the filtered data and 
don’t want those changes to appear in the original table.

FIGURE 3-14: 
Put the 

comparison 
expressions on 
separate rows 
to match one 

or more.
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4. In the List Range box, verify the table range.

Because you selected a cell in the table in Step 1, Excel should correctly identify 
the table and display its range coordinates in the List Range box. If the text box 
doesn’t show the proper worksheet range for your table, enter or select the 
correct range.

5. In the Criteria Range box, select the criteria range.

The criteria range consists of the copied headers plus the row or rows below 
the copied headers that you’re using to enter the comparison expressions. In 
Figure 3-14, for example, the criteria range is $A$1:$H$3.

6. (Optional) If you’re copying the filtered records, use the Copy To box to 
specify the destination.

Because you don’t know in advance how many records will be in the results, 
you don’t need to specify a range in the Copy To box. Instead, enter or select 
the address of the cell that you want to be the top-left cell of the destination.

Figure 3-15 shows the completed Advanced Filter dialog box, which I used to 
apply the advanced filter (refer to Figure 3-14).

7. Click OK.

Excel filters your table. Figure 3-16 shows what the filtered list looks like. Note 
that the table now shows only those parts where the Total Cost is greater than 
$1,000 or the Quantity is greater than 400.

If you filtered your table in-place, you can remove the advanced filter and restore 
the Sort & Filter buttons by selecting any cell in the filtered results and then 
choosing Data ➪  Filter in the Sort & Filter group.

FIGURE 3-15: 
An advanced filter 

all set to go.



76      PART 1  Getting Started with Data Analysis

Yep, advanced filters take a bit of work to set up, but after your criteria range is in 
place, you can entertain yourself for hours by adding comparison expressions to 
different columns and different rows. Before you know it, that once ornery table 
data will be like putty in your hands.

FIGURE 3-16: 
The results of the 
advanced filter in 

Figure 3-15.
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Chapter 4
Grabbing Data from 
External Sources

In many cases, the data that you want to analyze resides outside Excel. That data 
could be in a text file or a Word document, on a web page, in a database file, in 
a database program, such as a corporate accounting system, or on a special 

database server. Alas, you can’t analyze anything that’s hunkered down “out 
there” in a file, a program, or a server. Instead, you have to figure out a way to get 
the data “in here,” by which I mean that you import the data into an Excel work-
book and in the form of an Excel table. Importing can be a challenge, but 
fortunately, Excel offers many powerful tools for importing outside data.

You can use two basic approaches to grabbing external data that you want to 
analyze. You can export data from another program and then import that data into 
Excel, or you can query a database directly from Excel. I describe both approaches 
in this chapter.

What’s All This about External Data?
A vast amount of data exists in the world, and most of it resides in some kind of 
non-workbook format. Some data exists in simple text files, perhaps as comma-
separated lists of items. Other data resides in tables, either in Word documents or, 
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more likely, Access databases. Also, an increasing amount of data is available on 
web pages. External data is data that resides outside Excel in a file, database, server, 
or website.

By definition, external data is not directly available to you via Excel. However, 
Excel offers a number of tools that enable you to import external data into the 
program, and from there you can break out Excel’s data-analysis tools to extract 
useful information from that data.

The world’s data exists in a seemingly endless variety of files and formats. Here 
are some of the external data types you’re most likely to come across:

 » Access table: Microsoft Access is the Office suite’s relational database 
management system. It’s often used to store and manage the bulk of the 
data used by a person, team, department, or company. You can connect to 
Access tables either via Excel’s Query Wizard or by importing table data 
directly into Excel.

 » Word table: Simple collections of data are often stored in a table embedded 
in a Word document. You can perform only so much analysis on that data in 
Word, so importing the data from the Word table into an Excel worksheet is 
often useful.

 » Text file: Text files often contain useful data. If the data is formatted 
properly — for example, each line has the same number of items, all 
separated by spaces, commas, or tabs — you can import the data into Excel 
for further analysis.

 » Web page: People and companies often make useful data available on web 
pages that reside either on the internet or on company networks. This data is 
often a combination of text and tables, but you can’t analyze web-based data 
in any meaningful way in your web browser. Fortunately, Excel enables you to 
create a web query that lets you import text and tables from a web page.

 » XML file: XML (Extensible Markup Language) is a special text format for 
storing data in a machine-readable format.

 » External programs and services: Many programs store data, such as 
accounting and finance systems, contact management programs, and 
inventory control software. The bad news is that for the vast majority of such 
programs, Excel has no way to import the program’s data directly. The good 
news is that Excel is so popular that many programs that store data include 
a feature that lets you export the data as an Excel workbook. Even programs 
that don’t offer a way to save data as a workbook offer techniques for 
exporting the data to other formats that Excel can work with, such as text or 
XML files.
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Exporting Data from Other Programs
Before getting to the techniques for importing data into Excel, take a minute to 
consider how you might export data from an external program into a format that 
Excel can use. Fortunately, most programs that store data also offer a (usually) 
straightforward way to export data. Even better, because Excel is the dominant 
data-analysis tool available to business, you can almost always tweak a program’s 
export routine to produce data in an Excel-friendly format.

For exported data to be Excel friendly, the data must be in one of the following two 
formats:

 » Excel workbook: This format is the gold standard of exporting because you 
don’t even need to import the data into Excel. Instead, you just open the 
workbook and start analyzing the data (although you might need to convert 
the data into a table as a first step).

 » External file that Excel can import: In most cases, this format is a text file or 
an XML file.

Therefore, when exporting data from some other program, your first step is to do 
a little bit of digging to see whether you have a way to easily and automatically 
export the data to Excel. This fact-finding shouldn’t take much time if you use the 
program’s Help system. Next, you need to find the program’s Export feature. You 
can usually find the Export command on the File menu, although you might first 
need to open a submenu with a name such as Import/Export, Save As, or Utilities. 
After you’ve launched the export process, look for an option to save the data 
directly to an Excel workbook. If you don’t see an Excel option, say “Aw, too bad!” 
and look for a way to export the data as a text file or an XML file. If you go the text 
file route, be sure to export the data using one of the following two formats:

 » Delimited text file: Uses a structure in which each item on a line of text is 
separated by a character called a delimiter. The most common text delimiter is 
the comma (,) and such a file is known as a comma-separated values (CSV) file. 
When Excel imports a delimited text file, it treats each line of text as a record 
and each delimited item as a field.

 » Fixed-width text file: Uses a structure in which all the items use a set 
amount of space — for example, one item might always use 10 characters, 
whereas another might always use 20 characters, with the widths padded 
with blanks as needed — and these fixed widths are the same on every line of 
text. Excel imports a fixed-width text file by treating each line of text as a 
record and each fixed-width item as a field.
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With your external data in a format that Excel can work with, you’re ready to get 
that data imported into Excel.

Importing External Data into Excel
After you have access to the data, your next step is to import it into an Excel work-
sheet for analysis and manipulation. Depending on the amount of data, this pro-
cess can make your worksheet quite large. However, having direct access to the 
data gives you maximum flexibility when it comes to analyzing it. You can not 
only use Excel’s main data-analysis tools  — tables, scenarios, and what-if 
 analysis  — but also create a PivotTable from the imported data. I talk about 
powerful PivotTables in Part 2.

The next few sections take you through the specifics of importing various data 
types into Excel.

Importing data from an Access table
If you want to use Excel to analyze data from a table or query in an Access data-
base, you can import the table or query into an Excel worksheet. You can use Query 
Wizard (described later in this chapter) to perform this task. However, if you don’t 
need to filter or sort the data before importing it, you can import the table or query 
directly from the Access database, which is usually faster. Here are the steps to 
follow to import a table or query directly from Access:

1. (Optional) If you want the imported data to appear in an existing 
worksheet, select the cell that you want Excel to use as the upper-left 
corner of the destination range.

2. Choose Data ➪ Get Data ➪ From Database ➪ From Microsoft Access 
Database.

The Import Data dialog box appears.

3. Open the folder that contains the database, select the Access database 
file, and then click Import.

Excel analyzes the Access database and then displays the Navigator dialog box 
that lists the tables and queries that are available to import.

Alternatively, you might see message similar to The database has been placed in 
a state by user whoever on machine whatever that prevents it from being opened or 
locked. Yikes! This means that someone else is using the database right now, so 
you should try again later.
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4. In the Navigator dialog box, select the table or query you want to import.

A preview of the data appears, as shown in Figure 4-1.

5. Tell Excel where you want the imported data to appear by choosing 
Load ➪ Load To to open the Import Data dialog box (note that this is a 
different Import Data dialog box than the one that appeared after Step 2) 
and then selecting one of the following:

• Existing Worksheet: Imports the data starting at the cell you selected in 
Step 1. If you decide that you prefer a different cell, use the range box 
below this option to select where you want the imported data to begin.

• New Worksheet: Imports the data into a new worksheet. Note that this is 
the default import, so you can import the data directly to a new worksheet 
by selecting the Load button instead of dropping down the Load list.

6. Select OK.

Excel imports the Access data into the worksheet.

Importing data from a Word table
A Microsoft Word table is a collection of rows, columns, and cells, which means 
that it looks something like an Excel range. Moreover, you can insert fields into 
Word table cells to perform calculations. These fields support cell references, 
built-in functions, and operators. Cell references designate specific cells; for 
example, a reference such as B1 refers to the cell in the second column and first 
row of the table. You can use cell references with built-in functions, such as SUM 

FIGURE 4-1: 
Select a table or 

query in the 
Navigator dialog 

box to see a 
preview of 

the data.



82      PART 1  Getting Started with Data Analysis

and AVERAGE, and operators, such as addition (+), multiplication (*), and greater 
than (>), to build formulas that calculate results based on the table data.

However, Excel still offers far more sophisticated data-analysis tools. Therefore, 
to analyze your Word table data properly, you should import the table into an 
Excel worksheet. Here are the steps to trudge through:

1. Launch Microsoft Word and open the document that contains the table.

2. Select a cell in the table you want to import.

Word adds the Table Design and Layout contextual tabs to the Ribbon.

3. Choose Layout ➪  Select ➪ Select Table.

You can also select the table by clicking the table selection handle, which 
appears in the upper-left corner of the table.

4. Choose Home ➪ Copy or press Ctrl+C.

5. Switch to the Excel workbook into which you want to import the table.

6. Select the cell where you want the upper-left cell of the table to appear.

7. Paste the table data.

How you paste the table depends on whether you want Excel to create a link 
with the original Word table:

• If you don’t want any connection between Excel and the original Word 
table: Choose Home ➪ Paste or press Ctrl+V. If you make changes to the 
Word data, those changes aren’t reflected in the Excel data (and vice versa).

• If you want any changes made to the original Word table to be 
reflected in the pasted Excel range: Choose Home ➪ Paste ➪ Paste 
Special. In the Paste Special dialog box, select the Paste Link radio button, 
select HTML in the As list, and then click OK. The resulting Excel range is 
linked to the original Word data, so any changes you make to the data in 
Word automatically appear in the Excel range. Sweet! However, you can’t 
change the data in Excel.

Introducing text file importing
Nowadays, most data resides in some kind of special format: an Excel workbook, 
an Access database, a server database, a web page, and so on. However, finding 
data stored in simple text files is still relatively common because text is a univer-
sal format that users can work with on any system and in a wide variety of pro-
grams. You can analyze the data contained in certain text files by importing the 
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data into an Excel worksheet. Note, however, that you cannot import just any text 
file into Excel; the file needs to use either the delimited or fixed-width format.

Importing a delimited text file
A delimited text file uses a structure in which each item on a line of text is sepa-
rated by a character called a delimiter. The most common text delimiter is the 
comma (,), and the resulting file is called a comma-separated values (or CSV) file. 
When Excel imports a delimited text file, it treats each line of text as a row (record) 
and each item between the delimiter as a column (field).

Follow these steps to import a delimited text file into Excel:

1. (Optional) To import the data to a specific location in an existing work-
sheet, select the cell that you want to use as the upper-left corner of the 
destination range.

2. Choose Data ➪ From Text/CSV (or, if you want the workout, choose 
Data ➪ Get Data ➪ From File ➪ From Text/CSV).

The Import Data dialog box appears.

3. Open the folder that contains the text file, select the file, and then click 
Import.

Excel analyzes the file and then opens a window that displays a preview of the 
data in the file.

4. In the Delimiter list, select the delimiter character that your text data 
uses.

How do you know which delimiter character to choose? The comma is by far 
the most common delimiter, so start with that. You’ll know you’ve hit the 
delimiter jackpot when the previewed data appears in separate columns, as 
shown in Figure 4-2.

5. Do one of the following to import the data starting at the cell you 
selected in Step 1:

• To import the data into a new worksheet: Choose Load.

• To import the data into an existing worksheet: Choose Load ➪ Load To 
to open the Import To dialog box, select the Existing Worksheet option, 
and then click OK.

Excel imports the delimited text data into the worksheet.
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Importing a fixed-width text file
A fixed-width text file uses a structure in which all the items use a set amount of 
space. The first item might always be, say, 10 characters wide (including spaces); 
the second item might always be 8 characters wide; and so on. Crucially, these 
fixed widths are the same on every line of text, which gives the entire file a pre-
dictable and regular structure that Excel can work with. Excel imports a fixed-
width text file by treating each line of text as a row (record) and each fixed-width 
item as a column (field).

If you’re importing data that uses the fixed-width structure, you need to tell Excel 
where the separation between each field occurs. In a fixed-width text file, each 
column of data is a constant width, and Excel is usually quite good at determining 
these widths. So in most cases, Excel automatically sets up column break lines, 
which are vertical lines that separate one field from the next. However, titles or 
introductory text at the beginning of the file can impair the wizard’s calculations, 
so you should check carefully that the proposed break lines are accurate.

Follow these steps to import a fixed-width text file into Excel:

1. (Optional) To load the data into a specific worksheet location, select the 
cell that you want to use as the upper-left corner of the destination 
range.

2. Choose Data ➪ From Text/CSV (or, if you have time to kill, choose 
Data ➪ Get Data ➪ From File ➪ From Text/CSV).

The Import Data dialog box appears.

FIGURE 4-2: 
Select the 

delimiter that 
gets the data into 

nice, neat 
columns.
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3. Open the folder that contains the text file, select the file, and then click 
Import.

Excel analyzes the file and then opens a window that displays a preview of the 
data in the file.

4. In the Delimiter list, make sure that the Fixed Width item is selected.

Below the Delimiter list, Excel displays a series of numbers, each of which 
represents the starting point of a column in the text file. The first column 
always starts at 0, and each subsequent value depends on the width of each 
column. Figure 4-3 shows these values as 0, 30, 45.

5. If your columns look incorrect — for example, one or more columns are 
too large or too small — edit the column starting-point values until the 
columns are correct, as shown in Figure 4-3.

FIGURE 4-3: 
If needed, edit 

the column 
starting points 

until your 
columns are 

correct.
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6. Do one of the following to import the data starting at the cell you 
selected in Step 1:

• To import the data into a new worksheet: Choose Load.

• To import the data into an existing worksheet: Choose Load ➪ Load To 
to open the Import To dialog box, select the Existing Worksheet option, 
and then click OK.

Excel imports the fixed-width text data into the worksheet.

Importing data from a web page
You already know that the web is home to more information than you can ever 
use, but did you know that some of that data is available to import into Excel? I 
talk about a more sophisticated web-based data format in the next section, but 
here I want to introduce you to web data that comes in the form of a table. A web 
page table is a rectangular array of rows and columns, with data values in the cells 
created by the intersection of the rows and columns. Why, that sounds just like an 
Excel table, doesn’t it? It sure does, and that similarity means that if you know 
the  address of the page that contains the table, you can use an Excel tool to 
import the data into a worksheet for more data-analysis fun.

Here are the steps to follow to import a web page table into Excel:

1. (Optional) To load the data into a specific worksheet location, select the 
cell that you want to use as the upper-left corner of the destination 
range.

2. Choose Data ➪ From Web (or, if you prefer the scenic route, choose 
Data ➪ Get Data ➪ From Other Sources ➪ From Web).

The From Web window appears.

3. Enter the address of the web page in the URL text box and then click OK.

Excel displays the Access Web Content dialog box.

4. Specify how you want to access the web page and then click Connect.

As shown in Figure 4-4, Excel offers five methods that you can use to access 
the web content:

• Anonymous: Accesses the content directly, without authentication (such 
as a username and password). Use this method for most web pages.

• Windows: Accesses the content by logging in using the credentials (that is, 
the username and password) of your Windows account. Use this method if 
the content resides on your company’s network.
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• Basic: Accesses the content by logging in with a username and password 
that you provide. Use this method if you have an account on the website 
that hosts the content.

• Web API: Accesses the content by using a unique value — called a key — to 
authenticate your request. Use this method if content is made available 
through a web application programming interface (API). The instructions 
for using the web API tell you how to obtain a key.

• Organizational Account: Accesses the content by having you sign in to 
your organization’s Office 365 or OneDrive for Business account.

Excel connects to the web content, analyzes the web page, and then opens the 
Navigator dialog box, which displays a list of the tables found on the page. One 
of these objects is always named Document, and it contains a table of data 
related to the entire web page (so you can safely ignore it).

5. Select the table you want to import.

Excel displays a preview of the table, as shown in Figure 4-5. If you want to see 
what the table looks like on the web page, click the Web View tab.

6. (Optional) If you want to import multiple tables, select the Select Multiple 
Items check box and then select the check box beside each table you 
want to import.

7. Do one of the following to import the data starting at the cell you 
selected in Step 1:

• To import the data into a new worksheet: Choose Load.

• To import the data into an existing worksheet: Choose Load ➪ Load To 
to open the Import To dialog box, select the Existing Worksheet option, 
and then click OK.

Excel imports the web table data into the worksheet.

FIGURE 4-4: 
Choose the 

method you want 
to use to access 

the web data.
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Importing an XML file
XML (Extensible Markup Language) is a standard that enables the management 
and sharing of structured data using simple text files. These XML files organize 
data using tags, among other elements, that specify the equivalent of a table name 
and field names. Here’s an example that shows the first few records in an XML 
table of book info:

<?xml version="1.0"?>
<catalog>
    <book>
       <author>Gambardella, Matthew</author>
       <title>XML Developer's Guide</title>
       <genre>Computer</genre>
       <price>44.95</price>
       <publish_date>2000-10-01</publish_date>
       <description>An in-depth look at creating applications
       with XML.</description>
    </book>
    <book>
       <author>Ralls, Kim</author>
       <title>Midnight Rain</title>
       <genre>Fantasy</genre>
       <price>5.95</price>
       <publish_date>2000-12-16</publish_date>
       <description>A former architect battles corporate zombies,
       an evil sorceress, and her own childhood to become queen

FIGURE 4-5: 
Select a table to 
preview its data.
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       of the world.</description>
    </book>
    <book>
       <author>Corets, Eva</author>
       <title>Maeve Ascendant</title>
       <genre>Fantasy</genre>
       <price>5.95</price>
       <publish_date>2000-11-17</publish_date>
       <description>After the collapse of a nanotechnology
       society in England, the young survivors lay the
       foundation for a new society.</description>
    </book>
    etc.
</catalog>

Because XML is just text, if you want to perform data analysis on the XML file, you 
must import the file into an Excel worksheet. Excel stores imported XML data in 
an Excel table.

Here are the steps to follow to import an XML file into an Excel worksheet:

1. (Optional) To import the data to a specific location in an existing work-
sheet, select the cell that you want to use as the upper-left corner of the 
destination range.

2. Choose Data ➪ Get Data ➪ From File ➪ From XML.

The Import Data dialog box appears.

3. Open the folder that contains the XML file, select the file, and then click 
Import.

Excel analyzes the XML file and then opens the Navigator dialog box, which 
displays a list of the tables found in the file.

4. Select the table you want to import.

Excel displays a preview of the table, as shown in Figure 4-6.

5. (Optional) If you want to import multiple XML tables, select the Select 
Multiple Items check box and then select the check box beside each table 
you want to import.
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6. Do one of the following to import the data starting at the cell you 
selected in Step 1:

• To import the data into a new worksheet: Choose Load.

• To import the data into an existing worksheet: Choose Load ➪ Load To 
to open the Import To dialog box, select the Existing Worksheet option, 
and then click OK.

Excel imports the XML data into the worksheet.

Querying External Databases
If you want to analyze data using a sorted, filtered subset of an external data 
source, use the Query Wizard tool, which enables you to specify the sorting and 
filtering options and the subset of the source data that you want to work with. 
Why bother doing all that work? Because databases such as those used in Micro-
soft Access and SQL Server are often very large and contain a wide variety of data 
scattered over many different tables.

With data analysis, you rarely use an entire database as the source. Instead, you 
extract a subset of the database: a table or perhaps two or three related tables. You 
might also require the data to be sorted in a certain way, and perhaps need to filter 
the data so that you work with only certain records. The specifics of these three 
operations — extracting a subset, sorting, and filtering — constitute the criteria 
for the data you want to work with, and all together they make up what’s known 
in the trade as a database query.

FIGURE 4-6: 
Select an XML 

table to preview 
its data.
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Defining a data source
All database queries require two things at the very beginning: access to a database 
and an Open Database Connectivity, or ODBC, data source for the database. ODBC is a 
database standard that enables a program to connect to and manipulate a data 
source. An ODBC data source contains three things: a pointer to the file or server 
where the database resides; a driver that enables Query Wizard to connect to, 
manipulate, and return data from the database; and optional login information 
that you require to access the database.

Before you can do any work with Query Wizard, you must select the data source 
that you want to use. If you have a particular database that you want to query, you 
can define a new data source that points to the appropriate file or server.

Most data sources point to database files. For example, the relational database 
management program Microsoft Access uses file-based databases. You can also 
create data sources based on text files and Excel workbooks. However, some data 
sources point to server-based databases. For example, SQL Server and Oracle run 
their databases on special servers. As part of the data-source definition, you need 
to include the software driver that Query Wizard uses to communicate with the 
database, as well as any information that you require to access the database.

Follow these steps to define a data source for your query:

1. Choose Data ➪ Get Data ➪ From Other Sources ➪ From Microsoft Query.

The Choose Data Source dialog box appears, as shown in Figure 4-7.

Your computer probably comes with a few predefined data sources that you 
can use instead of creating new ones. In the Choose Data Source dialog box, 
any predefined data sources appear in the Databases tab. For example, 
Microsoft Office creates two default data sources: Excel Files and MS Access 
Database. These incomplete data sources don’t point to a specific file. Instead, 
when you select one of these data sources and then click OK, Excel prompts 
you for the name and location of the file. These data sources are useful if you 
often switch the files that you’re using. However, if you want a data source that 
always points to a specific file, you need to follow the steps in this section.

2. Choose <New Data Source>, deselect the Use the Query Wizard to Create/
Edit Queries check box, and then click OK.

The Create New Data Source dialog box appears.
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3. In the What Name Do You Want to Give Your Data Source? text box, enter 
a name for your data source.

This name appears in the Databases tab of the Choose Data Source dialog box, 
so enter a name that helps you remember which data source you’re working 
with.

4. From the Select a Driver for the Type of Database You Want to Access list, 
select the database driver that your data source requires.

For example, for an Access database, select Microsoft Access Driver 
(*.mdb, *.accdb).

Many businesses store their data in Microsoft SQL Server databases (SQL is 
usually pronounced ess-kew-ell). This is a powerful server-based system that 
can handle the largest databases and thousands of users. To define an SQL 
Server data source, select SQL Server. Click Connect to display the SQL Server 
Login dialog box. Ask your SQL Server database administrator for the informa-
tion you require to complete this dialog box. Type the name or remote address 
of the SQL Server in the Server text box, type your SQL Server login ID and 
password, and then click OK. Perform Steps 9 and 10 later in this section to 
complete the data source.

5. Click Connect.

The dialog box for the database driver appears. The steps that follow show you 
how to set up a data source for a Microsoft Access database.

6. Click the Select button.

The Select Database dialog box appears.

7. Open the folder that contains the database, select the database file, and 
then click OK.

Excel returns you to the database driver’s dialog box.

FIGURE 4-7: 
The Choose Data 

Source dia-
log box.



CHAPTER 4  Grabbing Data from External Sources      93

If you use a login name and password to access the database, click Advanced 
to display the Set Advanced Options dialog box. Type the login name and 
password and then click OK.

8. Click OK.

Excel returns you to the Create New Data Source dialog box. Figure 4-8 shows 
the completed dialog box for the Northwind Access database that I’m using.

You can use the Select a Default Table for Your Data Source list to select a table 
from the database. When you do this, each time you start a new query based 
on this data source, Query Wizard automatically adds the default table to the 
query, thus saving you several steps.

If you specified a login name and password as part of the data source, you can 
select the Save My User ID and Password in the Data Source Definition check 
box to save the login data.

9. Click OK.

Excel returns to the Choose Data Source dialog box, which now displays your 
shiny, new data source.

10. Click Cancel to bypass the steps for importing the data.

You can now use the data source in Query Wizard, which I talk about in the 
next section.

FIGURE 4-8: 
The completed 

Create New Data 
Source dialog box 
for the Northwind 

database.



94      PART 1  Getting Started with Data Analysis

Querying a data source
To run a database query and import the query results, follow these steps:

1. Choose Data ➪ Get Data ➪ From Other Sources ➪ From Microsoft Query.

Excel displays the Choose Data Source dialog box. In Figure 4-9, you can see 
that the Northwind data source I created in the preceding section now appears 
in the Databases tab.

2. Select the Use the Query Wizard to Create/Edit Queries check box.

If you didn’t define a new data source as described in the preceding section, 
this check box should already be selected for you.

3. On the Databases tab, select the database you want to query and then 
click OK. If you choose a predefined database type, select the database 
that you want to query in the Select Database dialog box that appears, 
and then click OK.

Excel displays the Query Wizard — Choose Columns dialog box.

You use the Query Wizard — Choose Columns dialog box to pick which tables 
and which table columns (fields) you want to appear in your query results. In 
the Available Tables and Columns box, Excel lists tables and columns. Initially, 
this list shows only tables, but you can see the columns in a table by clicking 
the + icon next to the table name.

4. Populate the Columns in Your Query list with the columns you want to 
work with.

You can choose from three techniques:

• Add an entire table to the list. Click the table name and then click the 
right-facing arrow button that points to the Columns in Your Query list box.

FIGURE 4-9: 
Any data sources 

you’ve created 
appear in the 

Databases tab.
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• Add a single column from a table to the list. Click the + icon beside the 
table name, select the column, and then click the right-facing arrow button 
that points to the Columns in Your Query list box.

• Remove a column. Select the column in the Columns in Your Query list 
box and then click the left-facing arrow button that points to the Available 
Tables and Columns list box.

This all sounds complicated, but it really isn’t. Essentially, all you do is identify 
the columns of information that you want in your Excel table. Figure 4-10 
shows how the Query Wizard — Choose Columns dialog box looks after adding 
several columns from the Products table and one column (CategoryName) 
from the Categories table.

5. After you identify which columns you want in your query, click the Next 
button to filter the query data.

Excel displays the Query Wizard — Filter Data dialog box.

6. (Optional) You can filter the data returned as part of your query by using 
the Only Include Rows Where text boxes. For example, to include only 
rows in which the CategoryName column equals Beverages, click the 
CategoryName column in the Column to Filter list box. Then select the 
Equals filtering operation from the first drop-down list and enter the 
value Beverages into the second drop-down list (or select it); you can see 
this filter in action in Figure 4-11.

The Query Wizard — Filter Data dialog box performs the same sorts of filtering 
that you can perform with the AutoFilter command and the Advanced Filter 
command. Because I discuss these tools in Chapter 3, I don’t repeat that 
discussion here. However, note that you can perform quite sophisticated 
filtering as part of your query.

FIGURE 4-10: 
The completed 

Query Wizard — 
Choose Columns 

dialog box.
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7. (Optional) Filter your data based on multiple filters by selecting the And 
or Or radio button.

• And: A row is included in the query only if it matches all the filter 
conditions.

• Or: A row is included in the query if it matches one or more of the filter 
conditions.

8. Click Next.

Excel displays the Query Wizard — Sort Order dialog box.

9. Choose a sort order for the query result data from the Query Wizard — 
Sort Order dialog box.

Select the column that you want to use for sorting from the Sort By drop-down 
list and then select one of the following radio buttons (see Figure 4-12):

• Ascending: The column values are sorted in increasing order: A to Z if the 
column contains text, 0 to 9 for numbers, earlier to later for dates or times.

• Descending: The column values are sorted in decreasing order: Z to A for 
text, 9 to 0 for numbers, later to earlier for dates or times.

You can also use additional sort keys by selecting fields in one or more of the 
Then By drop-down lists that appear in the Query Wizard — Sort Order dialog 
box. The wizard displays a drop-down list for every field in your query.

You sort query results the same way that you sort rows in an Excel table. If you 
have more questions about how to sort rows, refer to Chapter 3. Sorting works 
the same whether you’re dealing with query results or rows in a table.

10. Click Next.

Excel displays the Query Wizard — Finish dialog box.

FIGURE 4-11: 
The Query 

Wizard – Filter 
Data dialog box 

with a filter 
added.
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11. In the Query Wizard — Finish dialog box, specify where Excel should place 
the query results.

For most types of data, you have two choices:

• Return Data to Microsoft Excel: Sends the data to Excel without further 
review on your part.

• View Data or Edit Query in Microsoft Query: Opens the query in a 
separate Office program called Microsoft Query. This is a sophisticated 
database query program, the workings of which are beyond the scope of 
this book. If you decide to try this program, when you’re finished with it, 
choose File ➪ Return Data to Microsoft Excel and then continue with 
Step 13.

12. Click the Finish button.

After you click the Finish button to complete Query Wizard, Excel displays the 
Import Data dialog box.

13. In the Import Data dialog box, choose the worksheet location for the 
query result data.

Use this dialog box to specify where query-result data should be placed.

• To place the query-result data in an existing worksheet: Select the 
Existing Worksheet radio button. Then identify the cell in the top-left 
corner of the worksheet range and enter its location in the Existing 
Worksheet text box.

• To place the data into a new worksheet: Select the New Worksheet 
radio button.

14. Click OK.

Excel places the data at the location you chose.

FIGURE 4-12: 
The Query 

Wizard — Sort 
Order dialog box.
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Chapter 5
Analyzing Table Data 
with Functions

After you’ve imported your data and converted it to an Excel range, you 
might find yourself asking a most unmusical question: Now what? The 
what-do-I-do-next? conundrum is particularly relevant to tables that 

contain a vast sea of numbers. You’re sure that those numbers must contain some 
important information for you to glean, but how do you get at it? You’re sure that 
the data has something useful to say about your business, but how do you hear it?

The answer to all these questions is to put Excel to work analyzing the table. Excel 
handily provides a special set of functions — called database functions — especially 
for the statistical analysis of information stored in Excel tables. In this chapter, 
you learn about these database functions and see how to take advantage of them 
to get your table to spill its secrets.

IN THIS CHAPTER

 » Summing, counting, and averaging 
column values

 » Getting the maximum and minimum 
column values

 » Multiplying column values

 » Deriving the standard deviation and 
variance of column values
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The Database Functions: 
Some General Remarks

You might be wondering right off the bat why Excel calls these “database” func-
tions, which seems a touch grand. However, Excel is using the word database as 
a synonym for table, so I follow suit and use the terms interchangeably in the 
pages that follow. Why not just call them table functions and avoid confusion? 
Because technically, these functions don’t require a table: Any old range will do 
in a pinch.

The database functions all use the same three arguments, so I describe those 
arguments here to save some wear and tear on my typing fingers:

 » database: The range of cells that make up the table you want to work with. 
You can use the table name or the table range address. If you go with the 
table name, be sure to reference the entire table by using the syntax 
Table[#All] (where Table is the name of your table).

 » field: A reference to the table column on which you want to perform the 
operation. You can use either the column header or the column number 
(where the leftmost column is 1, the next column is 2, and so on). If you 
use the column name, enclose it in quotation marks (for example, “Unit 
Price”).

 » criteria: The range of cells that hold the criteria you want to work with. You 
can use either a range name, if one is defined, or the range address.

I talk about making a criteria range for advanced filter work in Chapter 3, and set-
ting up a criteria range for database functions is similar. That is, you insert three 
or four blank rows above your table headers, copy your table headers, select the 
first cell of the first row of those blank rows, and then paste the copied headers 
there. For example, Figure 5-1 shows two ranges: the bigger range beginning in 
cell A7 is a table named Inventory, whereas the smaller range in A4:G5 is the cri-
teria range.

Now you can enter your criteria, which consists of one or more comparison 
expressions that you enter into the cells below the copied header of each column 
you want to work with:

 » Enter the comparison expressions on the same row: This tells Excel to 
apply the database function to the field rows that match all the comparison 
expressions you enter.
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 » Enter the comparison expressions on separate rows: This tells Excel to 
apply the database function to the field rows that match at least one of the 
comparison expressions you enter.

Retrieving a Value from a Table
As part of your data analysis, retrieving a single value from a table to use in a 
formula is often useful. For example, if you have a table that lists the inventory of 
all your products, you might want to check how much of a particular product is on 
hand now to decide whether now’s the time to reorder that product. Similarly, you 
might want to calculate a product’s gross margin given its list price and unit cost:

(List Price – Unit Cost) / List Price

Whenever you need a value from the table to use in a formula, use the DGET func-
tion. DGET retrieves a value from a table according to the criteria you specify. The 
function uses the following syntax:

DGET(database, field, criteria)

For example, consider the Inventory table shown previously in Figure 5-1. Sup-
pose you want to know how many units are on hand of the product named Beer. 
To set up the criteria range, you enter Beer below the Product Name field, as 
shown in Figure 5-2. With that done, you can build your DGET function, which is 
in cell B1 in Figure 5-2:

FIGURE 5-1: 
A table and its 
criteria range.
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DGET(Inventory[#All], "On Hand", A4:G5)

This DGET function is saying to Excel, in effect, “Take a look at the entire table 
named Inventory, locate the row that has Beer in the Product Name column, and then 
retrieve the value in the On Hand column. Thanks in advance.” Sure enough, DGET 
returns the value 23 to cell B1 because that’s the On Hand value of the Beer product.

By the way, if no record in your list matches your selection criteria, DGET returns the 
#VALUE error message. For example, if you construct selection criteria that look for 
Northwind Traders Lager, DGET returns #VALUE because that product doesn’t exist. 
Also, if multiple records in your list match your selection criteria, DGET returns the 
#NUM error message. For example, if you enter *Chocolate* in the Product Name 
field of the criteria range, that string matches all the products that have Chocolate in 
the name. Two such products exist, so DGET returns the #NUM error message.

Summing a Column’s Values
In Chapter 3, I talk about two ways to display simple table sums: by selecting some 
column cells and viewing the sum in Excel’s status bar, and by adding subtotals to 
the table. Those techniques are fine if all you want to do is view the sum, but what 
if you want to use the sum in a formula or as part of a table summary? Yep, Excel’s 

FIGURE 5-2: 
Use DGET to 

retrieve a value 
from a table 

based on your 
criteria.
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SUM function would work, but what if you want the sum of only those items that 
meet some criteria? For example, in an inventory table, what if you want to know 
the total value of just the items in the Beverages category?

Ah, for that you need the DSUM function, which adds values from a table based on 
the criteria you specify. The function uses the standard database function syntax:

DSUM(database, field, criteria)

For example, to get the total value of just the products in the Beverages category, 
you set up your criteria range with the string Beverages under the Category 
header (see Figure 5-3). With that value in place, you build your DSUM function 
(as shown in cell B1 in Figure 5-3):

DSUM(Inventory2[#All], "Value", A3:G4)

You might be wondering why the table name changed from Inventory in the 
DGET example to Inventory2 in the DSUM example. That’s because in my exam-
ple workbook for this chapter, I use a separate worksheet for each database func-
tion, so when I copy the Inventory table to a new worksheet, I need to give the 
table a new name (because table names must be unique in a workbook).

DSUM isn’t the only way to total stuff based on criteria. Excel also offers the 
SUMIF and SUMIFS functions, which I talk about in Chapter 11.

FIGURE 5-3: 
Use DSUM to add 
a column’s values 

based on your 
criteria.
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Counting a Column’s Values
If you select some values in a table column, Excel’s status bar will gladly display a 
Count item, which tells you how many cells you selected. Fine and dandy, but data 
analysis is usually a bit more sophisticated than that. For example, in an inventory 
table, suppose you want to know many products are low in stock (that is, have 
fewer than 10 in the On Hand column)?

That kind of calculation falls under the bailiwick of both the DCOUNT and DCOUNTA 
functions, which count records in a table that match criteria you specify:

DCOUNT(database, field, criteria)
DCOUNTA(database, field, criteria)

What’s the diff? DCOUNT counts the numeric values in field, whereas DCOUNTA 
counts all the nonblank items in field.

For example, to get the count of the products that have low stock, you set up your 
criteria range with the expression < 10 under the On Hand header (see Figure 5-4) 
and then add the DCOUNT function (as shown in cell B1 in Figure 5-4):

DCOUNT(Inventory3[#All], "On Hand", A3:G4)

FIGURE 5-4: 
Use DCOUNT (or 

DCOUNTA) to 
tally a column’s 

values based on 
your criteria.
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If you just want to count records in a list, you can omit the field argument from 
the DCOUNT and DCOUNTA functions. When you don’t specify a column name or 
number, the function counts the records in the table that match your criteria 
without regard to whether some field stores a value or is nonblank. For example, 
both of the following functions return the value 25:

DCOUNT(Inventory3[#All],, A3:G4)
DCOUNTA(Inventory3[#All],, A3:G4)

Note: To omit an argument, leave the space between the two commas empty.

Excel has a seemingly uncountable number of ways to count things. 
Besides DCOUNT, you can also use COUNT, COUNTA, COUNTIF, COUNTIFS, and 
COUNTBLANK. Check out Chapter 11 or Excel’s online help for more information 
about these functions.

Averaging a Column’s Values
The DAVERAGE function calculates an average for values in an Excel list. The 
unique and truly useful feature of DAVERAGE is that you can specify that you 
want only table records that meet specified criteria included in your average. 
DAVERAGE uses the following syntax:

DAVERAGE(database, field, criteria)

As an example of how the DAVERAGE function works, I return to the Inventory 
table and ask a basic question: What’s the average unit cost value for those prod-
ucts in the Beverages and Produce categories? To answer this query, you add the 
text Beverages under the Category header in the criteria range, and then add the 
text Produce below the Beverages cell, as shown in Figure 5-5. Remember that 
when you enter criteria using multiple rows, Excel selects those rows in the table 
that match at least one of the conditions. So, in the example, I’m asking Excel to 
look for only those products that have either Beverages or Produce in the Cate-
gory column. Here’s the DAVERAGE function that returns the average Unit Cost 
for those products (see cell B1 in Figure 5-5):

DAVERAGE(Inventory4[#All], "Unit Cost", A3:G5)
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Note that I expanded the criteria range to include both rows 4 and 5.

Excel offers an above-average number of functions for calculating averages, 
including not only the AVERAGE function (of course) but also the MEAN, MEDIAN, 
and MODE functions. I talk about these functions in Chapter 11.

Determining a Column’s Maximum 
and Minimum Values

In data analysis work, it’s often useful to look for outliers, which are values that 
are either much greater or much less than the average. One way to check for such 
anomalous values is to find the largest and smallest values in a column. You can 
certainly calculate such maxima and minima using every value in the column, but 
if you’re interested only in the values that meet some criteria, have I got two 
functions for you: DMAX and DMIN. These functions find the largest and smallest 
values, respectively, in a table column for those rows that match the criteria you 
specify. Both functions use the same standard-issue database function syntax, as 
shown here:

DMAX(database, field, criteria)
DMIN(database, field, criteria)

FIGURE 5-5: 
Use DAVERAGE to 

average a 
column’s values 

based on your 
criteria.
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As an example of how the DMAX and DMIN functions work, suppose you have an 
inventory table with a Value column that’s the product of the number of units on 
hand and the unit cost. (For example, a product with 100 units on hand and a $5 unit 
cost has a total value of $500.) Here’s a question for you: What are the maximum 
and minimum values for those items in the Produce category that are in stock?

To answer the preceding question, you add the text Produce under the Category 
header in the criteria range and then add the expression > 0 below the On Hand 
header, as shown in Figure 5-6. Remember that when you enter multiple conditions 
on a single row, Excel matches only those rows in the table that match all the condi-
tions. So, in the example, I’m asking Excel to look for only those products that have 
Produce in the Category column and a value greater than 0 in the On Hand column.

Here are the DMAX and DMIN functions that return the maximum and minimum, 
respectively, for those products (see cells B1 and B2 in Figure 5-6):

DMAX(Inventory5[#All], "Value", A4:G5)
DMIN(Inventory5[#All], "Value", A4:G5)

Excel provides several other functions for finding the minimum or maximum 
value, including MAX, MAXA, MIN, and MINA. Turn to Chapter 11 for more infor-
mation about using these related functions.

FIGURE 5-6: 
Use DMAX and 

DMIN to return a 
column’s largest 

and smallest 
values based on 

your criteria.
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Multiplying a Column’s Values
Lots of table data contains the results of surveys or polls, meaning that the table 
values are percentages. One way you might want to interrogate such data is to ask, 
given two percentages, in what percentage are both true in the surveyed popula-
tion? For example, if your survey says that 50% of people like item A and 50% of 
people like item B, what percentage of people like both items A and B? You get the 
answer by multiplying the percentages, so in this case, 25% of the surveyed popu-
lation like both A and B.

You can perform this kind of table multiplication using the DPRODUCT function, 
which uses the usual syntax:

DPRODUCT(database, field, criteria)

For example, Figure 5-7 shows the results of a survey that asked people whether 
they liked certain items. What percentage of people like any two of the items? To 
calculate this, you set up a criteria range for the Item field and then add the items 
in separate rows below the Item header. In Figure 5-7, for example, you can see 
that I added Soggy cereal in the first row and Commuting in the second row. 
Here’s the DPRODUCT function that calculates the answer (see cell B1  in 
Figure 5-7):

DPRODUCT(A6:B11, 2, A2:A4)

FIGURE 5-7: 
Use DPRODUCT 

to multiply a 
column’s values 

based on your 
criteria.
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Deriving a Column’s Standard Deviation
One of the most important statistical measures is the standard deviation, which 
tells you how much the values in a collection vary with respect to the average. 
I talk about this in more detail in Chapter 11, but for now I can tell you that a 
low standard deviation means that the data values are grouped near the aver-
age, and a high standard deviation means that the values are spread out from 
the average.

For your table data analysis fun, the DSTDEV and DSTDEVP functions calculate the 
standard deviation: DSTDEV calculates the standard deviation when you’re work-
ing with a sample of the population, whereas DSTDEVP calculates the standard 
deviation when you’re working with the entire population. As with other database 
statistical functions, the unique and useful feature of DSTDEV and DSTDEVP is 
that you can specify that you want the calculation to include only those table 
records that meet your specified criteria.

The DSTDEV and DSTDEVP functions use the same syntax:

=DSTDEV(database, field, criteria)
=DSTDEVP(database, field, criteria)

For example, in the Inventory table, suppose you want to know the standard devi-
ation of the Value column for products in the Condiments category and where the 
Value column is greater than 0. To set up this calculation, you enter the text Con-
diments under the criteria range’s Category header and the expression > 10 under 
the Value header (see Figure  5-8), and then you add the DSTDEV function (as 
shown in cell B1 in Figure 5-8):

DSTDEV(Inventory6[#All], "Value", A3:G4)

If you want to calculate standard deviations without applying selection criteria, 
use one of Excel’s nondatabase statistical functions, such as STDEV, STDEVA, 
STDEVP, or STDEVPA. In Chapter 11, I describe and illustrate these other standard 
deviation functions.
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Calculating a Column’s Variance
The variance of a set is a measure of how dispersed the data is. The variance is the 
square of the standard deviation, so it’s rarely used because it doesn’t make intu-
itive sense. (For example, what does it mean to say that a result is in “dollars 
squared” or “years squared”?)

However, for the sake of completion, I include the fact that Excel does offer the 
DVAR and DVARP functions to calculate the variance. DVAR calculates the variance 
when your data is a sample of a larger population, whereas DVARP calculates the 
variance when your data is the entire population. As with other database statisti-
cal functions, using DVAR and DVARP enables you to specify that you want only 
the table records that meet selection criteria included in your calculations.

As with standard deviation calculations, don’t pick one of the two variance func-
tions based on a whim, the weather outside, or how you’re feeling. If you’re cal-
culating a variance using a sample or a subset of items from the entire data set or 
population, you use the DVAR function. To calculate a variance when you’re deal-
ing with all the items in the population, use the DVARP function.

The DVAR and DVARP functions use the same syntax:

=DVAR(database, field, criteria)
=DVARP(database, field, criteria)

FIGURE 5-8: 
Use DSTDEV (or 

DSTDEVP) to 
derive the 
standard 

deviation of a 
column’s values 

based on your 
criteria.
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For example, in the Inventory table, suppose you want to know the variance of the 
Unit Cost column for products in the Confections category. To set up this calcula-
tion, you enter the text Confections under the criteria range’s Category header 
(see Figure 5-9) and then add the DVAR function (refer to cell B1 in Figure 5-8):

DVAR(Inventory7[#All], "Unit Cost", A3:G4)

If you want to calculate variances without applying selection criteria, use one of 
the Excel nondatabase statistical functions, such as VAR, VARA, VARP, or VARPA. 
I talk about these other variance functions in Chapter 11.

FIGURE 5-9: 
Use DVAR (or 

DVARP) to derive 
the variance of a 
column’s values 

based on your 
criteria.
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Use PivotTables to cross-tabulate data and gain new 
insights into your information.

Extend the power of Excel’s PivotTables by creating 
your own customized formulas.

Display cross-tabulated data in a chart for new 
perspectives on opportunities and problems.

Customize PivotCharts to make sure that your 
graphical information communicates the right 
messages.
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Chapter 6
Creating and Using 
PivotTables

Excel tables and external databases can contain thousands of records. Let’s 
face it: Figuring out how to glean useful insights from that much data will 
either keep you awake at night or cause nightmares if you do sleep. Want to 

get some quality shut-eye? No need for sleeping pills when Excel offers a powerful 
and versatile data-analysis tool called a PivotTable, which enables you to take 
those thousands of records and summarize them in a concise tabular format. You 
can then manipulate the layout of — or pivot — the PivotTable to see different 
views of your data.

This chapter shows you everything you need to know to get started with what 
is  arguably Excel’s most useful data-analysis tool. You learn how to create 
PivotTables, refresh them, pivot them, group them, filter them, and much more.

IN THIS CHAPTER

 » Getting to know PivotTables

 » Using an Excel table to build a 
PivotTable

 » Using external data to build a 
PivotTable

 » Putting the “pivot” in PivotTable

 » Grouping and filtering PivotTables



116      PART 2  Analyzing Data Using PivotTables and PivotCharts

Understanding PivotTables
In a general sense, PivotTables condense a large amount of information into a 
report that tells you something useful or interesting. For example, check out the 
table shown in Figure 6-1. This table contains well over 100 records, each of which 
is an order from a sales promotion. That’s not a ton of data in the larger scheme 
of things, but trying to make sense of even this relatively small data set just by 
eyeballing the table’s contents is futile. For example, how many earbuds were sold 
via social media advertising? Who knows?

Ah, but now look at Figure 6-2, which shows a PivotTable built from the order 
data. This report tabulates the number of units sold for each product based on 
each type of promotion. From here, you can quickly see that 322 earbuds were sold 
via social media advertising. That is what PivotTables do.

PivotTables help you analyze large amounts of data by performing three opera-
tions: grouping the data into categories, summarizing the data using calculations, 
and filtering the data to show just the records you want to work with:

FIGURE 6-1: 
Some great data, 

but how do you 
make sense of it?
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 » Grouping: A PivotTable is a powerful data-analysis tool in part because it 
automatically groups large amounts of data into smaller, more manageable 
chunks. For example, suppose you have a data source with a Region field in 
which each item contains one of four values: East, West, North, and South. 
The original data may contain thousands of records, but if you build your 
PivotTable using the Region field, the resulting table has just four rows — one 
each for the four unique Region values in your data.

You can also create your own grouping after you build your PivotTable. For 
example, if your data has a Country field, you can build the PivotTable to 
group all records that have the same Country value. Then you could further 
group the unique Country values into continents: North America, South 
America, Europe, and so on.

 » Summarizing: In conjunction with grouping data according to the unique 
values in one or more fields, Excel also displays summary calculations for each 
group. The default calculation is Sum, which means that for each group, Excel 
totals all the values in some specified field. For example, if your data has a 
Region field and a Sales field, a PivotTable can group the unique Region values 
and display the total of the Sales values for each one. Excel has other sum-
mary calculations, including Count, Average, Maximum, Minimum, and 
Standard Deviation.

Even more powerful, a PivotTable can display summaries for one grouping 
broken down by another. For example, suppose your sales data also has a 
Product field. You can set up a PivotTable to show the total sales for each 
product, broken down by region.

 » Filtering: A PivotTable also enables you to view just a subset of the data. For 
example, by default, the PivotTable’s groupings show all unique values in the 
field. However, you can manipulate each grouping to hide the unique values 
that you don’t want to view. Each PivotTable also comes with a report filter 
that enables you to apply a filter to the entire PivotTable. For example, 
suppose your sales data also includes a Customer field. By placing this field in 
the PivotTable’s report filter, you can filter the PivotTable report to show just 
the results for a single Customer.

FIGURE 6-2: 
The PivotTable 

creates order out 
of data chaos.
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Exploring PivotTable Features
You can get up to speed with PivotTables quickly after you learn a few key con-
cepts. You need to understand the features that make up a typical PivotTable, par-
ticularly the four areas — row, column, data, and filter — to which you add fields 
from your data. Figure 6-3 points out the following PivotTable features:

 » Row area: Displays vertically the unique values from a field in your data.

 » Column area: Displays horizontally the unique values from a field in your 
data.

 » Value area: Displays the results of the calculation that Excel applied to a 
numeric field in your data.

 » Row field header: Identifies the field contained in the row area. You also use 
the row field header to filter the field values that appear in the row area.

 » Column field header: Identifies the field contained in the column area. You 
also use the column field header to filter the field values that appear in the 
column area.

 » Value field header: Specifies both the calculation (such as Sum) and the field 
(such as Quantity) used in the value area.

 » Filter area: Displays a drop-down list that contains the unique values from a 
field. When you select a value (or multiple values) from the list, Excel filters the 
PivotTable results to include only the records that match the selected value (or 
values).

FIGURE 6-3: 
The features of a 

typical PivotTable.
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Building a PivotTable from  
an Excel Range or Table

If the data you want to analyze exists as an Excel range or table, you can use the 
Summarize with PivotTable command to quickly build a PivotTable report based 
on your data. You need only specify the location of your source data and then 
choose the location of the resulting PivotTable.

Here are the steps to follow:

1. Select a cell in the range or table that you want to use as the source data.

If you’re using a range, make sure each column of data has a heading.

2. Choose Table Design ➪  Summarize with PivotTable.

If your data resides in a regular Excel range instead of a table, you can still do 
the PivotTable thing. Select any cell in the range and then choose Insert  ➪    
PivotTable.

While I have your attention, I should also point out the Insert tab’s 
Recommended PivotTables command. This command displays a dialog box 
that shows several predefined PivotTable layouts. These might not mean 
anything to you now if you’re new to PivotTables, but keep the Recommended 
PivotTables command in mind down the road; it might save you a bit of time.

The PivotTable from Table or Range dialog box appears.

3. Select the New Worksheet radio button.

Alternatively, if you want to add the PivotTable to an existing location, select 
the Existing Worksheet radio button and then use the Location range box to 
select the worksheet and cell where you want the PivotTable to appear.

4. Click OK.

Excel creates a blank PivotTable and displays the PivotTable Fields task pane, 
as shown in Figure 6-4. This pane contains two main areas:

• A list of the column headers from your table, each of which has a check 
box to its left. These are your PivotTable fields.

• Four boxes representing the four areas of the PivotTable: Filters, Columns, 
Rows, and Values. To complete the PivotTable, your job is to add one or 
more fields to some (or even all) of these areas.

5. Drag a field that contains text values and drop it in the Rows area.

For example, using the fields shown in Figure 6-4, you could drop the Product 
field into the Rows area.
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Excel adds a button for the field to the Rows area and displays the field’s 
unique values to the PivotTable’s row area.

6. Drag a field that contains numeric values and drop it in the Values area.

For example, using the fields shown in Figure 6-4, you could drop the Quantity 
field into the Values area.

Excel adds a button for the field to the Values area and sums the numeric 
values based on the row values.

7. If desired, drag fields and drop them in the Columns area and the Filters 
area.

For example, using the fields shown in Figure 6-4, you could drop the 
Advertisement field into the Columns area and the Promotion field into the 
Filters area.

Excel adds a button for the field to the Columns area and displays the field’s 
unique values to the PivotTable’s column area.

Each time you drop a field in an area, Excel adds a button for the field to that area 
and updates the PivotTable to include the new data.

Excel offers a few shortcut techniques for building PivotTables:

 » Select the check box for a text or date field to add it to the Rows area 
automatically.

 » Select the check box for a numeric field to add it to the Values area 
automatically.

 » Right-click a field and then select the area that you want to use.

Figure 6-5 shows a completed PivotTable, with fields in all four areas. Note, too, 
that when you select a cell in the PivotTable, Excel displays two contextual tabs on 
the Ribbon  — PivotTable Analyze and Design  — that offer lots of goodies for 
manipulating and formatting your PivotTable.

To remove a field from a PivotTable area, you have three ways to proceed:

 » Drag the field from the area and out of the PivotTable Fields task pane.

 » Deselect the field’s check box in the PivotTable Fields task pane.

 » In the PivotTable Fields task pane area where the field resides, click the field 
button to drop down the field menu, and then click Remove Field. For 
example, to remove the Advertisement field shown in Figure 6-5, click the 
Advertisement field button in the Columns area and then click Remove Field.
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FIGURE 6-4: 
You start with a 

blank PivotTable 
and the 

PivotTable Fields 
task pane.

FIGURE 6-5: 
The features of a 

typical PivotTable.
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Creating a PivotTable from External Data
The data you’re analyzing might not exist in an Excel range or table but rather 
outside Excel, in a relational database management system (RDBMS) such as 
Microsoft Access or SQL Server. With these programs, you can set up a table, a 
query, or another object that defines the data you want to work with. Then, instead 
of building a PivotTable from data in an Excel worksheet, you create the Pivot-
Table using the external data source. This feature enables you to build reports 
from extremely large data sets and from relational database systems.

As I describe in the next two sections, you can specify the external data source for 
your new PivotTable by using Microsoft Query or by creating a new data connection.

Building a PivotTable from Microsoft Query
Here are the steps to follow to build a PivotTable based on an external data source 
defined using Microsoft Query’s Query Wizard tool:

1. Choose Data ➪   Get Data ➪   From Other Sources ➪  From Microsoft Query.

The Choose Data Source dialog box appears.

2. Use Query Wizard to define the external data you want to summarize in 
your PivotTable.

I talk about Query Wizard, as well as the general topics of external data and 
defining data sources, in the section on grabbing data from external sources in 
Chapter 4. The steps you follow from here repeat those from the section about 
querying a data source in Chapter 4, so I left them out.

3. When you get to the Query Wizard - Finish dialog box, select the Return 
Data to Microsoft Excel radio button and then click Finish.

Excel displays the Import Data dialog box, shown in Figure 6-6.

FIGURE 6-6: 
Import the 

external data to a 
PivotTable 

Report.



CHAPTER 6  Creating and Using PivotTables      123

4. Select the PivotTable Report radio button, select the New Worksheet 
radio button, and then click OK.

Excel creates a blank PivotTable and displays the PivotTable Fields task pane.

5. Drag a text field and drop it in the Rows area.

Excel adds the field’s unique values to the PivotTable’s row area.

6. Drag a numeric field and drop it in the Values area.

Excel sums the numeric values based on the row values.

7. If desired, drag fields and drop them in the Columns area and the Filters 
area.

Each time you drop a field in an area, Excel updates the PivotTable to include 
the new data.

When you create a PivotTable from external data, you don’t need the external data 
to be imported to Excel. Rather, the external data resides only in the new Pivot-
Table; you don’t see the actual data in your workbook.

The most common drawback to using external data is that you often have no con-
trol over the data source. For example, if you attempt to refresh the PivotTable, as 
I describe in the next section, Excel might display an error message. If you suspect 
that the problem is a change to the database login data, click OK to display the 
Login dialog box and then find out the new login name and password from the 
database administrator. Alternatively, the problem might be that the database file 
has been moved or renamed. Click OK in the error message and then click Data-
base in the Login dialog box. Next, in the Select Database dialog box, find and 
select the database file.

Building a PivotTable from 
a new data connection
You can also summarize external data in a PivotTable by creating a connection to 
the source data. Here’s how it works:

1. Choose Insert ➪ PivotTable ➪   From External Data Source.

When you choose Insert ➪   PivotTable, be sure to click the PivotTable button’s 
drop-down arrow to display its menu.

Excel displays the PivotTable from an External Source dialog box.

2. Click Choose Connection.

Excel opens the Existing Connections dialog box.
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3. Click Browse for More.

Excel displays the Select Data Source dialog box.

4. Click New Source.

Data Connection Wizard shows up for work.

5. Click the type of data source you want to connect to and then click Next.

The wizard steps you follow from here depend on the data source type you 
selected. For example, to connect to an Access database, you follow these steps:

a. Select ODBC DSN and then click Next to open the Connect to ODBC 
Data Source dialog box.

b. Select MS Access Database and then click Next to open the Select 
Database dialog box.

c. Select the Access database file you want to connect to and then click 
OK to open the Select Database and Table dialog box.

d. Select the table you want to use and then click Next to open the Save 
Data Connection File and Finish dialog box.

6. (Optional) Edit the file name, description, friendly name, and search 
keywords.

7. Click Finish.

Excel saves your new data connection and returns you to the PivotTable from 
an External Source dialog box.

In the future, when you choose Insert ➪  PivotTable ➪  From External Data 
Source and then click Choose Connection, your saved connections appear in 
the Existing Connections dialog box so you can reuse them without having to 
run through the Data Connection Wizard.

8. Select the New Worksheet radio button and then click OK.

Excel creates a blank PivotTable and displays the PivotTable Fields task pane.

9. Drag a text field and drop it in the Rows area.

Excel adds the field’s unique values to the PivotTable’s row area.

10. Drag a numeric field and drop it in the Values area.

Excel sums the numeric values based on the row values.

11. If desired, drag fields and drop them in the Columns area and the Filters 
area.

Each time you drop a field in an area, Excel updates the PivotTable to include 
the new data.
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Refreshing PivotTable Data
Whether your PivotTable is based on financial results, survey responses, or a 
database of collectibles such as rare books or cubic zirconia jewelry, the underly-
ing data is probably not static. That is, the data changes over time as new results 
come in, new surveys are undertaken, and new items are added to the collection. 
You can ensure that the data analysis represented by the PivotTable remains up to 
date by refreshing the PivotTable.

Excel offers two methods for refreshing a PivotTable: manual and automatic. A 
manual refresh is one that you perform, usually when you know that the source 
data has changed, or if you just want to be sure that the latest data is reflected in 
your PivotTable report. An automatic refresh is one that Excel handles for you.

Refreshing PivotTable data manually
To refresh your PivotTable data manually, you have two choices:

 » Update a single PivotTable: Select any cell in the PivotTable and then choose 
PivotTable Analyze ➪  Refresh. You can also press Alt+F5.

 » Update every PivotTable in the workbook: Select a cell in any PivotTable 
and then choose PivotTable Analyze ➪  Refresh ➪  Refresh All. You can also 
update all PivotTables by pressing Ctrl+Alt+F5.

Excel dutifully updates the PivotTable data.

Refreshing PivotTable data automatically
Here are the steps to follow to convince Excel to refresh your PivotTable data 
automatically:

1. Select any cell in the PivotTable.

2. Choose PivotTable Analyze  ➪   PivotTable  ➪  Options.

You can also right-click any cell in the PivotTable and then choose PivotTable 
Options.

The PivotTable Options dialog box appears.

3. Click the Data tab.

4. Select the Refresh Data When Opening the File check box, as shown in 
Figure 6-7, and then click OK.
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From now on, Excel will automatically refresh the PivotTable data each time 
you open the workbook.

If your PivotTable is based on external data, you can set up a schedule that auto-
matically refreshes the PivotTable at a specified interval. Select any cell in the 
PivotTable and then choose PivotTable Analyze  ➪  Refresh  ➪  Connection Proper-
ties. In the Connection Properties dialog box, on the Usage tab, select the Refresh 
Every check box, use the spin buttons to specify the refresh interval, in minutes, 
and then click OK.

Note, however, that when you set up an automatic refresh, it might be best not to 
have the source data updated too frequently. Depending on where the data resides 
and how much data you’re working with, the refresh could take some time, which 
may slow down the rest of your work.

Adding Multiple Fields to a PivotTable Area
You can add two or more fields to any of the PivotTable areas. Having multiple 
fields is a powerful feature that enables you to perform further analysis of your 
data by viewing the data differently. For example, suppose you’re analyzing the 
results of a sales campaign that ran different promotions in several types of 
advertisements (such as the partial table shown previously in Figure 6-1). A basic 

FIGURE 6-7: 
Select Refresh 

Data When 
Opening the File 

to tell Excel to 
refresh a 

PivotTable 
automatically 

whenever you 
open its 

workbook.
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PivotTable might show you the sales for each product (the row field) according to 
the advertisement used (the column field). You might also be interested in seeing, 
for each product, the breakdown in sales for each promotion. You can do that by 
adding the Promotion field to the row area.

Excel doesn’t restrict you to just two fields in any area. Depending on your 
data-analysis requirements, you’re free to add three, four, or more fields to any 
PivotTable area.

Select a cell in the PivotTable and then use any of the following techniques to add 
another field to a PivotTable area:

 » Add a field to the Rows area: In the PivotTable Fields task pane, select the 
check box of the text or date field that you want to add.

 » Add a field to the Value area: In the PivotTable Fields task pane, select the 
check box of the numeric field that you want to add.

 » Add a field to any area: In the PivotTable Fields task pane, drag the field and 
drop it in the area where you want the field to appear.

After you add a second field to the row or column area, you can change the field 
positions to change the PivotTable view. In the PivotTable Fields task pane, drag 
the button of the field you want to move and then drop the field above or below an 
existing field button.

When you add a second field to the value area, Excel moves the labels, such as Sum 
of Quantity and Sum of Net $, into the column area for easier reference. This is 
also reflected in the addition of a Values button in the Columns area of the 
PivotTable Fields task pane. This enables you to pivot the values in the report, as 
I describe in the next section.

Pivoting a Field to a Different Area
A PivotTable is a powerful data-analysis tool because it can take hundreds or even 
thousands of records and summarize them into a compact, comprehensible report. 
However, unlike most of the other data-analysis features in Excel, a PivotTable is 
not a static collection of worksheet cells. Instead, you can move a PivotTable’s 
fields from one area of the PivotTable to another. Moving fields to various areas 
enables you to view your data from different perspectives, which can greatly 
enhance the analysis of the data. Moving a field within a PivotTable is called pivot-
ing the data.
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The most common way to pivot the data is to move fields between the row and 
column areas. However, you can also pivot data by moving a row or column field 
to the filter area. Either way, you perform the pivot by dragging the field from its 
current box in the PivotTable Fields task pane and then dropping it in the area 
where you want it moved.

You can move any row, column, or filter field to the PivotTable’s value area. Mov-
ing a field to this location may seem strange because row, column, and page fields 
are almost always text values, and the default value area calculation is Sum. How 
can you sum text values? You can’t, of course. Instead, the default Excel Pivot-
Table summary calculation for text values is Count. So, for example, if you drag 
the Promotion field and drop it in the value area, Excel creates a second value field 
named Count of Promotion.

Grouping PivotTable Values
To make a PivotTable with a large number of row or column items easier to work 
with, you can group the items. For example, you can group months into quarters, 
thus reducing the number of items from twelve to four. Similarly, a report that 
lists dozens of countries can group those countries by continent, thus reducing 
the number of items to four or five, depending on where the countries are located. 
Finally, if you use a numeric field in the row or column area, you may have hun-
dreds of items, one for each numeric value. You can improve the report by creating 
just a few numeric ranges.

Grouping numeric values
Grouping numeric values is useful when you use a numeric field in a row or col-
umn field. Excel enables you to specify numeric ranges into which the field items 
are grouped. For example, suppose you have a PivotTable of invoice data that 
shows the extended price (the row field) and the salesperson (the column field). It 
would be useful to group the extended prices into ranges and then count the num-
ber of invoices each salesperson processed in each range.

Follow these steps to group numeric values in a PivotTable field:

1. Select any item in the numeric field you want to group.

2. Choose PivotTable Analyze ➪  Group Field.

The Grouping dialog box appears, as shown in Figure 6-8.
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3. In the Starting At text box, enter the starting numeric value.

When you enter a new starting numeric value, Excel deselects the Starting At 
check box.

Alternatively, select the Starting At check box to have Excel extract the mini-
mum value of the numeric items and place that value in the text box.

4. In the Ending At text box, enter the ending numeric value.

When you enter a new ending numeric value, Excel deselects the Ending At 
check box.

Alternatively, select the Ending At check box to have Excel extract the maxi-
mum value of the numeric items and place that value in the text box.

5. In the By text box, enter the size you want to use for each grouping.

6. Click OK.

Excel groups the numeric values.

Grouping date and time values
If your PivotTable includes a field with date or time data, you can use Excel’s 
grouping feature to consolidate that data into more manageable or useful groups. 
Follow these steps:

1. Select any item in the date or time field you want to group.

2. Choose PivotTable Analyze ➪  Group Field.

The Grouping dialog box appears.

3. In the Starting At text box, enter the starting date or time.

When you enter a new starting date or time, Excel deselects the Starting At 
check box.

Alternatively, select the Starting At check box to have Excel extract the earliest 
date or time and place that value in the text box.

FIGURE 6-8: 
The Grouping 

dialog box.
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4. In the Ending At text box, enter the ending date or time.

When you enter a new ending date or time, Excel deselects the Ending At check box.

Alternatively, select the Ending At check box to have Excel extract the latest 
date or time and place that value in the text box.

5. In the By list, select the grouping you want, such as Months for dates or 
Hours for times.

If you select Days, you can also use the Number of Days spin buttons to set the 
days you want to use for the grouping interval.

To use multiple groupings, select each type of grouping you want to use.

6. Click OK.

Excel groups the date or time values.

Grouping text values
One common problem that arises when you work with PivotTables is that you 
often need to consolidate items, but you have no corresponding field in the data. 
For example, the data may have a Country field, but what if you need to consoli-
date the PivotTable results by continent? Your source data isn’t likely to include a 
Continent field. Similarly, your source data may include employee names, but you 
may need to consolidate the employees according to the people they report to. 
What happens if your source data doesn’t include, say, a Supervisor field?

The solution in both cases is to use the grouping feature to create custom groups. 
For the country data, you can create custom groups named North America, South 
America, Europe, and so on. For the employees, you can create a custom group for 
each supervisor.

Here are the steps to follow to create such a custom grouping for text values:

1. Select the items that you want to include in the group.

2. Choose PivotTable Analyze ➪  Group Selection.

Excel creates a new group named Groupn (where n means that this is the nth 
group you have created; the first group is Group1, the second is Group2, and 
so on) and restructures the PivotTable.

3. Select the cell that contains the group label, type a new name for the 
group, and then press Enter.

Excel renames the group.

4. Repeat Steps 1 to 3 for the other items in the field until you’ve created all 
your groups.
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Filtering PivotTable Values
By default, each PivotTable report displays a summary of all the records in your 
source data, which is usually what you want to see. However, you may have situ-
ations in which you need to focus more closely on some aspect of the data. You can 
focus on a specific item (or on just a few items) from one of the source data fields 
by taking advantage of the PivotTable’s report filter field.

Applying a report filter
Suppose you’re dealing with a PivotTable that summarizes data from thousands of 
customer invoices over some period of time. A basic PivotTable might tell you the 
total amount sold for each product that you carry. That’s interesting, but what if 
you want to see the total amount sold for each product in a specific country? If the 
Product field is in the PivotTable’s row area, you can add the Country field to the 
column area. However, you may have dozens of countries, so adding the field to 
the column area isn’t an efficient solution. Instead, you can add the Country field 
to the report filter and tell Excel to display the total sold for each product for the 
specific country that you’re interested in.

Follow these steps to apply a PivotTable report filter:

1. Select the filter field’s drop-down arrow.

Excel displays a list of the report filter field values.

2. Select the report filter you want to view.

In Figure 6-9, I use the report filter list to select Canada.

If you want to display data for two or more report filters, select the Select 
Multiple Items check box and then repeat Step 2 to select the other report 
filters.

To return later to showing all the items in the report field, select (All) in the filter 
field’s drop-down list.

3. Click OK.

Excel filters the PivotTable to show only the data for the report filter you 
selected.
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Filtering row or column items
By default, your PivotTable shows all the items in whatever row and column fields 
you added to the report layout. Seeing all the items is usually what you want 
because the point of a PivotTable is to summarize all the data in the original 
source. However, sometimes you may not want to see every item. For example, in 
a PivotTable report that includes items from the ProductName field in the row 
area, you might want to see only those products with names that begin with the 
letter G or that contain the word tofu.

When you modify a PivotTable report to display only a subset of the row or column 
items, you’re applying to the report a label filter, which is different from a report 
filter, which filters the entire PivotTable, as described in the preceding section. 
Excel offers a number of label filters for text, including Equals, Does Not Equal, 
Begins With, Ends With, Contains, Greater Than, and Less Than.

If your PivotTable report includes a date field in the row or column area, you can 
apply a date filter to that field. Excel offers many different date filters, including 
Before, After, Between, Today, Yesterday, Last Week, Last Month, Last Quarter, 
This Year, and Year to Date.

Follow these steps to apply a label filter to row or column items:

1. Click the drop-down arrow in the header of the field you want to filter.

The field’s Sorting & Filtering menu appears.

FIGURE 6-9: 
From the filter 

field’s drop-down 
list, select a 

report filter.
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2. Select Label Filters and then select the filter type you want to apply, such 
as Begins With.

The Label Filter dialog box appears.

3. Type the filter criteria and then click OK.

Some filters, such as Between, require you to type two criteria values.

Excel filters the PivotTable report.

To remove a row or column label filter, click the drop-down arrow in the field’s 
header and then select Clear Filter from Field, where Field is the name of the fil-
tered field.

Filtering PivotTable values
Excel enables you to apply value filters that restrict the values you see in the value 
area. For example, you may want to see only those values that are larger than 
some amount or that fall between two specified amounts. Excel offers several 
value filters, including Equals, Does Not Equal, Greater Than, Greater Than or 
Equal To, Less Than, Less Than or Equal To, Between, and Not Between.

Similarly, you may be interested in only the highest or lowest values that appear 
in the PivotTable. For example, you might want to see just the top ten values. You 
can generate such a report by using Excel’s Top 10 Filter, which filters the Pivot-
Table to show just the top ten items based on the values in the value field.

For example, suppose you have a PivotTable report based on a database of invoices 
that shows the total sales for each product. The basic report shows all the prod-
ucts, but if you’re interested in only the top performers for the year, you can acti-
vate the Top 10 Filter feature to see the ten products that sold the most. Despite its 
name, the Top 10 Filter can display more than just the top ten data values. You can 
specify any number between 1 and 2,147,483,647, and you can ask Excel to show 
the bottommost values instead of the topmost ones.

Follow these steps to apply a value filter to your PivotTable:

1. Click the drop-down arrow in the header of any row or column field.

The field’s Sorting & Filtering menu appears.

2. Select Value Filters and then select the filter type you want to apply, such 
as Top 10.

The dialog box for that value filter appears — for example, the Top 10 Filter 
dialog box.
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3. Specify the filter criteria and then click OK.

Excel filters the PivotTable report.

To remove a value filter, click the drop-down arrow in the header of the filtered 
field and then choose Value Filters  ➪  Clear Filter.

Filtering a PivotTable with a slicer
As mentioned previously in this chapter, you can filter a PivotTable by using the 
report filter, which applies to the entire PivotTable, or by using either a label filter 
or a value filter, which applies only to the filter field. Whether it applies to the 
entire PivotTable or just the filter field, the filter is usable only with the PivotTable 
in which it’s defined. However, requiring the same filter in multiple PivotTable 
reports is not unusual. For example, if you’re a sales manager responsible for 
sales in a particular set of countries, you might often need to filter a PivotTable to 
show data from just those countries. Similarly, if you work with a subset of your 
company’s product line, you might often have to filter PivotTable reports to show 
the results from just those products.

Applying these kinds of filters to one or two PivotTables is not difficult or time 
consuming, but if you have to apply the same filter over and over again, the pro-
cess gets old in a hurry. To combat this repetition, Excel offers a PivotTable fea-
ture called the slicer. A slicer is similar to a report filter, except it’s independent of 
any PivotTable. This means you can use a single slicer to filter multiple PivotTa-
bles. Nice! Slicers also enable you to see at a glance which filters you’ve applied 
and which fields are not available.

First, here are the steps to follow to create a slicer to filter a PivotTable:

1. Select a cell in your PivotTable.

2. Choose PivotTable Analyze  ➪  Insert Slicer.

The Insert Slicers dialog box appears and displays a check box for every field in 
your PivotTable report.

3. Select the check box beside each field for which you want to create a 
slicer, and then click OK.

Excel displays one slicer for each field you selected. Each slicer is a box that 
contains a list of the items from its associated field. By default, all items in the slicer 
are selected, so no filtering has yet been applied to the PivotTable. Your mission is 
to use the slicer to select just the field items you want to see in the PivotTable.

Also, the Slicer contextual tab appears when a slicer has the focus, and you can 
use the controls in this tab to customize each slicer.
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4. Select a field item that you want to include in your filter.

If you want to include multiple items in your filter, click the first item, hold 
down Ctrl, click the other items, and then release Ctrl. Alternatively, click the 
Multi-Select icon (labeled in Figure 6-10; you can also toggle Multi-Select by 
pressing Alt+S).

Excel filters the PivotTable based on the field items you selected in each slicer. 
Figure 6-10 shows an example.

If a field contains lots of items, you may have to scroll a long way in the slicer to 
locate the item you want. In this case, configuring the slicer to display its items 
in multiple columns is often easier. Select the title of the slicer to select it, click 
the Options tab, and then click the Column spin buttons to set the number of 
columns.

If you find that you no longer need to use a slicer, you should remove it to avoid 
cluttering the PivotTable window. Either select the slicer and press Delete, or 
right-click the slicer and then select Remove Slicer, where Slicer is the name of the 
slicer (which is usually the field name). If you want to temporarily hide the slicer, 
select any slicer, choose Slicer  ➪  Selection Pane to display the Selection task pane, 
and then click the eye icon beside the slicer to hide it.

FIGURE 6-10: 
Excel filters the 

PivotTable to 
show just the 

selected items in 
each slicer.
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Chapter 7
Performing PivotTable 
Calculations

The near-ridiculous power and flexibility of a PivotTable is in contrast with 
the relative simplicity of what a PivotTable does, which is to take a moun-
tain of data and turn it into a molehill of a report. With that report in place, 

the fun part begins when you pivot fields, group items, and filter the report (all of 
which I describe in painstaking detail in Chapter 6). Pivoting, grouping, and fil-
tering represent the most visible aspects of a PivotTable’s power, but lots of 
impressive things happen behind the PivotTable scene as well. These “hidden” 
features include the massive number of calculations that Excel performs to sum-
marize all that data so succinctly. And you can harness that raw calculation horse-
power for your own ends.

In this chapter, you open the PivotTable’s hood to check out its calculation engine. 
You explore how the calculations work, swap out some parts to try different cal-
culations, and even learn how to soup things up with your own custom calcula-
tions. Vroom vroom!

IN THIS CHAPTER

 » Trying some PivotTable summary 
calculations

 » Working with PivotTable subtotals

 » Using custom PivotTable calculations

 » Creating a custom calculated 
PivotTable field and item
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Messing around with PivotTable Summary 
Calculations

The calculation that Excel uses to populate the PivotTable data area is called the 
summary calculation. Most of the time, the default Sum calculation will get the job 
done, but Excel offers lots of options for taking the summary calculation to a 
higher analytical level. The next few sections fill you in on those options.

Changing the PivotTable summary 
calculation
The default summary calculation depends on the type of field you add to the 
data area:

 » If you add a numeric field to the data area, Excel uses Sum as the default 
summary calculation.

 » If you use a text field in the data area, Excel uses Count as the default 
summary calculation.

Sum and Count aren’t the only calculation choices, however. If your data analysis 
requires a different calculation, you can configure the data field to use any one of 
Excel’s 11 built-in summary calculations. Here’s the complete list:

 » Average: Calculates the mean value in a numeric field

 » Count: Displays the total number of cells in the source field

 » Count Numbers: Displays the total number of numeric values in the 
source field

 » Max: Displays the largest value in a numeric field

 » Min: Displays the smallest value in a numeric field

 » Product: Multiplies the values in a numeric field

 » StdDev: Calculates the standard deviation of a population sample, which tells 
you how much the values in the source field vary with respect to the average

 » StdDevp: Calculates the standard deviation when the values in the data field 
represent the entire population

 » Sum: Adds the values in a numeric field
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 » Var: Calculates the variance of a population sample, which is the square of the 
standard deviation

 » Varp: Calculates the variance when the values in the data field represent the 
entire population

Here are the steps to follow to try a different summary calculation:

1. Select any cell in the data field.

2. Choose PivotTable Analyze  ➪    Field Settings.

The Value Field Settings dialog box appears with the Summarize Values By tab 
displayed, as shown in Figure 7-1.

3. In the Summarize Value Field By list, select the summary calculation you 
want to use.

4. Click OK.

Excel recalculates the PivotTable results and renames the value field label to 
reflect the new summary calculation.

Another way to change the PivotTable summary calculation is to right-click any 
cell in the value field, choose the Summarize Values By command, and then select 
the calculation you want to use from the submenu that appears. If you don’t see 
the calculation, choose the More Options command to open the Value Field Settings 
dialog box.

FIGURE 7-1: 
Use the Value 
Field Settings 
dialog box to 

choose a 
summary 

calculation.
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When you build your PivotTable, you may find that the results don’t pass the 
smell test. For example, the numbers may appear to be far too small. In that case, 
check the summary calculation that Excel has applied to the field to see whether 
it’s using Count instead of Sum. If the data field includes one or more text cells or 
one or more blank cells, Excel defaults to the Count summary function instead of 
Sum. If your field is supposed to be numeric, check the data to see whether any 
text values or blank cells are showing up.

When you add a second field to the row or column area, Excel displays a subtotal 
for each item in the outer field. (The outer field is the field farthest from the value 
area: the leftmost field if you have two fields in the row area, or the topmost field 
if you have two fields in the column area. The other field is called the inner field 
because it’s closest to the value area.) By default, the subtotals show the sum of 
the data results for each outer field item. However, the same 11 summary 
calculations — from Average to Varp — are also available for subtotals.

Trying out the difference summary 
calculation
The built-in summary calculations — Sum, Count, and so on — apply over an 
entire field. However, a major part of data analysis involves comparing one item 
with another. If you’re analyzing sales to customers, for example, knowing how 
much you sold this year is useful, but even more useful is to compare this year’s 
sales with last year’s. Are the sales up or down? By how much? Are the sales up or 
down with all customers or only some? These fundamental questions help man-
agers run departments, divisions, and companies.

Excel offers two difference calculations that can help with this kind of analysis:

 » Difference From: Compares one numeric item with another and returns the 
difference between them

 » % Difference From: Compares one numeric item with another and returns 
the percentage difference between them

Before you set up a difference calculation, you need to decide which field in your 
PivotTable to use as the comparison field, or base field, and which item in that field 
to use as the basis for all the comparisons, which is called the base item. For exam-
ple, take a peek at Figure 7-2, which uses the Order Date field to show the sales in 
2022 and the sales in 2021. In this example, Order Date is the base field and 2021 
is the base item.



CHAPTER 7  Performing PivotTable Calculations      141

Here are the steps to follow to apply a difference summary calculation to a 
PivotTable:

1. Select any cell in the value field.

2. Choose PivotTable Analyze  ➪    Field Settings.

The Value Field Settings dialog box appears with the Summarize Values By tab 
displayed.

3. Click the Show Values As tab.

4. In the Show Values As list, select Difference From.

If you want to see the difference in percentage terms, select % Difference From 
instead.

Another way to select the Difference Summary calculation is to right-click any 
cell in the value field, select Show Values As, and then select Difference From.

5. In the Base Field list, select the field from which you want Excel to 
calculate the difference.

6. In the Base Item list, select a base item.

Figure 7-3 shows a completed Show Values As tab for the example PivotTable.

7. Click OK.

Excel recalculates the PivotTable results to show the difference summary 
calculation. Figure 7-4 shows the PivotTable from Figure 7-2 with the Difference 
From calculation applied.

FIGURE 7-2: 
A PivotTable that 

shows sales in 
two years: 2021 

and 2022.
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Applying a percentage summary 
calculation
When analyzing data, comparing two or more items as a percentage is often help-
ful because percentage calculations enable you to make apples-to-apples com-
parisons between values. For example, if your PivotTable shows quarterly sales by 
region (see Figure 7-5), you might want to know how the results in the second, 
third, and fourth quarters compare, as a percentage, to the results from the first 
quarter.

FIGURE 7-3: 
Use the Value 
Field Settings 
dialog box to 

choose a 
summary 

calculation.

FIGURE 7-4: 
The PivotTable 

from Figure 7-2 is 
now using the 

Difference From 
calculation.
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That kind of comparison sounds hard, but you can use Excel’s percentage 
calculations to quickly view data items as a percentage of some other item or as a 
percentage of the total in the current row, column, or PivotTable. Excel offers 
seven percentage calculations that can help you perform this kind of analysis:

 » % Of: Returns the percentage of each value with respect to a selected 
base item.

 » % of Row Total: Returns the percentage that each value in a row represents 
of the total value of the row.

 » % of Column Total: Returns the percentage that each value in a column 
represents of the total value of the column.

 » % of Grand Total: Returns the percentage that each value represents of the 
PivotTable grand total.

 » % of Parent Row Total: If you have multiple fields in the row area, this 
calculation returns the percentage that each value in an inner row represents 
with respect to the total of the parent item in the outer row.

 » % of Parent Column Total: If you have multiple fields in the column area, this 
calculation returns the percentage that each value in an inner column 
represents with respect to the total of the parent item in the outer column.

 » % of Parent Total: If you have multiple fields in the row or column area, this 
calculation returns the percentage of each value with respect to a selected 
base field in the outer row or column.

If you use the % Of calculation, you must also choose a base field and a base item 
upon which Excel will calculate the percentages. If you use the % of Parent Total 
calculation, you must also choose a base field.

FIGURE 7-5: 
A PivotTable that 
shows quarterly 
sales by region.
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Here are the steps to follow to apply a percentage summary calculation:

1. Select any cell in the value field.

2. Choose PivotTable Analyze  ➪    Field Settings.

The Value Field Settings dialog box appears with the Summarize Values By tab 
displayed.

3. Click the Show Values As tab.

4. In the Show Values As list, select the percentage calculation you want to 
use and then do the following:

• If you selected % Of: In the Base Field list, select the field from which you 
want Excel to calculate the percentages. In the Base Item list, select a base 
item. Click OK.

• If you selected % of Parent Total: In the Base Field list, select the field 
from which you want Excel to calculate the percentages. Click OK.

• If you selected any other option in the list: Click OK.

Excel recalculates the PivotTable results to show the percentage summary 
calculation. Figure 7-6 shows the PivotTable from Figure 7-2 with the % Of 
calculation applied with Quarter as the base field and 1st as the base item.

Adding a running total summary 
calculation
A running total is the cumulative sum of the values that appear in a set of data. 
Most running totals accumulate over a period of time. For example, suppose you 
have 12 months of sales figures. In a running total calculation, the first value is the 

FIGURE 7-6: 
The PivotTable 

from Figure 7-5, 
now using the % 

Of calculation.
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first month of sales, the second value is the sum of the first and second months, 
the third value is the sum of the first three months, and so on.

You use a running total in data analysis when you need to see a snapshot of the 
overall data at various points. For example, suppose you have a sales budget for 
each month. As the fiscal year progresses, comparing the running total of the 
budget figures with the running total of the actual sales tells you how your depart-
ment or company is doing with respect to the budget. If sales are consistently 
below budget, you might consider lowering prices, offering customers extra dis-
counts, or increasing your product advertising.

Creating a running total seems like a job best left to a complex Excel formula. 
Sure, you could create such a formula, but I’m happy to report that you don’t have 
to bother with any of that. That’s because Excel offers a built-in Running Total In 
summary calculation that you can apply to your PivotTable results. No muss and 
not even any fuss.

The Running Total In summary applies to not just the Sum calculation but also 
related calculations, such as Count and Average.

Before you configure your PivotTable to use a Running Total In summary calcula-
tion, you must choose the field on which to base the accumulation, called the base 
field. This field will most often be a date field, but you can also create running 
totals based on other fields, such as customer, division, or product.

Here are the steps to follow to apply a Running Total In summary calculation to a 
PivotTable:

1. Select any cell in the value field.

Figure 7-7 shows a value field cell selected in a PivotTable of monthly order 
totals.

2. Choose PivotTable Analyze  ➪    Field Settings.

The Value Field Settings dialog box appears, displaying the Summarize Values 
By tab.

3. Click the Show Values As tab.

4. In the Show Values As list, select Running Total In.

If you want to see the running total in percentage terms, select % Running 
Total In instead.

Another way to select the Running Total In summary calculation is to right-click 
any cell in the value field, and then choose Show Values As  ➪   Running Total In.
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5. In the Base Field list, select the field from which you want Excel to 
accumulate the running totals.

6. Click OK.

Excel recalculates the PivotTable results to show the running totals. Figure 7-8 
shows the PivotTable from Figure 7-7 with the Running Total In calculation 
applied using OrderDate as the base field.

FIGURE 7-7: 
A PivotTable 

showing monthly 
order totals.

FIGURE 7-8: 
The PivotTable 

from Figure 7-7, 
with the Running 

Total In calcula-
tion applied.
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Creating an index summary calculation
One of the most crucial aspects of data analysis is determining the relative impor-
tance of the results of your calculations. This determination is particularly vital in 
a PivotTable, whose results summarize a large amount of data but on the surface 
provide no clue as to the relative importance of the various value area results.

For example, suppose your PivotTable shows the units sold for various product 
categories broken down by region (see Figure  7-9). Suppose further that in 
Oregon, you sold 30 units of produce and 35 units of seafood. Does this mean that 
seafood sales are relatively more important in the Oregon market than produce 
sales? Not necessarily. To determine relative importance, you must take into 
account the larger picture, such as the total units sold of both produce and seafood 
across all states. Suppose the produce total is 145 units and the seafood total is 
757 units. In that case, you can see that the 30 units of produce sold in Oregon 
represents a much higher portion of total produce sales than does Oregon’s 
35 units of seafood. A proper analysis would also take into account the total units 
sold in Oregon and the total units sold overall (the PivotTable’s Grand Total).

Determining the relative importance of a PivotTable’s results sounds headache- 
inducingly complex, but Excel offers the built-in Index calculation, which handles 
everything without the need for aspirin. The Index calculation determines the 
weighted average  — the average taking into account the relative importance of 
each value — of each cell in the PivotTable results.

Put your math geek hat on because here’s the formula Excel uses:

(Cell Value) * (Grand Total) / (Row Total) * (Column Total)

FIGURE 7-9: 
A PivotTable 

showing units 
sold by category 

and region.
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In the Index calculation results, the higher the value, the more important the cell 
in the overall PivotTable report.

Follow these steps to apply the Index summary calculation to a PivotTable:

1. Select any cell in the value field.

2. Choose PivotTable Analyze  ➪    Field Settings.

The Value Field Settings dialog box appears with the Summarize Values By tab 
displayed.

3. Click the Show Values As tab.

4. In the Show Values As list, select Index.

Alternatively, right-click any cell in the value field, and then choose Show Values 
As  ➪    Index.

5. Click OK.

Excel recalculates the PivotTable results to show the Index results.

Working with the Index calculation results is much easier if you format the data 
field to show just two decimal places. Select any cell in the value field, choose 
PivotTable Analyze  ➪    Field Settings, click Number Format, select Number in the 
Category list, make sure that 2 appears in the Decimal places field, click OK, and 
then click OK again.

Figure  7-10 shows the PivotTable from Figure  7-9 with the Index calculation 
applied (and all the Index calculations reduced to two decimal places for easier 
reading). Note that under Oregon, the index value for the Produce category is 1.94, 
whereas the index value for Seafood is 0.43, which tells you that produce sales in 
Oregon are relatively more important than seafood sales.

FIGURE 7-10: 
The PivotTable 

from Figure 7-9, 
with the Index 

calculation 
applied.
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Working with PivotTable Subtotals
When you add a second field to the row or column area, as I describe in Chapter 6, 
Excel displays subtotals for the items in the outer field. Having these outer field 
subtotals available is a useful component of data analysis because it shows you not 
only how the data breaks down according to the items in the second (inner) field 
but also the total of those items for each item in the first (outer) field. However, 
Excel lets you turn off subtotals that you don’t want to see, and it lets you add 
multiple subtotals. The next two sections provide the details.

Turning off subtotals for a field
If you kick things up a notch and add a third field to the row or column area, Excel 
displays two sets of subtotals: one for the second (middle) field and one for the 
first (outer) field. And for every extra field you add to the row or column area, 
Excel mindlessly adds yet another set of subtotals.

Believe me, a PivotTable displaying two or more sets of subtotals in one area is no 
picnic to read. Do yourself a favor and reduce the complexity of the PivotTable 
layout by turning off the subtotals for one or more of the fields. Here’s how:

1. Select any cell in the field you want to work with.

2. Choose PivotTable Analyze  ➪    Field Settings.

The Field Settings dialog box appears with the Subtotals & Filters tab displayed.

3. In the Subtotals group, select the None radio button.

Alternatively, right-click any cell in the field and then deselect the Subtotal 
“Field” command, where Field is the name of the field.

4. Click OK.

Excel hides the field’s subtotals.

Displaying multiple subtotals for a field
When you add a second field to the row or column area, as I discuss in Chapter 6, 
Excel displays a subtotal for each item in the outer field, and that subtotal uses the 
Sum calculation. If you prefer to see the Average for each item or the Count, you 
can change the field’s summary calculation; see the section “Changing the 
PivotTable summary calculation,” previously in this chapter.
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However, a common data-analysis task is to view items from several different 
points of view. That is, you study the results by eyeballing not just a single sum-
mary calculation, but several: Sum, Average, Count, Max, Min, and so on.

That’s awesome of you, but it’s not all that easy to switch from one summary cal-
culation to another. To avoid this problem, Excel enables you to view multiple 
subtotals for each field, with each subtotal using a different summary calculation. 
It’s true. You can use as many of Excel’s 11 built-in summary calculations as you 
need. That said, using StdDev and StDevp at the same time doesn’t make sense, 
because the former is for sample data and the latter is for population data. The 
same is true for the Var and Varp calculations.

Okay, here are the steps to follow to add multiple subtotals to a field:

1. Select any cell in the field you want to mess with.

2. Choose PivotTable Analyze  ➪    Field Settings.

The Field Settings dialog box appears with the Subtotals & Filters tab displayed.

3. In the Subtotals group, select the Custom radio button.

4. In the list that appears below the Custom options, select each calculation 
that you want to appear as a subtotal.

Alternatively, right-click any cell in the field and then deselect the Subtotal 
“Field” command, where Field is the name of the field.

5. Click OK.

Excel recalculates the PivotTable to show the subtotals you selected. 
Figure 7-11 shows an example PivotTable showing the Sum, Average, Max, and 
Min subtotals.

FIGURE 7-11: 
A PivotTable 

with multiple 
subtotals.
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Introducing Custom Calculations
A custom calculation is a formula that you define to produce PivotTable values that 
wouldn’t otherwise appear in the report if you used only the source data and 
Excel’s prefab summary calculations. Custom calculations let you to extend your 
data analysis to include results that are tailored to your company, your depart-
ment, or the daily whims of your boss.

For example, suppose your PivotTable shows employee sales by quarter and you 
want to award a 10 percent bonus to each employee with sales of more than 
$50,000 in any quarter. That’s awfully generous of you! To help, you can create a 
custom calculation that checks for sales greater than $50,000 and then multiplies 
those by 0.1 to get the bonus number.

A custom calculation is an Excel formula applied to your source data to produce a 
summary result. In other words, in most cases the custom calculation is just like 
Excel’s built-in PivotTable summary calculations, except that you define the spe-
cifics of the calculation. Because you’re creating a formula, you can use most of 
Excel’s formula power, which gives you tremendous flexibility to create custom 
calculations that suit your data-analysis needs. And by placing these calculations 
in the PivotTable itself — as opposed to, for example, adding them to your source 
data — you can easily update the calculations as needed and refresh the report 
results.

Formulas for custom calculations
Custom calculations are formulas with certain restrictions imposed; see the sec-
tion “Understanding custom calculation limitations,” later in this chapter, for 
more details. A custom calculation formula always begins with an equals sign (=), 
followed by one or more operands and operators:

 » Operands: The values that the formula uses as the raw material for the 
calculation. In a custom PivotTable calculation, the operands can be numbers, 
worksheet functions, or fields from your data source.

 » Operators: The symbols that the formula uses to perform the calculation. In a 
custom PivotTable calculation, the available operators include addition (+), 
subtraction (–), multiplication (*), division (/), and comparison operators such 
as greater than (>) and less than or equal to (<=).
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Checking out the custom calculation types
When building a custom calculation for a PivotTable, Excel offers two types:

 » Calculated field: A new data field in which the values are the result of a 
custom calculation formula. You can display the calculated field along with 
another data field or on its own. A calculated field is really a custom summary 
calculation, so in almost all cases, the calculated field references one or more 
fields in the source data. See the section “Inserting a Custom Calculated Field,” 
later in this chapter.

 » Calculated item: A new item in a row or column field in which the values are 
the result of a custom calculation. In this case, the calculated item’s formula 
references one or more items in the same field. See the section “Inserting a 
Custom Calculated Item,” later in this chapter, for more on working with a 
custom calculated item.

Understanding custom calculation 
limitations
Custom calculations — whether they’re calculated fields or calculated items —  
are powerful additions to your PivotTable analysis toolbox. However, although 
custom calculation formulas look like regular worksheet formulas, you can’t 
assume that you can do everything with a custom PivotTable formula that you can 
do with a worksheet formula. In fact, Excel imposes a number of limitations on 
custom formulas.

The major limitation inherent in custom calculations is that, with the exception of 
constant values such as numbers, you can’t reference anything outside the Pivot-
Table’s source data:

 » You can’t use a cell reference, range address, or range name as an operand in 
a custom calculation formula.

 » You can’t use any worksheet function that requires a cell reference, range, or 
defined name. However, you can still use many of Excel’s worksheet functions 
by substituting either a PivotTable field or a PivotTable item in place of a cell 
reference or range name. For example, if you want a calculated item that 
returns the average of items named Jan, Feb, and Mar, you could use the 
following formula:

=AVERAGE(Jan, Feb, Mar)

 » You can’t use the PivotTable’s subtotals, row totals, column totals, or grand 
total as an operand in a custom calculation formula.
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You also need to understand how references to other PivotTable fields work in 
your calculations and what limitations you face when using field references:

 » Field references: When you reference a PivotTable field in your formula, 
Excel interprets this reference as the sum of that field’s values. For example, 
the formula =Sales + 1 does not add 1 to each Sales value and return the 
sum of these results; that is, Excel does not interpret the formula as =Sum of 
(Sales + 1). Instead, the formula adds 1 to the sum of the Sales values, and 
Excel interprets the formula as =(Sum of Sales) + 1.

 » Field reference problems: The fact that Excel defaults to a Sum calculation 
when you reference another field in your custom calculation can lead to 
problems. The trouble is that summing certain types of data doesn’t make 
sense. For example, suppose you have inventory source data with 
UnitsInStock and UnitPrice fields. You want to calculate the total value of the 
inventory, so you create a custom field based on the following formula:

=UnitsInStock * UnitPrice

Unfortunately, this formula doesn’t work because Excel treats the UnitPrice 
operand as Sum of UnitPrice. Adding the prices together doesn’t make 
sense, so your formula produces an incorrect result.

Finally, Excel imposes the following limitations on the use of calculated items:

 » A formula for a calculated item can’t reference items from any field except the 
one in which the calculated item resides.

 » You can’t insert a calculated item into a PivotTable that has at least one 
grouped field. You must ungroup all the PivotTable fields before you can 
insert a calculated item.

 » You can’t group a field in a PivotTable that has at least one calculated item.

 » You can’t insert a calculated item into a filter field. Also, you can’t move a row 
or column field that has a calculated item into the filter area.

 » You can’t insert a calculated item into a PivotTable in which a field has been 
used more than once.

 » You can’t insert a calculated item into a PivotTable that uses the Average, 
StdDev, StdDevp, Var, or Varp summary calculations.



154      PART 2  Analyzing Data Using PivotTables and PivotCharts

Inserting a Custom Calculated Field
A custom calculated field might look much like an Excel worksheet formula, but 
you don’t enter the formula for a calculated field into a worksheet cell. Instead, 
Excel offers the Calculated Field feature, which provides a dialog box for you to 
name the field and construct the formula. Excel then stores the formula along 
with the rest of the PivotTable data.

Here are the steps to follow to insert a custom calculated field into a PivotTable:

1. Select any cell in the PivotTable’s value area.

2. Choose PivotTable Analyze  ➪    Fields, Items, & Sets  ➪    Calculated Field.

The Insert Calculated Field dialog box appears.

3. In the Name text box, enter a name for the calculated field.

4. In the Formula text box, start the formula.

Begin with an equals sign (=) and then add any constants or worksheet 
functions you need to get started.

5. When you get to the point in your formula at which you need to add a 
field, select a field in the Fields list and then click Insert Field.

You can also double-click the field to add it to the formula.

6. Keep building your formula, repeating Step 5 to add fields as needed.

7. When the formula is complete, click Add.

Figure 7-12 shows an example formula for a custom calculated field. In this 
case, the formula uses an IF() function to check whether the ExtendedPrice 
field is greater than 50,000. If it is, the formula returns the ExtendedPrice value 
multiplied by 0.1; otherwise, it returns 0.

FIGURE 7-12: 
A custom 

calculated field, 
ready for 

insertion into the 
PivotTable.
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8. Click OK.

Excel adds the calculated field to the PivotTable’s data area, as shown in 
Figure 7-13. Excel adds the calculated field to the PivotTable Fields task pane.

When you add a calculated field to the PivotTable, Excel also applies the custom 
calculation to the Grand Total value (refer to Figure  7-13). Unfortunately, this 
total is often inaccurate, and you should be careful not to assume that it’s correct. 
The problem is that it’s not a sum of the values in the calculated field, as you 
might think. Instead, Excel applies the calculated field’s formula to the sum of 
whatever field or fields you referenced in the formula. In the example shown in 
Figure 7-13, Excel applies the formula to the Sum of Extended Price field’s Grand 
Total value, which is not the correct way to calculate the total commission. If you 
want to see the correct total for the calculated field, set up a formula outside the 
PivotTable that sums the values.

Inserting a Custom Calculated Item
If your data analysis requires PivotTable results that are not available using just 
the data source fields and Excel’s built-in summary calculations, no problem: You 
can insert a calculated item that uses a custom formula to derive the results you 
need. Sweet!

A calculated item uses a formula similar to an Excel worksheet formula, but you 
don’t enter the formula for a calculated item into a worksheet cell. Instead, Excel 
offers the Calculated Item command, which displays a dialog box in which you 
name the item and construct the formula. Excel then stores the formula along 
with the rest of the PivotTable data.

FIGURE 7-13: 
The custom 

calculated field in 
action.
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The Calculated Item feature creates just a single item in a field. However, feel free 
to add as many calculated items as you need. For example, suppose you want to 
compare the sales of nonvegan items (such as meat, poultry, dairy, and seafood) 
with vegan items (grains, cereals, produce, and beverages). One approach would 
be to create one calculated item that returns the average sales of the nonvegan 
items and a second calculated item that returns the average sales of the vegan 
items.

Here are the steps to follow to insert a custom calculated item into a PivotTable:

1. Select any cell in the field to which you want to insert the item.

2. Choose PivotTable Analyze  ➪    Fields, Items, & Sets  ➪    Calculated Item.

The Insert Calculated Item dialog box appears.

3. In the Name text box, enter a name for the calculated field.

4. In the Formula text box, start the formula.

Begin with an equals sign (=) and then add any constants or worksheet 
functions you need to get started.

5. When you get to the point in your formula at which you need to add a 
field, select the field in the Fields list and then click Insert Field.

You can also double-click the field to add it to the formula.

6. When you get to the point in your formula at which you need to add an 
item, select the item in the Items list and then click Insert Item.

You can also double-click the item to add it to the formula.

7. Keep building your formula, repeating Steps 5 and 6 to add fields and 
items as needed.

8. When the formula is complete, click Add.

Figure 7-14 shows an example formula for a custom calculated item. In this 
case, I use the AVERAGE() function to calculate the average of several nonvegan 
food categories.

9. Click OK.

10. Click OK.

Excel adds the calculated item to the PivotTable field. Figure 7-15 shows two 
calculated items added to the PivotTable’s row field. Note, as well, that when 
you select a custom calculated item, Excel shows the item’s custom formula in 
the formula bar.
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Editing a Custom Calculation
When you add a custom calculation to a PivotTable, Excel first checks the formula 
to make sure that it contains no syntax errors — such as a missing comma or 
parenthesis — or illegal operands — such as cell addresses, unknown field or item 
names, or functions not supported by custom calculations. If Excel finds an error, 
it displays a dialog box to scold you and refuses to add the custom calculation to 
the PivotTable.

However, just because a formula contains no syntax errors or illegal operands 
doesn’t necessarily mean that its results are correct. In a calculated field, you 
might have used the wrong function for the result you’re seeking. In a calculated 
item involving several field items, you might have accidentally missed an item.

FIGURE 7-14: 
A custom 

calculated item, 
ready for action.

FIGURE 7-15: 
Two custom 

calculated items 
added to the 

row area.
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Alternatively, your formula may be working perfectly, but it may no longer be the 
result you need if your data analysis needs have changed. For example, you might 
have a calculated field that determines whether employees get paid a bonus by 
looking for sales greater than $50,000. If that threshold changes to $75,000, your 
calculated field will no longer produce the results you want.

Whether your custom calculation contains an error or your data analysis needs 
have changed, Excel enables you to edit the formula to produce the result you 
want. Here’s how to edit a custom calculation:

1. To edit a calculated field, select any cell in the PivotTable’s data area.

To edit a calculated item, select any cell in the field that contains the calculated 
item.

2. Choose PivotTable Analyze  ➪    Fields, Items, & Sets  ➪    Calculated Field.

The Insert Calculated Field dialog box appears.

To edit a calculated item instead, choose PivotTable Analyze  ➪    Fields, Items, & 
Sets  ➪    Calculated Item to open the Insert Calculated Item dialog box.

3. In the Name list, select the calculation that you want to edit.

4. Edit the formula.

5. Click Modify.

6. Click OK.

Excel updates the custom calculation’s results.

You can also edit a calculated item by selecting the item’s result. The formula 
appears in Excel’s formula bar, and you can edit it from there.

Deleting a Custom Calculation
Custom calculations don’t always remain a permanent part of a PivotTable report. 
For example, it’s common to add a calculated field or item temporarily to the 
PivotTable to test the data or get a number to use elsewhere. Similarly, you may 
find that you create several versions of a custom calculation and want to keep only 
the final version. Finally, although custom calculations are a powerful tool, they 
can’t do everything, so you may find that a calculation does not provide the answer 
you seek or help you with your data analysis.
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For all these situations, Excel enables you to delete those calculated fields or 
items that you no longer need by following these steps:

1. Select any cell in the PivotTable.

2. To delete a calculated field, choose PivotTable Analyze  ➪    Fields, Items, & 
Sets  ➪    Calculated Field.

The Insert Calculated Field dialog box appears.

To delete a calculated item instead, choose PivotTable Analyze  ➪    Fields, Items, 
& Sets  ➪    Calculated Item to open the Insert Calculated Item dialog box.

3. In the Name list, select the calculation that you want to delete.

4. Click Delete.

5. Click OK.

Excel removes the custom calculation.
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Chapter 8
Building PivotCharts

If a PivotTable appeals to the left side of your brain — the analytical side that 
likes numbers  — the PivotChart will likely appeal to the right side of your 
brain — the visual side that likes patterns. That’s because a PivotChart is to a 

PivotTable what a regular chart is to a range. That is, the PivotChart is a graphical 
representation of the PivotTable. The PivotChart enables you to visualize the 
PivotTable report by displaying the value area results in chart form.

However, you can also say that a PivotChart is to a regular chart what a PivotTable 
is to a regular range. In other words, the PivotChart goes far beyond the capabili-
ties of a simple chart because the PivotChart comes with most of the same fea-
tures that make PivotTables so powerful: You can filter the results to see just the 
data you need, and you can pivot fields from one area of the PivotChart to another 
to get the layout you want. In this chapter, you discover what PivotCharts are all 
about, learn how to build PivotCharts, and explore ways to get the most out of 
your PivotCharts.

Introducing the PivotChart
As you might expect, PivotCharts have a number of elements in common with 
PivotTables, but some key differences also exist. The following list explains these 
differences and introduces you to some important PivotChart concepts:

IN THIS CHAPTER

 » Shaking hands with the PivotChart

 » Learning the difference between a 
PivotTable and a PivotChart

 » Messing around with PivotCharts

 » Making your PivotCharts look good
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 » Chart Categories (X-Axis): As does a PivotTable, a PivotChart automatically 
groups large amounts of data into smaller, more manageable groups. For 
example, if you have data with a Category field containing values such as 
Beverages, Condiments, Confections, and so on and you build your PivotChart 
using the Category field, the resulting chart will display one chart category 
(X-axis value) for each unique Category field value. The chart x-axis is the 
equivalent of a row field in a PivotTable.

 » Chart Data Series: Also, as with a PivotTable, you can break down your data 
in terms of a second field. For example, your data might have an Order Date 
field. If you add that field to the PivotChart, Excel creates one data series for 
each unique value in that field. The chart data series is the equivalent of a 
column field in a PivotTable.

 » Chart Values (Y-Axis): You can’t have a PivotTable without a value field, and 
the same is true of a PivotChart. When you add a numeric field for the 
summary calculation, Excel displays the results as chart values (Y-axis). The 
chart y-axis is the equivalent of a value field in a PivotTable.

 » Dynamic PivotCharts: Perhaps the biggest difference between a PivotChart 
and a regular chart is that each PivotChart is a dynamic object that you can 
reconfigure as needed, just as you can with a PivotTable. You can add fields to 
different chart areas and you can place multiple fields in any chart area.

 » Filtering: As with a PivotTable, you can use the unique values in another field 
to filter the results that appear in the PivotChart. For example, if your source 
data has a Country field, you can add it to the PivotChart and use it to filter the 
chart results to show just those from a specific country. The chart filter is the 
equivalent of a filter field in a PivotTable.

Understanding PivotChart pros and cons
PivotCharts have advantages and disadvantages, and understanding their 
strengths and weaknesses can help you decide when and if you should use them.

On the positive side, a PivotChart is a powerful data-analysis tool because it 
combines the strengths of Excel’s charting capabilities — including most of the 
options available with regular charts — with the features of a PivotTable. Also, 
creating a basic PivotChart is just as straightforward as creating a PivotTable. In 
fact, if you already have a PivotTable, you can create the equivalent PivotChart by 
pressing a single key.

On the negative side, PivotCharts share the same caveats that come with regular 
charts, particularly the fact that if you don’t choose the proper chart type or 
layout, your data will not be readily understood. Moreover, a PivotChart can 
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quickly become extremely confusing when you have multiple Category fields or 
Data Series fields. Finally, PivotCharts have inherent limitations that restrict the 
options and formatting that you can apply. I talk about these limitations a bit later 
in this chapter.

Taking a PivotChart tour
PivotCharts carry over some of the same terminology that I discuss in Chapter 6 
for PivotTables, including the concepts of the report filter, value area, and field 
button. However, PivotCharts also use several unique terms that you need to 
understand to get the most out of PivotCharts (see Figure 8-1):

 » Category items: The unique field values that define the chart’s categories.

 » Category axis: The chart’s X-axis (that is, the horizontal axis) that displays the 
category items.

 » Data series items: The unique field values that define the chart’s data series. 
The item names appear in the chart legend.

 » Data series axis: The chart’s Y-axis (that is, the vertical axis) that displays the 
values of the data series items.

 » Value area: Displays the charted results of the calculation that Excel applied 
to a numeric field in your data.

One of the main sources of PivotChart confusion is the fact that Excel uses differ-
ent terminology with PivotCharts and PivotTables. In both, you have a value area 
that contains the numeric results, and you have a report filter that you can use to 
filter the data. However, understanding how Excel maps the PivotTable’s row and 
column areas to the PivotChart is important:

 » Row area versus category axis: In a PivotTable, the row area contains the 
unique values that Excel has extracted from a field in the source data. The 
PivotChart equivalent is the category axis, which corresponds to the chart’s 
X-axis. That is, each unique value from the source field has a corresponding 
category axis value.

 » Column area versus series axis: In a PivotTable, the column area contains 
the unique values that Excel has extracted from a field in the source data. The 
PivotChart equivalent is the series axis, which corresponds to the chart’s 
Y-axis. That is, each unique value from the source field has a corresponding 
data series.
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Understanding PivotChart limitations
PivotCharts are a powerful addition to your data-analysis toolkit, but they aren’t 
always the ideal solution. Excel has rigid rules for which parts of a PivotTable 
report correspond to which parts of the PivotChart layout. Moving a field from one 
part of the PivotChart to another can easily result in a PivotChart layout that is 
either difficult to understand or doesn’t make sense.

You also face a number of limitations that control the types of charts you can build 
and the formatting options you can apply:

 » Chart types: Excel offers a large number of chart types, and you can change 
the default PivotChart type to another that more closely suits your needs; see 
the section “Changing the PivotChart type,” later in this chapter. However, the 
three chart types that you can’t apply to a PivotChart are Bubble, XY (Scatter), 
and Stock.

 » Adding and removing fields: After you create the PivotChart, as long as 
you’re working with the chart itself, you can’t add or remove fields. If you want 
to reconfigure the PivotChart’s fields, you have to add or remove the fields 
using the underlying PivotTable.

FIGURE 8-1: 
The major sights 

to see in the 
PivotChart 
landscape.
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 » Pivoting fields: You can’t pivot the fields from one part of the PivotChart to 
another. If you want to pivot a field, you have to use the underlying 
PivotTable.

Fortunately, these PivotChart limitations aren’t onerous in most situations, so 
they should in no way dissuade you from taking advantage of the analytical and 
visualization power of the PivotChart.

Creating a PivotChart
Excel gives you three ways to create a PivotChart. That seems like a lot, but is that 
significant? Probably not, but you should at least be familiar with all three meth-
ods, which I outline in the sections that follow.

Creating a PivotChart from a PivotTable
I don’t like using the word easy to describe anything computer related, because 
one person’s easy is another person’s I-have-no-idea-what’s-going-on-here. 
However, if you already have a PivotTable, creating a PivotChart to visualize that 
PivotTable’s data is as close to easy as things get in the data-analysis world. Why? 
Because convincing Excel to make that PivotChart requires just two measly steps:

1. Select any cell in the PivotTable.

2. Press F11.

Yep, that’s all there is to it. Excel creates a new chart sheet and displays the 
PivotChart and the PivotChart Fields task pane.

Embedding a PivotChart on a PivotTable’s 
worksheet
When you create a PivotChart directly from an existing PivotTable by pressing F11, 
as described in the preceding section, Excel places the chart in a new chart sheet. 
This is usually the best solution because it gives you the most room to view and 
manipulate the PivotChart. However, viewing the PivotChart together with its 
associated PivotTable is often useful. For example, when you change the Pivot-
Table view, Excel automatically changes the PivotChart view in the same way. 
Rather than switching from one sheet to another to compare the results, having 
the PivotChart on the same worksheet lets you to compare the PivotChart and 
PivotTable immediately. Nice.
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Creating a new PivotChart on the same worksheet as an existing PivotTable is 
called embedding the PivotChart. Here are the steps to follow to embed a 
PivotChart:

1. Select any cell in the PivotTable.

2. Choose PivotTable Analyze  ➪    PivotChart.

The Insert Chart dialog box appears.

3. In the list of chart types on the left side of the Insert Chart dialog box, 
select the chart type you want.

You can’t use the XY (Scatter), Bubble, or Stock chart type with a PivotChart.

Excel displays one or more chart subtypes for the chart type you selected.

4. On the right side of the Insert Chart dialog box, select the chart subtype 
you want.

5. Click OK.

Excel embeds the PivotChart on the PivotTable’s worksheet.

Excel embeds the PivotChart in the center of the visible worksheet area. In most 
cases, this location means that the new PivotChart overlaps your existing 
PivotTable, which makes comparing them difficult. To fix this problem, you can 
move or resize the PivotChart:

 » To move the PivotChart, move the mouse pointer over an empty part of the 
chart area and then drag the chart object to the new position.

 » To resize the PivotChart, select the chart and then move the mouse pointer 
over any one of the selection handles that appear on the chart area’s corners 
and sides. Drag a handle to the size you require.

If you already have a PivotChart in a separate chart sheet, you can embed it in the 
PivotTable’s worksheet. I describe how this works later in this chapter, in the 
section “Moving a PivotChart to another sheet.”

Creating a PivotChart from an Excel range 
or table
If the data you want to summarize and visualize exists as an Excel range or table, 
you can build a PivotChart (and its underlying PivotTable) directly from that data. 
Here are the steps to follow:
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1. Select a cell in the table that you want to use as the source data.

If you’re using a range, select any cell in the range instead.

2. Choose Insert  ➪    PivotChart.

The Create PivotChart dialog box appears, with the Select a Table or Range 
radio button selected. The Table/Range box should show the name of your 
table (or the address of your range). If not, adjust the name or address as 
needed before moving on.

3. Select the New Worksheet radio button.

Alternatively, if you want to add the PivotTable to an existing location, select 
the Existing Worksheet radio button and then, in the Location range box, select 
the worksheet and cell where you want the PivotTable to appear.

4. Click OK.

Excel creates a blank PivotTable and a blank, embedded PivotChart, and it 
displays the PivotChart Fields task pane, as shown in Figure 8-2. This pane 
contains two main areas:

• A list of the column headers from your table, each of which has a check 
box to its left. These are your PivotChart (and PivotTable) fields.

• Four boxes representing the four areas of the PivotChart: Filters, Legend 
(Series), Axis (Categories), and Values. To complete the PivotChart, add one 
or more fields to some or all of these areas.

5. Drag a text field and drop it in the Axis (Categories) area.

Excel adds a button for the field to the PivotChart’s category (X) axis.

6. Drag a numeric field and drop it in the Values area.

Excel sums the numeric values based on the row values.

7. If desired, drag fields and drop them in the Legend (Series) area and the 
Filters area.

Each time you drop a field into an area, Excel updates the PivotChart (and its 
associated PivotTable) to include the new data. Figure 8-3 shows a completed 
PivotChart (and PivotTable), with fields in just the Axis (Categories), Values, and 
Filters boxes. Note, too, that when you select the PivotChart, Excel displays 
three contextual tabs — PivotChart Analyze, Design, and Format — that are 
bursting with options for manipulating and formatting your PivotChart.

If your PivotChart includes just a Category field, Excel displays the results using a 
standard bar chart. If the PivotChart includes both a Category field and a series 
field, Excel displays the results using a clustered column chart. I talk about how to 
view the PivotChart using a different type of chart in the section “Changing the 
PivotChart type,” later in this chapter.
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The clustered column chart is a great way to visualize two-dimensional PivotTa-
ble results, but deciphering the chart isn’t always easy — especially if you have a 
large number of data series, which usually means that most of the columns in 
each category are quite small. To get a better understanding of the chart, you 
might want to know what data is represented by specific columns.

FIGURE 8-2: 
Excel kicks things 

off with a blank 
PivotTable and 

PivotChart, and 
the PivotChart 

Fields task pane.

FIGURE 8-3: 
An embedded 

PivotChart and its 
PivotTable.



CHAPTER 8  Building PivotCharts      169

You can find the specifics related to each column by moving the mouse pointer 
over the column in the plot area. Excel then displays a banner with data in the 
following format:

Series “Series Item” Point “Category Item” Value: Value

Here, Series Item is an item from the series field, Category Item is an item from the 
Category field, and Value is the value of the data point. For example, if the Shipper 
field has an item named United Package, the Salesperson field has an item named 
Steven Buchanan, and the value is 488, the banner shows the following:

Series “United Package” Point “Steven Buchanan” Value: 488

Working with PivotCharts
After you have a PivotChart up and charting, you might want to leave it as is. 
That’s perfectly fine, but you’re more likely to want to take advantage of the 
many ways Excel offers to manipulate and format a PivotChart. In the rest of 
this  chapter, I run through a fistful of techniques for messing around with 
PivotCharts.

Moving a PivotChart to another sheet
In the section “Creating a PivotChart from a PivotTable,” previously in this 
chapter, I talk about creating a new PivotChart on a separate chart sheet. How-
ever, in some situations, this separate chart sheet might not be convenient. For 
example, if you want to compare the PivotChart and its associated PivotTable, that 
comparison is more difficult if the PivotChart and PivotTable reside in separate 
sheets. Similarly, you might prefer to place all your PivotCharts on a single sheet 
so that you can compare them or they’re easy to find. Finally, if you plan on creat-
ing several PivotCharts, you might not want to clutter your workbook with sepa-
rate chart sheets.

The solution in all these cases is to move your PivotChart or PivotCharts to the 
worksheet you prefer. To that worthy end, follow these steps to move a PivotChart 
to a new location:

1. Select the PivotChart you want to move.

2. Choose Design  ➪    Move Chart.

The Move Chart dialog box appears.
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3. Select the Object In radio button and open its drop-down list to select the 
sheet where you want the PivotChart moved (see Figure 8-4).

4. Click OK.

Excel moves the PivotChart to the location you specified.

The steps in this section apply both to PivotCharts embedded in separate chart 
sheets and to PivotChart objects embedded in worksheets. For the latter, however, 
you can use a second technique. Select the PivotChart and then choose Home  ➪    
Cut (or press Ctrl+X) to remove the PivotChart and store it in the Windows 
Clipboard. Switch to the sheet where you want the PivotChart moved. If you’re 
moving the PivotChart to a worksheet, select the cell where you want the upper-
left corner of the chart to appear. Choose Home  ➪    Paste (or press Ctrl+V). Excel 
pastes the PivotChart object to the sheet. Move and resize the PivotChart object 
to taste.

Filtering a PivotChart
By default, each PivotChart report displays a summary for all the records in your 
source data, which is usually what you want to see. However, you might have situ-
ations that require you to focus more closely on some aspect of the data. You can 
focus on a specific item from one of the source data fields by taking advantage of 
the PivotChart’s report filter.

For example, suppose that you’re dealing with a PivotChart that summarizes data 
from thousands of customer invoices over some period of time. A basic PivotChart 
might tell you the total units sold for each product category. However, what if you 
want to see the units sold for each product in a specific country? If the Product 
field is in the PivotChart’s Axis (Categories) area, you can add the Country field to 
the Legend (Series) area. However, dozens of countries might be involved, so that 
isn’t an efficient way to go. Instead, you can add the Country field to the Report 
Filter area. You can then tell Excel to display the total sold for each product for the 
specific country in which you’re interested.

FIGURE 8-4: 
Use the Move 

Chart dialog box 
to move a 

PivotChart to 
another 

worksheet.
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As another example, suppose you ran a marketing campaign in the previous quar-
ter and set up an incentive plan for your salespeople whereby they could earn 
bonuses for selling at least a specified number of units. Suppose, as well, that you 
have a PivotChart showing the sum of the units sold for each product. To see the 
numbers for a particular employee, you can add the Salesperson field to the Report 
Filter area and then select the employee you want to work with.

Here are the steps to follow to filter a PivotChart:

1. Click the PivotChart’s Report Filter button.

Excel displays a list of the Report Filter field items.

2. Select the item you want to view, as shown in Figure 8-5.

If you want to display data for two or more items, select the Select Multiple 
Items check box and then repeat Step 2 to select the other items.

3. Click OK.

Excel filters the PivotChart to show only the data for the item (or items) you 
selected.

If you want to return to seeing all the items, click the Report Filter field button, 
select (All), and then click OK.

You can also filter the items in the Axis (Categories) area. For example, in a 
PivotChart that includes items from the ProductName field in the row area, you 
might want to see only those products with names that begin with the letter G or 
contain the word tofu. You can do that by applying a filter to a Category field. Excel 

FIGURE 8-5: 
Pull down the 

Report Filter field 
list and then 

select an item.
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offers several text filters, including Equals, Doesn’t Equal, Begins With, Ends 
With, Contains, Greater Than, and Less Than. If the field uses dates, you can apply 
a date filter such as Before, Yesterday, Last Month, and This Year.

In the PivotChart, click the button for the field you want to work with and then 
choose either the Label Filters or the Date Filters command. In the list that 
appears, select the filter type you want to apply, such as Begins With. Then type 
your filter criteria and click OK.

Changing the PivotChart type
If you don’t include a series field in the PivotChart, Excel displays the report using 
regular columns, which is useful for comparing the values across the Category 
field’s items. If you include a series field in the PivotChart, Excel displays the 
report using clustered columns, where each category shows several different-
colored columns grouped beside one another, one for each item in the series field. 
These clustered columns are useful for comparing the series values for each item 
in the category.

Although these default chart types are fine for many applications, they’re not 
always the best choice. For example, if you don’t have a series field and you want 
to see the relative contribution of each category item to the total, a pie chart would 
be a better choice. If you’re more interested in showing how the results trend over 
time, a line chart is usually the ideal type.

Whatever your needs, Excel enables you to change the default PivotChart type to 
any of the following types: Column, Bar, Line, Pie, Area, Doughnut, Radar, Surface, 
Cylinder, Cone, or Pyramid.

Excel doesn’t allow you to use a PivotChart with the following chart types: XY 
(Scatter), Bubble, or Stock.

Follow these steps to change your PivotChart’s type:

1. Select the PivotChart.

2. Choose Design  ➪    Change Chart Type.

The Change Chart Type dialog box appears.

3. In the list of chart types on the left, select the chart type you want to use.

Excel displays the available chart subtypes.

4. On the right side of the dialog box, select the Chart subtype you want 
to use.
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5. Click OK.

Excel redisplays the PivotChart with the new chart type. For example, Figure 8-6  
shows the PivotChart from Figure 8-5 displayed using the pie chart type.

Adding data labels to your PivotChart
Depending on the chart type you choose, augmenting the chart with the values 
from the report is often useful. For example, with a pie chart, you can add to each 
slice the value as well as the percentage the value represents of the grand total. In 
most cases, you can also add the series name and the category name.

To add these data labels to your PivotChart, follow these steps:

1. Select the chart.

2. Choose Design  ➪    Add Chart Element  ➪    Data Labels.

Excel displays a menu of data label types.

3. Select the data label position you want to use.

The choices you see depend on the chart type.

You can also select More Data Label Options to open the Format Data Labels 
task pane and then select the Value check box. Depending on the data, you 
might also be able to select the Series Name, Category Name, and Percentage 
check boxes.

FIGURE 8-6: 
The PivotChart 

from Figure 8-5 
now displayed as 

a pie chart.
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Sorting the PivotChart
When you create a PivotChart and include a series field, Excel displays the data 
series based on the order of the field’s items as they appear in the PivotTable. That 
is, as you move left to right through the items in the PivotTable’s column field, 
the data series moves left to right in the PivotChart’s series field (or top to bottom 
if you’re looking at the PivotChart legend). This default series order is fine in most 
applications, but you might prefer to change the order. In the default clustered 
column chart, for example, you might prefer to reverse the data series so that they 
appear from right to left.

Similarly, the PivotChart categories appear in the same order as they appear in 
the underlying PivotTable’s row field. In this case, you might prefer to display the 
categories in some custom order. For example, you might want to rearrange 
employee names so that those who have the same supervisor or who work in 
the same division appear together.

First, here are the steps to follow to sort the data series items:

1. Select the PivotChart.

2. Select the field button for the PivotChart’s Data Series field.

Excel displays a list of sort options for the field. The sort options you see vary 
depending on the field’s data type:

• For a text field: Sort A to Z (ascending) and Sort Z to A (descending).

• For a date field: Sort Oldest to Newest (ascending) and Sort Newest to 
Oldest (descending).

• For a numeric field: Sort Smallest to Largest (ascending) and Sort Largest 
to Smallest (descending).

3. Select the sort order you want to use.

Excel redisplays the PivotChart using the new series order.

Follow these steps to sort the category items:

1. Select the PivotChart.

2. Select the field button for the PivotChart’s Category field.

Excel displays a list of sort options for the field.

The sort options you see vary depending on the field’s data type, and the 
possible options are the same as those in Step 2 of the preceding steps.

3. Select the sort order you want to use.

Excel redisplays the PivotChart using the new field order.
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Adding PivotChart titles
By default, Excel doesn’t add titles to your PivotChart. This absence of titles isn’t 
a big deal for most PivotCharts because the field names and item labels often pro-
vide enough context to understand the report. However, the data you use might 
have cryptic field names or coded item names, so the default PivotChart might be 
difficult to decipher. In that case, you might want to add titles to the PivotChart 
that make the report more comprehensible.

Excel offers three PivotChart titles:

 » An overall chart title that sits above the chart’s plot area or is overlaid on the  
plot area

 » A category (X) axis title that sits below the category items

 » A data series (Y) axis title that sits to the left of the data series axis labels

You can add one or more of these titles to your PivotChart. And although Excel 
doesn’t allow you to move these titles to a different location, you can play around 
with the font, border, background, and text alignment.

MANUALLY SORTING DATA SERIES 
OR CATEGORIES
Excel enables you to sort the data series items or categories manually. Unfortunately, 
Excel doesn’t offer a method for manually sorting series items or categories directly on 
the PivotChart. Instead, you must manually sort the data on the PivotTable itself. When 
you do this, Excel automatically applies the new sort order to the PivotChart.

To manually sort the data series items, select the PivotChart’s underlying PivotTable and 
then select the label of the column field item you want to move. Move the mouse 
pointer to the right edge of the label cell so that the pointer changes into a four-headed 
arrow, and then drag the label left or right to the new position.

To manually sort the categories, display the PivotChart’s underlying PivotTable and 
select the label of the row field item you want to move. Move the mouse pointer to the 
bottom edge of the label cell so that the pointer changes into a four-headed arrow, and 
then drag the label up or down to the new position.

When you return to the PivotChart, you see that the data series items or categories now 
appear in the new sort order.
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The downside to adding PivotChart titles is that most of them take up space in 
the chart area, which means you have less space to display the PivotChart itself. 
(The exception is an overall chart title overlaid on the plot area.) This reduced 
space isn’t usually a problem with a simple PivotChart, but if you have a complex 
chart — particularly if you have a large number of category items — you might 
prefer not to display titles at all, or you might prefer to display only one or two.

To get the PivotChart title ball rolling, here’s how you add an overall chart title:

1. Select the PivotChart.

2. Choose Design  ➪    Add Chart Element  ➪    Chart Title.

3. Select the type of chart title you want to add.

Besides None, you have two choices:

• Above Chart: Places the title above the PivotChart’s plot area, centered on 
the PivotChart

• Centered Overlay: Places the title centered in the PivotChart’s plot area

Excel adds a default title to the PivotChart. The title that Excel adds depends on 
your data, but it’s usually something generic such as “Chart Title” or “Total.”

4. Select the chart title.

5. Enter the title you want to use.

6. Click outside the chart title to set it.

Here are the steps to follow to add an axis title:

1. Select the PivotChart.

2. Choose Design  ➪    Add Chart Element  ➪    Axis Titles.

3. Select the type of chart title you want to add.

You have two choices:

• Primary Horizontal: Adds a category (X) axis title

• Primary Vertical: Adds a data series (Y) axis title

Excel adds a default axis title to the PivotChart. The title that Excel adds is 
usually something generic, such as “Axis Title.”

4. Select the title.

5. Enter the title you want to use.

6. Click outside the chart title to set it.
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To format a chart title, select the title and then choose Format  ➪    Format Selec-
tion. The task pane that appears offers two tabs:

 » Title Options: This tab comes with three subtabs: Fill & Line (use the Fill and 
Border sections to format the title’s background and borders), Effects (use the 
Shadow, Glow, Soft Edges, and 3-D Format sections to apply these effects to 
the title), and Size & Properties (use the Alignment options to align the title).

 » Text Options: This tab comes with three subtabs: Text Fill & Outline (use the 
Text Fill and Text Outline sections to format the title text background and 
outline), Text Effects (use the Shadow, Reflection, Glow, Soft Edges, 3-D 
Format, and 3-D Rotation sections to apply these effects to the title text), and 
Textbox (use the Text Box options to align the title text).

To edit a title, either double-click the title or right-click the title and then select 
Edit Text.

Excel gives you three methods for removing a title from a PivotChart:

 » Follow the steps in this section, and in the menu of title options, select None.

 » Right-click the title you want to remove and choose the Delete command.

 » Select the title you want to remove and then press the Delete key.

Moving the PivotChart legend
The PivotChart legend displays the series field items along with a colored box that 
tells you which series belongs to which item. By default, Excel displays the legend 
to the right of the plot area. This position is usually the best because it doesn’t 
interfere with other chart elements such as titles (which I describe in the preced-
ing section, “Adding PivotChart titles”) or the axis labels.

However, displaying the legend on the right does mean that it takes up space that 
would otherwise be used by your PivotChart. If you have a number of category 
items in your PivotChart report, you might prefer to display the legend above or 
below the plot area to give the PivotChart more horizontal room.

Excel enables you to move the legend to one of five positions with respect to the 
plot area: right, left, bottom, top, and upper-right corner. Excel also gives you the 
option of having the legend overlapping the chart, which means that Excel doesn’t 
resize the plot area to accommodate the legend. This position is useful if you have 
some white space on the chart (for example, at the top) where you can place the 
legend so that it doesn’t hide any chart data.
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Follow these steps to set the position of the PivotChart legend:

1. Select the PivotChart.

2. Choose Design  ➪    Add Chart Element  ➪    Legend.

If you want, you can select a predefined legend position: Right, Top, Left, or 
Bottom.

3. Select More Legend Options.

The Format Legend task pane appears and displays the Legend Options tab.

4. Click the Legend Options subtab, expand the Legend Options section, if 
necessary, and then select the radio button for the legend position 
you want.

To display the legend overlapping the chart, deselect the Show the Legend 
without Overlapping the Chart check box.

Excel moves the legend to the new position.

In some cases, you might prefer to not display the legend. For example, if your 
PivotChart doesn’t have a series field, Excel still displays a legend for the default 
“series” named Total. This legend isn’t particularly useful, so you can gain some 
extra chart space by hiding the legend. To do this, follow the preceding Steps 1 and 
2 to display the Legend menu and then select None. Alternatively, right-click the 
legend and choose the Delete command.

Displaying a data table with the PivotChart
The point of a PivotChart is to combine the visualization effects of an Excel chart 
with the pivoting and filtering capabilities of a PivotTable. The visualization part 
helps your data analysis because it enables you to make at-a-glance comparisons 
among series and categories, and it enables you to view data points relative to 
other parts of the report.

However, although visualizing the data is often useful, it lacks a certain precision 
because you don’t see the underlying data. Excel offers several ways to overcome 
this problem, including creating the PivotChart on the same worksheet as the 
PivotTable (see the section “Embedding a PivotChart on a PivotTable’s work-
sheet”), moving a chart to the PivotTable worksheet (see the section “Moving a 
PivotChart to another sheet”), and displaying data labels (see the section “Adding 
data labels to your PivotChart”), all previously in this chapter.

Yet another method is to display a data table along with the PivotChart. A 
PivotChart data table displays the chart’s categories as columns and its data series 
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as rows, with the cells filled with the actual data values. Because these values 
appear directly below the chart, the data table gives you an easy way to combine 
a visual report with the specifics of the underlying data. To display a data table 
with the PivotChart, follow these steps:

1. Select the PivotChart.

2. Choose Design  ➪    Add Chart Element  ➪    Data Table.

Select a predefined data table:

• With Legend Keys: Displays the data table with the same colored squares 
that appear in the legend to identify each series

• No Legend Keys: Displays the data table without the colored squares

Excel displays the data table below the PivotChart. Figure 8-7 shows an 
example.

FIGURE 8-7: 
A data table 

shown below a 
PivotChart.
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Use a workbook Data Model to analyze related tables.

Use Excel’s powerful worksheet functions and charting 
features to track trends over time and forecast future 
values.

Tap into the power of Excel’s more than 70 statistical 
functions to calculate averages, determine ranking 
and percentiles, measure dispersions, and analyze 
distributions.

Gain extra insights into your data by using formulas, 
functions, and the Analysis ToolPak add-on tool for 
creating histograms, calculating moving averages, 
using exponential smoothing, and performing smart 
sampling.

Use the Regression and Correlation tools; the Anova 
data-analysis tool; and the z-Test, t-Test, and Fourier 
data-analysis tools to perform inferential statistics 
analysis.
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Chapter 9
Dealing with 
Data Models

If you hang out in online places where folks talk about Excel (hey, it could 
happen), someone at some point will describe Excel as a “very good flat-file 
database management system” (or something along those lines). The operative 

adjectival phrase here is flat-file, which describes a database in which all data is 
stored in standalone tables that have no relationship with each other. The oppo-
site is a relational database management system in which the tables are (or, at 
least, can be) related in some way. (You learn what these types of relationships are 
all about in this chapter.) Standalone tables are merely two-dimensional (hence 
flat), while adding a relational angle gives the data a third dimension.

At first glance, it seems as though that online opiner was right: Excel workbooks 
generally consist of multiple, standalone tables, so Excel really is a flat-file data-
base. That’s true, but it’s also way out-of-date. Sure, older versions of Excel only 
did the flat-file thing, but more recent versions come with some powerful rela-
tional capabilities that can kick your data analysis into a higher gear. These rela-
tional features come courtesy of Excel’s Data Model, which is the subject of this 
chapter.

IN THIS CHAPTER

 » Getting up to speed on Data Models

 » Creating relationships between 
tables

 » Managing a Data Model using Power 
Pivot

 » Using Power Pivot to create a 
PivotTable or PivotChart
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Understanding Excel Data Models
When you want to analyze data in Excel, the basic approach is to convert the range 
to a table and then use Excel’s various table-related analysis tools — such as sub-
totals, filtering, the Database functions, and PivotTables  — to interrogate the 
data. For many applications, this approach works awesomely well, as I describe in 
previous chapters. However, what if the data you want to analyze exists in mul-
tiple tables? For example, suppose you have a workbook that contains (at least) 
the following two tables:

 » Orders: This table holds data on orders placed by your customers, including 
the ID of the customer who placed the order and the date of the order. This 
table includes an Order ID column, which uniquely identifies each order.

 » Order Details: This table holds data on the specific products that make up 
each order: product ID, unit price, quantity ordered, and so on. This table also 
includes an Order ID column, which identifies the order for each product.

Why not lump both tables into a single table? Well, that would mean that, for each 
product ordered, you would have to include the customer ID, the order date, and 
so on. If the customer purchased 10 different products, this information would be 
repeated 10 times.

To avoid such data redundancy, the data is kept in separate tables. That sounds 
great, but what if you want to analyze orders based on data that exists in both 
tables? For example, maybe you want to examine quantities ordered over a spe-
cific time frame. How do you do that when the quantities ordered are in the Order 
Details table and the order dates are in the Orders table?

The answer is that you need to set up a relationship between the two tables. You 
set up this relationship by connecting the tables using a column they have in com-
mon, as follows:

 » One of the tables must include a column that contains values that uniquely 
identify each item in the table. This column is known as the primary key. In our 
example, the Orders table’s Order ID column is the primary key.

 » The other table includes the first table’s primary key column — where it’s 
known as the foreign key — but the values in this second table’s column aren’t 
usually unique. In our example, most customer orders would include multiple 
products, so for every order in the Orders table, there will likely be multiple 
records in the Order Details table.
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The following two figures show how this works. In Figure 9-1, the first record in 
the Orders table refers to Order ID 10248. If you look at the Order Details table in 
Figure 9-2, you see that the first three records also have an Order ID of 10248. 
Those three records make up the entire order that uses ID 10248.

You can work with the data in both tables if you set up a relationship between 
them based on the common Order ID column. When you have two or more tables 
that are related in this way, you’re now working with an Excel Data Model. 

FIGURE 9-1: 
In the Orders 

table, the first 
record has an 

Order ID value of 
10248.

FIGURE 9-2: 
In the Order 

Details table, the 
first three records 
have an Order ID 

value of 10248.
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Excel supports two types of relationships — or, in the vernacular, two types of 
cardinality — in a Data Model:

 » One-to-many: Each unique value in the primary key can be related to 
multiple values in the foreign key. In our example, each record in the Orders 
table can be related to multiple records in the Order Details table (since every 
order can contain multiple items), so these tables would have a one-to-many 
cardinality.

 » One-to-one: Each unique value in the primary key can be related to only one 
value in the foreign key. For example, suppose you have a table of employees 
and a table of office locations. Each table contains only unique entries and 
you can assign only one office to one employee, so these tables would have a 
one-to-one cardinality.

You can have only one Data Model in each of your workbooks, but each Data Model 
can contain as many tables as your multi-table analysis needs dictate.

Creating a relationship between tables
Assuming you have a couple of tables with primary key and foreign key columns 
that can have a one-to-many or one-to-one relationship, follow these steps to set 
up that relationship between the tables:

1. Make sure that the workbook containing the two tables is open in Excel.

2. Choose Data ➪   Data Tools ➪   Relationships.

Excel opens the Manage Relationships dialog box.

3. Click New.

Excel opens the Create Relationship dialog box.

4. In the Table drop-down list, select the table that contains the foreign key 
column. Then in the Column (Foreign) drop-down list, select the table’s 
foreign key column.

5. In the Related Table drop-down list, select the table that contains the 
primary key column. Then in the Related Column (Primary) drop-down 
list, select the table’s primary key column.

The primary key and foreign key columns don’t need to have the same name. 
As long as the values in the foreign key column are taken from the unique 
values found in the primary key column, you can set up the relationship even if 
the two columns use different names.
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Figure 9-3 shows a completed version of the Create Relationship dialog box 
using the Order Details and Orders tables from the previous example. Note 
that I’m relating the tables using the common Order ID column.

6. Click OK.

Excel returns you to the Manage Relationships dialog box, where your new 
relationship appears in the list.

Note that if you need to make adjustments to the relationship, you can select 
the relationship in the list and then click Edit. If you no longer need the 
relationship, select it and then click Delete.

7. Click Close.

Excel closes the dialog box and add the two related tables to the workbook’s 
Data Model.

Importing related external data tables
If you want to work with multiple, related tables that reside in an external data 
source, rather than importing each table and creating the relationships manually, 
you can save a ton of time by importing the data directly into your workbook’s 
Data Model. To show you how this works, here are the steps to follow to import 
multiple, related tables from an Access database:

1. Open or create the workbook in which you want to create your Data 
Model.

2. Choose Data ➪   Get Data ➪   From Database ➪   From Microsoft Access 
Database.

The Import Data dialog box appears.

3. Select the Access database file that contains the tables you want to 
import, and then click Import.

The Navigator window appears and displays a list of tables in the Access 
database.

FIGURE 9-3: 
In the Create 
Relationship 

dialog box, relate 
your two tables 

by using a 
common column.
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4. Select the Select Multiple Items check box.

5. In the list of tables, select the check box beside a table you want to 
import.

6. Click Select Related Tables.

Excel examines the tables and selects the check box beside each related table 
(see Figure 9-4).

7. Repeat Steps 5 and 6 until you’ve selected all the data you want 
to import.

8. Click the Load drop-down arrow and then click Load To.

Excel opens the Import Data dialog box, as shown in Figure 9-5.

Note that, by default, Excel selects the Only Create Connection option. This 
option tells Excel to create a connection to the external data instead of adding 
the data to a worksheet. This is the way to go if you’ll be managing your Data 
Model using the Power Pivot add-in, as described later in this chapter. If you 
instead want the data imported into Excel as tables, select the Table option; if 
you prefer to import the data as a PivotTable, select the PivotTable Report 
option; finally, if you want to import the data as a PivotChart, select the 
PivotChart option.

Also, be sure to leave the Add This Data to the Data Model check box selected.

FIGURE 9-4: 
You can click 

Select Related 
Tables to have 

Excel figure out 
which tables are 

related to the 
selected table.
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9. Click OK.

Excel imports the external data to your workbook’s Data Model and displays 
the connection details in the Queries tab of the Queries and Connections 
task pane.

Basing a PivotTable on multiple, 
related tables
Once you’ve set up a relationship between two tables, you can use that relation-
ship to combine the columns from those two tables in a single PivotTable. This 
powerful data-analysis magic works as follows:

1. Select a cell in one of the related tables that you want to include in your 
PivotTable.

2. Choose Insert ➪   PivotTable.

The PivotTable from Table or Range dialog box shows up. The name of the 
table from Step 1 appears in the dialog box.

If you imported your related tables using the Only Create Connection option, 
as I describe in the preceding section, you can create a PivotTable from your 
Data Model by selecting Insert ➪   PivotTable ➪   From Data Model.

3. (Optional) If you want your PivotTable to reside in an existing worksheet, 
select the Existing Worksheet option and use the Location range box to 
select the cell that will be the upper-left corner of the PivotTable.

FIGURE 9-5: 
When you import 
multiple, related 

tables, you can 
opt to create only 

a connection to 
the data.
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4. Select the Add This Data to the Data Model check box, as shown in 
Figure 9-6.

Selecting this option is the crucial difference between creating a regular 
one-table PivotTable and a multi-table PivotTable.

5. Click OK.

Excel creates a blank PivotTable and displays the PivotTable Fields task pane.

At first glance, everything in the new worksheet looks the same as it does when 
you’re creating a garden-variety, one-table PivotTable. Not so fast. Take a closer 
look at the PivotTable Fields task pane: The pane now displays a couple of tabs 
at the top: Active and All. The Active tab displays the fields from the table you 
selected in Step 1; the All tab displays a list all the tables in your workbook and 
the fields they contain.

6. On the Active tab, add to the PivotTable areas whatever fields you need 
from the current table.

7. On the All tab, add to the PivotTable areas whatever fields you need from 
the related table.

Once you add at least one field from the related table, Excel displays that 
table’s fields in the Active tab, as shown in Figure 9-7. In this example, I’ve 
added the Orders table’s Order ID field to the Rows area and the Order Details 
table’s Quantity field to the Values area, so this PivotTable shows the sum of 
the products in each order.

8. Repeat Steps 6 and 7 until your PivotTable is complete.

When you’re building your PivotTable, what happens if you try to add a field from 
a table that’s not in your Data Model (that is, from a table that has no relationship 
with a table in your model)? In that case, Excel displays the message “Relation-
ships between tables may be needed,” as shown in Figure 9-8.

FIGURE 9-6: 
Be sure to select 

the Add This Data 
to the Data Model 

check box.
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You have three ways to handle things from here:

 » If you change your mind and decide you don’t want the field in your 
PivotTable, deselect the field’s check box in the PivotTable Fields task pane.

 » To create the required relationship manually, click Create. Excel opens the 
Create Relationship dialog box (refer to Figure 9-3), where you select your 
related tables and the appropriate foreign key and primary key columns.

FIGURE 9-7: 
A PivotTable that 

summarizes 
data from two 
related tables: 

Orders and 
Order Details.

FIGURE 9-8: 
Excel displays this 

message if you 
try to add a 

field from an 
unrelated table.
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 » To have Excel attempt to create the relationship automatically, click Auto-
Detect. If Excel is successful, you see the version of the Auto-Detect 
Relationships dialog box, as shown in Figure 9-9. Click Close to proceed.

Managing a Data Model with Power Pivot
The Data Model lurks behind the scenes of your workbook. If all you want to do is 
use your related tables to build PivotTable reports and PivotCharts, you can safely 
ignore the Data Model and get on with your life. That simple approach is usually 
fine if you’re just working with two or three related tables. However, the more 
tables in your Data Model, the more complex everything becomes and the greater 
the need to manage that complexity and the greater the need for tools to take full 
advantage of all those relationships.

Managing and analyzing the relational data in an Excel Data Model is the bailiwick 
of the Power Pivot add-in. With Power Pivot on the job, you can add tables to your 
Data Mode, create, edit, and view relationships, transform data, build PivotTables, 
and more.

Enabling the Power Pivot add-in
Power Pivot is a COM add-in that needs to be enabled before you can use it to raise 
your data-analysis game. Here are the steps to run through:

1. Choose File ➪   Options.

2. Click Add-ins.

3. In the Manage list, choose COM Add-ins and then click Go.

The COM Add-ins dialog box appears.

4. Select the Microsoft Power Pivot for Excel check box.

5. Click OK.

Excel enables Power Pivot and adds the Power Pivot tab to the Ribbon.

FIGURE 9-9: 
Excel can 

automatically 
detect the 

required 
relationship.
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Adding a table to the Data Model
You normally add a table to the Data Model by creating a relationship between that 
table and another. However, if that’s not possible, you can add a table directly to 
the Data Model by using Power Pivot. Here’s how:

1. Select a cell in the table that you want to add to the workbook Data 
Model.

2. Choose Power Pivot ➪   Add to Data Model.

Power Pivot opens and adds the table to the Data Model.

Importing related tables from an external 
data source
If the data you need for your Data Model resides in an external data source, you 
can use Power Pivot to import a table and its related tables. Here are the steps to 
follow to use Power Pivot to import multiple, related tables from an Access 
database:

1. If you don’t have Power Pivot open, choose Power Pivot ➪   Manage (or 
Data ➪   Data Tools ➪   Manage Data Model).

2. Choose Home ➪   Get External Data ➪   From Database ➪   From Access.

Although this example uses a Microsoft Access file as the data source, Power 
Pivot also enables you to import external data from SQL Server, Azure Analysis 
Services, an OData data feed, Azure SQL, an Excel workbook, a text file, 
and more.

The Table Import Wizard dialog box appears.

3. Click Browse.

Power Pivot displays the Open dialog box.

4. Select the Access database file that contains the tables you want to 
import, and then click Open.

Power Pivot returns you to the Table Import Wizard.

5. (Optional) If your data source requires a login, fill in the required creden-
tials using the User Name and Password text boxes.

Once you’ve completed the login credentials, it’s a good idea to click Test 
Connection to make sure everything works.
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6. Click Next.

The Table Import Wizard asks you to choose how you want to import the data.

7. Select the Select from a List of Tables and Views to Choose the Data to 
Import option and then click Next.

Alternatively, you can select the Write a Query That Will Specify the Data to 
Import option and then, when you click Next, enter a SQL query to define the 
data you want to bring aboard.

8. In the list of tables, select the check box beside a table you want to 
import.

9. Click Select Related Tables.

Power Pivot examines the tables and selects the check box beside each related 
table (see Figure 9-10).

10. Repeat Steps 8 and 9 until you’ve selected all the data you want to import.

11. Click Finish.

Power Pivot imports the external data to the Data Model and Table Import 
Wizard shows you the result of the import.

12. Click Close.

FIGURE 9-10: 
Click Select 

Related Tables 
and Power Pivot 

will automatically 
select the tables 

related to the 
selected table.
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Viewing table relationships
Having related tables can get fairly complex even with only a few tables in your 
Data Model. One way that Power Pivot helps is by offering a diagram view feature, 
which gives you a visual view of the tables in your Data Model and their 
relationships.

To switch to diagram view, follow these steps:

1. If you don’t have Power Pivot open, choose Power Pivot ➪   Manage (or 
Data ➪   Data Tools ➪   Manage Data Model).

2. Choose Home ➪   Diagram View.

Power Pivot switches from its default data view to diagram view, as shown in 
Figure 9-11.

Here are a few notes to bear in mind when you work in diagram view:

 » Each box represents a table in your Data Model. You can move a box by 
dragging its header and size a box by dragging its borders.

FIGURE 9-11: 
Visualize your 

Data Model 
tables and 

relationships with 
diagram view.
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 » Two related tables are joined by a connector. The arrow in the middle of the 
connector indicates the direction of the relationship (that is, from the primary 
key to the foreign key).

 » At the end of each connector you see either a 1 or an * (asterisk). The * 
symbol means many, so a connector with 1 at one end and * at the other tells 
you the tables are related by a one-to-many cardinality. A 1 at both ends of 
the connector tells you the tables are related using a one-to-one cardinality.

 » To see which columns are related in each table, hover the mouse pointer over 
the connector (refer to Figure 9-10). Power Pivot highlights the related 
columns in both tables.

 » Tables that have no connectors are currently unrelated to any tables in the 
Data Model. This happens, for example, if you import a table by using Power 
Pivot, as I describe previously in the “Adding a table to the Data Model” 
section.

Viewing relationship details
Another way to examine the details of your Data Model relationships is to use 
Power Pivot’s Manage Relationships dialog box. This tool shows you the names of 
the tables involved in a relationship, the cardinality type, and the direction of the 
relationship. You can also use the Manage Relationships dialog box to create, edit, 
and delete relationships. Follow these steps:

1. If you don’t have Power Pivot open, choose Power Pivot ➪   Manage (or 
Data ➪   Data Tools ➪   Manage Data Model).

2. Choose Design ➪   Manage Relationships.

Power Pivot opens the Manage Relationships dialog box, as shown in 
Figure 9-12.

FIGURE 9-12: 
See the details of 
your Data Model 
relationships by 

using the Manage 
Relationships 

dialog box.
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From here, you can not only view the specifics of each relationship but also use the 
following buttons to manage those relationships:

 » Create: Click this button to display the Create Relationship dialog box, which 
enables you to forge a new relationship between tables, as I discuss in the 
next section.

 » Edit: Select a relationship and then click this button to open the Edit 
Relationship dialog box, which enables you to change the tables or columns 
or both used in the selected relationship.

 » Delete: Select a relationship and then click this button to remove the selected 
relationship. When Power Pivot asks you to confirm, click OK.

Creating a relationship between tables 
with Power Pivot
Although your Data Model tables usually already have a relationship defined with 
another table, that doesn’t mean your work is done. A single table can easily have 
relationships with two or more tables. In the Orders table example presented pre-
viously (refer to Figure 9-1), note that the table has a Customer ID column and an 
Employee ID column. These correspond to the columns of the same name in a 
Customers table and an Employees table, respectively. Therefore, you can use 
Power Pivot to create relationships between the Orders table and the Customers 
and Employees tables (where the Customer ID and Employee ID columns in the 
Orders table are foreign keys and the corresponding columns in the Customers 
and Employees tables are primary keys).

You can create a relationship by choosing columns or by using diagram view.

Creating a relationship by choosing columns
To create a relationship by choosing columns, follow these steps:

1. In Power Pivot, choose Design ➪   Create Relationship.

Or, if you happen to have the Manage Relationships dialog box onscreen 
(Design ➪   Manage Relationships), you can click the Create button.

Power Pivot displays the Create Relationship dialog box.
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2. In the Table 1 drop-down list, select the table that contains the primary 
key column.

3. In the Columns list below Table 1, select the primary key column.

4. In the Table 2 drop-down list, select the table that contains the foreign 
key column.

5. In the Columns list below Table 2, select the foreign key column.

6. Click OK.

Power Pivot creates the relationship.

Creating a relationship in diagram view
If you’re working in diagram view, follow these steps to create a relationship:

1. In Power Pivot, hover the mouse pointer over the primary key column of 
the table you want to relate.

2. Click and drag the primary key column over to the table that contains the 
foreign key column.

As you drag the column, Power Pivot extends a line from table that contains 
the primary key.

3. Drop the primary key column on the foreign key column.

Power Pivot creates the relationship.

Refreshing the Data Model
If you imported external data into your Data Model and you know (or suspect) 
that the original tables have new or modified data, you need to refresh the Data 
Model to get the most up-to-date info. Power Pivot gives you two ways to pro-
ceed here:

 » Refresh a single table: Click the table’s tab and then choose Home ➪   Refresh.

 » Refresh all the tables: Choose Home ➪   Refresh ➪   Refresh All.

Either way, Power Pivot displays the Data Refresh dialog box to show you the 
progress of the refresh operation, as shown in Figure 9-13. If you find the refresh 
is taking too long, you can click Stop Refresh.
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Transforming Data
Once you have a table in your Data Model, you can use Power Pivot to transform 
that data in multiple ways. For example, you can change a column’s data type or 
numeric format; you can delete, freeze, or set the width of a column; and you can 
rename a column. Here are the techniques you can use:

 » Changing the data type of a column: Click anywhere in the column, choose 
Home ➪   Data Type, and then click the data type you want to use from the 
drop-down menu that appears. When Power Pivot asks you to con-
firm, click OK.

 » Changing the data format of a column: Click anywhere in the column, 
choose Home ➪   Format, and then click the format you want to use from the 
drop-down menu that appears. You can also use the buttons in the Home 
tab’s Formatting group to adjust the formatting (for example, by increasing or 
decreasing the number of decimal places).

 » Deleting a column: Click anywhere in the column, choose Design ➪   Delete, 
and then click Yes when Power Pivot asks you to confirm the deletion.

 » Freezing a column: Click anywhere in the column and then choose 
Design ➪   Freeze. Power Pivot moves the column to the left side of the grid 
and keeps the column in view as you scroll the grid to the right.

FIGURE 9-13: 
The Data Refresh 
dialog box shows 
you the progress 

of the refresh.
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 » Unfreezing a column: Click anywhere in the frozen column and then choose 
Design ➪   Freeze ➪   Unfreeze.

 » Setting a column’s width: Click anywhere in the column and choose 
Design ➪   Width to open the Column Width dialog box. Type the new width 
and then click OK. You can change a column’s width also by dragging the right 
edge of the column’s header. To automatically adjust the column’s width to fit 
its widest entry, double-click the right edge of the column header.

 » Renaming a column: Right-click the column’s header, click Rename Column, 
type the new name, and then press Enter.

Creating a PivotTable or PivotChart from 
Your Data Model

Once you’ve added your tables to the Data Model, set up all the relationships, and 
transformed your data as needed, you can analyze your data by creating a Pivot-
Table or a PivotChart (or both). And since you’re working with tables in your Data 
Model, you’re free to use multiple related tables in your report or chart.

Power Pivot provides no less than eight possible PivotTable and PivotChart 
combinations:

 » PivotTable: Creates just a PivotTable.

 » PivotChart: Creates just a PivotChart.

 » Chart and Table (Horizontal): Creates both a PivotTable and PivotChart, 
which appear side-by-side on the worksheet (with the PivotChart to the left of 
the PivotTable).

 » Chart and Table (Vertical): Creates both a PivotTable and PivotChart, which 
appear one-over-the-other on the worksheet (with the PivotChart above the 
PivotTable).

 » Two Charts (Horizontal): Creates two PivotCharts, which appear side-by-side 
on the worksheet.

 » Two Charts (Vertical): Creates two PivotCharts, which appear one-over-the-
other on the worksheet.

 » Four Charts: Creates four PivotCharts, which appear in a rectangular 
arrangement on the worksheet.
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 » Flattened PivotTable: Creates a flattened PivotTable, which collapses a 
multi-field Row (or Column) area to show each field in its own PivotTable 
column (or row).

Here are the steps to follow:

1. To create just a PivotTable, choose Home ➪   PivotTable.

Otherwise, click the PivotTable button’s drop-down arrow and then select the 
type of report you want: PivotChart, Chart and Table (Horizontal), and so on.

Power Pivot displays a dialog box asking where you want the report displayed.

2. (Optional) If you want your report to appear on an existing worksheet, 
select the Existing Worksheet option and use the Location range box to 
select the cell that will be the upper-left corner of the PivotTable.

3. Click OK.

Excel creates a blank PivotTable and displays the PivotTable Fields or 
PivotChart Fields task pane with the All tab selected.

4. On the All tab, add to the PivotTable areas whatever fields you need from 
any of the related tables.

5. Repeat Step 4 until your PivotTable or PivotChart is complete.

6. If your report includes multiple PivotCharts, click in each PivotChart and 
repeat Steps 4 and 5.

As you make your changes, Excel updates the PivotCharts on-the-fly.
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Chapter 10
Tracking Trends 
and Making Forecasts

When you’re analyzing data, it certainly helps to run basic calculations 
such as sum and average and to summarize the data either by using 
Excel’s database functions or, even better, by constructing a PivotTable 

or PivotChart. It’s all good. However, as useful as these tools are, they can’t 
answer one seemingly fundamental question: Given some historical data  — it 
could be profits or sales or expenses or defects or customer complaints — what’s 
the overall direction of that data? Are profits going up? Are defects going down? 
Are sales cyclical (say, down in the winter but up in the summer)? Answering 
these types of questions falls under the heading of trend analysis, and in this chap-
ter you discover the powerful Excel tools that not only help you see the trends 
hiding in your data but also let you make forecasts of future values. It’s all quite 
slick, as you soon see.

IN THIS CHAPTER

 » Charting the overall trend of a set of 
values

 » Calculating values that show how 
data is trending

 » Charting historical data into future 
periods

 » Calculating future values given some 
historical data

 » Charting exponential, logarithmic, 
power, and polynomial trends, what 
they are
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Plotting a Best-Fit Trend Line
If you want to get a sense of the overall trend displayed by a set of data, the easiest 
way is to use a chart to plot a best-fit trend line. This is a straight line through the 
chart’s data points where the differences between the chart points that reside 
above the line and those that reside below the line cancel each other out.

A best-fit trend line is an example of regression analysis, which is a statistical tool 
for analyzing the relationship between two phenomena, with one depending on 
the other. For example, housing sales depend on interest rates:

 » When interest rates go down, housing sales go up.

 » When interest rates go up, housing sales go down.

In regression analysis lingo, housing sales are known as the dependent variable and 
interest rates are called the independent variable.

When you’re working with historical data — for example, sales over time — time 
is the independent variable and the item you’re measuring (such as sales) is the 
dependent variable.

To add a best-fit trend line, you must plot your data series as an XY (Scatter) 
chart.

If you’ve already built an Excel chart for your data, here are the steps to follow to 
plot a best-fit trend line on that chart:

1. Click the chart to select it.

2. If your chart has multiple data series, click the series you want to 
analyze.

3. Choose Chart Design  ➪    Add Chart Element  ➪    Trendline  ➪    More 
Trendline Options.

The Format Trendline task pane appears.

4. Click the Trendline Options tab.

5. Select the Linear radio button.

Excel plots the best-fit trend line.

If you want to see just the trend line, feel free to pass over Steps 6 and 7, which 
introduce a bit of math to the trend analysis. It’s useful math, however, so if 
you’re interested, do Steps 6 and 7 and then read my explanation of what 
these numbers mean, which follows these steps.
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6. (Optional) Select the Display Equation on Chart check box.

7. (Optional) Select the Display R-Squared Value on Chart check box.

8. Click X (close) in the upper-right corner.

Excel displays the regression equation and the R2 value (described next). 
Figure 10-1 shows a chart with the plotted trend line, the regression equation, 
and the R2 value.

Okay, so what’s up with those scary-looking numbers added to the chart above 
the trend line in Figure 10-1? The top line is called the regression equation and the 
bottom line is called the R2 value.

The regression equation tells you the exact relationship between the dependent 
variable and the independent variable. With linear regression, in which the best-fit 
trend line is a straight line, the regression equation looks like this:

y = mx + b

FIGURE 10-1: 
A chart with a 
trend line and 

some geeky 
numbers.
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y is the dependent variable; x is the independent variable; m is the slope of the 
trend line; and b is the starting value for the trend.

R2 is the coefficient of determination, which is the square of the correlation, and it 
tells you how well the trend line fits the data. In general, the closer R2 is to 1, the 
better the fit. Values of R2 below 0.7 mean that the trend line isn’t a very good fit 
for the data. I go on and on about correlation in Chapter 11.

Calculating Best-Fit Values
If your analysis requires exact trend values, you could plot the best-fit trend line 
and then use the regression equation to calculate the values. However, if the data 
values change, you need to recalculate the values. A better solution is to use the 
TREND function. TREND takes up to four arguments:

TREND(known_ys, known_xs, new_xs, const)

The only required argument is known_ys, which is a range reference or array of 
the dependent values. The known_xs argument is a range reference or array of the 
independent values (the default is the array {1,2,3,...],n}, where n is the num-
ber of known_ys). The new_xs argument is for forecasting, so it’s not required 
here. (I talk about it a bit later in the “Calculating Forecasted Linear Values” 
section.) The const argument determines the y-intercept: FALSE places it at 0, 
and TRUE (the default) calculates the y-intercept based on the known_ys. (The 
y- intercept is the value of y at the point where the trend line crosses the y-axis.)

Here’s the procedure to follow to calculate best-fit values using the TREND 
function:

1. Select the first cell of the range where you want the best-fit values to 
appear.

Step 1 assumes you want to build a dynamic array, which makes your work-
sheet compatible with only Excel 2019 or later. If you need your model to work 
with earlier versions of Excel, you must create a traditional array formula, so 
start by selecting all the cells in which you want the best-fit values to appear.

2. Type =trend(.

3. Type a reference or array that represents the dependent values.

4. Type a comma and then type a reference or array that represents the 
independent values.
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5. If you prefer to use a trend starting point of 0, type two commas and then 
type FALSE.

6. Type ).

7. Click the Enter button on the formula bar or press Enter.

If you’re creating a traditional array for compatibility, press and hold down 
Ctrl+Shift and then click the Enter button or press Enter.

Excel calculates the best-fit trend values and enters them as an array.

Figure 10-2 shows a worksheet that lists sales (column D) over three years by fis-
cal quarter. The TREND array is in column F, and you can see that the dependent 
variable (that is, the sales) is referenced by the range D2:D13, and the independent 
variable (that is, the period numbers) is referenced by the range C2:C13.

In the example shown in Figure 10-2, the independent values are the period num-
bers 1, 2, 3, and so on. However, these are the default values for the known_xs 
argument, so technically you could omit this argument in this example.

For the “fun” of it, column E shows the best-fit trend values calculated using the 
regression equation shown previously in Figure 10-1:

y = 1407.6x + 259800

For example, to calculate x for period 1 (cell C2), cell E2 contains the following 
formula:

y = 1407.6 * C2 + 259800

FIGURE 10-2: 
An array of 

best-fit trend 
values (column F).
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The results in Columns E and F are identical for the most part, but not in every 
case. Why not? Because the TREND function uses higher precision than the 
regression equation. For example, while the regression equation uses 1407.6 for 
the slope of the trend line, the actual value (and the one used by TREND) is 
1407.625874.

Plotting Forecasted Values
So far, I’ve mentioned two ways to determine the R2 value (the coefficient of 
determination) that tells you whether the dependent and independent variables 
are well correlated:

 » Plot the best-fit trend line and select the Display R-Squared Value on Chart 
check box.

 » Use the LINEST function with the stats argument set to TRUE and read the R2 
value in the first column of the third row.

USING LINEST TO GET EXACT VALUES 
FOR THE REGRESSION EQUATION
How do I know the exact value of the trend line slope? I used Excel’s LINEST function, 
which can calculate not only the slope (m) but also the y-intercept (b), which you can then 
plug into the general regression equation (y = mx + b) to calculate individual trend 
values. LINEST uses the following syntax:

LINEST(known_ys, known_xs, const, stats)

The first three arguments — known_ys, known_xs, and const — are identical to those 
used in the TREND function. A fourth argument, named stats, is an optional Boolean 
value that determines whether LINEST returns additional regression statistics besides 
the slope and intercept. The default is FALSE. When you use LINEST without the stats 
argument (or with stats set to FALSE), enter the function as a 1x2 array, where the 
value in the first column is the slope of the trend line and the value in the second col-
umn is the intercept. With stats set to TRUE, enter the function as a 5x2 array. Note 
that in this larger array, the R2 value (the coefficient of determination) is given in the first 
column of the third row.
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If you find that either method indicates that the dependent and independent vari-
ables are well correlated (that is, the R2 value is 0.7 or higher), give yourself a 
high-five and then take advantage of that correlation to forecast future values.

This sounds like magic, but it’s only statistics. The key here is the assumption that 
the major factors underlying the existing data will remain more or less constant 
over the number of periods in your forecast. If you’re about to acquire another 
company or shed product lines, any forecast you produce based on your old data is 
likely to be useless.

With that caveat in mind, the most straightforward way to calculate forecasted 
values is to use a chart to extend the best-fit trend line into one or more future 
periods. Note, however, that to work with a best-fit trend line and use it to plot 
forecasted values, you must plot your data series as an XY (Scatter) chart.

Here are the steps to follow:

1. Click the chart to select it.

2. If your chart has multiple data series, click the series you want to 
analyze.

3. Choose Chart Design  ➪    Add Chart Element  ➪    Trendline  ➪    More 
Trendline Options.

The Format Trendline task pane appears.

4. Click the Trendline Options tab.

5. Select the Linear radio button.

Excel plots the best-fit trend line.

6. In the Forecast section, use the Forward text box to type the number of 
units you want to project the trend line into in the future.

Excel extends the best-fit trend line, as shown in Figure 10-3.

7. (Optional) Select the Display Equation on Chart check box.

8. (Optional) Select the Display R-Squared Value on Chart check box.

9. Click X (close) in the upper right.

Excel displays the regression equation and the R2 value beside the extended 
trend line.
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Another way to come up with forecasted dependent variable values is to calculate 
them directly using the regression equation that Excel generates when you select 
the Display Equation on Chart check box in the Format Trendline task pane. The 
general regression equation for a linear model is as follows:

y = mx + b

y is the dependent variable; x is the independent variable; m is the slope of the 
trend line; and b is the starting value for the trend. Both m and b are constants, so 
to calculate the dependent variable value for the next period in your forecast, sub-
stitute that period’s independent variable value for x.

Extending a Linear Trend
With a linear trend, the dependent variable is related to the independent variable by 
some constant amount. For example, you might find that housing sales (the 
dependent variable) increase by 100,000 units whenever interest rates (the inde-
pendent variable) decrease by 1 percent. Similarly, you might find that company 
revenue (the dependent variable) increases by $250,000 for every $50,000 you 
spend on advertising (the independent variable).

FIGURE 10-3: 
A best-fit trend 
line, extended 

four periods into 
the future.
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If forecasting is part of your data analysis, you can take advantage of a linear rela-
tionship to forecast future periods. Excel kindly offers a couple of tools you can 
use to extend a linear trend into one or more future periods: the fill handle and the 
Series command.

Extending a linear trend using the 
fill handle
Excel’s fill handle — the little green square that appears in the lower-right corner 
of the selected cell or range — wears many hats, but perhaps the most surprising 
use for this handy tool is to extend a linear trend one or more periods into the 
future. Here’s how it works:

1. Select the existing data.

The fill handle appears in the lower-right corner of the selected range.

2. Click and drag the fill handle to extend the selection over the number of 
future periods you want to forecast.

Excel extends the existing data with the forecasted values.

Extending a linear trend using the Series 
command
The second method that Excel offers for extending a linear trend is the Series 
command. Here’s how it works:

1. Select the existing data and the cells where you want the forecasted data 
to appear.

2. Choose Home  ➪    Fill  ➪    Series.

Excel displays the Series dialog box, shown in Figure 10-4. Note that Excel 
automatically fills in the Step Value text box with the slope of the trend line for 
the existing data.

3. Select the AutoFill radio button.

4. Click OK.

Excel extends the existing linear trend with the forecasted values.
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If your data analysis requires that you see the values that make up a linear trend, 
the Series command can help:

1. Copy the historical data into an adjacent row or column.

2. Select the range that includes both the copied historical data and the 
blank cells that will contain the projections.

3. Choose Home  ➪    Fill  ➪    Series.

Excel displays the Series dialog box.

4. Select the Linear radio button.

5. Select the Trend check box.

6. Click OK.

Excel replaces the copied historical data with the best-fit trend numbers and 
projects the trend onto the blank cells.

Calculating Forecasted Linear Values
If your analysis requires exact forecast values, you could extend the best-fit trend 
line and then use the regression equation to calculate the values, or you could use 
the fill handle or Series command to extend the linear trend. These are straight-
forward methods, but if the historical values change, you need to repeat these 
procedures to recalculate the forecasted values. A more efficient solution is to use 
the TREND function. Here’s a recap of the TREND syntax:

TREND(known_ys, known_xs, new_xs, const)

FIGURE 10-4: 
The Series dialog 
box: your best-fit 
trend best friend.
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In this situation, you need to use TREND not only with the known_ys argument 
(a  reference to the dependent values) and optionally the known_xs argument 
(a  reference to the independent values), but also the new_xs argument. The 
new_xs argument is a range reference or array that represents the new indepen-
dent values for which you want forecasted dependent values.

Here’s the procedure to follow to calculate forecasted linear trend values using the 
TREND function:

1. Select the first cell of the range where you want the best-fit values to 
appear.

Step 1 assumes you want to build a dynamic array, which makes your work-
sheet compatible with Excel 2019 or later. If you need your model to work with 
earlier versions of Excel, you must create a traditional array formula, so start by 
selecting all the cells in which you want the forecasted values to appear.

2. Type =trend(.

3. Type a reference or array that represents the dependent values.

4. Type a comma and then type a reference or array that represents the 
independent values.

5. Type a comma and then a reference or array that represents the new 
independent values.

6. If you prefer to use a trend starting point of 0, type a comma and then 
type FALSE.

7. Type ).

8. Click the Enter button on the formula bar or press Enter.

If you’re creating a traditional array for compatibility, press and hold down 
Ctrl+Shift and then click the Enter button or press Enter.

Excel calculates the forecasted trend values and enters them as an array.

Figure 10-5 shows a worksheet that lists historical sales (D2:D13) over three years 
by fiscal quarter. The TREND forecast array is in D14:D17.

When you use the LINEST function to calculate the linear trend’s slope (m) and 
y-intercept (b), you can use these results to forecast new values. That is, given a 
new independent value x, the forecasted dependent value is given by the regres-
sion equation:

y = mx + b
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You can also calculate a forecasted linear trend value by using the FORECAST.
LINEAR function, which takes three arguments:

TREND(x, known_ys, known_xs)

x is the new independent value for which you want to forecast a new dependent 
value; known_ys and known_xs are the same as with the TREND function, except 
that with FORECAST.LINEAR, the known_xs argument is required.

Plotting an Exponential Trend Line
Up to now, you’ve learned how to perform regression analysis on only linear data, 
which changes at a constant rate. However, you can also apply regression analysis 
to nonlinear data, where the trend line isn’t straight.

A common example of nonlinear data is an exponential trend, which rises or falls at 
an increasing rate. It’s called exponential because the trend line resembles the 
graph of a number being raised to successively higher values of an exponent. For 
example, the series 21, 22, 23 starts off slowly (2, 4, 8, and so on), but by the time 
you get to 220, the series value is up to 1,048,576, and 2100 is a number that’s 31 
digits long!

To visualize such a trend, you can plot an exponential trend line. This is a curved 
line through the data points where the differences between the points on one side 
of the line and those on the other side of the line cancel each other out.

FIGURE 10-5: 
An array of 

forecasted trend 
values (see the 

range D14:D17).



CHAPTER 10  Tracking Trends and Making Forecasts      215

Here are the steps to follow to plot an exponential trend line:

1. Click the chart to select it.

2. If your chart has multiple data series, click the series you want to 
analyze.

3. Choose Chart Design  ➪    Add Chart Element  ➪    Trendline  ➪    More 
Trendline Options.

The Format Trendline task pane appears.

4. Click the Trendline Options tab.

5. Select the Exponential radio button.

Excel plots the exponential trend line.

6. (Optional) Select the Display Equation on Chart check box.

If you just want to see the trend line, feel free to pass over Steps 6 and 7.

7. (Optional) Select the Display R-Squared Value on Chart check box.

8. Click X (close) in the upper right.

Excel displays the regression equation and the R2 value (described next). 
Figure 10-6 shows a chart with the plotted exponential trend line, the regres-
sion equation, and the R2 value.

FIGURE 10-6: 
A chart with an 

exponential 
trend line.
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With nonlinear regression, when the best-fit trend line is an exponential curve, 
the regression equation takes the following general form:

y = bemx

y is the dependent variable; x is the independent variable; b and m are constants; 
and e is a constant (approximately 2.71828) that represents the base of the natural 
logarithm.

Calculating Exponential Trend Values
Eyeballing an exponential trend line, as I discuss in the preceding section, is a fun 
way to pass the time. The trend line is a great visual tool, but it doesn’t help if you 
require exact exponential trend values. Yep, you could plot the trend line and then 
use the exponential version of the regression equation to calculate the exact values:

y = bemx

However, if the data values change, you need to replot the trend line and recalcu-
late the trend values. Too much work!

A better solution is to use the GROWTH function, which takes up to four 
arguments:

GROWTH(known_ys, known_xs, new_xs, const)

The known_ys argument is required and is a reference to the dependent values. 
The known_xs argument is a reference to the independent values (the default is 
the array {1,2,3,...],n}, where n is the number of known_ys). The new_xs argu-
ment is a reference to the new independent values for which you want forecasted 
dependent values. The const argument determines the value of b in the exponen-
tial regression equation: FALSE places it at 1, whereas TRUE (the default) calculates 
b based on the known_ys.

Here are the steps to follow to calculate exponential trend values using the 
GROWTH function:

1. Select the first cell of the range where you want the best-fit values to 
appear.

Step 1 assumes you want to build a dynamic array, which makes your work-
sheet compatible with Excel 2019 or later. If your model must work with earlier 
versions of Excel, you need to create a traditional array formula, so start by 
selecting all the cells in which you want the best-fit values to appear.
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2. Type =growth(.

3. Type a reference or array that represents the dependent values.

4. Type a comma and then type a reference or array that represents the 
independent values.

5. Type a comma and then type a reference or array that represents the 
new independent values.

6. If you prefer to use a trend starting point of 1, type a comma and then 
type FALSE.

7. Type ).

8. Click the Enter button on the formula bar or press Enter.

If you’re creating a traditional array for compatibility, press and hold down 
Ctrl+Shift and then click the Enter button or press Enter.

Excel calculates the exponential trend values and enters them as an array.

Figure 10-7 shows a worksheet that lists units sold (column B) over 18 weeks. The 
GROWTH array for the historical trend is in column C, and you can see that the 
dependent variable (that is, the units sold) is referenced by the range B3:B20, and 
the independent variable (that is, the week numbers) is referenced by the range 
A3:A20.

FIGURE 10-7: 
An array of 

exponential trend 
values (column C) 

and forecast 
values (column F).
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In the example shown in Figure 10-7, the independent values are the week num-
bers 1, 2, 3, and so on. However, these are the default values for the known_xs 
argument, so technically you could omit this argument in this example.

Plotting a Logarithmic Trend Line
A logarithmic trend is one in which the data rises or falls very quickly at the begin-
ning but then slows down and levels off over time. An example of a logarithmic 
trend is the sales pattern of a highly anticipated new product, which typically sells 
in large quantities for a short time and then levels off.

To visualize such a trend, you can plot a logarithmic trend line. This is a curved line 
through the data points where the differences between the points on one side of 
the line and those on the other side of the line cancel each other out.

Here are the steps to follow to plot a logarithmic trend line:

1. Click the chart to select it.

2. If your chart has multiple data series, click the series you want to 
analyze.

USING LOGEST TO GET EXACT VALUES FOR 
THE EXPONENTIAL REGRESSION EQUATION
You can use the LOGEST function to calculate the exponential trend equation’s m and b 
constants, which you can then plug into the equation, y = bemx, to calculate individual 
trend values. LOGEST uses the syntax shown here:

LOGEST(known_ys, known_xs, const, stats)

The first three arguments — known_ys, known_xs, and const — are the same as those 
used in the GROWTH function. A fourth argument, named stats, is an optional 
Boolean value that determines whether LOGEST returns additional regression statistics. 
The default is FALSE. When you use LOGEST without the stats argument (or with 
stats set to FALSE), enter the function as a 1x2 array, where the value in the second 
column is b; to derive m, you must use the LN function to take the natural logarithm of 
the value in the first column of the array. With stats set to TRUE, enter the function as 
a 5x2 array. Note that in this larger array, the R2 value (the coefficient of determination) 
is given in the first column of the third row.
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3. Choose Chart Design  ➪    Add Chart Element  ➪    Trendline  ➪    More 
Trendline Options.

The Format Trendline task pane appears.

4. Click the Trendline Options tab.

5. Select the Logarithmic radio button.

Excel plots the logarithmic trend line.

6. (Optional) Select the Display Equation on Chart check box.

If you just want to see the trend line, feel free to pass over Steps 6 and 7.

7. (Optional) Select the Display R-Squared Value on Chart check box.

8. Click X (close) in the upper right.

Excel displays the regression equation and the R2 value (described next). 
Figure 10-8 shows a chart with the plotted exponential trend line, the regres-
sion equation, and the R2 value.

When the best-fit trend line is a logarithmic curve, the regression equation takes 
the following general form:

y = m * ln(x) + b

y is the dependent variable; x is the independent variable; b and m are constants; 
and ln is the natural logarithm, for which you can use the Excel function LN.

FIGURE 10-8: 
A chart with a 

logarithmic 
trend line.
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Excel doesn’t have a function that calculates the values of b and m directly. How-
ever, you can use the LINEST function if you “straighten out” the logarithmic 
curve by using a logarithmic scale for the independent values:

{=LINEST(known_ys, LN(known_xs), const, stats)}

Plotting a Power Trend Line
In many cases of regression analysis, the best fit is provided by a power trend, in 
which the data increases or decreases steadily. Such a trend is clearly not expo-
nential or logarithmic, both of which imply extreme behavior, either at the end of 
the trend (in the case of exponential) or at the beginning of the trend (in the case 
of logarithmic). Examples of power trends include revenues, profits, and margins 
in successful companies, all of which show steady increases in the rate of growth 
year after year.

A power trend sounds linear, but plotting the power trend line shows a curved best-
fit line through the data points. In your analysis of such data, it’s usually best to 
try a linear trend line first. If that doesn’t give a good fit, switch to a power 
trend line.

Follow these steps to plot a power trend line:

1. Click the chart to select it.

2. If your chart has multiple data series, click the series you want to 
analyze.

3. Choose Chart Design  ➪    Add Chart Element  ➪    Trendline  ➪    More 
Trendline Options.

The Format Trendline task pane appears.

4. Click the Trendline Options tab.

5. Select the Power radio button.

Excel plots the power trend line.

6. (Optional) Select the Display Equation on Chart check box.

If you just want to see the trend line, skip Steps 6 and 7.
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7. (Optional) Select the Display R-Squared Value on Chart check box.

8. Click X (close).

Excel displays the regression equation and the R2 value (described next). 
Figure 10-9 shows a chart with the plotted power trend line, the regression 
equation, and the R2 value.

When the best-fit trend line is a power curve, the regression equation takes the 
following general form:

y = m * xb

y is the dependent variable; x is the independent variable; and b and m are 
constants.

There’s no worksheet function available to directly calculate the values of b and m. 
However, you can use the LINEST function if you “straighten out” the power 
curve by applying a logarithmic scale to the dependent and independent values:

{=LINEST(LN(known_ys), LN(known_xs), const, stats)}

FIGURE 10-9: 
A chart with a 

power trend line.
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Plotting a Polynomial Trend Line
In many real-world scenarios, the relationship between the dependent and inde-
pendent variables doesn’t move in a single direction. That would be too easy. For 
example, rather than constantly rising — uniformly (as in a linear trend), sharply 
(as in an exponential or logarithmic trend), or steadily (as in a power trend) —  
data such as unit sales, profits, and costs might move up and down.

To visualize such a trend, you can plot a polynomial trend line, which is a best-fit 
line of multiple curves derived using an equation that uses multiple powers of x. 
The number of powers of x is the order of the polynomial equation. Generally, the 
higher the order, the tighter the curve fits your existing data, but the more unpre-
dictable your forecasted values are.

If you have a chart already, follow these steps to add a polynomial trend line:

1. Click the chart to select it.

2. If your chart has multiple data series, click the series you want to 
analyze.

3. Choose Chart Design  ➪    Add Chart Element  ➪    Trendline  ➪    More 
Trendline Options.

The Format Trendline task pane appears.

4. Click the Trendline Options tab.

5. Select the Polynomial radio button.

6. Click the Order spin button arrows to set the order of the polynomial 
equation you want.

Excel plots the polynomial trend line.

7. (Optional) Select the Display Equation on Chart check box.

If you just want to see the trend line, bypass Steps 7 and 8.

8. (Optional) Select the Display R-Squared Value on Chart check box.

9. Click X (close) in the upper right.

Excel displays the regression equation and the R2 value. Figure 10-10 shows a 
chart with the plotted polynomial trend line, the regression equation, and the 
R2 value.
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When the best-fit trend line is a polynomial curve, the regression equation takes 
the following form:

y = mnx
n + ... + m2x

2 + m1x + b

y is the dependent variable; x is the independent variable; and b and mn through 
m1 are constants.

To calculate the values b and mn through m1, you can use LINEST if you raise the 
known_xs values to the powers from 1 to n for an nth-order polynomial:

{=LINEST(known_ys, known_xs ^ {1,2,...,n}, const, stats)}

Alternatively, you can use the TREND function:

{=TREND(known_ys, known_xs ^ {1,2,...,n}, new_xs, const)}

Creating a Forecast Sheet
Excel features such as AutoFill, the Trendline chart element, and worksheet func-
tions such as TREND and GROWTH are powerful forecasting tools. However, there 
might be times when you prefer Excel to do most of the forecasting work. Hey, no 
judgment from here.

To get Excel to assume the forecasting duties, take advantage of the Forecast 
Sheet feature, which enables you to take a worksheet full of historical data and 
create a new worksheet with a visual forecast. That forecast has three items:

FIGURE 10-10: 
A chart with a 

polynomial 
trend line.
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 » Forecast: These values are the trendline values based on your historic data.

 » Lower Confidence Bound: For each forecast period, these values represent 
the low prediction for that period.

 » Upper Confidence Bound: For each forecast period, these values represent 
the high prediction for that period.

By default, Excel’s Forecast Sheet feature implements a statistical method that 
uses a 95 percent confidence interval, which means you can be 95 percent sure 
that, for each forecast period, the actual value will fall somewhere within the 
range created by the low and high prediction values. You can adjust this default 
confidence interval up or down, as needed.

Here are the steps you need to run through:

1. In the worksheet that contains your historical data, select a cell any-
where in the data range or table.

2. Choose Data ➪   Forecast Sheet.

Excel selects all the historical data and displays the Create Forecast Worksheet 
dialog box, shown in Figure 10-11.

FIGURE 10-11: 
You use the 

Create Forecast 
Worksheet 

dialog box to 
set up your 

forecast sheet.
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3. (Optional) If you’d prefer to visualize the trend by using a column chart 
instead of Excel’s default line chart, click the Column Chart icon (labeled 
in Figure 10-11).

4. In the Forecast End spin box, specify the date when you want your 
forecast to end.

5. (Optional) For a bit more control over your forecast, click Options to 
expand the dialog box and displays the following options:

• Forecast Start: Select a starting date for your historical data.

• Confidence Interval: Select a new degree of confidence that Excel uses to 
set the forecast’s Lower Confidence Bound and Upper Confidence Bound 
lines that appear in the default line chart. In general, the lower the 
confidence interval, the closer the Lower Confidence Bound and Upper 
Confidence Bound lines appear in the forecast. In other words, if you want 
a smaller range of possible future values, the trade-off is having lower 
confidence that the actual values will fall within those narrower bounds. 
Note, too, that the highest possible confidence interval is 99.99%. There 
are no 100% guarantees here!

• Seasonality: If you change this option from Detect Automatically to Set 
Manually, you can enter a value that indicates the number of points in the 
values range of your data table that are part of a recurring seasonal 
pattern. When Excel can’t automatically detect seasonality in your work-
sheet data, a warning appears, suggesting that you select the Set Manually 
option button (and leave the default setting at 0) to get better results in the 
forecast.

• Include Forecast Statistics: Select this check box to have Excel include a 
table of forecast accuracy metrics and smoothing factors in the forecast 
worksheet.

• Timeline Range: Specifies the range containing the dates in your historical 
data.

• Values Range: Specifies the range containing the values in your historical 
data.

• Fill Missing Points Using: Specifies how Excel automatically fills in any 
missing data points it finds in the worksheet table. You can have Excel fill 
the missing points with zeroes or interpolate the missing points based on 
the existing values that surround the missing values.

• Aggregate Duplicates Using: Specifies how Excel handles duplicate 
values.



226      PART 3  Discovering Advanced Data-Analysis Tools

6. Click Create.

Excel creates a new forecast worksheet that contains a table with your 
historical data and the forecast values, as well as an embedded line or column 
chart depicting the historical values and the trend range for the forecast 
values. Figure 10-12 shows an example.

FIGURE 10-12: 
The new forecast 

worksheet 
showing a table 

and line chart for 
the historic and 
forecast values.
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Chapter 11
Analyzing Data 
Using Statistics

Excel is a statistics powerhouse that boasts more than 100 statistical work-
sheet functions. That’s great if you’re a statistician, but do you really need 
all that stats muscle if you’re just doing basic data analysis? You’ll no doubt 

be relieved to hear that the answer is a resounding “No!” Most of Excel’s statisti-
cal features redefine the word esoteric. Believe me when I tell you that you can 
safely do without Excel features such as cumulative beta probability density and 
Fourier analysis. I merrily skip over those features and many more in this chapter 
as I focus on Excel’s most important and most useful statistical methods, includ-
ing calculating the average, rank, largest and smallest values, variance, standard 
deviation, and correlation. Will it be fun? No, don’t be silly. Will it be useful? You 
can count on it.

IN THIS CHAPTER

 » Learning the countless ways to count 
things in Excel

 » Calculating the mean, median, mode, 
and other averages

 » Figuring out a value’s rank in relation 
to the rest of the data

 » Grouping your data into a frequency 
distribution

 » Messing around with statistical 
workhorses such as standard 
deviation and correlation
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Counting Things
The simplest statistical method you can apply to your data is to count the items in 
that data set. Of course, Excel being Excel, just because counting things is simple, 
counting things in Excel is complex because the program offers  — count 
’em — five functions related to counting items a worksheet: COUNT, COUNTA, 
COUNTBLANK, COUNTIF, and COUNTIFS.  As if that’s not enough, Excel also 
provides two extra functions that handle permutations and combinations, 
respectively — PERMUT and COMBIN.

Counting numbers
The COUNT function tallies the number of cells within a specified range that hold 
numeric values. That is, COUNT ignores cells that contain text (including numbers 
that are formatted as text), cells that contain the logical values TRUE or FALSE, and 
cells that are empty. (It’s worth noting that COUNT does include cells that contain 
dates or times because Excel treats those data types as numbers.) Here’s the syntax:

=COUNT(value1[, value2, ...])

Here, value1, value2, and so on are cell or range references. For example, to use 
the COUNT function to return how many numeric values are in the range B3:B12 in 
the worksheet shown in Figure 11-1, use the following formula:

=COUNT(B3:B12)

As shown in cell E3, COUNT returns 6 (five numbers plus one date).

FIGURE 11-1: 
COUNT returns 
the tally of the 

numeric values 
in a range.
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Counting nonempty cells
The COUNTA function counts the number of cells within a specified range that are 
nonempty. It doesn’t matter what data types the cells use — they could be num-
bers, dates, times, logical values, or text. As long as a cell contains something, it 
gets included in the COUNTA total. Here’s the COUNTA syntax:

=COUNTA(value1[, value2, ...])

Here, value1, value2, and so on are cell or range references. For example, to use 
COUNTA to calculate how many nonempty values are in the range B3:B12 in the 
worksheet shown previously in Figure 11-1, use the following formula:

=COUNTA(B3:B12)

As you can see in cell E4 in Figure 11-1, COUNTA returns the value 9.

Counting empty cells
The COUNTBLANK function is the functional opposite of COUNTA in that it counts 
the number of cells within a specified range that are empty. Here’s the COUNT-
BLANK syntax:

=COUNTBLANK(value1[, value2, ...])

Here, value1, value2, and so on are cell or range references. For example, to use 
COUNTBLANK to return how many empty values are in the range B3:B12 in the 
worksheet shown previously in Figure 11-1, use the following formula:

=COUNTBLANK(B3:B12)

As you can see in cell E5 in Figure 11-1, COUNTBLANK returns the value 1.

Counting cells that match criteria
The COUNT, COUNTA, and COUNTBLANK functions count numbers, nonempty 
cells, and empty cells, respectively, so they have, in a sense, built-in criteria for 
what they count and what they ignore. If you have your own criteria for what 
should get counted and what shouldn’t, you can turn to the COUNTIF function to 
apply that condition. Here’s the syntax:

=COUNTIF(range, criteria)
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Here, range is the worksheet range over which you want to count cells, and cri-
teria is a logical expression, enclosed in quotation marks, that specifies which 
cells in the range should be counted.

For example, looking back at the range B3:B12 in Figure 11-1, suppose you want to 
know how many cells contain a value greater than 800. Here’s a formula that’ll 
get the job done:

=COUNTIF(B3:B12,">800")

As you can see in cell E6 in Figure 11-1, this formula returns the value 3. (There are 
two numbers greater than 800, plus the date value is equal to 43700, so it also 
meets the criteria.)

You can use any of the standard logical operators when building your criteria 
expression: Use the < operator for a less-than comparison; the <= operator for a 
less-than-or-equal-to comparison; the > operator for a greater-than compari-
son; the >= operator for a greater-than-or-equal-to comparison; the = operator 
for an equal-to comparison; and the <> operator for a not-equal-to comparison.

Counting cells that match multiple criteria
The COUNTIF function applies a single condition to a single range, but sometimes 
you might need to apply multiple criteria

 » To a single range

 » To multiple ranges

To handle both scenarios, may I introduce you to the COUNTIFS function, which 
uses the following syntax:

=COUNTIFS(range1, criteria1[, range2, criteria2, ...])

Here, criteria1 gets applied to range1, criteria2 gets applied to range2, and so 
on. COUNTIFS includes in the tally only those cells that match all the criteria.

For example, looking back at the range B3:B12 in Figure 11-1, suppose you want to 
know how many cells contain a value greater than 800 but less than 1000. Here’s 
a formula that will do just that:

=COUNTIFS(B3:B12, ">800", B3:B12, "<1000")

As you can see in cell E7 in Figure 11-1, this formula returns the value 2.
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Counting permutations
An often useful way to count things is to calculate the permutations, which, given 
a data set, are the number of ways that a subset of that data can be grouped, in any 
order, without repeats. For example, suppose your data set consists of the letters 
A, B, C, D. Here are all the ways you can group any two of these letters, without 
repeats:

AB, AC, AD, BA, BC, BD, CA, CB, CD, DA, DB, DC

The two crucial characteristics of a permutation are as follows:

 » Order is important, so AB and BA are different groupings.

 » Repeats aren’t allowed, so the groupings AA, BB, CC, and DD aren’t included in 
the permutations.

Excel’s PERMUT function counts the number of permutations possible when 
selecting a subset from a data set (or a sample from a population). Here’s the 
PERMUT syntax:

=PERMUT(number, number_chosen)

Here, number is the number of items in the set, and number_chosen is the number 
of items in each subset. Given a population of four items and two items in each 
subset, for example, you calculate the number of permutations by using the formula

=PERMUT(4, 2)

The function returns the value 12, indicating that 12 different ways exist in which 
two items can be selected from a set of four.

A variation on the permutation theme is when you allow repetitions in the subset 
(such as AA, BB, CC, and DD from the ABCD set). In that case, you need to use 
Excel’s PERMUTATIONA function, which uses the same syntax as PERMUT:

=PERMUTATIONA(number, number_chosen)

For example, to calculate the number of permutations in which two items are 
selected from a population of four items, with repeats allowed, you use the fol-
lowing formula:

=PERMUTATIONA(4, 2)

The result is 16.
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Counting combinations
It’s often useful to count things by calculating the combinations, which, given a 
data set, are the number of ways that a subset of that data can be grouped, without 
repeats, when the order isn’t important (that is, each subset is unique). For exam-
ple, suppose your data set consists of the letters A, B, C, D. Here are all the unique 
ways you can group any two of these letters, without repeats:

AB, AC, AD, BC, BD, CD

A combination has two key characteristics:

 » The subsets must be unique, which is another way of saying that order isn’t 
important. For example, the subsets AB and BA are the same subset.

 » Repeats aren’t allowed, so the groupings AA, BB, CC, and DD aren’t included in 
the combinations.

Excel’s COMBIN function counts the number of combinations possible when 
selecting unique subsets from a data set (or a sample from a population). Here’s 
the COMBIN syntax:

=COMBIN(number, number_chosen)

Here, number is the number of items in the set, and number_chosen is the number 
of items in each subset. Given a population of four items and two items in each 
subset, for example, you calculate the number of combinations by using the formula

=COMBIN(4, 2)

The function returns the value 6, indicating that six different ways exist in which 
two items can be selected uniquely from a set of four.

If you want repeats included (such as AA, BB, CC, and DD from the ABCD set), use 
Excel’s COMBINA function, which uses the same syntax as COMBIN:

=COMBINA(number, number_chosen)

For example, to calculate the number of unique combinations in which two items 
are selected from a population of four items, with repeats allowed, you use the 
following formula:

=COMBINA(4, 2)

The result is 10.
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Averaging Things
An average is the sum of two or more numeric values divided by the count of the 
numeric values. You can calculate the average by creating a custom formula, but 
that’s practical for only a small number of items. For larger collections, using the 
Excel worksheet functions for calculating averages is way faster and more efficient.

Statisticians refer to an average as the mean. Central tendency is defined as a typical 
value in a distribution or a value that represents the majority of cases. The most 
commonly used measures of central tendency are mean, median, and mode.

Calculating an average
The go-to worksheet function for calculating the average (or mean) of a set of 
values is the AVERAGE function, which uses the following syntax:

AVERAGE(number1[, number2, ...])

You can enter up to 255 arguments, and each can be a number, a cell, a range, a 
range name, or an array (that is, a list of values enclosed in curly braces, such as 
{20, 25, 25, 30}). If a cell contains zero, Excel includes it in the calculation; but if 
a cell is blank, Excel doesn’t include it.

For example, to determine the average of the values in the range D3:D19, you use 
the following formula:

=AVERAGE(D3:D19)

Calculating a conditional average
In your data analysis, you might need to average the values in a range, but only those 
values that satisfy some condition. You can do this by using the AVERAGEIF func-
tion, an amalgam of AVERAGE and IF, which averages only those cells in a range that 
meet the condition you specify. AVERAGEIF takes up to three arguments:

=AVERAGEIF(range, criteria[, average_range])

The range argument is the range of cells you want to use to test the condition; the 
criteria argument is a logical expression, surrounded by double quotation 
marks, that determines which cells in range to average; and the optional 
average_range argument is the range from which you want the average values to 
be taken. If you omit average_range, Excel uses range for the average.
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Excel sums only those cells in average_range that correspond to the cells in range 
and meet the criteria.

For example, consider the parts database shown in Figure 11-2. If you want to get 
the average of the values in the Gross Margin column, you use the AVERAGE 
function:

=AVERAGE(H3:H10)

But if, instead, you want the average of the Gross Margin values, but only for 
those parts with a Cost value under $10, you’re into AVERAGEIF territory:

=AVERAGEIF(E3:E10, "<10", H3:H10)

This function says to Excel, in effect, “look in the range E3:E10, and each time you 
come across a value that’s less than 10, grab the corresponding value from the 
range H3:H10 and include that value in the average. Best regards, AVERAGEIF.”

Calculating an average based on multiple 
conditions
If you want to calculate an average based on multiple criteria applied to one or 
more ranges, check out the AVERAGEIFS function:

=AVERAGEIFS(average_range, range1, criteria1[, range2, 
criteria2...])

FIGURE 11-2: 
A parts database.
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The average_range argument is the range from which you want the average val-
ues to be taken. criteria1 gets applied to range1, criteria2 gets applied to 
range2, and so on. AVERAGEIFS includes in the calculation only those cells that 
match all the criteria.

Referring back to the parts database shown in Figure 11-2, suppose you want the 
average of the Gross Margin values, but only for those parts with a Quantity value 
(D3:D10) less than 100 and a Cost value (E3:E10) greater than $15. AVERAGEIFS is 
on it:

=AVERAGEIFS(H3:H10, D3:D10, "<100", E3:E10, ">15")

This formula appears in cell F14 of Figure 11-2, and you can see that the result is 
40.2%.

Calculating the median
When analyzing data, you may need to find the median, which is the midpoint in a 
series of numbers: the point at which half the values are greater and half the val-
ues are less when you arrange the values in numerical order. What about when you 
have an even number of values? Great question! In that case, the median is the 
average of the two values that lie in the middle.

To calculate the median, you use Excel’s MEDIAN function:

MEDIAN(number1[, number2, ...])

You can enter up to 255 arguments, and each can be a number, cell, range, range 
name, or array. Excel includes zeroes in the calculation, but not blanks.

In the Product Defects worksheet shown in Figure 11-3, the median value of the 
Defects column (D3:D19) is given by the following formula in cell I2:

=MEDIAN(D3:D19)

Calculating the mode
The mode is the most common value in a list of values. To calculate the mode for 
a set of numbers, fire up Excel’s MODE function:

MODE(number1[, number2, ...])

You can specify up to 255 arguments; each argument can be a number, cell, range, 
range name, or array. Excel includes zeroes in the calculation, but it doesn’t 
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include blanks. If there is no most common value (that is, if all values are unique), 
Excel returns the #N/A error.

In the Product Defects worksheet, shown previously in Figure  11-3, the mode 
value of the Defects column (D3:D19) is given by the following formula in cell I3:

=MODE(D3:D19)

Excel interprets the logical value TRUE as 1 and the logical value FALSE as 0, so you 
can use logical values as arguments when calculating the median or mode. How-
ever, if an array or a range of cells contains a logical value, MEDIAN and MODE 
don’t include them in the calculation.

Finding the Rank
Finding how one item ranks relative to the other items in a list is often useful. For 
example, you might want to find out how a student’s test score ranks in relation 
to the other students. You can do this by sorting the list, but in some situations, 
sorting isn’t advisable. For example, if the original data was constantly changing, 
it would require constant resorting. Instead, you can use Excel’s RANK.EQ func-
tion to determine an item’s rank relative to other items in a list:

FIGURE 11-3: 
MEDIAN returns 

the median value 
of a set of 

numeric values.



CHAPTER 11  Analyzing Data Using Statistics      237

RANK.EQ(number, ref[, order])

RANK.EQ takes three arguments: number is the item you want to rank; ref is the 
range that holds the list of items; and order is the optional sort order you want Excel 
to use. The default is descending, but you can use any nonzero value for ascending.

For example, Figure 11-4 shows a worksheet that contains student grades in the 
range B3:B48. To find out the rank of the grade in cell B3, you use the following 
formula:

=RANK.EQ(B3, $B$3:$B$48)

As you can see in cell C3, the returned value is 6.

Note the use of absolute references for the ref argument in Figure 11-4. I used 
absolute references because after entering the formula in cell C3, I filled the for-
mula down from C4 to C48. By using an absolute range reference, I ensured that 
the ref argument is the same for all the filled cells.

You can also use the RANK.AVG function to calculate the rank. With RANK.AVG, if 
two or more numbers have the same rank, Excel averages the rank. For example, 
in the list 100, 95, 90, 85, 85, 80, 70, the RANK.AVG function ranks the number 85 
as 4.5, which is the average of 4 and 5. By contrast, RANK.EQ would give both 
instances of 85 the rank 4. With both RANK.EQ and RANK.AVG, if two or more 

FIGURE 11-4: 
RANK returns the 
ranking of a value 

in a set.
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numbers have the same rank, subsequent numbers are affected. In the preceding 
list, the number 80 ranks sixth. The RANK.AVG function takes the same three 
arguments as RANK.EQ:

RANK.AVG(number, ref[, order])

While you’re here, I might as well mention Excel’s PERCENTRANK.INC function, 
which you can wield to determine the rank of a value as a percentage of all the 
values in your data set. PERCENTRANK.INC takes three arguments:

PERCENTRANK.INC(array, x[, significance])

Here, array is the array or range you want to use; x is the value you want to rank; 
and significance is the optional number of significant digits you want your 
results to return (the default is three). PERCENTRANK.INC gives equal values the 
same rank.

Excel also includes PERCENTRANK.EXC to comply with industry standards for 
calculating the rank of a value as a percentage of all the values in a data set:

PERCENTRANK.EXC(array, x[, significance])

As you can see, PERCENTRANK.EXC takes the same arguments as PERCENTRANK.
INC, but it excludes the ranks of 0 and 100.

Determining the Nth Largest 
or Smallest Value

When given a list of values and an item from that list, you can use RANK.EQ (or 
RANK.AVG) to determine that item’s rank (ascending or descending) in that list. A 
slightly different approach to this problem is to determine, given a list of values, 
what item in that list has a specified rank, such as first, third, or tenth.

You can solve this problem by sorting the list, but if the values change constantly, 
a better approach is to use Excel’s LARGE or SMALL function, as I describe in the 
next two sections.

Calculating the nth highest value
Excel’s LARGE worksheet function returns the nth highest value in a list. Here’s 
the syntax:
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LARGE(array, n)

LARGE takes two arguments: array is the array or range you want to work with, 
and n is the rank order of the value you seek.

For example, given a list of student grades shown in the range B3:B48  in 
Figure 11-5, what’s the minimum mark required to crack the top 10 grades? That’s 
a piece of cake for the LARGE function, where the following formula (see cell D4 in 
Figure 11-5) returns the value 75:

=LARGE(B3:B48, 10)

Calculating the nth smallest value
Excel’s SMALL worksheet function returns the nth smallest value in an array or 
range. Here’s the syntax:

SMALL(array, n)

SMALL takes two arguments: array is the array or range you want to work with, 
and n is the rank order of the value you want.

FIGURE 11-5: 
LARGE returns 
the nth largest 

value in a range 
or array.
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For example, given the student grades shown in the range B3:B48 in Figure 11-5, 
what’s the lowest grade? The following formula (see cell D7 in Figure 11-5) returns 
the value 40:

=SMALL(B3:B48, 1)

Creating a Grouped Frequency 
Distribution

Organizing a large amount of data into a grouped frequency distribution can help 
you see patterns in the data. With student test scores, for example, the first group 
might be scores less than or equal to 50, the second group might be 51 to 60, and 
so on, up to scores between 91 and 100. You can use the Excel FREQUENCY func-
tion to return the number of occurrences in each group:

FREQUENCY(data_array, bins_array)

FREQUENCY takes two arguments: data_array is the list of values you want to 
group; bins_array is the list of groupings (known as bins) you want to use. You 
enter FREQUENCY either as a dynamic array formula or as an old-fashioned array 
formula into the same number of cells as you have groups (for example, if you 
have six groups, you enter the formula into six cells). Here are the steps to follow:

1. Select the first cell where you want the grouped frequency distribution to 
appear.

If you want to enter the function as an old-fashioned array, select all the cells 
where you want the grouped frequency distribution to appear.

2. Type =frequency(.

3. Enter or select the items you want to group.

4. Type a comma and then enter or select the list of groupings.

When you create your frequency distribution, keep the number of groups 
reasonable: between five and ten is good. If you have too few or too many 
groups, you can lose your ability to convey information easily. Too few intervals 
can hide trends, and too many intervals can mask details. You should also keep 
your intervals simple. Intervals of 5, 10, or 20 are good because they are easy 
to understand. Start your interval with a value that’s divisible by the interval 
size, which will make your frequency distribution easy to read. Finally, all 
intervals should have the same number of values. Again, this makes your 
frequency distribution easy to understand.
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5. Type ).

6. Press Enter.

If you want to enter the function as an old-fashioned array, either hold down 
Ctrl+Shift and then click the Enter button or press Ctrl+Shift+Enter.

Excel enters the array formula and returns the number of items in each 
grouping. Figure 11-6 shows a FREQUENCY array formula entered into the 
range E3:E8.

Calculating the Variance
Part of your analysis might involve determining how, on average, some values 
deviate from the mean. One method is to take the difference each number varies 
from the mean, square those differences, sum those squares, and then divide by 
the number of values. The result is called the variance, and in Excel you calculate 
it using VAR.S or VAR.P:

VAR.S(number1[, number2, ...])
VAR.P(number1[, number2, ...])

Use VAR.S if your data represents a sample of a larger population; use VAR.P if 
your data represents the entire population. In both cases, you can enter up to 255 
arguments.

FIGURE 11-6: 
FREQUENCY tells 

you how many 
items in a range 

appear in 
each bin.
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For example, in the Product Defects worksheet, shown in Figure 11-7, I calculate 
the variance of the Defects column (D3:D19) with the following formula (see 
cell H3):

=VAR.P(D3:D19)

Calculating the Standard Deviation
I introduce the variance in the preceding section, but because the variance is a 
squared value, it’s difficult to interpret relative to the mean. Therefore, statisti-
cians often calculate the standard deviation, which is the square root of the 
variance.

If two data sets have a similar mean, the set with a higher standard deviation has 
more variable data. If your data is distributed normally, about 68 percent of the 
data is found within one standard deviation of the mean; about 95 percent is 
within two standard deviations; and about 99 percent is within three standard 
deviations.

FIGURE 11-7: 
VAR.P returns the 

variance of data 
that represents 

an entire 
population.
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To calculate the standard deviation, you can use the STDEV.S or STDEV.P function.

STDEV.S(number1[, number2, ...])
STDEV.P(number1[, number2, ...])

Use STDEV.S if your data is a sample of a population; use STDEV.P if your data is 
the entire population. In both cases, you can enter up to 255 arguments.

For example, in the Product Defects worksheet shown previously in Figure 11-7, 
I calculated the standard deviation of the Defects column (D3:D19) with the fol-
lowing formula (see cell H3):

=STDEV.P(D3:D19)

The relation of the values to each other in the data set affects the standard devia-
tion. For example, a single outlier can distort the standard deviation, and a data 
set consisting of identical values gives you a standard deviation of zero.

Finding the Correlation
Correlation is a measure of the relationship between two sets of data. For example, 
if you have monthly figures for advertising expenses and sales, you might wonder 
whether higher advertising expenses lead to more sales, that is, whether the two 
values are related.

Keep in mind that a correlation does not prove that one thing causes another. The 
most you can say is that one number varies with the other.

To find a correlation in Excel, you use the CORREL function:

CORREL(array1, array2)

CORREL takes two arguments: array1 and array2, which are two lists of num-
bers. CORREL returns the correlation coefficient, which is a number between –1 and 
1. The sign suggests whether the relationship is positive (+) or negative (–). See 
the following table to help interpret the result.
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Correlation 
Coefficient

Interpretation

1 The data sets are perfectly and positively correlated. For example, a 10 percent 
increase in advertising produces a 10 percent increase in sales.

Between 0 and 1 The data sets are positively correlated. The higher the number is, the higher the 
correlation is between the data.

0 No correlation exists between the data.

Between 0 and –1 The data sets are negatively correlated. The lower the number is, the more nega-
tively correlated the data is.

–1 The data sets have a perfect negative correlation. For example, a 10-percent 
increase in advertising leads to a 10-percent decrease in sales.

Figure 11-8 shows a worksheet that has advertising costs in the range C3:C14 and 
sales in the range D3:D14. Cell F3 calculates the correlation between these two 
ranges as follows:

=CORREL(C3:C14, D3:D14)

FIGURE 11-8: 
CORREL 

calculates the 
correlation 

between two sets 
of values.
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Chapter 12
Analyzing Data Using 
Descriptive Statistics

When you’re analyzing your Excel data using statistics, you can generate 
results that either describe something about the data or let you infer 
something about the data.

Describing the data, statistically speaking, means measuring various aspects of 
the data, including the sum, count, average, maximum, minimum, standard devi-
ation, and so on. All these measures fall under the heading of descriptive statistics.

Making inferences about the data means taking a subset of the total population 
(for example, people, products, or panda bears) and measuring various aspects of 
the data that enable you to reach conclusions — inferences — about the population 
as a whole. The tools and techniques that enable you to analyze your data in this 
way fall under the heading of inferential statistics.

IN THIS CHAPTER

 » Getting Excel’s Analysis ToolPak on 
the job

 » Generating oodles of descriptive 
statistics

 » Calculating moving averages, ranks, 
and percentiles

 » Generating random numbers, for 
some reason

 » Creating frequency distributions and 
histograms
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In this chapter, you dive into the useful world of descriptive statistics, particularly 
those you can generate with just a few clicks and keypresses using Excel’s power-
ful Analysis ToolPak add-in. For the inferential statistics fun, you’ll have to wait 
until Chapter 13.

Loading the Analysis ToolPak
You can get access to a number of powerful statistical analysis tools by loading 
Excel’s Analysis ToolPak add-in. The Analysis ToolPak consists of 19 statistical 
tools that calculate not only a basic set of descriptive statistics (such as the sum, 
average, and standard deviation) but also more sophisticated results, such as the 
moving average and the rank and percentile. You can also use the analysis tools to 
generate random numbers and frequency distributions, and to perform inferential 
statistical analysis, such as correlation and regression.

Many of these tools have equivalent worksheet functions. For example, you can 
calculate correlation using the CORREL function, rank and percentile using the 
RANK.* and PERCENTILE.* functions, and so on. However, each Analysis ToolPak 
tool displays a dialog box that makes it easier for you to configure the tool and 
select the options you need for your analysis.

If all that sounds too good to be true, know that using the Analysis ToolPak has a 
downside: All the tool results are static values, not formulas, so if your data 
changes, you need to run the tool all over again.

Here are the steps to plow through to load the Analysis ToolPak:

1. Choose File  ➪    Options.

The Excel Options dialog box appears.

2. Click Add-Ins.

3. In the Manage drop-down list, click Excel Add-ins and then click Go.

The Add-Ins dialog box appears.

4. Select the Analysis ToolPak check box, as shown in Figure 12-1, and then 
click OK.

Excel loads the Analysis ToolPak add-in.
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The Analysis ToolPak creates a new group named Analyze on the Ribbon’s Data 
tab. To use one of the Analysis ToolPak’s statistical tools, choose Data  ➪    Data 
Analysis. In the Data Analysis dialog box that appears (see Figure 12-2), click the 
tool you want to use and then click OK. Excel displays a dialog box for the tool. In 
the dialog box, specify the tool settings you want to use (the controls vary from 
tool to tool), and then click OK.

If you no longer need the Analysis ToolPak, you can disable the add-in to reduce 
clutter on the Ribbon’s Data tab and to save space on your computer’s hard drive. 
Follow Steps 1 through 3 to display the Add-Ins dialog box, deselect the Analysis 
ToolPak check box, and then click OK.

Generating Descriptive Statistics
You can speed up your data analysis by using the Descriptive Statistics tool to 
quickly generate up to 16 different statistical measurements. When you use this 
tool on a range of data, Excel assumes that you’re working with a sample of a 

FIGURE 12-1: 
Loading the 

Analysis ToolPak 
add-in.

FIGURE 12-2: 
The Analysis 

ToolPak’s tools 
appear in the 
Data Analysis 

dialog box.
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larger population and produces a table containing statistical calculations for that 
sample data, including the measures outlined in Table 12-1.

The sharp-eyed reader will have noticed two things about the Confidence Level 
statistic. First, that it’s slightly misnamed because it actually returns the confi-
dence interval, not the confidence level. Second, because it enables you to infer 
something about the population from the sample, it’s really an inferential statis-
tic, not a descriptive statistic.

TABLE 12-1 Measures Generated by the Descriptive Statistics Tool
Measure What It Returns

Mean The average of the sample data.

Standard 
Error

The standard error of the sample data, which is a measure of how much the sample data’s 
mean deviates from the population’s mean.

Median The middle value in the sample data (that is, the value that separates the largest half of the 
values from the smallest half of the values).

Mode The most common value (if one exists) in the sample data.

Standard 
Deviation

The standard deviation measure of the sample data. This is a measure of the relative 
spread of the data: A larger standard deviation means that the data is more spread out; a 
smaller standard deviation means that the data is bunched together.

Sample 
Variance

The variance for the sample data. The variance is the square of the standard deviation.

Kurtosis A measure that indicates whether the curve formed by the sample data (if you charted it) is 
peaked (positive kurtosis) or flat (negative kurtosis).

Skewness A measure that indicates whether the curve formed by the charted sample data is bunched 
below the mean (positive skewness) or above the mean (negative skewness).

Range The difference between the largest and smallest values in the sample data.

Minimum The smallest value in the sample data.

Maximum The largest value in the sample data.

Sum The total of all the values in the sample data.

Count The number of values in the sample data.

Largest(X) The Xth largest value in the sample data.

Smallest(X) The Xth smallest value in the sample data.

Confidence 
Level(X%)

The confidence interval for the mean, which is the sample mean plus or minus the returned 
value. There is X% probability that the mean value for the population data falls within the 
confidence interval.
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No matter; here are the steps to follow to generate all these statistics for 
your data:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

2. In the Analysis Tools list, select Descriptive Statistics and then click OK.

The Descriptive Statistics dialog box appears.

3. In the Input Range box, specify the range of cells you want to analyze.

Most data will be in columns, but if your data is in rows, be sure to select the 
Rows radio button. Also, if your data range has labels, select the Labels in First 
Row check box (or the Labels in First Column check box, if your data is in rows).

4. To specify a location for the output data, select the Output Range radio 
button and then type or click the upper-left corner of the output range.

Alternatively, you can select New Worksheet Ply to plop the stats in a new 
worksheet or select New Workbook to create an entirely new file for the 
results.

5. Select the Summary Statistics check box.

This tells Excel to generate the mean, standard error, median, mode, standard 
deviation, sample variance, kurtosis, skewness, range, minimum, maximum, 
sum, and count.

6. To calculate the confidence interval, select the Confidence Level for 
Mean check box and then type the confidence level in the text box.

Remember that the confidence level is the probability that the population 
mean falls with the calculated confidence interval of the sample mean. The 
default confidence level of 95% is fine for most uses.

7. To calculate the Kth largest value in the sample data, select the Kth 
Largest check box and then type a value for K in the text box.

8. To calculate the Kth smallest value in the sample data, select the Kth 
Smallest check box and then type a value for K in the text box.

Figure 12-3 shows a completed version of the Descriptive Statistics dialog box.

9. Click OK.

Excel calculates the descriptive statistics and then displays them in the location 
you specified in Step 4. Figure 12-4 shows an example. In this case, the sample 
data is the Defects column of the table (D3:D22).

For easier analysis, you need to format the Descriptive Statistics tool’s results. 
Select the output range, click the Home tab, and select Number in the Number 
Format list.
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Calculating a Moving Average
A moving average smooths a data series by averaging the series values over a spec-
ified number of preceding periods. For example, a seven-day moving average 
takes the average of the first seven days; then, for each subsequent day to the end 
of the series, calculates a new average based on the previous seven days (days two 

FIGURE 12-3: 
The Descriptive 
Statistics dialog 

box, ready to run.

FIGURE 12-4: 
The statistics 

generated by the 
Descriptive 

Statistics tool.
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through eight, days three through nine, and so on). In this example, seven is 
called the interval of the moving average.

Using a moving average can reveal trends that are masked when you use a simple 
average because a simple average gives equal weight to each value. A moving 
average weighs recent values equally and ignores older values, thereby enabling 
you to spot trends. You can use a moving average to forecast sales, stock prices, or 
other trends.

Follow these steps to crank out some moving averages for your data:

1. Choose Data  ➪    Data Analysis.

Excel displays the Data Analysis dialog box.

2. In the Analysis Tools list, select Moving Average and then click OK.

The Moving Average dialog box shows up.

3. In the Input Range box, specify the range of cells you want to analyze.

Your range reference should use absolute cell addresses, where you precede 
both the column letter and the row number with $, as in $C$2:$C$121.

If your data range has labels, select the Labels in First Row check box.

4. In the Interval text box, enter the interval you want to use for the moving 
average.

5. In the Output Range box, enter (or click the upper-left corner of) the 
range where you want the results to appear.

Alternatively, you can select New Worksheet Ply to plop the stats in a new 
worksheet or select New Workbook to create a new file for the results.

6. (Optional) To display a chart that plots the moving average results, select 
the Chart Output check box.

7. (Optional) If you want to calculate standard errors for the data, select the 
Standard Errors check box.

Excel places standard error values next to the moving average values.

Figure 12-5 shows a completed version of the Moving Average dialog box.

8. Click OK.

Excel calculates the moving averages and then displays them in the location 
you specified in Step 5, as shown in Figure 12-6. In this case, the sample data is 
the Actual column of the worksheet (C2:C:121). In this example, cell D13 
shows the moving average for cells C2 through C13.
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When you use the Moving Average tool, the first few values in the column contain 
the value #N/A (see, for example, the range D2:D12 in Figure 12-6). The number of 
cells that contain #N/A is one less than the number specified for the Interval value 
because for those initial cells, Excel doesn’t yet have enough values to calculate 
the moving average.

To use a formula to create a custom moving average of interval n using the AVERAGE 
function, enter the initial formula =AVERAGE(range), where range is a reference 
to the first n values in the series. Be sure to use relative references in the range 
coordinates. That way, when you fill the formula down to the subsequent cells to 
the end of the series, Excel updates the formula to automatically create a moving 
average. Thanks!

FIGURE 12-5: 
The Moving 

Average dialog 
box, good to go.

FIGURE 12-6: 
Some moving 

averages 
generated by 

the Moving 
Average tool.
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Determining Rank and Percentile
One common form of data analysis is calculating where an item ranks relative to 
the other items in a group. For example, in a data set that shows the number of 
product defects by workgroup, you might want to find out how one group’s defects 
total ranks in relation to the other groups. You might also want to calculate the 
percentile, which is the percentage of items in the sample that are at the same level 
or a lower level than a given value.

As I talk about in Chapter 11, you can calculate the rank using Excel’s RANK.EQ 
and RANK.AVG functions, and you can calculate the percentile using the 
PERCENTILE.EXC and PERCENTILE.INC functions. These are perfectly good work-
sheet functions, but if you don’t mind using static results, you can calculate these 
values faster and with less effort by using the Analysis ToolPak’s Rank and 
Percentile tool.

Here’s how it works:

1. Choose Data  ➪    Data Analysis.

Excel opens the Data Analysis dialog box.

2. In the Analysis Tools list, select Rank and Percentile and then click OK.

Excel opens the Rank and Percentile dialog box.

3. In the Input Range box, specify the range of cells you want to analyze.

If your data is in rows, be sure to select the Rows radio button. Also, if your 
data range has labels, select the Labels in First Row check box (or the Labels in 
First Column check box, if your data is in rows).

4. In the Output Range box, enter or click the upper-left corner of the range 
where you want the results to appear.

Alternatively, you can select New Worksheet Ply to toss the stats into a new 
worksheet or select New Workbook to create a new file to hold the results.

Figure 12-7 shows a completed version of the Rank and Percentile dialog box.

5. Click OK.

Excel calculates the rank and percentile values and displays them in the 
location you specified in Step 4, as shown in Figure 12-8. In this case, the 
sample data is the Defects column of the worksheet (D3:D:22).

Excel creates a four-column table containing the rank and percentile data. 
Table 12-2 explains what each column tells you.
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FIGURE 12-7: 
A completed 

version of the 
Rank and 

Percentile 
dialog box.

FIGURE 12-8: 
The product 

defects with their 
respective ranks 
and percentiles.

TABLE 12-2 The Rank and Percentile Tool’s Output Columns
Column Description

Point The location of the data value within the specified input range. For example, if the value was 
originally the third numeric value in the input data, the point value is 3.

Column 
Name

The input values, sorted based upon their ranking. Column Name refers to the name of the 
original input data column.

Rank The rank for each input value, with 1 being the highest-ranking value in the list.

Percent The percentile result for each input value.
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Generating Random Numbers
When you’re building a data-analysis model in Excel, that model won’t be worth 
a hill of beans if it doesn’t contain any data so that you can take the model for a 
test drive. If you don’t have data lying around, you can enter some placeholder 
test values by hand, but that’s way too much work. Fortunately, you can skip that 
tedious and time-consuming chore in favor of a faster and more efficient approach: 
the Analysis ToolPak’s Random Number Generation tool, which is happy to gen-
erate a set of random values for your model.

True, Excel offers worksheet functions for generating random numbers, but 
these functions, although useful, have limited capabilities. For example, the RAND 
function generates random numbers between 0 and 1, and the RANDBETWEEN 
function generates random numbers between two specified values. If either func-
tion provides what you need for your data, go for it.

However, in many cases, the numbers coughed up by RAND and RANDBETWEEN 
aren’t useful because they aren’t realistic. For example, if your data model uses 
student test scores, random numbers between, say, 40 and 100 are unrealistic 
because student scores are almost always distributed as a bell curve, with most of 
the result bunched in the middle, and just a few results on the high and low ends.

To help you get more realistic random numbers, the Random Number Generation 
tool enables you to generate random values using various distributions that specify 
the pattern of the values. Here’s a quick look:

 » Uniform: Generates numbers with equal probability from the range of values 
you provide (which makes the Uniform distribution similar to the 
RANDBETWEEN worksheet function).

 » Normal: Produces numbers in a bell curve distribution based on a mean and 
standard deviation.

 » Bernoulli: Generates a random series of 1s and 0s based on the probability of 
success on a single trial.

 » Binomial: Generates random numbers characterized by the probability of 
success over a number of trials.

 » Poisson: Generates random numbers based on the probability of a desig-
nated number of events occurring in a time frame.

 » Patterned: Generates random numbers according to a pattern given by a 
lower and upper bound, step value, and repetition rate.

 » Discrete: Generates random numbers from a series of values and probabili-
ties for these values.



256      PART 3  Discovering Advanced Data-Analysis Tools

Don’t worry if you don’t understand all these distributions or if you aren’t sure 
how to even pronounce some of them. Feel free to experiment with each one to see 
the results you get.

Here are the steps to follow to use the Random Number Generation tool:

1. Choose Data  ➪    Data Analysis.

Excel displays the Data Analysis dialog box.

2. In the Analysis Tools list, select Random Number Generation and then 
click OK.

The Random Number Generation dialog box appears.

3. Specify how many random numbers you want to generate.

In the Number of Variables text box, enter how many random number sets 
you want. This is the number of columns that will appear in the generated 
output.

In the Number of Random Numbers text box, enter how many random 
numbers you want in each set. This is the number of rows that will appear in 
the generated output.

4. In the Distribution list, select the type of distribution you want to use.

5. Use the controls in the Parameters group to specify the distribution 
parameters.

The options you see depend on the distribution you selected in Step 4. For 
example, the Random Number Generation dialog box shown in Figure 12-9 
shows the Normal distribution selected, so the parameters are a mean value 
and a standard deviation.

6. (Optional) In the Random Seed text box, enter a starting point for the 
random number generation.

You have the option of entering a value that Excel will use to start its genera-
tion of random numbers. The benefit of using a Random Seed value, as Excel 
calls it, is that you can later produce the same set of random numbers by 
planting the same “seed.”

7. In the Output Range box, enter (or click the upper-left corner of) the 
range where you want the random numbers to appear.

Alternatively, you can select New Worksheet Ply to add the random numbers 
to a new worksheet or select New Workbook to create a new file for the 
output.
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8. Click OK.

Excel generates the random numbers and then displays them in the location 
you specified in Step 7, as shown in Figure 12-10.

FIGURE 12-9: 
The parameters 
change depend-

ing on the 
Distribution 

value.

FIGURE 12-10: 
Random test 

scores generated 
by the Random 

Number 
Generation tool.
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Creating a Frequency Distribution
When analyzing a large amount of data, you might require a frequency distribution, 
which organizes the data into numeric ranges called bins and then tells you the 
number of observations that fall in each bin. For example, when analyzing student 
grades, you might want to know the number of students who received grades 
between 90 and 100, between 80 and 89, between 70 and 79, and so on.

Although you could generate a frequency distribution using Excel’s FREQUENCY 
function (as I describe in Chapter 11), Excel offers an easier and faster method: the 
Analysis ToolPak’s Histogram tool. This tool requires two worksheet ranges: the 
input range of observations and the bin range, which is a range of numbers in which 
each number defines a boundary of the bin. In Figure  12-11, for example, the 
grades in column C (C3:C48) are the input range, and the numbers in column E 
(E3:E8) are the bin range. In this case, there are six bins: 0–50, 51–60, 61–70, 
71–80, 81–90, and 91–100.

Why is it called the Histogram tool and not, say, the Frequency Distribution tool? 
No idea. However, I can tell you that a histogram is a chart of a frequency distribu-
tion and, as I show in the steps that follow, the Histogram tool does offer an 
option for including a chart in the output.

FIGURE 12-11: 
A worksheet with 

student grades 
and a bin range 

for the 
distribution.
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Here are the steps to follow to create a frequency distribution using the Histogram 
tool:

1. Choose Data  ➪    Data Analysis.

Excel displays the Data Analysis dialog box.

2. In the Analysis Tools list, select Histogram and then click OK.

The Histogram dialog box appears.

3. In the Input Range box, specify the range of cells you want to analyze.

4. In the Bin Range box, specify the range of cells that contain your bins.

If your input and bin ranges have labels, select the Labels check box.

5. In the Output Range box, enter (or click the upper-left corner of) the 
range where you want the results to appear.

Alternatively, you can select New Worksheet Ply to add the frequency distribution 
to a new worksheet or select New Workbook to create a new file for the output.

6. (Optional) Customize the histogram.

Select the Pareto (Sorted Histogram) check box to have Excel sort the bins in 
descending order.

Select the Cumulative Percentage check box to have Excel add a Cumulative % 
column to the output. This column adds the bin percentages as it moves down 
the bins.

Select the Chart Output check box to have Excel include a histogram chart with 
the frequency distribution. If you selected the Cumulative Percentage check box, 
Excel also includes in the histogram a line showing the cumulative percentages.

Figure 12-12 shows a ready-to-roll version of the Histogram dialog box.

FIGURE 12-12: 
The Histogram 
dialog box, all 

dressed up.
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7. Click OK.

Excel calculates the frequency distribution and then displays the bin frequen-
cies in the location you specified in Step 5, as shown in Figure 12-13. In this case, 
the bin values are repeated in column G, the frequencies appear in column H, 
and (because I selected the Cumulative Percentage check box in Figure 12-12) 
the cumulative percentages in column I. Figure 12-13 also shows an example 
histogram (because I selected the Chart Output check box in Figure 12-12).

FIGURE 12-13: 
A frequency 

distribution and 
histogram for 
some student 

grades.
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Chapter 13
Analyzing Data Using 
Inferential Statistics

In this chapter, I talk about some of the more sophisticated tools provided by the 
Excel Analysis ToolPak add-in: Sampling, t-Test, z-Test, Scatter Plot, 
Regression, Correlation, ANOVA, and f-Test. With these tools, you can perform 

inferential statistics, which you use to first look at a set of sample observations 
drawn from a population and then draw conclusions — that is, make inferences —  
about the population’s characteristics. (To read about the simpler descriptive sta-
tistical tools that Excel supplies in the Analysis ToolPak add-in, skip back to 
Chapter 12. You should jump back to Chapter 12 also to learn how to install the 
Analysis ToolPak add-in, if you haven’t done so already.)

It’s worth pointing out right off the top that to use these tools, you need to have a 
decent background in statistics. I’m talking a good basic statistics course in col-
lege or graduate school, and perhaps even a follow-up course. Armed with this 
reasonable knowledge of statistics and a bit of patience, you can use all these tools 
to good advantage.

IN THIS CHAPTER

 » Sampling data

 » Discovering Excel’s t-Test and z-Test 
tools

 » Doing a regression analysis and 
determining the correlation

 » Implementing the ANOVA data-
analysis tools

 » Comparing variances with the 
f-Test tool
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Sampling Data
With the Sampling tool that’s part of the Analysis ToolPak, you can select items 
from a data set either randomly or regularly, with regular meaning that you select 
every nth item. Why would you want to do such a thing? The most common reason 
is that your full data set (the population) is huge, so analyzing it would take too 
much time and use up too many computing resources. So instead, you extract a 
sample and then use this chapter’s inferential statistical techniques on the sample 
to draw conclusions about the population.

For example, suppose that as part of an internal audit, you want to randomly 
select 20 orders from a table of invoices. Why, that’s a perfect task for the Sam-
pling tool! As an example, I use the table of invoices shown in Figure 13-1.

To sample items from a worksheet like the one shown in Figure 13-1, take the fol-
lowing steps:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

2. In the Analysis Tools list, select Sampling and then click OK.

The Sampling dialog box appears.

FIGURE 13-1: 
A table of invoice 
data from which 
you might select 

a sample.
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3. In the Input Range box, specify the range of cells from which you want to 
extract your sample.

The range you select must contain only numeric values. If your data range has 
a label, select the Labels check box.

4. Choose a sampling method.

Excel provides two sampling methods for extracting items in your data set:

• Periodic: Extracts every nth item from the data set, such as every fifth item 
or every tenth item. To use this method, select the Periodic radio button 
and then enter the period you want to use in the Period text box.

• Random: Extracts items randomly from the data set. To use this method, 
select the Random radio button and then enter the number of items that 
you want to extract in the Number of Samples text box.

5. To specify a location for the output data, select the Output Range radio 
button and then type (or click the upper-left corner of) the output range.

Alternatively, you can select New Worksheet Ply to plop the sample in a new 
worksheet or select New Workbook to create a new file for the results.

Figure 13-2 shows a completed version of the Sampling dialog box. In this case, 
I ask for a random sample of 20 items from Q2:Q1060, which is the Quantity 
column in the Invoices table, to be output to a new worksheet.

6. Click OK.

Excel extracts the sample and displays it in the location you specified in Step 5. 
Figure 13-3 shows an example.

FIGURE 13-2: 
The Sampling 

dialog box, ready 
to sample.
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Using the t-Test Tools
The Excel Analysis ToolPak add-in provides three tools for working with t-values 
and t-tests, which can be useful when you want to make inferences about very 
small data sets:

 » t-Test: Paired Two Sample for Means

 » t-Test: Two-Sample Assuming Equal Variances

 » t-Test: Two-Sample Assuming Unequal Variances

Briefly, here’s how these three tools work. For the sake of illustration, assume 
that you’re working with the values shown in Figure 13-4. The worksheet range 
A1:A21 contains the first set of values. The worksheet range B1:B21 contains the 
second set of values.

To perform a t-test calculation, follow these steps:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

FIGURE 13-3: 
The sample 

extracted by the 
Sampling tool.
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2. In the Analysis Tools list, select the t-Test tool you want to use and then 
click OK.

• t-Test: Paired Two Sample for Means: Choose this tool when you want to 
perform a paired two-sample t-test.

• t-Test: Two-Sample Assuming Equal Variances: Choose this tool when 
you want to perform a two-sample test and you have reason to assume 
that the variances of both samples equal each other.

• t-Test: Two-Sample Assuming Unequal Variances: Choose this tool 
when you want to perform a two-sample test, but you assume that the two 
sample variances are unequal.

Excel displays the corresponding t-test dialog box. Figure 13-5 shows the t-Test: 
Two-Sample Assuming Equal Variances dialog box. The other t-test dialog 
boxes are similar.

3. In the Variable 1 Range and Variable 2 Range input text boxes, identify 
the sample values by telling Excel in what worksheet ranges you’ve 
stored the two samples.

Enter a range address in these text boxes, or click in the text box and then 
select a range by clicking and dragging. If the first cell in the variable range 
holds a label and you want to include the label in your range selection, select 
the Labels check box.

FIGURE 13-4: 
Some sample 

data you can use 
to perform t-test 

calculations.
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4. Use the Hypothesized Mean Difference text box to indicate whether you 
hypothesize that the means are equal.

If you think that the means of the samples are equal, either enter 0 (zero) in 
this text box or leave the text box empty. If you hypothesize that the means are 
not equal, enter the mean difference.

5. In the Alpha text box, state the confidence level for your t-test 
calculation.

The confidence level is between 0 and 1. By default, the confidence level is 
equal to 0.05, which is equivalent to a 5-percent confidence level.

6. In the Output Options section, indicate where the t-Test tool results 
should be stored.

Select one of the radio buttons and enter information in the text boxes to 
specify where Excel should place the results of the t-test analysis. For example, 
to place the t-test results into a range in an existing worksheet, select the 
Output Range radio button and then identify the range address in the Output 
Range text box. If you want to place the t-test results someplace else, select 
one of the other radio buttons.

7. Click OK.

Excel calculates the t-test results. Figure 13-6 shows the t-test results for a 
Two-Sample Assuming Equal Variances test. The t-test results show the mean 
for each of the data sets, the variance, the number of observations, the pooled 
variance value, the hypothesized mean difference, the degrees of freedom 
(abbreviated as df), the t-value (or t-stat), and the probability values for one-tail 
and two-tail tests.

FIGURE 13-5: 
The t-Test: 

Two-Sample 
Assuming Equal 

Variances 
dialog box.
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Performing a z-Test
If you know the variance or standard deviation of the underlying population, you 
can calculate z-test values by using the Analysis ToolPak’s z-Test: Two Sample 
for Means tool. You might typically work with z-test values to calculate confi-
dence levels and confidence intervals for normally distributed data. To perform a 
z-test, take these steps:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

2. In the Analysis Tools list, select the z-Test: Two Sample for Means tool and 
then click OK.

Excel displays the z-Test: Two Sample for Means dialog box.

3. In the Variable 1 Range and Variable 2 Range text boxes, identify the 
sample values by telling Excel in what worksheet ranges you’ve stored 
the two samples.

Enter a range address in the text boxes, or click in the text box and then select 
a range by clicking and dragging. If the first cell in the variable range holds a 
label and you want to include the label in your range selection, select the 
Labels check box.

FIGURE 13-6: 
The results of 

a t-test.
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4. Use the Hypothesized Mean Difference text box to indicate whether you 
hypothesize that the means are equal.

If you think that the means of the samples are equal, enter 0 (zero) into this 
text box or leave the text box empty. If you hypothesize that the means are not 
equal, enter the difference.

5. In the Variable 1 Variance (Known) and Variable 2 Variance (Known) text 
boxes, provide the population variance for the first and second samples.

6. In the Alpha text box, state the confidence level for your z-test 
calculation.

The confidence level is between 0 and 1. By default, the confidence level equals 
0.05 (equivalent to a 5-percent confidence level).

7. In the Output Options section, indicate where the z-Test tool results 
should be stored.

To place the z-test results into a range in an existing worksheet, select the 
Output Range radio button and then identify the range address in the Output 
Range text box. If you want to place the z-test results someplace else, use one 
of the other radio buttons.

Figure 13-7 shows a completed version of the dialog box (using the same 
sample data shown previously in Figure 13-4).

8. Click OK.

Excel calculates the z-test results. Figure 13-8 shows the z-test results for a Two 
Sample for Means test. The z-test results show the mean for each of the data 
sets, the variance, the number of observations, the hypothesized mean 
difference, the z-value, and the probability values for one-tail and two-tail tests.

FIGURE 13-7: 
The z-Test: Two 

Sample for Means 
dialog box.
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Determining the Regression
In Chapter 10, I talk about adding trend lines to scatter charts to help you visualize 
the overall trend of your data. You can move beyond the visual regression analysis 
that the scatter plot technique provides by using the Analysis ToolPak’s Regres-
sion tool. For example, say that you used the scatter plotting technique, as I 
describe earlier, to begin looking at a simple data set. And, after that initial exam-
ination, suppose that you want to look more closely at the data by using full-
blown, take-no-prisoners regression. To perform regression analysis by using the 
Regression tool, do the following:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

2. In the Analysis Tools list, select the Regression tool and then click OK.

Excel displays the Regression dialog box.

3. Identify your Y and X values.

In the Input Y Range text box, identify the worksheet range holding your 
dependent variables. Then in the Input X Range text box, identify the work-
sheet range reference holding your independent variables.

If your input ranges include labels, select the Labels check box.

FIGURE 13-8: 
The z-test 

calculation 
results.



270      PART 3  Discovering Advanced Data-Analysis Tools

4. (Optional) Set the constant to zero.

If the regression line should start at zero — in other words, if the dependent 
value should equal zero when the independent value equals zero — select the 
Constant Is Zero check box.

5. (Optional) Calculate a confidence level in your regression analysis.

To do this, select the Confidence Level check box and then (in the Confidence 
Level text box) enter the confidence level you want to use.

6. Select a location for the regression analysis results.

Use the Output Options radio buttons and text boxes to specify where Excel 
should place the results of the regression analysis. To place the regression 
results into a range in an existing worksheet, for example, select the Output 
Range radio button and then identify the range address in the Output Range 
text box. To place the regression results someplace else, select one of the 
other radio buttons.

7. Identify what data you want returned.

In the Residuals area, select check boxes to specify what residuals results you 
want returned as part of the regression analysis.

Similarly, select the Normal Probability Plots check box to add normal probabil-
ity information to the regression analysis results.

Figure 13-9 shows a completed version of the dialog box.

FIGURE 13-9: 
The completed 

Regression 
dialog box.
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8. Click OK.

Figure 13-10 shows a portion of the regression analysis results including three 
stacked visual data plots. A range supplies some basic regression statistics, 
including the R-square value, the standard error, and the number of observa-
tions. Below that information, the Regression tool supplies analysis of variance 
(or ANOVA) data, including information about the degrees of freedom, 
sum-of-squares value, mean square value, the f-value, and the significance of 
F. Beneath the ANOVA information, the Regression tool supplies information 
about the regression line calculated from the data, including the coefficient, 
standard error, t-stat, and probability values for the intercept — as well as the 
same information for the independent variable, which is the number of ads in 
the example I discuss here. Excel also plots some of the regression data using 
simple scatter charts. In Figure 13-10, for example, Excel plots residuals, 
predicted dependent values, and probabilities.

Calculating the Correlation
The Correlation analysis tool (which is available also through the Analysis Tool-
Pak) quantifies the relationship between two sets of data. You might use this tool 
to explore such things as the effect of advertising on sales, for example. To use the 
Correlation analysis tool, follow these steps:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

FIGURE 13-10: 
The regression 

analysis results.
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2. In the Analysis Tools list, select the Correlation tool and then click OK.

Excel displays the Correlation dialog box.

3. Identify the range of X and Y values that you want to analyze.

In the Input Range box, identify the worksheet range holding your data.

Excel assumes that your data is in columns, so it automatically selects the 
Columns radio button in the Grouped By section. If your data is in rows, select 
the Rows radio button instead. If the input range includes labels in the first row 
(or first column), select the Labels in First Row (or Labels in First Column) 
check box.

4. Select an output location.

In the Output Options radio buttons and text boxes, specify where Excel 
should place the results of the correlation analysis. To place the correlation 
results into a range in an existing worksheet, select the Output Range radio 
button and then identify the range address in the Output Range text box. To 
place the correlation results someplace else, select one of the other radio 
buttons.

Figure 13-11 shows a completed version of the dialog box.

5. Click OK.

Excel calculates the correlation coefficient for the data that you identified and 
places it in the specified location. Figure 13-12 shows the correlation results for 
list price versus units sold. The key value is shown in cell E3. The value –0.96666 
suggests that a strong negative correlation exists between list price and units 
sold. That is, as the list price goes up, the unit sales go down.

FIGURE 13-11: 
The completed 

Correlation 
dialog box.
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Calculating the Covariance
The Covariance tool, available also through the Analysis ToolPak add-in, quanti-
fies the relationship between two sets of values. The Covariance tool calculates the 
average of the product of deviations of values from the data set means.

To use this tool, follow these steps:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

2. In the Analysis Tools list, select the Covariance tool and then click OK.

Excel displays the Covariance dialog box.

3. Identify the range of X and Y values that you want to analyze.

In the Input Range box, identify the worksheet range holding your data.

Excel assumes that your data is in columns, so it automatically selects the 
Columns radio button in the Grouped By section. If your data is in rows, select 
the Rows radio button instead. If the input range includes labels in the first row 
(or first column), select the Labels in First Row (or Labels in First Column) 
check box.

4. Select an output location.

Use the Output Options radio buttons and text boxes to specify where Excel 
should place the results of the covariance analysis. To place the results into a 
range in an existing worksheet, select the Output Range radio button and then 
identify the range address in the Output Range text box. If you want to place the 
results someplace else, select one of the other Output Options radio buttons.

Figure 13-13 shows a completed version of the dialog box.

FIGURE 13-12: 
The worksheet 

showing the 
correlation 

results for the list 
price and units 

sold data.



274      PART 3  Discovering Advanced Data-Analysis Tools

5. Click OK after you select the output options.

Excel calculates the covariance information for the data that you identified and 
places it in the specified location. Figure 13-14 shows the covariance results for 
the list price and units sold data.

Using the Anova Tools
The Analysis ToolPak add-in also provides three Anova (analysis of variance) 
tools: Anova: Single Factor, Anova: Two-Factor with Replication, and Anova: 
Two-Factor without Replication. With the Anova tools, you can compare sets of 
data by looking at the variance of values in each set.

FIGURE 13-13: 
The completed 

Covariance 
dialog box.

FIGURE 13-14: 
The worksheet 

showing the 
covariance results 

for the list price 
and units sold 

data.
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Here are the steps to follow to use an Anova tool:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

2. Use the Analysis Tools list to select the Anova tool you want to work with 
and then click OK.

Excel displays the corresponding Anova dialog box.

3. Describe the data to be analyzed.

In the Input Range box, identify the worksheet range holding your data.

Excel assumes that your data is in columns, so it automatically selects the 
Columns radio button in the Grouped By section. If your data is in rows, select 
the Rows radio button instead. If the input range includes labels in the first row 
(or first column), select the Labels in First Row (or Labels in First Column) 
check box.

4. Specify the location for the Anova results.

Use the Output Options buttons and boxes to specify where Excel should place 
the results of the analysis. If you want to place the results into a range in an 
existing worksheet, for example, select the Output Range radio button and 
then identify the range address in the Output Range text box. To place the 
results someplace else, select one of the other Output Options radio buttons.

Figure 13-15 shows a completed version of the Anova: Single Factor dialog box.

5. Click OK.

Excel returns the Anova calculation results, as shown in Figure 13-16.

FIGURE 13-15: 
The completed 

Anova: Single 
Factor dialog box.
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Performing an f-Test
The Excel Analysis ToolPak add-in also provides a tool for calculating two-sample 
f-test calculations. An f-test analysis enables you to compare variances from two 
populations.

Here are the steps to follow to use the f-Test tool:

1. Choose Data  ➪    Data Analysis.

The Data Analysis dialog box appears.

2. In the Analysis Tools list, select the F-Test Two-Sample for Variances tool 
and then click OK.

Excel displays the F-Test Two-Sample for Variances dialog box.

3. In the Variable 1 Range and Variable 2 Range input text boxes, identify 
the sample values by telling Excel in what worksheet ranges you’ve 
stored the two samples.

Enter a range address into these text boxes, or click in the text box and then 
select a range by clicking and dragging. If the first cell in the variable range 
holds a label and you want to include the label in your range selection, select 
the Labels check box.

4. In the Alpha text box, state the confidence level for your t-test 
calculation.

The confidence level is between 0 and 1. By default, the confidence level is 
equal to 0.05, which is equivalent to a 5-percent confidence level.

FIGURE 13-16: 
The worksheet 

showing the 
Anova results for 
the list price and 

units sold data.
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5. Describe the location for the f-test results.

Use the Output Options buttons and boxes to specify where Excel should place 
the results of the f-test analysis. If you want to place the results into a range in 
an existing worksheet, for example, select the Output Range radio button and 
then identify the range address in the Output Range text box. To place the 
results someplace else, select one of the other Output Options radio buttons.

Figure 13-17 shows a completed version of the F-Test Two-Sample for 
Variances dialog box.

6. Click OK.

Excel returns the f-test calculation results, as shown in Figure 13-18.

An f-test analysis tests to see whether two population variances equal each other. 
Essentially, the analysis compares the ratio of two variances. The assumption is 
that if variances are equal, the ratio of the variances should equal 1.

FIGURE 13-17: 
The completed 

F-Test Two- 
Sample for 

Variances 
dialog box.

FIGURE 13-18: 
The worksheet 

showing  
the F-Test  

Two- Sample for 
Variances results 

for the list price 
and units 
sold data.
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Chapter 14
Ten Things You Ought 
to Know about Statistics

A big part of the “analysis” portion of “data analysis” involves things like 
counting, averaging, adding, and standard deviation-ing the data. In a 
word, much of data analysis involves statistics. Here’s the thing about 

statistics, though: After you get beyond the basics, it’s a subject that gets compli-
cated in a hurry. Fortunately, you can leap gazelle-like over many of these early 
statistics hurdles by learning a few basics, and that’s what this chapter is 
all about.

And when I say “basics,” I mean basics. In the paragraphs that follow, you won’t 
see any mention of statistical esoterica such as chi-squared distributions and 
Fourier analysis. There are no Greek letters in this chapter.

If you’ve never been exposed to statistics in school or a decade or two have passed 
since you were, you should find some useful background here to help you use 
some of the statistical tools that Excel provides.

IN THIS CHAPTER

 » A description of descriptive statistics

 » Why averages aren’t as simple as 
they might seem

 » Some observations about 
observations

 » Making sense (to a point) of 
inferential statistics

 » Mercifully brief looks at probability 
distributions and confidence 
intervals
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Descriptive Statistics Are Straightforward
The first thing that you ought to know about statistics is that some statistical 
analysis and some statistical measures are pretty darn straightforward. Descrip-
tive statistics, which include things such as the PivotTable cross-tabulations 
(presented in Chapters 6 through 8), as well as some of the statistical functions, 
make sense even to those of us who don’t have a PhD in math.

For example, if you sum a set of values, you get a sum. Pretty easy, right? And 
finding the biggest value or the smallest value in a set of numbers is straightfor-
ward, too.

I mention this point about descriptive statistics because people often freak out 
when they hear the word statistics. That’s too bad, because many of the most use-
ful statistical tools available to you are simple, easy-to-understand descriptive 
statistics.

Averages Aren’t So Simple Sometimes
Here’s a weird thing that you might remember if you ever took a statistics class. 
When someone uses the term average, what the person usually refers to is the 
most common average measurement, which is a mean. But you should know that 
several other commonly accepted average measurements exist, including mode, 
median, and some special mean measurements such as the geometric mean and 
harmonic mean.

I want to quickly cover some of these, not because you need to know all this stuff, 
but because understanding that the term average is imprecise makes some of the 
discussions in this book and much of Excel’s statistical functionality more 
comprehensible.

To make this discussion more concrete, assume that you’re looking at a small set 
of values: 1, 2, 3, 4, 5. The mean in this small set of values is 3, which you calculate 
by adding all the numbers in the set (1+2+3+4+5) and then dividing this sum (15) 
by the total number of values in the set (5).

Two other common average measurements are mode and median. I start with 
the  discussion of the median measurement because it’s readily understood 
using the data set that I introduce in the preceding paragraph. In a sorted data set, 
the median is the middle value in the sense that there are the same number of 
values equal to or larger than the median as there are values equal to or smaller 
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than the median. In the data set 1, 2, 3, 4, 5, the median is 3. Why? Because this 
data set has two larger values (4 and 5) and two smaller values (1 and 2). In a 
slightly trickier example, in the data set 1, 1, 3, 3, 3, 3, 5, the second 3 is the median 
because it has three equal or larger values and three equal or smaller values.

When you have an even number of values in your data set, you calculate the 
median by averaging the two middle values. For example, the data set 1, 2, 3, and 4 
has no middle value. Add the two middle values — 2 and 3 — and then divide by 2. 
This calculation produces a median value of 2.5. With the median value of 2.5, half 
the values in the data set are equal to or larger than the median value, and half the 
values in the data set are equal to or smaller the median value.

The mode measurement is a third common average. The mode is the value that 
appears most often in the data set. For example, consider the data set 1, 2, 2, 2, 3, 
5, 5. The values 1 and 3 occur only once, the value 5 occurs twice, but the value 2 
occurs three times. That means 2 appears the most often, so the mode of this data 
set is 2. Note that it’s possible for a data set to have no mode if all the values 
are unique.

As I mentioned, other common statistical measures of the average exist. The mean 
measurement that I refer to earlier in this discussion is actually an arithmetic 
mean because the values in the data set get added together arithmetically as part 
of the calculation. You can, however, combine the values in other ways. Financial 
analysts and scientists sometimes use a geometric mean, for example. There’s 
also something called a harmonic mean.

You don’t need to know about (much less understand) these other average mea-
surements, but you should remember that using the term average by itself is 
imprecise because there are so many ways to calculate an average. Make sure that 
people know what type of average you’re using. What if someone else uses the 
term average without specifying the type? That person is probably referring to 
the mean, but you can’t be certain, and a lack of certainty is dangerous when 
you’re talking statistics.

Standard Deviations Describe Dispersion
Statistical reports usually include some vague or scary reference to either the 
standard deviation or its close relative, the variance. Although the formula  
for standard deviation is terrifying to look at — at least if you’re not comfortable 
with the Greek alphabet — intuitively, the formula and the logic are straightfor-
ward to understand.
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A standard deviation describes how values in a data set are dispersed around the 
mean. In general, if a data set has a low standard deviation, it means the values 
are clustered close to the mean; if the data has a high standard deviation, it means 
the values are spread out away from the mean.

For example, a bit later in this chapter I talk about the normal distribution, which 
is an arrangement of the items in a data set that, if charted (see Figure  14-1), 
would produce the classic bell curve: low at the beginning for the smallest values, 
curving up to a peak at the mean value, curving down from the mean, and then 
low again for the largest values. Figure 14-1 shows a graph of a standard normal 
distribution, which uses a mean of 0 and a standard deviation of 1. In the standard 
normal distribution, the values shown along the horizontal axis are the standard 
deviations.

That’s all annoyingly vague, but you can use standard deviation to make things 
much more precise. That’s because the standard deviation tells you some-
thing  about how the items are clustered in the normal distribution (refer to 
Figure 14-1):

 » 68 percent of the values in the data set lie within plus or minus one standard 
deviation of the mean. For example, if the mean is 50 and the standard 
deviation is 10, then 68 percent of the values lie between 40 and 60.

 » 95 percent of the values in the data set lie within plus or minus two standard 
deviations of the mean. For a mean of 50 and a standard deviation of 10,  
95 percent of the values lie between 30 and 70.

FIGURE 14-1: 
A standard 

normal 
distribution.
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 » 99.7 percent of the values in the data set lie within plus or minus three 
standard deviations of the mean. For a mean of 50 and a standard deviation 
of 10, 99.7 percent of the values lie between 20 and 80.

An Observation Is an Observation
Observation is one of the terms that you’ll encounter if you read anything about 
statistics in this book or in the Excel online Help. An observation is just an obser-
vation. That sounds circular but bear with me. Suppose that you’re constructing a 
data set that shows daily high temperatures in your neighborhood. When you go 
out and observe that the temperature some fine July afternoon is 87° F, that mea-
surement (87°) is your first observation. If you go out and observe that the high 
temperature the next day is 88° F, that measurement is your second observation.

Another way to define the term observation is like this: Whenever you assign a 
value to one of your random variables, you create an observation. For example, if 
you’re building a data set of daily high temperatures in your neighborhood, every 
time that you assign a new temperature value (87° one day, 88° the next day, and 
so on), you’re creating an observation.

A Sample Is a Subset of Values
A sample is a collection of observations from a population. For example, if you cre-
ate a data set that records the daily high temperature in your neighborhood, your 
little collection of observations is a sample.

However, a sample is not a population. A population includes all the possible obser-
vations. In the case of collecting your neighborhood’s high temperatures, the popu-
lation would be the daily high temperatures for all the neighborhoods in your town.

Inferential Statistics Are Cool 
But Complicated

As I note earlier in this chapter, some statistics are readily understood. For exam-
ple, calculating the largest value in a set of numbers is most definitely a statistical 
measurement, but there’s no mystery behind what you’re doing. Determining the 
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largest value in a data set is an example of descriptive statistics, and for the most 
part, we mere mathematical mortals can wrap our heads around such statistics.

The same can’t be said for the second main branch of statistics: inferential statis-
tics. Inferential statistics are based on a useful but not intuitively obvious idea. If 
you look at a sample of values from a population and the sample is representative 
and large enough, you can draw conclusions about the entire population based on 
characteristics of the sample.

For example, for every presidential election in the United States, the major televi-
sion networks (usually contrary to their earlier promises) predict the winner after 
only a relatively small number of votes have been calculated or counted. How do 
they do this? Well, they sample the population. Specifically, they stand outside 
polling places and ask exiting voters how they voted. If you ask a large sample of 
voters whether they voted for one guy or the other guy, you can make an inference 
about how all the voters voted. And then you can predict who has won the election.

Inferential statistics, although very powerful, possess two qualities that I need to 
mention:

 » Accuracy issues: When you make a statistical inference, you can never be  
100 percent sure that your inference is correct. The possibility always exists 
that your sample isn’t representative or that your sample doesn’t return 
enough precision to estimate the population value.

This is partly what happened with the 2000 presidential election in the United 
States. Initially, some of the major news networks predicted that Al Gore had 
won based on exit polls. Then based on other exit polls, they predicted that 
George W. Bush had won. Then, perhaps finally realizing that maybe their 
statistics weren’t good enough given the closeness of the race, or perhaps just 
based on their own embarrassment about bobbling the ball, they stopped 
predicting the race. In retrospect, their trouble with calling the race wasn’t 
surprising because the number of votes for the two candidates was extremely 
close.

 » Steep learning curve: Inferential statistics quickly gets complicated. When 
you work with inferential statistics, you immediately start encountering terms 
such as probability distribution functions, all sorts of crazy (in some cases) 
parameters, and lots of Greek symbols.

As a practical matter, if you haven’t at least taken a statistics class  — and 
probably more than one statistics class — you’ll find it very hard to move into 
inferential statistics in a big way. You probably can, with a single statistics 
class and perhaps the information in this book, work with inferential statistics 
based on normal distributions and uniform distributions. However, working 
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with inferential statistics and applying those inferential statistics to other 
probability distributions becomes very tricky. At least, that’s my observation.

Probability Distributions Aren’t 
Always Confusing

One of the statistical terms that you’ll encounter a little bit in this book — and a 
whole bunch if you dig into the Excel Help file — is probability distribution. This 
phrase sounds tricky, and in some cases, maybe it is. But you can understand 
intuitively what a probability distribution is with a couple of useful examples.

One common distribution that you hear about in statistics classes, for example, is 
a T distribution. A T distribution is essentially a normal distribution except with 
heavier, fatter tails. There are also distributions that are skewed (have the hump 
tilted) one way or the other. Each of these probability distributions, however, has 
a probability distribution function that describes the probability distribution chart.

In the next two sections, I look at two probability distributions: uniform distribu-
tion and normal distribution.

Uniform distribution
One common probability distribution function is a uniform distribution. In a uni-
form distribution, every event has the same probability of occurrence. As a simple 
example, suppose that you roll a six-sided die. Assuming that the die is fair, you 
have an equal chance of rolling any of the values: 1, 2, 3, 4, 5, or 6. If you roll the 
die 60,000 times, what you would expect to see (given the large number of obser-
vations) is that you’ll probably roll a 1 about 10,000 times. Similarly, you’ll prob-
ably also roll a 2, 3, 4, 5, or 6 about 10,000 times each. Oh sure, you can count on 
some variance between what you expect (10,000 occurrences of each side of the 
six-sided die) and what you experience. But your actual observations would be 
close to your expectations.

The unique thing about this distribution is that everything is level. You could say 
that the probability or the chance of rolling any one of the six sides of the die is 
even, or uniform. This is how uniform distribution gets its name. Every event has 
the same probability of occurrence. Figure 14-2 shows a uniform distribution that 
I generated by simulating 60,000 dice rolls. (How did I simulate those rolls? By 
entering the formula =RANDBETWEEN(1,6) and then filling that formula into 60,000 
cells.) As you can see, the uniform distribution is essentially a horizontal line.
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Normal distribution
Another common type of probability distribution is the normal distribution, also 
known as a bell curve or a Gaussian distribution. A normal distribution occurs natu-
rally in many situations. For example, intelligence quotients (IQs) are distributed 
normally. If you take a large set of people, test their IQs, and then plot those IQs 
on a chart, you get a normal distribution.

One characteristic of a normal distribution is that most of the values in the popu-
lation are centered around the mean. Another characteristic of a normal distribu-
tion is that the mean, the mode, and the median all equal each other. Figure 14-1 
shows a normal distribution.

Do you kind of see now where this probability distribution business is going? A 
probability distribution just describes a chart that, in essence, plots probabilities.

A probability distribution function is just a function, or an equation, that describes 
the line of the distribution. As you might guess, not every probability distribution 
looks like a normal distribution or a uniform distribution.

FIGURE 14-2: 
A uniform 

distribution 
generated by 

60,000 dice rolls.
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Parameters Aren’t So Complicated
After you grasp the concept that a probability distribution is essentially an equa-
tion or formula that describes the line in a probability distribution chart, you’re 
ready to understand that a parameter is an input to the probability distribution. In 
other words, the formula or function or equation that describes a probability dis-
tribution curve needs inputs, and those inputs are called parameters.

Some probability distribution functions need only a single parameter. For exam-
ple, to work with a uniform distribution, all you need is the number of values in 
the data set. A six-sided die, for example, has only six possibilities. Because you 
know that only six possibilities exist, you can calculate that any possibility has a 
1 in 6 chance of occurring.

A normal distribution uses two parameters: the mean and the standard 
deviation.

Other probability distribution functions use other parameters.

Skewness and Kurtosis Describe 
a Probability Distribution’s Shape

A couple of other useful statistical terms to know are skewness and kurtosis. 
Skewness quantifies the lack of symmetry in a probability distribution. In a per-
fectly symmetrical distribution, like the normal distribution (refer to Figure 14-1), 
the skewness equals zero. If a probability distribution leans to the right or the left, 
however, the skewness equals some value other than zero, and the value quanti-
fies the lack of symmetry. See Figure 14-3.

Kurtosis quantifies the heaviness of the tails in a distribution. In a normal distri-
bution, kurtosis equals zero. In other words, zero is the measurement for a tail 
that looks like a tail in a normal distribution. The tail is the thing that reaches out 
to the left or right. However, if a tail in a distribution is heavier than in a normal 
distribution, the kurtosis is a positive number. If the tails in a distribution are 
skinnier than in a normal distribution, the kurtosis is a negative number. See 
Figure 14-4.
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FIGURE 14-3: 
Data sets that are 

negatively 
skewed (left) 

and positively 
skewed (right).

FIGURE 14-4: 
Data sets that 
have negative 
kurtosis (left) 
and positive 

kurtosis (right).
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Confidence Intervals Seem Complicated 
at First But Are Useful

Probabilities often confuse people, and perhaps this happens most during the U.S. 
presidential elections. Pundits talk in all sorts of confusing ways about one candi-
date’s chances of winning (often in ways confusing to even the pundits 
themselves).

Say, for example, some talking head on television says, “The results of a recent 
poll show that candidate Stem Winder would receive 51 percent of the vote were 
the election held today; the margin of error was +/- 3 percent with a confidence 
level of 95 percent.”

Okay, this sounds like a mouthful, but break it down and things get a little clearer. 
What the survey really means is this: The pollsters took a sample of the U.S. popu-
lation and asked them whom they would vote for today, and 51 percent of the 
sample said they would vote for Mr. Winder.

Now here’s where this gets interesting. Largely because of the size of the sample, 
the pollsters can do some fancy math and infer that there’s sort of a 95 percent 
chance (more on this later) that the real percentage of people who would vote 
“Winder” in the entire population is between 48 and 54 percent. Note that “mar-
gin of error” is basically just another way to describe the confidence interval.

Something important to understand about confidence levels is that they’re linked 
with the margin of error. If the pollsters in the preceding example had wanted a 
range of values with a confidence level of 99 percent, the margin of error they 
calculated would be larger.

To put it another way, perhaps a 95 percent chance (sort of) exists that the real 
percentage of people in the whole population who would vote “Winder” is between 
48 and 54 percent, but a 99 percent chance (again, sort of) exists that the real 
percentage of people with that answer is between 45 and 57 percent. The wider 
your range of possible values, the more confidence you have that the real data 
point falls within your range. Conversely, the more confident you want to be that 
the real data point is included in your range, the wider you have to make your range.

A pet peeve of mine is when news organizations report on a poll and cite the mar-
gin of error but not the confidence level. Without knowing the confidence level 
that the pollster used to calculate the margin of error, the information on margin 
of error is meaningless.
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Another important thing to understand about confidence levels is that the bigger 
you make your sample size, the smaller your margin of error will be using the 
same confidence level. If you sample two people on the sidewalk by asking them 
whom they plan to vote for, and one says “the challenger” and one says “the 
incumbent,” you can’t then assert with much confidence that when the whole 
country votes it will be a perfect 50-50 split. Data from this sample would have an 
enormous margin of error, unless you use an incredibly low confidence level for 
your calculations.

However, if you go out and randomly sample 5,000 people by asking whom they’re 
voting for, you have some solid ground to stand on when making a prediction 
about who’s likely to win the presidential race. Put another way, a sample of 5,000 
people leads to a much smaller margin of error than a sample of two, assuming 
that, for both samples, you want the same level of confidence for your range.

At this point, I should make a slight correction: When I said that what the confi-
dence interval means is that a 95 percent chance exists that the real number falls 
within this range, that’s not quite accurate, although it was easier to use as an 
explanation when first describing the basic concept of a confidence interval. What 
an interval with 95 percent confidence really means, technically, is that if, hypo-
thetically, you were to take different samples from the same population over and 
over and over again, and then you calculated the confidence interval for those 
samples in the exact same way for each new sample, about 95 percent of the time 
the confidence intervals you calculated from the samples would include the real 
number (because your data from each sample will be slightly different each time, 
and therefore the interval you calculate will be slightly different as well). So, when 
I say phrases like “95 percent chance” or “99 percent chance,” that’s what I 
really mean. (I need to include this clarification so that my old statistics profes-
sors don’t start shaking their heads in shame if they read this book.)

My final point is this: Predicting election results is far from the only useful thing 
you can do with confidence intervals. As just one example, say that you had some 
Google Analytics data on two different web ads you’re running to promote your 
small business, and you want to know which ad is more effective. You can use the 
confidence interval formula to figure out how long your ads need to run before 
Google has collected enough data for you to know which ad is better. (In other 
words, the formula tells you how big your sample size needs to be to overcome the 
margin of error.)
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Chapter 15
Ten Ways to Analyze 
Financial Data

All kinds of people use Excel, including scientists, engineers, mathemati-
cians, statisticians, and pollsters. But if you could somehow survey all the 
world’s Excel users, I bet the typical user would have something to do with 

the financial industry. Whether they’re accountants or adjusters, bankers or bor-
rowers, or money managers or money lenders, financial types rely on Excel every 
day to analyze budgets, loans, investments, and other monetary minutiae.

But it’s not just the financial pros who count on Excel (sometimes literally). 
Financial amateurs can also use Excel to analyze mortgages, car payments, college 
funds, savings accounts, and other workaday finances.

Whether you make a living working with money or for money, this chapter gives 
you ten useful techniques for analyzing financial data using Excel.

IN THIS CHAPTER

 » Calculating the future value and 
present value of an investment

 » Determining a loan’s payments, 
principal, and interest

 » Calculating the required interest rate 
for a loan

 » Figuring out the internal rate of 
return for an investment

 » Learning various ways to calculate 
depreciation
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Calculating Future Value
If you have $1,000 and plan to invest it at 5 percent interest, compounded annu-
ally for ten years, the amount you’ll receive at the end of ten years is called the 
future value of $1,000. You can use the Excel FV function to calculate the amount 
you’ll receive.

Here’s the syntax of the FV function:

FV(rate, nper, pmt[, pv][, type])

The rate argument is the interest rate of the investment; nper is the term of the 
investment; pmt is the amount of each regular deposit into the investment; the 
optional pv argument is your initial investment; and the optional type argument 
is a number indicating when deposits are due (0 or blank for end of period; 1 for 
beginning of period).

For example, to calculate the future value of $1,000 when it’s invested at 5 percent 
annual interest for 10 years, you use the following formula:

=FV(.05, 10, 0, -1000)

When you’re working with FV, cash outflows are considered negative amounts, so 
you need to enter the pmt and pv arguments as negative numbers.

If you plan on depositing an extra $100 per year in that same investment, the 
formula changes to this:

=FV(.05, 10, 100, -1000)

When calculating a future value, be careful of the values you use for the rate and 
nper arguments. If you’re not making regular deposits or you are making a single 
deposit annually, you can use the annual interest rate for the rate argument and 
the number of years in the investment for the nper argument.

For more frequent deposits, you need to adjust the rate and nper values accord-
ingly. As a general rule, divide the annual interest rate by the number of deposits 
per year, and multiply the term of the investment by the number of deposits per 
year. For example, with monthly deposits, divide the annual interest rate by 12 
and multiply the term by 12.

For an example, suppose that with the earlier investment, you want to deposit $15 
per month. Here’s the revised formula to handle monthly deposits:

=FV(.05 / 12, 10 * 12, 15, -1000)
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Calculating Present Value
Investors use the concept of present value to recognize the time value of money. 
Because an investor can receive interest, $1,000 today is worth less than $1,000 
ten years from today. For example, $1,000 invested today at 10 percent interest 
per year, compounded annually, would return $2,593.74. Therefore, the present 
value of $2,593.74 at 10 percent, compounded annually, for 10 years is $1,000. Or, 
worded differently, $1,000 today is worth $2,593.74 ten years from today.

To find the present value, you can use the Excel PV function, which takes five 
arguments:

PV(rate, nper, pmt[, fv][, type])

The rate argument is the interest rate; nper is the number of periods in the term; 
pmt is the amount of each payment; the optional fv argument is the future value 
you’re trying to find the present value of; and the optional type argument is a 
number indicating when payments are made (0 or blank for end of period; 1 for 
beginning of period).

For example, the following formula calculates the present value of $2,593.74, the 
final value of an investment that returns 10 percent interest, compounded annu-
ally, for 10 years:

=PV(0.1, 10, 0, 2593.74)

When you’re working with the PV function, negative numbers are cash outflows 
and positive numbers are cash inflows. Enter a negative number when making a 
payment; enter a positive number when receiving cash.

Present value also applies to loans and mortgages. The money you receive when 
you take out a loan is the present value of the loan. When calculating present 
value, be careful what you enter in the rate and nper arguments. You must divide 
the annual interest rate by the number of payments per year. For example, if pay-
ments are monthly, you should divide the annual interest rate by 12. You must also 
multiply the term by the number of payments. For example, if payments are 
monthly, multiply the term by 12.

For example, if you’ll be making monthly $15 deposits to the preceding invest-
ment, here’s the formula to calculate the revised present value of the investment:

=PV(0.1 / 12, 10 * 12, 15, 2593.74)
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Determining Loan Payments
When borrowing money, whether for a mortgage, car financing, a student loan, or 
something else, the most basic analysis is to calculate the regular payment you 
must make to repay the loan. You use the Excel PMT function to determine the 
payment.

The PMT function takes three required arguments and two optional ones:

PMT(rate, nper, pv[, fv][, type])

The required arguments are rate, the fixed rate of interest over the term of the 
loan; nper, the number of payments over the term of the loan; and pv, the loan 
principal. The two optional arguments are fv, the future value of the loan, which 
is usually an end-of-loan balloon payment; and type, the type of payment: 0 (the 
default) for end-of-period payments or 1 for beginning-of-period payments.

A balloon payment covers any unpaid principal that remains at the end of a loan.

The following example calculates the monthly payment on a 3 percent, 25-year 
$200,000 mortgage:

=PMT(0.03 / 12, 25 * 12, 200000)

Note that the result of this formula is –948.42. Why the minus sign? The PMT 
function returns a negative value because a loan payment is money that you 
pay out.

As shown in the preceding formula, if the interest rate is annual, you can divide it 
by 12 to get the monthly rate; if the term is expressed in years, you can multiply it 
by 12 to get the number of months in the term.

With many loans, the payments take care of only a portion of the principal, with 
the remainder due as an end-of-loan balloon payment. This payment is the future 
value of the loan, so you enter it into the PMT function as the fv argument. You 
might think that the pv argument should therefore be the partial principal — that 
is, the original loan principal minus the balloon amount — because the loan term 
is designed to pay off only the partial principal. Nope. In a balloon loan, you also 
pay interest on the balloon part of the principal. Therefore, the PMT function’s pv 
argument must be the entire principal, with the balloon portion as the (negative) 
fv argument.
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Calculating a Loan Payment’s Principal 
and Interest

It’s one thing to know the total amount for a regular loan payment, but breaking 
down a loan payment into its principal and interest components is often handy. 
The principal part is the amount of the loan payment that goes toward paying 
down the original loan amount, whereas the rest of the payment is the interest 
you’re shelling out to the lender.

To calculate loan payment principal and interest, you can use the PPMT and IPMT 
functions, respectively. As the loan progresses, the value of PPMT increases while 
the value of IPMT decreases, but the sum of the two is constant in each period and 
is equal to the loan payment.

Both functions take the same six arguments:

PPMT(rate, per, nper, pv[, fv][, type])
IPMT(rate, per, nper, pv[, fv][, type])

The four required arguments are rate, the fixed rate of interest over the loan 
term; per, the number of the payment period; nper, the number of payments over 
the term of the loan; and pv, the loan principal. The two optional arguments are 
fv, the future value of the loan; and type, the type of payment: 0 for end of period 
or 1 for beginning of period.

For example, the following two formulas calculate the principal and interest por-
tions of the first monthly payment on a 3 percent, 25-year, $200,000 mortgage:

=PPMT(0.03 / 12, 1, 25 * 12, 200000)
=IPMT(0.03 / 12, 1, 25 * 12, 200000)

Calculating Cumulative Loan Principal 
and Interest

To calculate how much principal or interest has accumulated between two periods 
of a loan, use the CUMPRINC or the CUMIPMT function, respectively. Both func-
tions require the same six arguments:

CUMPRINC(rate, nper, pv, start_period, end_period[, type])
CUMIPMT(rate, nper, pv, start_period, end_period[, type])
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Here, rate is the fixed rate of interest over the term of the loan; nper is the num-
ber of payments over the term of the loan; pv is the loan principal; start_period 
is the first period to include in the calculation; end_period is the last period to 
include in the calculation; and type is the type of payment: 0 for end of period or 
1 for beginning of period.

For example, to find the cumulative principal or interest in the first year of a loan, 
set start_period to 1 and end_period to 12, as shown here:

CUMPRINC(0.03 / 12, 25 * 12, 200000, 1, 12, 0)
CUMIPMT(0.03 / 12, 25 * 12, 200000, 1, 12, 0)

For the second year, you’d set start_period to 13 and end_period to 24, and 
so on.

Finding the Required Interest Rate
If you know how much you want to borrow, how long a term you want, and what 
payments you can afford, you can calculate what interest rate will satisfy these 
parameters using the Excel RATE function. For example, you can use this calcula-
tion to put off borrowing money if current interest rates are higher than the value 
you calculate.

The RATE function takes the following arguments:

RATE(nper, pmt, pv[, fv][, type][, guess])

The three required arguments are nper, the number of payments over the term of 
the loan; pmt, the periodic payment; and pv, the loan principal. RATE can also take 
three optional arguments: fv, the future value of the loan (the end-of-loan bal-
loon payment); type, the type of payment (0 for end of period or 1 for beginning 
of period); and guess, a percentage value that Excel uses as a starting point for 
calculating the interest rate.

If you want an annual interest rate, you must divide the term by 12 if it is currently 
expressed in months. Conversely, if you have a monthly payment and you want an 
annual interest rate, you must multiply the payment by 12.

RATE uses an iterative process in which Excel starts with an initial guess value 
and attempts to refine each subsequent result to obtain the answer. If you omit 
guess, Excel uses a default value of 10 percent. If after 20 tries Excel can’t come 
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up with a value, it returns a #NUM! error. If that happens, you should enter a guess 
value and try again.

On a related note, if you know the principal, the interest rate, and the payment, 
you can calculate the length of the loan by using the NPER function:

NPER(rate, pmt, pv[, fv][, type])

The NPER function’s three required arguments are rate, the fixed rate of interest; 
pmt, the loan payment; and pv, the loan principal. The two optional arguments are 
fv, the future value of the loan, and type, the type of payment (0 or 1).

Determining the Internal Rate of Return
The internal rate of return is related to the net present value, which is the sum of a 
series of net cash flows, each of which has been discounted to the present using a 
fixed discount rate. The internal rate of return can be defined as the discount rate 
required to get a net present value of $0.

You can use the Excel IRR function to calculate the internal rate of return on an 
investment. The investment’s cash flows don’t have to be equal, but they must 
occur at regular intervals. IRR tells you the interest rate you receive on the invest-
ment. Here’s the syntax:

IRR(values[, guess])

The values argument is required and represents the range of cash flows over the 
term of the investment. It must contain at least one positive and one negative 
value. The guess argument is optional and specifies an initial estimate for the 
Excel iterative calculation of the internal rate of return (the default is 0.1). If after 
20 tries Excel can’t calculate a value, it returns a #NUM! error. If you see that error, 
enter a value for the guess argument and try again.

For example, given a series of cash flows in the range B3:G3, here’s a formula that 
returns the internal rate of return using an initial guess of 0.11:

=IRR(B3:G3, 0.11)

You can use the NPV function to calculate the net present value of future cash 
flows. If all the cash flows are the same, you can use PV to calculate the present 
value. But when you have a series of varying cash flows, use NPV, which requires 
two arguments: rate, the discount rate over the term of the asset or investment, 
and values, the range of cash flows.
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Calculating Straight-Line Depreciation
The straight-line method of depreciation allocates depreciation evenly over the 
useful life of an asset. Salvage value is the value of an asset after its useful life has 
expired. To calculate straight-line depreciation, you take the cost of the asset, 
subtract any salvage value, and then divide by the useful life of the asset. The 
result is the amount of depreciation allocated to each period.

To calculate straight-line depreciation, you can use the Excel SLN function:

SLN(cost, salvage, life)

SLN takes three arguments: cost, the initial cost of the asset; salvage, the sal-
vage value of the asset; and life, the life of the asset in periods. If you purchase 
an asset mid-year, you can calculate depreciation in months instead of years.

For example, if an equipment purchase was $8,500, the equipment’s salvage value 
is $500, and the equipment’s useful life is four years, the following formula 
returns the annual straight-line depreciation:

=SLN(8500, 500, 4)

The carrying value is the cost of an asset minus the total depreciation taken to date. 
For example, the depreciation for an asset with a cost of $8,500, a salvage value of 
$500, and a useful life of four years would be allocated as follows:

Year Annual Depreciation  
Expense

Accumulated 
Depreciation

Carrying Value

Beginning of Year 1 $8,500

End of Year 1 $2,000 $2,000 $6,500

End of Year 2 $2,000 $4,000 $4,500

End of Year 3 $2,000 $6,000 $2,500

End of Year 4 $2,000 $8,000 $500

Returning the Fixed-Declining  
Balance Depreciation

When calculating depreciation, accountants try to match the cost of an asset with 
the revenue it produces. Some assets produce more in earlier years than in later 
years. For those assets, accountants use accelerated methods of depreciation, 
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which take more depreciation in the earlier years than in the later years. Fixed-
declining balance is an accelerated method of depreciation.

To calculate fixed-declining balance depreciation, you can use the Excel DB 
function:

DB(cost, salvage, life, period[, month])

The DB function takes five arguments: cost, the cost of the asset; salvage, the 
salvage value; life, the useful life; period, the period for which you’re calculat-
ing depreciation; and the optional month, the number of months in the first year. 
If you leave month blank, Excel uses a default value of 12.

For example, if an equipment purchase was $8,500, the equipment’s salvage value 
is $500, and the equipment’s useful life is four years, the following formula 
returns the depreciation amount for the first year:

=DB(8500, 500, 4, 1)

The fixed-declining balance method of depreciation depreciates an asset with a 
cost of $8,500, a salvage value of $500, and a useful life of four years, as follows:

Year Annual Depreciation  
Expense

Accumulated 
Depreciation

Carrying Value

Beginning of Year 1 $8,500

End of Year 1 $4,318 $4,318 $4,182

End of Year 2 $2,124 $6,442 $2,058

End of Year 3 $1,045 $7,488 $1,012

End of Year 4 $512* $8,000 $500

* Amount adjusted for rounding error

Determining the Double-Declining  
Balance Depreciation

Double-declining balance is an accelerated depreciation method that takes the 
rate you would apply by using straight-line depreciation, doubles it, and then 
applies the doubled rate to the carrying value of the asset.
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To determine the double-declining balance depreciation, you can use the Excel 
DDB function:

DDB(cost, salvage, life, period[, factor])

The DDB function takes five arguments: cost, the cost of the asset; salvage, the 
salvage value; life, the useful life; period, the period for which you’re calculat-
ing depreciation; and the optional factor, the rate at which the balance declines. 
The default value for factor is 2, but to use a value other than twice the straight-
line rate, you can enter the factor you want to use, such as 1.5 for a rate of 150 
percent.

For example, if an equipment purchase was $8,500, the equipment’s salvage value 
is $500, and the equipment’s useful life is four years, the following formula 
returns the depreciation amount for the first year:

=DDB(8500, 500, 4, 1, 2)

The double-declining balance method of depreciation depreciates an asset with a 
cost of $8,500, a salvage value of $1,500, and a useful life of four years, as follows:

Year Annual Depreciation  
Expense

Accumulated  
Depreciation

Carrying Value

Beginning of Year $8,500

End of Year 1 $4,250 $4,250 $4,250

End of Year 2 $2,125 $6,375 $2,125

End of Year 3 $625* $7,000 $1,500

End of Year 4 $0* $7,500 $1,500

*The DDB function does not depreciate the asset below the salvage value.
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Chapter 16
Ten Ways to Raise Your 
PivotTable Game

Excel comes with so many powerful data-analysis tools and features that you 
might be wondering why you need to learn yet another: the PivotTable. The 
short answer is that the PivotTable is a useful weapon to add to your data-

analysis arsenal. The long answer is that PivotTables are worth learning because 
they come with not just one or two but a long list of benefits.

Let me count the ways: PivotTables are straightforward to build and maintain; 
they perform large and complex calculations amazingly fast; you can quickly 
update them to account for new data; PivotTables are dynamic, so components 
can be easily moved, filtered, and added to; and, finally, PivotTables can use most 
of the formatting options that you can apply to regular Excel ranges and cells.

Oh, wait, there’s one more: PivotTables are fully customizable, so you can build 
each report the way you want. That customizability is on full display in this chap-
ter, which covers ten techniques that will turn you into a PivotTable pro.

IN THIS CHAPTER

 » Changing the PivotTable view

 » Getting fancy with PivotTable styles

 » Modifying PivotTable options

 » Extracting PivotTable values for your 
formulas
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Turn the PivotTable Fields Task Pane 
On and Off

By default, when you click in the PivotTable, Excel displays the PivotTable Fields 
task pane and then hides the PivotTable Fields task pane again when you click 
outside the PivotTable report.

Nothing wrong with that on the face of it. However, if you want to work with the 
commands in the Ribbon’s PivotTable Analyze or Design contextual tabs, you need 
to have at least one cell in the PivotTable report selected. But selecting any 
PivotTable cell means that you also have the PivotTable Fields task pane taking up 
precious screen real estate.

Fortunately, Excel also enables you to turn the PivotTable Fields task pane off, 
which gives you more room to display your PivotTable report. You can then turn the 
PivotTable Fields task pane back on when you need to add, move, or delete fields.

To toggle the PivotTable Fields task pane off and on, follow these steps (all two 
of them!):

1. Click in the PivotTable.

2. Choose PivotTable Analyze ➪   Field List.

A quick way to hide the PivotTable Fields task pane is to click the Close button in 
the upper-right corner of the pane.

Change the PivotTable Fields Task 
Pane Layout

By default, the PivotTable Fields task pane is divided into two sections: the Fields 
section lists the data source’s available fields and appears at the top of the pane, 
and the Areas section contains the PivotTable areas — Filters, Columns, Rows, 
and Values — and appears at the bottom of the pane. You can customize this lay-
out to suit the way you work. Here are the possibilities:

 » Fields Section and Areas Section Stacked: The default layout.

 » Field Section and Areas Section Side-By-Side: Puts the Fields section on the 
left and the Areas section on the right. Use this layout if your source data 
comes with a large number of fields.
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 » Fields Section Only: Hides the Areas section. Use this layout when you add 
fields to the PivotTable by right-clicking the field name and then clicking the 
area where you want the field added (instead of dragging fields to the Areas 
section). By hiding the Areas section, you get more room to display the fields.

 » Areas Section Only (2 by 2): Hides the Fields section and arranges the areas 
in two rows and two columns. Use this layout if you’ve finished adding fields 
to the PivotTable and you want to concentrate on moving fields between the 
areas and filtering the fields.

 » Areas Section Only (1 by 4): Hides the Fields section and displays the areas in 
a single column. Use this layout if you no longer need the Fields section. Also, 
this layout gives each area a wider display, which is useful if some of your 
fields have ridiculously long names.

Here are the steps to follow to change the PivotTable Fields task pane layout:

1. Click any cell in the PivotTable.

2. Click Tools.

The Tools button is the one with the gear icon, as pointed out in Figure 16-1.

Excel displays the PivotTable Fields task pane tools.

FIGURE 16-1: 
Click Tools to see 

the PivotTable 
Fields task pane 

layout options.
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3. Click the layout you want to use.

Excel changes the PivotTable Fields task pane layout based on your selection.

While you have the PivotTable Fields task pane tools displayed, note that you can 
also sort the field list. The default is Sort in Data Source Order, which means that 
Excel displays the fields in the same order as they appear in the data source. If you 
prefer to sort the fields alphabetically, click Sort A to Z.

Display the Details Behind PivotTable Data
The main advantage to using PivotTables is that they give you an easy method for 
summarizing large quantities of data into a succinct report for data analysis. In 
short, PivotTables show you the forest instead of the trees. However, sometimes 
you need to see some of those trees. For example, if you’re studying the results of 
a marketing campaign, your PivotTable may show you the total number of ear-
buds sold as a result of a 1 Free With 10 promotion (see Figure 16-2). However, 
what if you want to see the details underlying that number? If your source data 
contains hundreds or thousands of records, you need to filter the data in some way 
to see just the records you want.

Fortunately, Excel gives you an easier way to see records you want by enabling you 
to directly view the details that underlie a specific data value. This process is called 

FIGURE 16-2: 
You’ve sold 792 

earbuds, but 
what are the 

details behind 
this number?
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drilling down to the details. When you drill down into a specific data value in a 
PivotTable, Excel returns to the source data, extracts the records that comprise 
the data value, and then displays the records in a new worksheet. For a PivotTable 
based on a range or table, this extraction takes but a second or two, depending on 
how many records the source data contains.

To drill down into the details underlying a PivotTable data point, use either of the 
following methods:

 » Right-click the data value for which you want to view the underlying details 
and then click Show Details.

 » Double-click the data value.

Excel displays the underlying data in a new worksheet. For example, Figure 16-3 
shows the details behind the 792 earbuds sold with the 1 Free with 10 promotion 
shown previously in Figure 16-2.

When you attempt to drill down to a data value’s underlying details, Excel may 
display the error message Cannot change this part of a PivotTable report. This error 
means that the feature that normally enables you to drill down has been turned 
off. To turn this feature back on, click any cell in the PivotTable and then 
click PivotTable Analyze ➪   Options to display the PivotTable Options dialog box. 
Click the Data tab, select the Enable Show Details check box, and then click OK.

The opposite situation occurs when you distribute the workbook containing the 
PivotTable and you don’t want other users drilling down and cluttering the work-
book with detail worksheets. In this case, click PivotTable Analyze ➪   Options, click 
the Data tab, deselect Enable Show Details, and then click OK.

FIGURE 16-3: 
The details 
behind the 

earbud sales 
shown in 

Figure 16-2.
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Sometimes you may want to see all of a PivotTable’s underlying source data. If 
the source data is a range or table in another worksheet, you can see the under-
lying data by displaying that worksheet. If the source data is not so readily avail-
able, however, Excel gives you a quick way to view all the underlying data. 
Right-click the PivotTable’s Grand Total cell (that is, the cell in the bottom-right 
corner of the PivotTable) and then click Show Details. (You can also double-click 
that cell.) Excel displays all of the PivotTable’s underlying data in a new 
worksheet.

Apply a PivotTable Style
One of the nice things about a PivotTable is that it resides on a regular Excel 
worksheet, which means that you can apply formatting options such as align-
ments and fonts to portions of the PivotTable. This works well, particularly if you 
have custom formatting requirements. For example, you may have in-house 
style guidelines that you need to follow. Unfortunately, applying formatting can 
be time consuming, particularly if you’re applying a number of different format-
ting options. And the total formatting time can become onerous if you need to 
apply different formatting options to different parts of the PivotTable. You can 
greatly reduce the time you spend formatting your PivotTables if you apply a 
style instead.

A style is a collection of formatting options  — fonts, borders, and background 
colors — that Excel defines for different areas of a PivotTable. For example, a style 
might use bold, white text on a black background for labels and grand totals, and 
white text on a dark blue background for items and data. Defining all these for-
mats manually might take half an hour to an hour. But with the style feature, you 
choose the one you want to use for the PivotTable as a whole, and Excel applies the 
individual formatting options automatically.

Excel defines more than 80 styles, divided into three categories: Light, Medium, 
and Dark. The Light category includes Pivot Style Light 16, the default formatting 
applied to PivotTable reports you create; and None, which removes all formatting 
from the PivotTable. You can also create your own style formats, as described in 
the next section, “Create a Custom PivotTable Style.”

Here are the steps to follow to apply a style to a PivotTable:

1. Click any cell you want to format in the PivotTable.

2. Click the Design tab.
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3. In the PivotTable Styles group, click the More button.

The style gallery appears.

4. Click the style you want to apply.

Excel applies the style.

Create a Custom PivotTable Style
You may find that none of the predefined PivotTable styles gives you the exact 
look that you want. In that case, you can define that look yourself by creating a 
custom PivotTable style from scratch.

Excel offers you tremendous flexibility when you create custom PivotTable styles. 
You can format 25 separate PivotTable elements. These elements include the 
entire table, the page field labels and values, the first column, the header row, the 
Grand Total row, and the Grand Total column. You can also define stripes, which 
are separate formats applied to alternating rows or columns. For example, the 
First Row Stripe applies formatting to rows 1, 3, 5, and so on; the Second Row 
Stripe applies formatting to rows 2, 4, 6, and so on. Stripes can make a long or 
wide report easier to read.

Having control over so many elements enables you to create a custom style to suit 
your needs. For example, you might need your PivotTable to match your corporate 
colors. Similarly, if the PivotTable will appear as part of a larger report, you might 
need the PivotTable formatting to match the theme used in the larger report.

The only downside to creating a custom PivotTable style is that you must do so 
from scratch because Excel doesn’t enable you to customize an existing style. Boo, 
Excel! So, if you need to define formatting for all 25 PivotTable elements, creating 
a custom style can be time consuming.

If you’re still up for it, however, here are the steps to plow through to create your 
very own PivotTable style:

1. Click the Design tab.

2. In the PivotTable Styles group, click More.

The style gallery appears.

3. Click New PivotTable Style.

The New PivotTable style dialog box appears, as shown in Figure 16-4.
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4. Type a name for your custom style.

5. In the Table Element list, select the PivotTable feature you want to 
format.

6. Click Format.

The Format Cells dialog box appears.

7. Use the options in the Font tab to format the element’s text.

You can choose a font, a font style (such as bold or italic), and a font size. You 
can also choose an underline, a color, and a strikethrough effect.

8. Use the options in the Border tab to format the element’s border.

You can choose a border style, color, and location (such as the left edge, top 
edge, or both).

9. Use the options in the Fill tab to format the element’s background color.

You can choose a solid color or a pattern. You can also click the Fill Effects 
buttons to specify a gradient that changes from one color to another.

10. Click OK.

Excel returns you to the New PivotTable Style dialog box.

11. Repeat Steps 5 through 10 to format other table elements.

Handily, the New PivotTable Style dialog box includes a Preview section that 
shows you what the style will look like when it’s applied to a PivotTable. If 
you’re particularly proud of your new style, you might want to use it for all your 
PivotTables. Why not? To tell Excel to use your new style as the default for any 
future PivotTable you forge, select the Set as Default PivotTable Style for This 
Document check box.

FIGURE 16-4: 
Use the New 

PivotTable Style 
dialog box to 

define your 
custom style.
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12. When you’re all done at last, click OK.

Excel saves the custom PivotTable style.

Weirdly, after you close the New PivotTable Style dialog box, Excel doesn’t apply 
the new style to the current PivotTable. Dumb! To apply the style yourself, select 
any cell in the PivotTable, click Design, click the More button in the PivotTable 
Styles group to open the style gallery, and then click your style in the Custom sec-
tion that now appears at the top of the gallery.

If you need to make changes to your custom style, open the style gallery, right-
click your custom style, and then click Modify. Use the Modify PivotTable style 
dialog box to make your changes, and then click OK.

If you find that you need to create another custom style that’s similar to an exist-
ing custom style, don’t bother creating the new style from scratch. Instead, open 
the style gallery, right-click the existing custom style, and then click Duplicate. In 
the Modify PivotTable Style dialog box, adjust the style name and formatting, and 
then click OK.

If you no longer need a custom style, you should delete it to reduce clutter in the 
style gallery. Click the Design tab, open the PivotTable Styles gallery, right-click 
the custom style you no longer need, and then click Delete. When Excel asks you 
to confirm, click OK.

Preserve PivotTable Formatting
Excel has a nasty habit of sometimes not preserving your custom formatting when 
you refresh or rebuild the PivotTable. For example, if you applied a bold font to 
some labels, those labels might revert to regular text after a refresh. Excel has a 
feature called Preserve Formatting that enables you to preserve such formatting 
during a refresh; you can retain your custom formatting by activating it.

The Preserve Formatting feature is always activated in default PivotTables. How-
ever, another user could have deactivated this feature. For example, you may be 
working with a PivotTable created by another person and that person may have 
deactivated the Preserve Formatting feature.

Note, however, that when you refresh or rebuild a PivotTable, Excel reapplies the 
report’s current style formatting. If you haven’t specified a style, Excel reapplies 
the default PivotTable style (named Pivot Style Light 16); if you have specified a 
style — as described in the previous section “Apply a PivotTable Style” — Excel 
reapplies that style.
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Here are the steps to follow to configure a PivotTable to preserve formatting:

1. Click any cell you want to work with in the PivotTable.

2. Choose PivotTable Analyze ➪   Options.

The PivotTable Options dialog box appears with the Layout & Format tab 
displayed.

3. Deselect the Autofit Column Widths on Update check box.

Deselecting this option prevents Excel from automatically formatting things 
such as column widths when you pivot fields.

4. Select the Preserve Cell Formatting on Update check box.

5. Click OK.

Excel preserves your custom formatting each time you refresh the PivotTable.

Rename the PivotTable
When you create the first PivotTable in a workbook, Excel gives it the uninspiring 
name PivotTable1. Subsequent PivotTables are named sequentially (and just as 
uninspiringly): PivotTable2, PivotTable3, and so on. However, Excel also repeats 
these names when you build new PivotTables based on different data sources. If 
your workbook contains a number of PivotTables, you can make them easier to 
distinguish by giving each one a unique and descriptive name. Here’s how:

1. Click any cell you want to work with in the PivotTable.

2. In the PivotTable Analyze tab’s PivotTable group, use the PivotTable 
Name text box to type the new name for the PivotTable.

The maximum length for a PivotTable name is 255 characters.

3. Click outside the text box.

Excel renames the PivotTable.

Turn Off Grand Totals
A default PivotTable that has at least one row field contains an extra row at the 
bottom of the table. This row is labeled Grand Total and includes the total of the 
values associated with the row field items. However, the value in the Grand Total 
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row may not actually be a sum. For example, if the summary calculation is Aver-
age, the Grand Total row includes the average of the values associated with the 
row field items.

Similarly, a PivotTable that has at least one column field contains an extra column 
at the far right of the table. This column is also labeled “Grand Total” and includes 
the total of the values associated with the column field items. If the PivotTable 
contains both a row and a column field, the Grand Total row also has the sums for 
each column item, and the Grand Total column also has the sums for each 
row item.

Besides taking up space in the PivotTable, these grand totals are often not neces-
sary for data analysis. For example, suppose you want to examine quarterly sales 
for your salespeople to see which amounts are over a certain value for bonus pur-
poses. Because your only concern is the individual summary values for each 
employee, the grand totals are useless. In such a case, you can tell Excel not to 
display the grand totals by following these steps:

1. Click any cell you want to work with in the PivotTable.

2. Click Design  ➪    Grand Totals.

Excel displays a menu of options for displaying the grand totals.

3. Click the option you prefer.

The menu contains four items:

• Off for Rows and Columns: Turns off the grand totals for both the rows 
and the columns

• On for Rows and Columns: Turns on the grand totals for both the rows 
and the columns

• On for Rows Only: Turns off the grand totals for just the columns

• On for Columns Only: Turns off the grand totals for just the rows

Excel puts the selected grand total option into effect.

The field headers that appear in the report are another often-bothersome 
PivotTable feature. These headers include Sort & Filter buttons, but if you don’t 
use those buttons, the field headers just clutter the PivotTable. To turn off the 
field headers, click in the PivotTable and then choose PivotTable Analyze ➪   Field 
Headers.
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Reduce the Size of PivotTable Workbooks
PivotTables often result in large workbooks because Excel must keep track of a 
great deal of extra information to keep the PivotTable performance acceptable. For 
example, to ensure that the recalculation involved in pivoting happens quickly 
and efficiently, Excel maintains a copy of the source data in a special memory area 
called the pivot cache.

If you build a PivotTable from data that resides in a different workbook or in an 
external data source, Excel stores the source data in the pivot cache. This greatly 
reduces the time Excel takes to refresh and recalculate the PivotTable. The down-
side is that it can increase both the size of the workbook and the amount of time 
Excel takes to save the workbook. If your workbook has become too large or it 
takes too long to save, follow these steps to tell Excel not to save the source data 
in the pivot cache:

1. Click any cell in the PivotTable.

2. Click PivotTable Analyze ➪   Options.

The PivotTable Options dialog box appears.

3. Click the Data tab.

4. Deselect the Save Source Data with File check box.

5. Click OK.

Excel no longer saves the external source data in the pivot cache.

Use a PivotTable Value in a Formula
You might need to use a PivotTable value in a worksheet formula. You normally 
reference a cell in a formula by using the cell’s address. However, this won’t work 
with PivotTables because the addresses of the report values change as you pivot, 
filter, group, and refresh the PivotTable.

To ensure accurate PivotTable references, use Excel’s GETPIVOTDATA function. 
This function uses the data field, PivotTable location, and one or more (row or 
column) field/item pairs that specify the exact value you want to use. This way, no 
matter what the PivotTable layout is, as long as the value remains visible in the 
report, your formula reference remains accurate.
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Here’s the syntax of the GETPIVOTDATA function:

GETPIVOTDATA(data_field, pivot_table, [, field1, item1][, ...]

The two required fields are data_field, which is the name of the field you’re 
using in the PivotTable’s Values area, and pivot_table, which specifies the cell 
address of the upper-left corner of the PivotTable. The rest of the arguments come 
in pairs: a field name and an item in that field.

For example, here’s a GETPIVOTDATA formula that returns the PivotTable value 
where the Product field item is Earbuds and the Promotion field item is 1 Free 
with 10:

=GETPIVOTDATA("Quantity", $A$3, "Product", "Earbuds", 
"Promotion", "1 Free with 10")

Figure 16-5 shows this formula in action.

GETPIVOTDATA is a bit complicated, so let me put your mind at ease right away 
by saying you’ll almost never have to peck out this function and all its arguments 
by hand. Instead, Excel conveniently handles everything for you when you click 
the PivotTable value you want to use in your formula. Phew!

FIGURE 16-5: 
The GETPIVOT-
DATA function 
doing its thing.
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Glossary of Data 
Analysis and Excel 
Terms

absolute reference: A cell address used in a formula that Excel doesn’t adjust if you copy 
the formula to some new location. To create an absolute cell reference, you precede the 
column letter and row number with a dollar sign ($).

Access: A database program developed and sold by Microsoft. Use Access to build and 
work with large, sophisticated, relational databases; you can export information from an 
Access database to Excel by opening the resource (such as a table) and then choosing 
External Data ➪   Excel.

add-in: Software that adds one or more features to Excel. See also Analysis ToolPak; Solver.

Analysis ToolPak: An add-in that provides Excel with extra functions and tools for 
statistical analysis.

arithmetic operators: The standard operators that you use in Excel formulas. To add 
numbers, use the addition (+) operator. To subtract numbers, use the subtraction (–) 
operator. To multiply numbers, use the multiplication (*) operator. To divide numbers, 
use the division (/) operator. You can also perform exponential operations by using the 
exponential operator (^). See operator precedence.

ascending order: A sorting option that arranges text in A-to-Z order and arranges values 
in smallest-to-largest order. See also chronological order; descending order.

AutoFilter: An Excel tool (available from the Data tab’s Filter command) that enables you 
to view a subset of your original table. For example, in the case of a grocery list table, you 
could use AutoFilter to create a subset that shows only those items that you’ll purchase at 
a particular store, in specified quantities, or that exceed a certain price.

automatic subtotals: Formulas that Excel adds to a worksheet automatically. Excel sets 
up automatic subtotals based on data groupings in a selected field.

average: Typically, the arithmetic mean for a set of values. Excel offers several averaging 
functions. See also median; mode.

Appendix
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best-fit trend line: A straight line through a chart’s data points where the differences 
between the chart points that reside above the line and those that reside below the line 
cancel each other out. See also trend analysis.

binomial distributions: Used to calculate probabilities in situations in which you have a 
limited number of independent trials, or tests, that can either succeed or fail. Success or 
failure of any one trial is independent of other trials.

Boolean expression: See logical expression.

break-even analysis: A worksheet model that calculates the number of units a product 
or business must sell to recoup all costs (or, to put it another way, to reach a profit of $0).

calculated field: Used to insert a new row or column into a PivotTable and then fill the 
new row or column with a formula.

calculated item: An amount shown in a PivotTable that you create by calculating a 
formula. Frankly, adding a calculated item usually doesn’t make any sense. But, hey, 
strange things happen all the time, right?

changing cell: A worksheet cell that Excel modifies in an attempt to find a solution to a 
problem. Also called a variable cell.

chart legend: Identifies the data series that you plot in your chart.

chart type: Includes column, bar, line, pie, XY, surface, and so on.

chronological order: A sorting option that arranges labels or values in chronological 
order such as Monday, Tuesday, Wednesday, and so on. See also ascending order; 
descending order.

coefficient of determination: A measure of how well a trend line fits the data.

color scales: A data visualization feature that compares the relative values in a range by 
applying shading to each cell, where the color reflects each cell’s value.

combinations: Given a data set, the number of ways that a subset of that data can be 
grouped, without repeats, where the order isn’t important (that is, each subset is unique). 
See also permutations.

comma-separated values: A type of delimited text file in which each record appears on a 
line of text and each field is separated by a comma.

comparison operator: A mathematical operator used in a logical expression. For 
example, the > comparison operator makes greater than comparisons, and the = operator 
makes equal to comparisons. See also logical expressions.

conditional formatting: A special format that Excel applies only to cells that satisfy one 
or more criteria.

consolidating: Combining the data from multiple worksheets — called the source 
ranges — into a single summary report — the destination range.
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constraint: A condition that a cell in a data model must satisfy before Solver accepts a 
solution.

correlation: A measure of the relationship between two sets of data.

counting: Used for useful statistical functions for counting cells in a worksheet or table. 
Excel provides four counting functions: COUNT, COUNTA, COUNTBLANK, and COUN-
TIF. Excel also provides two useful functions for counting permutations and combinations: 
PERMUT and COMBIN.

covariance: Calculates the average of the product of deviations of values from the means 
of the data set.

criteria: Conditions that specify which subset of data you want to extract from a table or 
database.

criteria range: A worksheet range that contains copies of a table’s header as well as one 
or more logical expressions that define a filter for the table.

cross-tabulation: An analysis technique that summarizes data in two or more ways. For 
example, if you run a business and summarize sales information both by customer and by 
product, that’s a cross-tabulation because you tabulate the information in two ways. See 
also PivotTable.

CSV: See comma-separated values.

custom calculation: A formula that you define yourself to produce PivotTable values that 
wouldn’t otherwise appear in the report if you used only the source data and Excel’s 
predefined summary calculations.

data analysis: The application of tools and techniques to organize, study, reach conclu-
sions and sometimes also make predictions about a specific collection of information.

database functions: A special set of functions for quick statistical analysis of information 
stored in Excel tables.

database query: See query.

delimited text file: A type of text file. Delimited text files use special characters, called 
delimiters, to separate fields of information in the report. For example, such files com-
monly use the Tab character to delimit. See also importing.

dependent variable: In regression analysis, the variable that changes with respect to the 
independent variable.

descending order: A sorting order that arranges labels in reverse alphabetical order and 
values in largest-value-to-smallest-value order. See also ascending order; chronological 
order.

descriptive statistics: Describe the values in a set. For example, if you sum a set of 
values, that sum is a descriptive statistic. If you find the largest value or the smallest value 
in a set of numbers, that’s also a descriptive statistic.
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dirty: Describes data that’s disorganized, inconsistent, or incorrect.

drilling down: In a PivotTable, displaying the data source details behind a calculated 
value.

exponential trend: A trend that rises or falls at an increasing rate.

exporting: In the context of databases, moving information to another application. If you 
tell your accounting system to export a list of vendors that Excel can later read, for 
example, you’re exporting. Many business applications, by the way, do easily export data 
to Excel. See also importing.

external data: Data that resides outside the active Excel workbook in another workbook, 
a file, a database, a server, or a website.

field: In a table or database, a category or type of information. In an Excel table, each 
column represents a field.

field settings: Determine what Excel does with a field when it’s cross-tabulated in the 
PivotTable. See also cross-tabulation; PivotTable.

filter: A condition that Excel applies to a table that defines a subset of the table’s records.

fixed-width: A type of text file in which each item uses a set amount of space.

formulas: Calculation instructions entered into worksheet cells. Essentially, this business 
about formulas going into workbook cells is the heart of Excel. Even if an Excel workbook 
did nothing else, it would still be an extremely valuable tool. In fact, the first spreadsheet 
programs did little more than calculate cell formulas. See also text labels; value.

frequency distribution: Organizes the values in a data set into numeric ranges called 
bins and then tells you the number of observations that fall in each bin.

function: A prebuilt formula that you can use instead of constructing a custom formula to 
perform standard calculations such as the average or the standard deviation.

function arguments: Needed in most functions; also called inputs or parameters. All 
database functions need arguments, which you include inside parentheses. If a function 
needs more than one argument, you separate arguments by using commas. See also 
database functions.

future value: The amount that money invested now will be worth at a specified time in 
the future given an interest rate and regular deposits.

header row: A top row of field names in your table range.

histogram: A chart that shows a frequency distribution.

icon set: A data visualization feature that adds a particular icon to each cell in the range, 
with that icon telling you something about the cell’s value relative to the rest of the range.
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importing: In the context of databases, grabbing information from some other applica-
tion. Excel can import information from popular databases (such as Microsoft Access), 
from web page tables, and from text files. See also exporting.

independent variable: In regression analysis, the variable based on which the dependent 
variable changes.

inferential statistics: Based on a very useful, intuitively obvious idea that if you look at a 
sample of values from a population, and if the sample is representative and large enough, 
you can draw conclusions about the population based on characteristics of the sample.

iteration: A formula optimization technique that tries multiple interim solutions in an 
attempt to converge on the true solution.

kurtosis: A measure that indicates whether the curve formed by some sample data is 
peaked (positive kurtosis) or flat (negative kurtosis). See also skewness.

linear trend: A trend in which the dependent variable is related to the independent 
variable by some constant amount.

linear regression: Regression analysis in which the best-fit trend line is a straight line.

list: See table.

logarithmic trend: A trend in which the data rises or falls very quickly at the beginning, 
but then slows down and levels off over time.

logical expression: Describe a comparison that you want to make. To construct a logical 
expression, you use a comparison operator and then a value used for the comparison.

mean: See average.

median: The middle value in a set of values. Half the values fall below the median, and 
half the values fall above the median. See also average; mode.

Microsoft Access: See Access.

Microsoft Query: See Query.

mode: The most common value in a set. See also average; median.

moving average: Smooths a data series by averaging the series values over a specified 
number of preceding periods.

nonlinear regression: Regression analysis in which the best-fit trend line is a curve.

normal distribution: The infamous bell curve. Also known as a Gaussian distribution.

objective cell: In an optimization process, the cell that contains the formula you want to 
optimize. Also called the target cell. See also changing cell; constraint.
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observation: An item from a data set. Suppose that you’re constructing a data set that 
shows daily high temperatures in your neighborhood. When you go out and observe that 
the temperature some fine July afternoon is 87°F, that measurement is your observation.

Open Database Connectivity (ODBC): A database standard that enables a program to 
connect to and manipulate a data source.

one-input data table: A data table that varies only one of the formula’s input cells.

operator precedence: Standard rules that determine the order of arithmetic operations 
in a formula. For example, exponential operations are performed first. Multiplication and 
division operations are performed second. Addition and subtraction operations are 
performed third. To override these standard rules, use parentheses. See also formulas.

optimization modeling: A problem-solving technique in which you look for the optimum 
value of an objective function while explicitly recognizing constraints.

outer field: In a PivotTable, the field “farthest” from the value area: the leftmost field if 
you have two fields in the row area; the topmost field if you have two fields in the column 
area. The other field is called the inner field because it’s “closest” to the value area.

outlier: A value that’s much higher or lower than the other values in the same data set.

parameter: An input to a probability distribution function.

percentile: The percentage of items in a sample that are at the same level or a lower level 
than a given value. See also rank.

permutations: Given a data set, the number of ways that a subset of that data can be 
grouped, in any order, without repeats. See also combinations.

pivot cache: An area of memory that Excel uses to store a PivotTable’s source data.

PivotChart: A cross-tabulation that appears in a chart. See also cross-tabulation.

pivoting: Moving a field from one area to another in a PivotTable.

PivotTable: Perhaps the most powerful analytical tool that Excel provides. Use the 
PivotTable command to cross-tabulate data stored in Excel tables. See also 
cross-tabulation.

polynomial trend: A trend with a best-fit line of multiple curves derived using an 
equation that uses multiple powers of x.

population: The complete set of observations for some phenomenon. See also sample.

power trend: A trend in which the data increases or decreases steadily.

present value: The amount that some future value is worth now given an investment’s 
interest rate and regular deposits.

primary key: In sorting, the field first used to sort records. See also secondary key; sort; 
and, if you’re really interested, tertiary key.
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probability distribution: A chart that plots probabilities. See also normal distribution; 
uniform distribution.

probability distribution function: An equation that describes the line of the probability 
distribution. See also probability distribution.

query: A database feature that specifies how you want to extract, sort, and filter data to 
use in a worksheet.

Query Wizard: A tool that comes with Excel and enables you to query a database and 
then place the results into an Excel workbook.

R2: See coefficient of determination.

rank: The position of an item in a data set relative to the other items. See also percentile.

raw data: Data that has not been manipulated or analyzed in any way.

record: A collection of related fields in a table. In Excel, each record goes into a sepa-
rate row.

refreshing pivot data: Updating the information shown in a PivotTable or pivot chart to 
reflect changes in the underlying data. You can click the Refresh data tool provided by the 
PivotTable toolbar button to refresh.

regression analysis: Plotting pairs of independent and dependent variables in an XY 
chart and then finding a linear or exponential equation that best describes the plotted 
data.

regression equation: A mathematical equation that specifies the exact relationship 
between the dependent variable and the independent variable.

relational database: Essentially, a collection of tables. See also table.

relative reference: A cell reference used in a formula that Excel adjusts if you copy the 
formula to a new cell location. See also absolute reference.

running total: The cumulative sum of the values that appear in a given set of data.

sample: A collection of observations from a population.

scatter plot: An XY chart that visually compares pairs of values. A scatter plot is often a 
good first step when you want to perform regression analysis. See also regression analysis.

scenario: A data-analysis technique that stores multiple input values for a worksheet 
model and enables you to apply those values quickly.

secondary key: In sorting, the second field used to sort records. The secondary key 
comes into play only when the primary keys of records have the same value. See also 
primary key; sort.

skewness: A measure of the symmetry of a distribution of values. See also kurtosis.
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solve order: The order in which calculated item formulas should be solved. See also 
calculated item.

Solver: An Excel add-in with which you perform optimization modeling. See also optimiza-
tion modeling.

Solver variables: The variables in an optimization modeling problem. See optimization 
modeling.

sort: To arrange table records in some order, such as alphabetically by last name. Excel 
includes easy-to-use tools for doing this, by the way.

standard deviation: Describes dispersion about the data set’s mean. You can think of a 
standard deviation as an average deviation from the mean. See also average; variance.

summary calculation: The calculation that Excel uses to populate the PivotTable data 
area.

table: A collection of related data stored in a row-and-column format, where each row 
represents a single item of data and each column represents a single type or category of 
data.

tertiary key: In sorting, the third field used to sort records. The tertiary key comes into 
play only when multiple records have not only primary keys that match but also second-
ary keys that match. See also primary key; secondary key; sort.

text file: A file that’s all text. Many programs export text files, by the way, because other 
programs (including Excel) often easily import text files.

text functions: Used to manipulate text strings in ways that enable you to easily rear-
range and manipulate the data that you import into an Excel workbook. Typically, these 
babies are extremely useful tools for scrubbing or cleaning the data that you want to 
analyze later.

text labels: Includes letters and numbers that you enter into worksheet cells but that you 
don’t want to use in calculations. For example, your name, a budget expense description, 
and a telephone number are all examples of text labels. None of these pieces of informa-
tion gets used in calculations.

top/bottom rule: A conditional formatting rule in which Excel applies a conditional 
format to those items that are at the top or bottom of a range of values.

trend analysis: Data analysis that identifies the overall direction over time of the values 
in a data set.

trend line: A line through a chart’s data points that visualizes the overall trend of the data.
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two-input data table: A data table that varies two of the formula’s input cells.

uniform distribution: Having the same probability of occurrence in every event. One 
common probability distribution function is a uniform distribution.

value: Some bit of data that you enter into a workbook cell and may want to later use in a 
calculation. For example, the actual amount that you budget for some expense would 
always be a number or value. See also formulas; text labels.

variance: Describes dispersion about the data set’s mean. The variance is the square of 
the standard deviation. See also average; standard deviation.

web query: Grabbing data from a table that’s stored in a web page. Excel provides a very 
slick tool for doing this, by the way.

weighted average: A version of the average calculation that takes into account the 
relative importance of each value in a data set.

what-if analysis: A worksheet data model designed to help you analyze hypothetical 
scenarios.

x-values: The independent values in a regression analysis.

XML: Extensible Markup Language, a standard that enables the management and sharing 
of structured data using simple text files.

y-intercept: In a trend line, the value of y at the point where the trend line crosses the 
y-axis.

y-values: The dependent values in a regression analysis.

z-value: In statistics, describes the distance between a value and the mean in terms of 
standard deviations. (How often does one get to include a legitimate Z entry in a glossary! 
Not often, but here I do.) See also average; standard deviation.
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Symbols
+ (addition), 81–82, 151
{} (braces), 36
, (comma), 83
/ (division), 151
= (equal to), 50, 72
= (equals sign), 151
> (greater than), 50, 72, 81–82, 151
>= (greater than or equal to), 72
< (less than), 72, 151
<= (less than or equal to), 72
* (multiplication), 81–82, 151
<> (not equal to), 72
- (subtraction), 151

A
absolute reference, 317
Access, 56, 78, 317
Access tables

as external data, 78
importing data from, 80–81

Access Web Content dialog box, 86–87
Add Constraint dialog box, 51
Add Scenario dialog box, 40–41
add-in. See also Analysis ToolPak; Solver

defined, 317
Power Pivot, 192
Solver, 46–47

adding
column subtotals in Excel tables, 63–64
constraints to Solver, 50–52
data labels to PivotCharts, 173
fields in PivotCharts, 126–127, 164
fields to PivotTables areas, 126–127
PivotChart titles, 175–177
running total summary calculations, 144–146
tables to data models, 193

Add-Ins dialog box, 46–47, 247
addition (+), 81–82, 151
adjusting

PivotChart type, 172–173
PivotTables Fields Task pane layout, 304–306
PivotTables summary calculations, 138–140

Advanced Filter dialog box, 74
analysis, trend

about, 203
calculating best-fit values, 206–208
calculating exponential trend values, 216–218
calculating forecasted linear values, 212–214
defined, 324
extending linear trends, 210–212
extending linear trends using fill handle, 211
extending linear trends using Series command, 

211–212
LINEST function, 208
LOGEST function, 218
plotting best-fit trend lines, 204–206
plotting exponential trend lines,  

214–216
plotting forecasted values, 208–210
plotting logarithmic trend lines, 218–220
plotting polynomial trend lines, 222–223
plotting power trend lines, 220–221

analysis of variance (ANOVA), 271
Analysis ToolPak

defined, 317
loading, 246–247

analyzing
cell values with color scales, 15–16
cell values with data bars, 14–15
cell values with icon sets, 16–17

AND function, 19
ANOVA (analysis of variance), 271
Anova: Single Factor dialog box, 275
ANOVA tools, 274–276

Index
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applying
advanced filters in Excel tables, 72–76
AutoFilter, 67–68
multiple filters in Excel tables, 71
percentage summary calculations, 142–144
PivotTable styles, 308–309
predefined AutoFilters, 69–71
report filters, 131–132
scenarios, 42

arguments, 320. See also database functions
arithmetic operators, 317. See also operator 

precedence
ascending order, 317. See also chronological 

order; descending order
AutoFilter

about, 67
applying predefined, 69–71
defined, 317
turning off, 68–69

AutoFilter command, 67
automatic subtotals, 22–24, 317
average. See also median; mode

calculating, 233–235
calculating based on multiple conditions, 

234–235
of column values, 105–106
conditional, 233–234
defined, 282, 317
tips for, 282–283

AVERAGE function, 81–82, 105–106, 233, 252
Average measure, 62, 138
AVERAGEIF function, 233–234
AVERAGEIFS function, 234–235

B
base field, 140, 145
base item, 140
Bernoulli distributions, 255
best-fit trendline, 318. See also trend analysis
best-fit trends, plotting, 204–206
best-fit values, calculating, 206–208
bin range, 258

binomial distribution, 255, 318
Boolean expression. See logical expression
bottom values, highlighting in ranges, 13–14
braces ({}), 36
break-even analysis, 45, 318
building

custom conditional formatting rules, 17–18
custom PivotTable styles, 309–311
data models, 9
data tables, 32–36
descriptive statistics, 247–250
Excel tables, 57–61
forecast sheets, 223–226
frequency distributions, 258–260
grouped frequency distributions, 240–241
index summary calculations, 147–148
one-input data tables, 32–34
PivotCharts, 165–169
PivotCharts from Excel tables, 166–169
PivotTables from Excel tables, 119–121
PivotTables from external data, 122–124
random numbers, 255–257
relationships between tables, 186–187
scenarios, 40–42
two-input data tables, 34–36

C
calculated field, 152, 318
calculated item, 152, 318
calculating

average based on multiple conditions, 234–235
averages, 233
best-fit values, 206–208
column maximum value, 106–107
column minimum value, 106–107
column standard deviation, 109–110
column variance, 110–111
conditional average, 233–234
correlation, 271–273
covariance, 273–274
cumulative loan principal and interest, 297–298
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double-declining balance depreciation, 301–302
exponential trend values, 216–218
forecasted linear values, 212–214
future value, 294
interest, 297
internal rate of return, 299
loan payments, 296
median, 235
mode, 235–236
moving average, 250–252
Nth largest/smallest value, 238–240
present value, 295
principal, 297
rank and percentile, 253–254
regression, 269–271
standard deviation, 242–243
straight-line depreciation, 300
variance, 241–242
workbooks, 37

calculating, custom
about, 151
defined, 319
deleting, 158–159
editing, 157–158
formulas for, 151
inserting fields, 154–155
inserting items, 155–157
limitations of, 152–153
types of, 152–153

cardinality, 186
category, consolidating data by, 26, 28–29
Category axis (PivotCharts), 163
Category items (PivotCharts), 163
cell values

analyzing with color scales, 15–16
analyzing with data bars, 14–15
analyzing with icon sets, 16–17

cells
counting that match criteria, 229–230
highlighting, 10–11
highlighting based on formulas, 19–20

Change Chart Type dialog box, 172–173
Change Constraint dialog box, 51
changing

PivotChart type, 172–173
PivotTables Fields Task pane layout, 304–306
PivotTables summary calculations, 138–140

changing cells, 38, 44, 52, 318
Chart Categories (X-Axis), 162
Chart Data Series, 162
chart legend, 318
chart type, 318
Chart Values (Y-Axis), 162
Cheat Sheet (website), 3–4
Choose Data Source dialog box, 91–92,  

93, 122
choosing

columns in Excel tables, 60
rows in Excel tables, 60

chronological order, 318. See also ascending 
order; descending order

clearing filters, 68
coefficient of determination, 206, 318
collapsing sections, 26
color scales

analyzing cell values with, 15–16
defined, 318

Column area
filtering in, 132–133
in PivotTables, 118

column break lines, 84
column field header, in PivotTables, 118
column values

averaging, 105–106
counting, 104–105
determining maximum, 106–107
determining minimum, 106–107
determining standard deviation, 109–110
multiplying, 108
summing, 102–103

column variance, calculating, 110–111
Column Width dialog box, 200
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columns
adding subtotals in Excel tables, 63–64
creating relationships by choosing, 197–198
deleting in Excel tables, 61
inserting in Excel tables, 61
selecting in Excel tables, 60

COM Add-ins dialog box, 192
COMBIN function, 232
COMBINA function, 232
combinations. See also permutations

counting, 232
defined, 318

comma (,), 83
comma-separated value (CSV) file, 79, 83, 318
comparison operators, 50, 72, 151, 318. See also 

logical expression
conditional average, calculating, 233–234
conditional formatting

creating custom rules, 17–18
data analysis with, 9–22
defined, 318
editing rules, 20–21
removing rules, 21–22

Conditional Formatting Rules Manager  
dialog box, 21, 22

confidence intervals, 291–292
Confidence Level(X%) measure, 248
Consolidate dialog box, 27–29
consolidating

data from multiple worksheets, 26–29
defined, 318

constraint cell, 45, 319
constraints, adding to Solver, 50–52
converting

Excel tables to ranges, 61
ranges to Excel tables, 58–60

CORREL function, 243–244, 246
Correlation dialog box, 272
correlations

calculating, 271–273
defined, 319
finding, 243–244

COUNT function, 105, 228, 229–230
Count measure, 62, 138, 248
Count Numbers calculation, 138
COUNTA function, 105, 229–230
COUNTBLANK function, 105, 229–230
COUNTIF function, 105, 229–230
COUNTIFS function, 105, 230
counting

about, 228
cells that match criteria, 229–230
column values, 104–105
combinations, 232
defined, 319
empty cells, 229
nonempty cells, 229
numbers, 228
permutations, 231

covariance
calculating, 273–274
defined, 319

Covariance dialog box, 273–274
Create Forecast Worksheet dialog box, 224
Create New Data Source dialog box, 91–92, 93
Create PivotChart dialog box, 167
Create Table dialog box, 59
creating

custom conditional formatting rules, 17–18
custom PivotTable styles, 309–311
data models, 9
data tables, 32–36
descriptive statistics, 247–250
Excel tables, 57–61
forecast sheets, 223–226
frequency distributions, 258–260
grouped frequency distributions, 240–241
index summary calculations, 147–148
one-input data tables, 32–34
PivotCharts, 165–169
PivotCharts from data models, 200–201
PivotCharts from Excel tables, 166–169
PivotTables from data models, 200–201
PivotTables from Excel tables, 119–121
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PivotTables from external data, 122–124
random numbers, 255–257
relationships between tables, 186–187
relationships between tables with Power Pivot, 

197–199
scenarios, 40–42
two-input data tables, 34–36

criteria
counting cells that match, 229–230
defined, 319
highlighting cells according to, 10–11

criteria argument, 100
criteria range, 74, 319
cross-tabulation, 319. See also PivotTables
CSV (comma-separated value) file, 79, 83, 318
Ctrl+C, 82
Ctrl+V, 82, 170
Ctrl+X, 170
CUMIPMT function, 297–298
CUMPRINC function, 297–298
Custom AutoFilter dialog box, 70
custom calculations

about, 151
defined, 319
deleting, 158–159
editing, 157–158
formulas for, 151
inserting fields, 154–155
inserting items, 155–157
limitations of, 152–153
types of, 152–153

Custom Lists dialog box, 66
Custom Sort command, 65–66

D
data. See also external data

dealing with, 8–9
getting from external sources, 58, 77–97
grouping related, 24–26
importing from Access tables, 80–81
importing from web pages, 86–88

importing from Word tables, 81–82
optimizing with Solver, 43–53
from other programs, 79–80
raw data, 8
refreshing in PivotTables, 125–126
sampling, 262–264
summarizing with subtotals, 22–24
transforming, 199–200

data analysis
about, 8
building data models, 9
with conditional formatting, 9–22
dealing with data, 8–9
defined, 319
with Goal Seek, 37–39
of information in Excel tables, 61–76
performing what-of analysis, 9
raw data, 8
with Scenarios, 39–43

Data Analysis dialog box, 247, 249, 251, 253, 256, 
259, 262, 264, 267, 269, 271, 273, 275, 276

data bars, analyzing cell values with, 14–15
data connections, building PivotTables from, 

123–124
data labels, adding to PivotCharts, 173
data models

about, 183–186
adding tables to, 193
basing PivotTables on multiple tables, 189–192
building, 9
creating PivotCharts from, 200–201
creating PivotTables from, 200–201
creating relationships between tables,  

186–187
creating relationships between tables with 

Power Pivot, 197–199
importing external data tables, 187–188, 

193–194
managing with Power Pivot, 192–199
refreshing, 198–199
transforming data, 199–200
viewing relationship details, 196–197
viewing table relationships, 195–196
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Data series axis (PivotCharts), 163
Data Series items (PivotCharts), 163
data sources

defining, 91–93
importing data tables from external, 193–194
querying, 94–97

Data Table command, 36
Data Table dialog box, 33
data tables

about, 32
adding top data models, 193
basing PivotTables on multiple, 189–192
compared with Excel tables, 32
creating, 32–36
creating relationships between, with Power 

Pivot, 197–199
importing external, 187–189
importing from external data sources, 193–194
recalculating, 37
skipping, 37
viewing table relationships, 195–196

data-analysis tools
about, 31
data tables, 32–37
Goal Seek, 37–39
Scenarios, 39–43
Solver, 43–53

database argument, 100
database functions, 319
database query. See query
date values, grouping, 128–129
DAVERAGE function, 105–106
DB function, 300–301
DCOUNT function, 104–105
DCOUNTA function, 104–105
DDB function, 301–302
defining data sources, 91–93
deleting

columns in Excel tables, 61
custom calculations, 158–159
rows in Excel tables, 61
scenarios, 43

delimited text files. See also importing
about, 79, 83
defined, 319
importing, 83–84

delimiter, 79, 83
dependent variable, 319
descending order, 319. See also ascending order; 

chronological order
descriptive statistics

about, 245–246
calculating moving average, 250–252
creating frequency distributions, 258–260
defined, 319
determining rank and percentile, 253–254
generating, 247–250
generating random numbers, 255–257
loading Analysis ToolPak, 246–247
simplicity of, 282

Descriptive Statistics dialog box, 249
destination range, 26
determining

average based on multiple conditions, 234–235
averages, 233
best-fit values, 206–208
column maximum value, 106–107
column minimum value, 106–107
column standard deviation, 109–110
column variance, 110–111
conditional average, 233–234
correlation, 271–273
covariance, 273–274
cumulative loan principal and interest, 297–298
double-declining balance depreciation, 301–302
exponential trend values, 216–218
forecasted linear values, 212–214
future value, 294
interest, 297
internal rate of return, 299
loan payments, 296
median, 235
mode, 235–236
moving average, 250–252
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Nth largest/smallest value, 238–240
present value, 295
principal, 297
rank and percentile, 253–254
regression, 269–271
standard deviation, 242–243
straight-line depreciation, 300
variance, 241–242
workbooks, 37

DGET function, 101–102
diagram view, creating relationships in, 198
dialog boxes

Access Web Content, 86–87
Add Constraint, 51
Add Scenario, 40–41
Add-Ins, 46–47, 247
Advanced Filter, 74
Anova: Single Factor, 275
Change Chart Type, 172–173
Change Constraint, 51
Choose Data Source, 91–92, 93, 122
COM Add-ins, 192
Conditional Formatting Rules Manager, 21, 22
Consolidate, 27–29
Correlation, 272
Covariance, 273–274
Create Forecast Worksheet, 224
Create New Data Source, 91–92, 93
Create PivotChart, 167
Create Table, 59
Custom AutoFilter, 70
Custom Lists, 66
Data Analysis, 247, 249, 251, 253, 256, 259, 262, 

264, 267, 269, 271, 273, 275, 276
Data Table, 33
Descriptive Statistics, 249
Duplicate Values, 12
Edit Scenarios, 42–43
Excel Options, 37, 46, 246
Field Settings, 149–150
Format Cells, 12, 14, 310
F-Test Two-Sample for Variances, 276–277

Goal Seek, 37–39
Greater Than, 11
Grouping, 128–129
Histogram, 259
Import Data, 80, 83–84, 84–85, 89–90, 97, 

187–188
Insert Calculated Field, 154–155, 157–158, 

158–159
Insert Calculated Item, 155–157, 157–158, 

158–159
Insert Chart, 166
Insert Slicers, 134–135
Label Filter, 133
Login, 92
Manage Relationships, 186–187, 196–197
Move Chart, 170
Moving Average, 251–252
Navigator, 80–81, 87
New Formatting Rule, 18, 19
New PivotTable Style, 309–311
PivotTable Options, 125–126, 312, 313
PivotTables from an External Source, 123–124
Query Wizard-Choose Columns, 94–95
Query Wizard-Filter Data, 95–96
Query Wizard-Finish, 96–97, 122
Query Wizard-Sort Order, 96
Random Number Generation, 256–257
Rank and Percentile, 253–254
Regression, 269–271
Sampling, 262–263
Save Scenario, 52
Scenario Manager, 40, 42
Scenario Values, 41–42, 42–43
Scenarios Manager, 43
Select Database, 92
Series, 211
Set Advanced Options, 93
Show Trial Solution, 52
Solver Parameters, 47–48, 49, 50–52
Solver Results, 47–49, 53
Sort, 66–67
Subtotal, 23
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dialog boxes (continued)
Table Import Wizard, 193–194
Top 10 Filter, 133–134
Top 10 Items, 13–14
t-Test: Two-Sample Assuming Equal Variances, 

265–266
Value Field Settings, 139, 141–142, 144,  

145–146, 148
z-Test: Two Sample for Means, 267–268

Difference From calculation, 140–142
directional icon sets, 17
dirty, 320
Discrete distributions, 255
displaying

data tables with PivotCharts, 178–179
details behind PivotTable data, 306–308
multiple subtotals for fields in PivotTables, 

149–150
statistics, 61–63

distributions, 255
division (/), 151
DMAX function, 106–107
DMIN function, 106–107
double-declining balance depreciation, 

determining, 301–302
DPRODUCT function, 108
drilling down, 320
DSTDEV function, 109–110
DSTDEVP function, 109–110
DSUM function, 102–103
duplicate values, showing, 11–12
Duplicate Values dialog box, 12
DVAR function, 110–111
DVARP function, 110–111
Dynamic PivotCharts, 162

E
Edit Scenarios dialog box, 42–43
editing

conditional formatting rules, 20–21
custom calculations, 157–158
scenarios, 42–43

embedding PivotCharts on PivotTable worksheets, 
165–166

empty cells, counting, 229
equal to (=), 50, 72, 151
Evolutionary, 49
Excel Options dialog box, 37, 46, 246
Excel tables

about, 55
adding column subtotals in, 63–64
analyzing information in, 61–76
applying advanced filters in, 72–76
applying multiple filters, 71
applying predefined AutoFilters, 69–71
building, 57–61
building PivotCharts from, 166–169
building PivotTables from, 119–121
clearing filters, 68
compared with data tables, 32
converting ranges to, 58–60
converting to ranges, 61
creating relationships between, 186–187
filtering records, 67–68
maintenance of, 60–61
resizing, 61
retrieving values from, 101–102
sorting records, 64–67
turning off AutoFilter, 68–69
uses for, 55–57

Excel workbook, 79
exponential trend lines

calculating, 216–218
defined, 320
plotting, 214–216

exporting, 320. See also importing
extending

linear trends using fill handle, 211
linear trends using Series command, 211–212

external data
about, 77–78
creating PivotTables from, 122–124
defined, 320
importing, 80–90
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external databases, querying, 90–97
external programs/services, as external data, 78
external sources, getting data from, 58, 77–97

F
field argument, 100
field references, 153
field settings, 320. See also cross-tabulation; 

PivotTables
Field Settings dialog box, 149–150
fields

adding in PivotCharts, 164
adding to PivotTables areas, 126–127
defined, 320
displaying multiple subtotals for in  

PivotTables, 149–150
inserting for custom calculations, 154–155
moving in PivotTables, 128
pivoting, 165
removing in PivotCharts, 164
turning off subtotals for in PivotTables, 149

Fields Task pane (PivotTables), 304–306
fill handle, extending linear trends using, 211
filter area, in PivotTables, 118
Filter button, 57
Filter command, 72
filtering

about, 162
in Column area, 132–133
Excel table records, 67–68
PivotCharts, 170–172
PivotTables values, 131–135
in Row area, 132–133

filters
applying advanced in Excel tables, 72–76
applying multiple in Excel tables, 71
clearing, 68
defined, 320

financial data, analyzing, 293–302
finding

correlation, 243–244
rank, 236–238
required interest rate, 298–299

fixed-declining balance depreciation,  
returning, 300–301

fixed-width, 320
fixed-width text files, 79, 83, 84–86
Forecast Sheet feature, 223–226
forecasted linear values, calculating, 212–214
forecasted values, plotting, 208–210
FORECAST.LINEAR function, 214
Format Cells dialog box, 12, 14, 310
formatting, conditional

creating custom rules, 17–18
data analysis with, 9–22
defined, 318
editing rules, 20–21
removing rules, 21–22

formatting PivotTable, 311–312
formulas. See also text labels; values

for custom calculations, 151
defined, 320
highlighting cells based on, 19–20
using PivotTable values in, 314–315

frequency distributions
creating, 258–260
defined, 320
grouped, 240–241

FREQUENCY function, 240–241, 258
F-Test Two-Sample for Variances dialog box, 

276–277
f-tests, performing, 276–277
function arguments, 320. See also database 

functions
functions

AND, 19
about, 100–101
arguments for, 100
AVERAGE, 81–82, 105–106, 233, 252
AVERAGEIF, 233–234
AVERAGEIFS, 234–235
averaging column values, 105–106
calculating column variance, 110–111
COMBIN, 232
COMBINA, 232
CORREL, 243–244, 246
COUNT, 105, 228, 229–230
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functions (continued)
COUNTA, 105, 229–230
COUNTBLANK, 105, 229–230
COUNTIF, 105, 229–230
COUNTIFS, 105, 230
counting column values, 104–105
criteria for, 100–101
CUMIPMT, 297–298
CUMPRINC, 297–298
DAVERAGE, 105–106
DB, 300–301
DCOUNT, 104–105
DCOUNTA, 104–105
DDB, 301–302
defined, 320
determining column maximum values, 106–107
determining column minimum values, 106–107
DGET, 101–102
DMAX, 106–107
DMIN, 106–107
DPRODUCT, 108
DSTDEV, 109–110
DSTDEVP, 109–110
DSUM, 102–103
DVAR, 110–111
DVARP, 110–111
finding column standard deviation, 109–110
FORECAST.LINEAR, 214
FREQUENCY, 240–241, 258
FV, 294
GETPIVOTDATA, 315
GROWTH, 216–218
IF, 19
IPMT, 297
IRR, 299
LARGE, 239
LINEST, 208, 213, 220, 221, 223
LOGEST, 218
MAX, 107
MAXA, 107

MEAN, 106
MEDIAN, 106, 235, 236
MIN, 107
MINA, 107
MODE, 106, 235–236
multiplying column values, 108
OR, 19
PERCENTILE.EXC, 246, 253
PERCENTILE.INC, 246, 253
PERCENTRANK.EXC, 238
PERCENTRANK.INC, 238
PERMUT, 231
PERMUTATIONA, 231
PMT, 296
PPMT, 297
PV, 295
RAND, 255
RANDBETWEEN, 255
RANK.AVG, 236–238, 246, 253
RANK.EQ, 236–238, 246, 253
RATE, 298–299
retrieving values from tables, 101–102
SLN, 300
SMALL, 239–240
STDEV, 109
STDEVA, 109
STDEVP, 109
STDEV.P, 242–243
STDEVPA, 109
STDEV.S, 242–243
SUM, 81–82
SUMIF, 103
SUMIFS, 103
summing column values, 102–103
TABLE, 36
TREND, 206–208, 212–214
VAR, 111
VARA, 111
VARP, 111
VAR.P, 241–242
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VARPA, 111
VAR.S, 241–242

future value
calculating, 37, 294
defined, 320

FV function, 294

G
generating

custom conditional formatting rules, 17–18
custom PivotTable styles, 309–311
data models, 9
data tables, 32–36
descriptive statistics, 247–250
Excel tables, 57–61
frequency distributions, 258–260
grouped frequency distributions, 240–241
index summary calculations, 147–148
one-input data tables, 32–34
PivotCharts, 165–169
PivotCharts from Excel tables, 166–169
PivotTables from Excel tables, 119–121
PivotTables from external data, 122–124
random numbers, 255–257
scenarios, 40–42
two-input data tables, 34–36

GETPIVOTDATA function, 315
Goal Seek, data analysis with, 37–39
Goal Seek dialog box, 37–39
gradient fill, 15
Grand Totals, turning off in PivotTables, 312–313
greater than (>), 50, 72, 81–82, 151
Greater Than dialog box, 11
greater than or equal to (>=), 72
GRG Nonlinear, 49
grouped frequency distributions, creating, 

240–241
grouping

date values, 128–129
numeric values, 128–129
PivotTable values, 128–130

related data, 24–26
text values, 130
time values, 128–129

Grouping dialog box, 128–129
GROWTH function, 216–218

H
header row, 320
headers, 57
highlighting

cells, 10–11
cells based on formulas, 19–20
top/bottom values in ranges, 13–14

histogram, 258, 320
Histogram dialog box, 259

I
icon sets

analyzing cell values with, 16–17
defined, 320

icons, explained, 3
IF function, 19
Import Data dialog box, 80, 83–84, 84–85, 89–90, 

97, 187–188
importing. See also exporting

data from Access tables, 80–81
data from web pages, 86–88
data from Word tables, 81–82
defined, 321
delimited text files, 83–84
external data, 80–90
external data tables, 187–189
fixed-width text files, 84–86
related tables from external data sources, 193–194
text files, 82–83
XML files, 88–90

independent variable, 321
Index calculation, 147–148
index summary calculations, 147–148
indicators icon sets, 17
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inferences, 245
inferential statistics

about, 245, 261
calculating correlation, 271–273
calculating covariance, 273–274
defined, 321
determining regression, 269–271
performing f-tests, 276–277
performing z-tests, 267–269
sampling data, 262–264
tips for, 285–287
using ANOVA tools, 274–276
using t-test tools, 264–267

inner field, 140
input range, 258
Insert Calculated Field dialog box, 154–155, 

157–158, 158–159
Insert Calculated Item dialog box, 155–157, 

157–158, 158–159
Insert Chart dialog box, 166
Insert Slicers dialog box, 134–135
inserting

columns in Excel tables, 61
fields for custom calculations, 154–155
items for custom calculations, 155–157
rows in Excel tables, 60

interest, calculating, 297
internal rate of return, determining, 299
Internet resources

book updates, 4
Cheat Sheet, 3–4
sample workbooks, 3

interval, of moving average, 252
IPMT function, 297
IRR function, 299
iterations, 38, 321

K
kurtosis, 289–290, 321. See also skewness
Kurtosis measure, 248

L
label filter, 132
Label Filter dialog box, 133
LARGE function, 239
Largest(X) measure, 248
legends, PivotChart, 177–178
less than (<), 72, 151
less than or equal to (<=), 72
level bars, 25
level numbers, 25
linear regression, 205–206, 321
linear trends

defined, 321
extending, 210–212
extending using fill handle, 211
extending using Series command, 211–212

LINEST function, 208, 213, 220, 221, 223
list. See tables
loading

Analysis ToolPak, 246–247
Solver add-in, 46–47

loan payments, determining, 296
logarithmic trend lines

defined, 321
plotting, 218–220

LOGEST function, 218
logical expression, 321
Login dialog box, 92

M
maintenance, of Excel tables, 60–61
Manage Relationships dialog box, 186–187, 

196–197
Max calculation, 138
MAX function, 107
MAXA function, 107
Maximum measure, 62, 138, 248
mean, 282. See also average
MEAN function, 106
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Mean measure, 248
median, 282, 321. See also average; mode
MEDIAN function, 106, 235, 236
Median measure, 248
Microsoft Access. See Access
Microsoft Query. See query/querying
Microsoft SQL Server, 92
Microsoft Word. See Word tables
MIN function, 107
MINA function, 107
Minimum measure, 62, 138, 248
mode. See also average; median

calculating, 235–236
defined, 321

MODE function, 106, 235–236
Mode measure, 248
modifying

PivotChart type, 172–173
PivotTables Fields Task pane layout, 304–306
PivotTables summary calculations, 138–140

Move Chart dialog box, 170
moving

fields in PivotTables, 128
PivotChart legends, 177–178
PivotCharts to other sheets, 169–170

moving average
calculating, 250–252
defined, 321

Moving Average dialog box, 251–252
multiplication (*), 81–82, 151
multiplying column values, 108

N
Navigator dialog box, 80–81, 87
New Formatting Rule dialog box, 18, 19
New PivotTable Style dialog box, 309–311
nonempty cells, counting, 229
nonlinear regression, 321
normal distributions, 255, 288, 321
not equal to (<>), 72
Nth value, calculating largest/smallest, 238–240

numbers, counting, 228
numeric values, grouping, 128–129
Numerical Count measure, 62

O
objective cell, 44, 321. See also changing cells; 

constraints
observations, 285, 322
ODBC (Open Database Connectivity), 91
one-input data table, 32–34, 322
one-to-many relationship, 186
one-to-one relationship, 186
Open Database Connectivity (ODBC), 91, 322
operands, 151
operator precedence, 322. See also formulas
operators

about, 81–82
comparison, 72, 151
for formulas, 151–152

optimization modeling, 322
optimizing data with Solver, 43–53
OR function, 19
outer field, 140, 322
outliers, 106, 322

P
parameters

defined, 322
tips for, 289

Patterned distributions, 255
% Difference From calculation, 140–142
% Of calculation, 143
% of Column Total calculation, 143
% of Grand Total calculation, 143
% of Parent Column Total calculation, 143
% of Parent Row Total calculation, 143
% of Parent Total calculation, 143
% of Row Total calculation, 143
percentile, 253–254, 322. See also rank
PERCENTILE.EXC function, 246, 253
PERCENTILE.INC function, 246, 253
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PERCENTRANK.EXC function, 238
PERCENTRANK.INC function, 238
performing

f-tests, 276–277
t-test calculations, 264–267
what-if analysis, 9
z-tests, 267–269

PERMUT function, 231
PERMUTATIONA function, 231
permutations. See also combinations

counting, 231
defined, 322

pivot cache, 322
PivotChart data tables, displaying with, 178–179
PivotCharts. See also cross-tabulation

about, 161–162
adding data labels to, 173
adding titles, 175–177
changing type of, 172–173
components of, 163–164
creating, 165–169
creating from data models, 200–201
creating from Excel tables, 166–169
creating from PivotTables, 165
defined, 322
displaying data tables with, 178–179
embedding on a PivotTable worksheet, 165–166
filtering, 170–172
limitations of, 164–165
moving legend for, 177–178
moving to other sheets, 169–170
pros and cons of, 162–163
sorting, 174–175
working with, 169–179

pivoting, 322
PivotTable Options dialog box, 125–126, 312, 313
PivotTables. See also cross-tabulation

about, 115–117, 137
adding multiple fields to, 126–127
base field, 140, 145
base item, 140
basing on multiple tables, 189–192

changing summary calculations, 138–140
creating from data models, 200–201
creating from Excel tables, 119–121
creating from external data, 122–124
creating PivotCharts from, 165
custom calculations, 151–153
defined, 322
deleting custom calculations, 158–159
editing custom calculations, 157–158
embedding PivotCharts on worksheets in, 

165–166
features of, 118
filtering values, 117, 131–135
grouping values, 117, 128–130
inner field, 140
inserting custom calculated fields, 154–155
inserting custom calculated items, 155–157
outer field, 140
pivoting fields, 127–128
refreshing data in, 125–126
renaming, 312
resizing workbooks, 314
subtotals, 149–150
summary calculations, 138–148
tips for, 303–315
values in formulas, 314–315

PivotTables from an External Source dialog box, 
123–124

plotting
best-fit trend lines, 204–206
exponential trend lines, 214–216
forecasted values, 208–210
logarithmic trend lines, 218–220
polynomial trend lines, 222–223
power trend lines, 220–221

PMT function, 296
Poisson distributions, 255
polynomial trend, 322
polynomial trend lines, plotting, 222–223
population, 322. See also sample
position, consolidating data by, 26–28
Power Pivot
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creating relationships between tables with, 
197–199

managing data models with, 192–199
power trend, 322
power trend lines, plotting, 220–221
PPMT function, 297
present value

calculating, 295
defined, 322

preserving PivotTable formatting, 311–312
primary key, 322. See also secondary key; sort; 

tertiary key
principal, calculating, 297
probability distribution, 323
probability distribution function, 323. See also 

probability distribution
probability distributions, 287–288. See also normal 

distributions; uniform distributions
Product calculation, 138
programs, data from other, 79–80
PV function, 295

Q
Query Wizard, 91, 94–97, 323
Query Wizard-Choose Columns dialog box, 94–95
Query Wizard-Filter Data dialog box, 95–96
Query Wizard-Finish dialog box, 96–97, 122
Query Wizard-Sort Order dialog box, 96
query/querying

building PivotTables from, 122–123
data sources, 94–97
defined, 323
external databases, 90–97

R
R2. See coefficient of determination
RAND function, 255
RANDBETWEEN function, 255
Random Number Generation dialog box, 256–257
Random Number Generator tool, 256–257
random numbers, generating, 255–257
Range measure, 248

ranges
converting Excel tables to, 61
converting to Excel tables, 58–60
highlighting top/bottom values in, 13–14

rank, 253–254, 323. See also percentile
Rank and Percentile dialog box, 253–254
RANK.AVG function, 236–238, 246, 253
RANK.EQ function, 236–238, 246, 253
RATE function, 298–299
ratings icon sets, 17
raw data, 8, 323
RDBMS (relational database management 

system), 122
recalculating data tables, 37
records

defined, 323
filtering in Excel tables, 67–68
sorting in Excel tables, 64–67

refreshing
data models, 198–199
pivot data, 323
PivotTable data, 125–126

regression, determining, 269–271
regression analysis, 323
Regression dialog box, 269–271
regression equation, 205, 323
relational database, 323. See also table
relational database management system 

(RDBMS), 122
relationships

creating between tables, 186–187
creating between tables with Power Pivot, 

197–199
types, 186
viewing details, 196–197

relative reference, 323. See also absolute 
reference

Remember icon, 3
removing

conditional formatting rules, 21–22
fields in PivotCharts, 164

renaming PivotTables, 312
report filters, 131–132, 132–133
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required interest rate, 298–299
resizing

Excel tables, 61
PivotTable workbooks, 314

retrieving values from tables, 101–102
returning fixed-declining balance depreciation, 

300–301
row field header, in PivotTables, 118
rows

deleting in Excel tables, 61
inserting in Excel tables, 60
selecting in Excel tables, 60

Row(s) area
adding fields to, 127
filtering in, 132–133
in PivotTables, 118

running total
adding, 144–146
defined, 323

Running Total In calculation, 144–146

S
Sample Variance measure, 248
samples, 285, 323
sampling data, 262–264
Sampling dialog box, 262–263
Save Scenario dialog box, 52
saving Solver solutions as scenarios, 52–53
scatter plot, 323. See also regression analysis
Scenario Manager dialog box, 40, 42
Scenario Values dialog box, 41–42, 42–43
Scenarios

about, 39–40
applying scenarios, 42
creating scenarios, 40–42
defined, 323
deleting scenarios, 43
editing scenarios, 42–43
saving Solver solutions as scenarios, 52–53

Scenarios Manager dialog box, 43
secondary key, 323. See also primary key; sort

sections, collapsing, 26
Select Database dialog box, 92
selecting

columns in Excel tables, 60
rows in Excel tables, 60

Series command, extending linear trends using, 
211–212

Series dialog box, 211
Set Advanced Options dialog box, 93
shapes icon sets, 17
Show Trial Solution dialog box, 52
showing

data tables with PivotCharts, 178–179
details behind PivotTable data, 306–308
duplicate values, 11–12
multiple subtotals for fields in PivotTables, 

149–150
statistics, 61–63

Simplex LP, 49
skewness, 289–290, 323. See also kurtosis
Skewness measure, 248
skipping data tables, 37
slicers, filtering PivotTables with, 134–135
SLN function, 300
SMALL function, 239–240
Smallest(X) measure, 248
solid fill, 15
solve order, 324. See also calculated item
Solver. See also optimization modeling

about, 43–44
adding constraints, 50–52
advantages of, 44
defined, 324
loading add-in, 46–47
optimizing results with, 47–49
reasons for using, 44–46
saving solutions as scenarios, 52–53

Solver Parameters dialog box, 47–48, 49, 50–52
Solver Results dialog box, 47–49, 53
Solver variables, 324. See also optimization 

modeling
Sort button, 57
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Sort dialog box, 66–67
sorting

defined, 324
Excel table records, 64–67
PivotCharts, 174–175

source ranges, 26
standard deviation. See also average; variance

calculating, 242–243
for columns, 109–110
defined, 324
tips for, 283–285

Standard Deviation measure, 248
Standard Error measure, 248
statistics

about, 227, 281
averaging, 233–236
calculating standard deviation, 242–243
calculating variance, 241–242
counting, 228–232
creating grouped frequency distributions, 

240–241
determining Nth largest/smallest value, 238–240
displaying, 61–63
finding correlation, 243–244
finding rank, 236–238
inferential, 245
tips on, 281–292

statistics, descriptive
about, 245–246
calculating moving average, 250–252
creating frequency distributions, 258–260
defined, 319
determining rank and percentile, 253–254
generating, 247–250
generating random numbers, 255–257
loading Analysis ToolPal, 246–247
simplicity of, 282

statistics, inferential
about, 245, 261
calculating correlation, 271–273
calculating covariance, 273–274
defined, 321

determining regression, 269–271
performing f-tests, 276–277
performing z-tests, 267–269
sampling data, 262–264
tips for, 285–287
using ANOVA tools, 274–276
using t-test tools, 264–267

Status Bar, 62
StdDev calculation, 138
StdDevp calculation, 138
STDEV function, 109
STDEVA function, 109
STDEVP function, 109
STDEV.P function, 242–243
STDEVPA function, 109
STDEV.S function, 242–243
straight-line depreciation, calculating, 300
styles, PivotTable, 308–309, 309–311
Subtotal dialog box, 23
subtotals

adding for columns in Excel tables, 63–64
automatic, 22–24, 317
displaying for fields in PivotTables, 149–150
PivotTable, 149–150
summarizing data with, 22–24
turning off for fields in PivotTables, 149

subtraction (-), 151
SUM function, 81–82
Sum measure, 62, 138, 248
SUMIF function, 103
SUMIFS function, 103
summarizing data with subtotals, 22–24
summary calculations

defined, 324
in PivotTables, 138–148

summing column values, 102–103

T
T distribution, 287
table cell, 57
table column, 57
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TABLE function, 36
Table Import Wizard dialog box, 193–194
table row, 57
tables, 324
tables, data

about, 32
adding top data models, 193
basing PivotTables on multiple, 189–192
compared with Excel tables, 32
creating, 32–36
creating relationships between, with Power 

Pivot, 197–199
importing external, 187–189
importing from external data sources, 193–194
recalculating, 37
skipping, 37
viewing table relationships, 195–196

tables, Excel
about, 55
adding column subtotals in, 63–64
analyzing information in, 61–76
applying advanced filters in, 72–76
applying multiple filters, 71
applying predefined AutoFilters, 69–71
building, 57–61
building PivotCharts from, 166–169
building PivotTables from, 119–121
clearing filters, 68
compared with data tables, 32
converting ranges to, 58–60
converting to ranges, 61
creating relationships between, 186–187
filtering records, 67–68
maintenance of, 60–61
resizing, 61
retrieving values from, 101–102
sorting records, 64–67
turning off AutoFilter, 68–69
uses for, 55–57

tags, 88–90
target cell, 44
Technical Stuff icon, 3

techniques
about, 7
conditional formatting, 9–22
consolidating data from multiple worksheets, 

26–29
grouping related data, 24–26
summarizing data with subtotals, 22–24

tertiary key, 324. See also primary key; secondary 
key; sort

text files
defined, 324
as external data, 78
importing, 82–83

text labels, 324
Text Options tab (PivotCharts), 177
text values, grouping, 130
three-color scales, 16
time values, grouping, 128–129
Tip icon, 3
Title Options tab (PivotCharts), 177
titles, PivotChart, 175–177
tools

ANOVA, 274–276
t-test, 264–267

tools, data-analysis
about, 31
data tables, 32–37
Goal Seek, 37–39
Scenarios, 39–43
Solver, 43–53

Top 10 Filter dialog box, 133–134
Top 10 Items dialog box, 13–14
top values, highlighting in ranges, 13–14
top/bottom rule, 13–14, 324
transforming data, 199–200
trend analysis

about, 203
calculating best-fit values, 206–208
calculating exponential trend values, 216–218
calculating forecasted linear values, 212–214
defined, 324
extending linear trends, 210–212
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extending linear trends using fill handle, 211
extending linear trends using Series command, 

211–212
LINEST, 208
LINEST function, 208
LOGEST, 218
LOGEST function, 218
plotting best-fit trend lines, 204–206
plotting exponential trend lines, 214–216
plotting forecasted values, 208–210
plotting logarithmic trend lines, 218–220
plotting polynomial trend lines, 222–223
plotting power trend lines, 220–221

TREND function, 206–208, 212–214
trendline, 324
t-test tools, 264–267
t-Test: Two-Sample Assuming Equal Variances 

dialog box, 265–266
turning off

AutoFilter, 68–69
Grand Totals in PivotTables, 312–313
PivotTable Fields Task pane, 304
subtotals for fields in PivotTables, 149

turning on PivotTable Fields Task pane, 304
two-color scales, 16
two-input data tables, 34–36, 325

U
uniform distributions, 255, 287–288, 325
unknowns, 44
updates, for this book, 4

V
Value area

adding fields to, 127
PivotCharts, 163
in PivotTables, 118

value field header, in PivotTables, 118
Value Field Settings dialog box, 139, 141–142, 144, 

145–146, 148

value filters, 133–134
values. See also formulas; text labels; workbooks

defined, 325
duplicate, 11–12
filtering in PivotTables, 131–135
grouping in PivotTables, 128–130
PivotTable, 314–315
retrieving from tables, 101–102
samples as subsets of, 285

Var calculation, 139
VAR function, 111
VARA function, 111
variable cells, 44
variance. See also average; standard deviation

calculating, 241–242
defined, 325

Varp calculation, 139
VARP function, 111
VAR.P function, 241–242
VARPA function, 111
VAR.S function, 241–242
viewing

relationships details, 196–197
table relationships, 195–196

W
Warning icon, 3
Web API, 87
web pages

as external data, 78
importing data from, 86–88

web query, 325
websites

book updates, 4
Cheat Sheet, 3–4
sample workbooks, 3

weighted average, 147, 325
what-if analysis. See also data tables

defined, 325
performing, 9
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Word tables
as external data, 78
importing data from, 81–82

workbooks
calculating, 37
PivotTable, 314
sample, 3

worksheets
consolidating data from multiple, 26–29
grouping, 24–26
moving PivotCharts to other, 169–170

X
XML files

defined, 325
as external data, 78

importing, 88–90
x-values, 325

Y
y-intercept, 325
y-values, 325

Z
z-Test: Two Sample for Means dialog box,  

267–268
z-tests, performing, 267–269
z-value, 325. See also average; standard  

deviation
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