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Chapter 1
Introduction to Decision Analytics

1.1 IntroductionSequential decision-making is a fundamental part of the humanexperience. The ability to think and act rationally over time to achievean objective can be broken down into the following steps: observe theavailable data, process it logically, make a decision based on theprocessing, and repeat this process. This can be summarized succinctlyby the question: What	shall	I	do	next? Sequential decision-making arisesin many contexts, including personal decisions, business operations,energy systems, �inance, healthcare delivery, transportation systems,sports, and many other situations where a decision	maker needs toselect among multiple choices to decide what to do next.In some situations, the ”What next?” question is easy and determinedby others’ preferences or expectations (e.g., customer expectations,employer policies). In other cases, the outcome of alternative decisionsmay be inconsequential, in which case the decision maker may besatis�ied with several decisions and happy to let chance dictate whathappens next (e.g., �lip a coin). However, decision-makers quicklybecome overwhelmed when the stakes are high and complicatingfactors are present. For instance, decision-making is challenging whenallocating scarce or expensive resources, when there are numerousalternatives, and when there is uncertainty about the future.Complexity is high, especially when present decisions have implicationsfor future decisions.People have been making decisions since the dawn of humanity,collecting data through personal experience or learning from others(e.g., parents, peers, teachers), and using their acquired knowledge toinform their decisions. However, it is only in the last century thatcomputers and algorithms have signi�icantly aided decision-makers.The �irst half of the 20th century witnessed signi�icant advances across



key areas essential to informed decision-making, including computerscience, economics, mathematics, psychology, and statistics. The originsof operations	research, a multidisciplinary �ield that blends these keyareas, are often associated with military decision-making during WorldWar II, when scientists were recruited to apply approaches frommultiple �ields to analyze data and recommend decisions on resourceallocation, logistics planning, risk mitigation, and more. Gass and Assad[1] provide a brief history of the �ield for interested readers. Since itsearly days, operations research and the associated scienti�ic andmathematical approaches to decision-making have continually evolvedto address increasingly complex decision-making situations.The progression of modern computing technology began in the 1950swith the creation of mainframes, followed by a steady stream ofadvances, including personal computers, laptops, and increasinglycompact computing devices, such as tablets and smartphones. Overtime, advances in computational speed, data storage ef�iciency, and costhave enabled continuous improvements in algorithms thatautomatically store and process enormous datasets, employingmathematical decision-making models that far surpass humancapabilities in many tasks. However, this raw computing power is onlyas useful as the models and algorithms that transform data intodecisions; thus, human decision-makers‘ judgment remains asimportant as ever in guiding the appropriate use of computingtechnology.
1.2 Mathematical Models for Decision-
makingWhen faced with important and complex decisions, decision-makersmight wish they had an oracle to consult. While oracles exist only in�ictional settings, imagining their use for decision-making is aworthwhile thought experiment that reveals important considerations.First, the Oracle must have a way to characterize the decision-maker’ssituation and the decisions to be made. In other words, the Oracle mustbe aware of the context in which the decision is to be made. Next, there



must be an agreed-upon collection of feasible decisions that can beselected in each situation. Finally, the decision maker’s criterion forevaluating decision quality must be known to the Oracle. With thesecharacteristics in place, a communication protocol with an Oracle canbe de�ined as follows: (1) the decision maker describes their situationto the Oracle; (2) the Oracle recommends a decision from the collectionof feasible decisions; (3) the decision maker acts on therecommendation, subsequently �inding themselves in a new situation,faced with new decisions; (4) the decision maker describes their newsituation to the Oracle, receives a recommended decision, and so on.This multi-step process may extend over many steps or even continueinde�initely if there is no de�ined endpoint for the decision-makingprocess.The notion of a decision maker working with an oracle is analogous tothat of a decision maker working with computational models andalgorithms, which require several of the same key elements. The mostimportant element is the state of the system. The state encapsulatesonly the information needed to make an optimal decision at a givenpoint in time, while the system is the environment in which decisionsare made. For example, consider a global positioning system (GPS) thatdirects your travel from home to work over a network of roads,avoiding traf�ic delays. The state is the location of the decision-maker,and the system is the transportation network in a geographic region. Inprinciple, additional information could be added to the state’sde�inition, such as what the decision maker had for breakfast or theirfavorite movie, but such information is clearly not materially relevant tothe task at hand. Recommendations from the oracle are instructions fordecisions to take at discrete points in time (e.g., drive 1.2 km and thenturn left onto State St., then drive 400 m and turn right onto Huron St.,…). Thus, states should de�ine the minimal amount of informationnecessary to make the best possible decision (e.g., when to turn). Otherkey elements include the set of feasible decisions and a mathematicalmodel that de�ines transitions between states over time. Finally, aquantitative measure of reward is necessary to de�ine the decision-maker’s criterion (e.g., minimizing distance traveled).



This book focuses on how to formulate and solve mathematical modelsto support decision-makers. De�ining the system’s state is the �irstchallenge in formulating a model. Equally important, but often lessdif�icult to de�ine, is the set of possible decisions at each state. Next, thedecision-maker’s criterion must be de�ined quantitatively for objectivecomparison and ranking of alternative decisions using a reward
function that yields feedback on the contribution decisions taken ineach state made towards the criterion. The ultimate goal of the modelsdiscussed in this book is to �ind an optimal policy. The notion of a policyin sequential decision-making ties together the states, decisions, andrewards. Policies prescribe the decision to make for every possiblestate (the role of the Oracle above). Figure 1.1 illustrates the sequentialnature of the decision-making process as a cycle with three keyelements: states, decisions, and rewards. The order of steps is: (1)observe the current state of the system; (2) make a decision; (3) receivea reward that re�lects the contribution of the state and decisiontowards the decision-maker’s criterion. In sequential decision-makingenvironments, these steps occur repeatedly until some goal state isreached, or until the end of a �inite decision	horizon, or, alternatively,inde�initely over an in�inite horizon if no speci�ic endpoint exists.

Figure	 1.1	 The	 key	 steps	 of	 the	 sequential	 decision-making
process.



This book explores various types of mathematical decision-makingmodels and the algorithms that can solve them. Many alternativeapproaches have been developed and recognized for their merit, eachoffering distinctive advantages in different contexts. The followingchapters cover common features of models, providing anunderstanding of the principles at the heart of mathematical decision-making and their limitations. Unlike oracles (who actually see thefuture) or human decision-makers (who use their judgment), theapproaches in this book provide a scienti�ic, repeatable means to �indan optimal policy that aligns with the decision-maker’s criterion forsuccess. Intertwined with the discussion of models is the discussionabout the algorithms that solve them. The following chapters cover arange of alternative models and algorithms that can be applied invarious settings. Many examples are provided as a basis for learningabout which models are best suited for alternative settings that canarise due to factors such as uncertainty about the outcomes ofdecisions and future states, alternative criteria that decision makersmay have, imperfect information about the state of the system,situations involving multiple decision makers, and many others. Beforejumping into mathematical models and algorithms, this chapterintroduces some intuitive concepts and examples of applications.Finding the best policy involves identifying a policy that maximizesrewards (or minimizes penalties) for the decision-maker to achieve thespeci�ied criterion (e.g., maximizing pro�its, minimizing risk,minimizing travel time). In the GPS example, the criterion could be toachieve the shortest distance traveled, the shortest travel time, or �indthe most scenic route, for instance. The most straightforwardalgorithms use total	enumeration to �ind the optimal policy. Letting de�ine the abstract notion of a policy (a mapping of states to decisions),and  the value of expected rewards associated with a particularpolicy, the following pseudocode serves to solidify the basic concept of�inding an optimal policy.
For	all	policies  in	the	set	of	allowable	policies, :



If  is	higher	than	the	previous	best	policy:
end	if

end.Cycling through and comparing all policies will work, in theory;however, it is often computationally infeasible to enumerate all policiesin practice. For example, in the GPS example, the reader can imagine thenumerous possible routes from one location to another as the distancefrom the origin to the destination increases (e.g., compare the numberof possible routes from your home to your nearest grocery store versusthe number of possible routes from Burlington, VT, to San Francisco,CA). All but the most trivial examples become computationallyintractable when enumerating all possible policies. Nevertheless, thetotal enumeration algorithm provides a simple conceptual frameworkfor understanding the problem. With the essential elements of asequential decision-making model (states, decisions, and rewards) inplace, the remainder of this book explores alternative approaches toformulating, analyzing, and solving mathematical models. Beforedelving into how to formulate and solve the models, several examplesare used to motivate practical applications, many of which will becovered in later chapters.
1.3 Examples of Practical ApplicationsThe overarching goal of this book is to introduce mathematical modelsand algorithms for quantifying and optimizing sequential decisions. Atthis point, a working de�inition of the key elements of a sequentialdecision-making process has been established: states, decisions,rewards, and policies. As will become clear, the approaches covered inthis book apply to many domains. For now, the following is a list ofmotivating examples where the approaches discussed in this book havebeen used.



1.3.1 HealthcareThe applications of sequential decision-making methods in healthcarehave become increasingly prevalent in recent years, as the datarequired to create and test models has become more readily availablein electronic health records. One example is cardiovascular disease, aleading cause of death in most developed countries. Fortunately,medications for controlling cholesterol and blood pressure, the majorcontrollable risk factors associated with cardiovascular disease, havebecome available. However, decisions to initiate medication must weighthe bene�its against its side effects. Mason et al. [2] developed a modelto describe the stochastic (random) variation in cholesterol and bloodpressure over time, using data from a cohort of high-risk patients whowere followed for many years. The model aimed to optimize the timingand sequence of decisions regarding medication initiation as patientsage and their cholesterol and blood pressure levels, and hence theirrisk, change. The states were de�ined by clinically relevant ranges ofcholesterol and blood pressure (low, medium, high, and very high), andthe decisions were whether to start one or more medications at annualtime points corresponding to annual preventive care visits to aphysician. An optimal policy recommends treatment for each state,de�ined by the combination of age, cholesterol, blood pressure, and ahistory of medications already initiated. Results showed that an optimalpolicy could signi�icantly outperform published medical guidelines.Other healthcare examples include liver transplants [3], breast cancerscreening [4], and HIV treatment [5].
1.3.2 Operations ManagementThere are numerous applications of sequential decision-making tobusiness problems, including inventory control, machine maintenance,production planning, and logistics. Drawing on a particular example,Ferreira, Arruda, and Marujo [6] formulated a sequential decision-making model for inventory management in the context ofhumanitarian logistics, where many important items (e.g., food, bloodsupply, medications) have a limited shelf life, and at the same time,



demand for items is uncertain and evolves according to a stochasticprocess. Ferreira et al. describe a model in which the states are de�inedby the levels of unexpired inventory, and decisions are made on howmuch of each item to order at the beginning of each week. The optimalpolicies in these problems prescribe ordering decisions for each stateto minimize costs, including the cost of inventory holding, thepurchasing and transportation cost for orders, the cost of disposal ofexpired items, and a shortage cost when items in inventory areinsuf�icient to cover demand for a particular week.
1.3.3 EnergyOptimizing energy systems management is another importantapplication area, with many examples of sequential decision-makingmodels. Perera and Kamalaruban [6] reviewed examples of models ofenergy systems using reinforcement learning, a sequential decision-making approach discussed in Chapter 8 that seeks to learn the optimalpolicy through a process of exploration (experimenting with newdecisions) and exploitation (using previous experience with decisions).Pereira and Pinto [7] formulated a multi-stage stochastic program, atopic covered in Chapter 5, for optimizing energy systems decisions inlight of uncertainty in supply and demand. They applied their approachto the case of a hydroelectric power system with energy stored in acollection of water reservoirs. The sequential decisions in their modelinvolve determining how much water to release to meet uncertaindemand that is observed sequentially over time, taking into accountadditional uncertainty in future supply due to limited reservoircapacity. Their model aimed to minimize operating costs, the primarycomponent of which is the amount of costly hydrothermal energyrequired to meet any shortfalls in the hydroelectric energy supply.
1.3.4 GamesGames have often been the subject of sequential decision-makingmodels, serving as a valuable test bed for new methods. One suchexample is blackjack, a card game in which a player (decision-maker)



seeks to beat the dealer by getting a higher total card sum withoutgoing over 21. Initially, the dealer deals two cards face up to the player,one face up and one face down to themselves. The player goes �irst inrequesting an additional card (hit) or declining to take more cards(stick). The decision to hit or stick is sequential and continues until theplayer’s sum of cards exceeds 21 or the player sticks. Next, the dealerdraws cards until the dealer’s sum exceeds or is equal to the player’ssum (dealer wins) or the sum exceeds 21 (player wins). Importantly,the dealer wins in the event of a tie, and the dealer must continue totake cards while their score is below 17 (even if the sum alreadyexceeds that of the player). Algorithms have been successfully appliedto learn the player’s optimal policy for blackjack, where the states arethe player’s sum and the dealer’s card showing. The decisions arewhether to hit or stick, with the latter ending the player’s sequentialdecisions. Finally, the reward is 1 if the player wins and 0 otherwise.The optimal policy maximizes the long-term proportion of hands theplayer wins, which falls below 50% (so it is best to avoid betting onblackjack!).
1.3.5 Examples of Sequential Decisions in Everyday LifeSome of the above examples may seem far removed from typicalsituations encountered in real life. Thus, the following is a list of someeveryday examples of sequential decision-making to provide furthermotivation and intuition about the types of problems this bookaddresses.
Navigation: Mapping software, which can be found on mostsmartphones, takes a location obtained from a GPS, which de�ines thecurrent state and recommends decisions about the next steps toachieve some goal de�ined by a reward function. Rewards could bede�ined for alternative goals, such as �inding the shortest distance orshortest travel time to reach a desired location, avoiding constructionor toll roads.
Temperature	Control: In buildings with heating or cooling systems, athermostat monitors the temperature at the location and switches on



heating or cooling to achieve the desired temperature. In this case, thestate is the temperature, and the decision is whether to start cooling orheating, given the desired target temperature. Rewards may bequanti�ied by measures such as the time the actual temperature iswithin a certain tolerance level of the desired temperature.
Autonomous	Vehicles: Automobiles with automated driving functionsmust routinely make decisions about the speed and direction of thevehicle at each instant in time. The state de�inition encompasses thevehicle’s physical location, as well as the presence of surroundingvehicles, pedestrians, or objects in the vehicle’s path. A reward functionde�ines the competing goals of safe and ef�icient travel to a desiredlocation.
Sports: Most competitive sports involve sequential decisions madethroughout a game or match. For example, in soccer, players with theball must make a sequence of decisions about whether to keep the ballor pass the ball to another player based on changing conditions on the�ield that de�ine the state, such as the remaining time, score of thegame, proximity to the goal, the position of teammates, and the positionof the opponents. The reward function is de�ined by the end goal ofwinning the game with a terminal reward of one (win) or zero (loss).The examples above are the tip of the iceberg regarding theapplications of models to sequential decision-making. These, and manyother examples, will be discussed in future chapters. All of the exampleswere developed under the assumption that there is a human decisionmaker in the loop, as illustrated in Figure 1.1, and that the model andalgorithm support the decision-maker. Even in learning-basedapproaches intended to act autonomously, it is assumed that thecriteria de�ining the reward function are set by a human decision-maker and that the decisions are subject to their oversight.
1.4 Python and Computational ExamplesThis book includes dozens of computational examples to illustrate theapplication of the methods discussed. Python was chosen because it isreadable and relatively easy to learn compared to compiled languages.



It is also part of a very large open-source ecosystem and thereforewidely available at no cost. The code for the Python examples isincluded inline in the text for convenience, so readers can review theimplementation, the problems solved, and the results together. All codeis provided verbatim, so an electronic version of the book provides thefull code. Python version 3.12.5 was used for all examples. Thereference in the bibliography provides a link to the website.Undoubtedly, some aspects of the code will eventually be deprecated.For this reason, revisions to the code can be found athttps://github.com/btdenton/Decision-Analytics. All libraries used areopen source and free, and some may require installation depending onthe distribution. One exception is the commercial software packageGurobi version 13.0, which is used to solve the optimization modelsdescribed in this book, starting with Chapter 5. Free access is providedby Gurobi for educational use and academic (non-commercial) researchas of the book’s publication. Readers who prefer fully open-sourcealternatives will �ind other optimization solvers referenced in the book.
1.5 Summary of Future ChaptersThis book aims to provide an introduction to the various types ofmathematical models and algorithms employed in sequential decision-making. It is assumed that the reader understands basic concepts inprobability, statistics, and linear algebra at a level consistent with thetypical requirements of a science, technology, engineering, andmathematics (STEM) undergraduate program. Advanced calculus, realanalysis, and other advanced topics are avoided in favor of an accessibleintroductory treatment of the most important material. It is assumedthe reader has some basic knowledge of Python—or a willingness tolearn—because computational examples are used throughout the book.All the Python examples were developed with a bias toward ease ofunderstanding over computational ef�iciency. Mathematical notationwill be used extensively to formulate models and to describe solutionmethods. All notation is de�ined in a table in Appendix A.1 for easyreference.

https://github.com/btdenton/Decision-Analytics


Chapter 2 discusses decision	trees, which visually represent a sequentialdecision-making process that involves multiple decisions andrandomness in the model parameters. Key concepts include conditional
probabilities, expected	values, the time	value	of	money, and variouscriteria for quantifying the decision maker’s goal. The concepts of riskpreferences and utility functions as measures of payoffs for decision-making are introduced. Finally, the idea of working backwards from theend of a decision tree to the beginning, known as collapsing thedecision tree, is described. The chapter uses several examples,including a decision tree for evaluating the use of biomarkers for cancerdetection and another for deciding what steps to take when launching anew product.Chapter 3 introduces the powerful tool of dynamic	programming andthe principle	of	optimality. This key discovery led to the development ofef�icient methods for �inding optimal policies for sequential decision-making in a wide range of applications. The reader is no doubt familiarwith the notion that today’s decisions in�luence tomorrow’s outcomesand subsequent decisions, as this is fundamental to understanding timeand cause-and-effect relationships. As discussed in Chapter 3, whenoptimizing sequential decisions, the converse is also true: the bestdecision today depends on what future (recourse) decisions will bepossible in the future. Fundamental concepts such as the elements of adynamic program and optimality	equations are introduced, and theiruse is illustrated with examples, including shortest path problems,production planning, pattern recognition, and resource allocation.Chapter 4 extends deterministic dynamic programs to the stochasticdomain, where decisions must be made without perfect knowledge ofthe future. After a short review of key aspects of probability, Markovchains are introduced as the most common stochastic process to modeluncertainty. Mathematical models and methods for solving Markovdecision processes (MDPs) are discussed and supported by analysis forboth �inite- and in�inite-horizon models. The most well-knownalgorithms are described, and the theoretical concepts required todemonstrate their correctness are presented. Examples of thealgorithms’ use include medicine, battery charging, and machinemaintenance.



Chapter 5 introduces constrained optimization models, also known as
mathematical	programming models, which provide an alternativeapproach to modeling sequential decision-making. This chapter uses asmall, two-dimensional example to illustrate key factors. The remainderof the chapter focuses on model formulation for multiple types ofmodels, including linear, integer, and stochastic programs. Stochasticprograms, a type of constrained optimization model used for sequentialdecision-making under uncertainty, are discussed, and evaluationmetrics such as the expected value of perfect information (EVPI) andthe value of the stochastic solution (VSS) are introduced. Thecommercial solver Gurobi is combined with Python to formulate andsolve examples in the context of vaccine purchasing, scheduling truckarrivals to a depot, energy systems, and �inance.Chapter 6 covers Monte	Carlo	Simulation, a fundamental approach usedto evaluate stochastic systems affected by uncertainty, which can bescaled up to extremely large models. The relevance of this chapter toanalyzing and solving sequential decision-making models of variouskinds, including MDPs and stochastic programs, is emphasized.Particular attention is paid to the use of Monte Carlo simulation forsensitivity analysis of sequential decision-making models. Examplesfrom vehicle sales models, the repair of deteriorating systems, and�inancial options are used to illustrate the approach. The materialcovered in Chapter 6 provides an important foundation for futurechapters that apply Monte Carlo simulation.Chapter 7 covers sequential decision-making when the decision-makerhas imperfect information about the system’s state. First, modelsknown as hidden	Markov	models (HMMs) are presented. HMMs modelthe underlying system behavior under the assumption that a decision-maker can, at best, infer the probability that the system is in a givenstate based on observations of signals that provide limited informationabout the system’s state. Next, HMMS are combined with a rewardfunction to formulate a partially observable Markov decision process(POMDP) for �inding optimal policies, analogous to MDPs. However, inthe case of POMDPs, the policies are de�ined over a continuous belief
vector that represents the system’s state as a probability distributionover the underlying unobservable states. Bayesian updating is



presented as a means of probabilistic updating of belief vectors, andexact and approximate algorithms are covered. Examples, includingoptimization of decisions for active surveillance of cancer, are used toillustrate the use of POMDP models.Chapter 8 introduces reinforcement	learning (RL), a key topic inarti�icial intelligence that addresses situations in which mathematicalmodels cannot be estimated in advance. RL methods, sometimes called
model-free methods, seek to �ind optimal policies by repeatedly makingdecisions and observing the resulting outcomes to evaluate andimprove the policy. The most well-known model, the multi-armed
bandit, is used to illustrate key concepts, such as the trade-off between
exploitation and exploration when choosing decisions to search for anoptimal policy. Algorithms such as Monte Carlo policy improvementand Q-learning are presented, and examples from games, revenuemanagement, and robotics are used to illustrate their application.Chapter 9 discusses problems involving multiple decision makers,known as multi-agent	models. The chapter begins with the case of atwo-player game between a decision maker and an adversary that canin�luence the model parameters in response to the decision maker’schoices. This framework is often used when there is uncertainty aboutmodel parameters to identify a policy that is robust to worst-caseoutcomes arising from inaccurate parameter estimation. Next, thechapter continues with examples of situations in which multiple agentscollaborate to achieve a shared goal. Examples from search-and-rescueoperations and robot teams are used to demonstrate the methodscovered.Finally, Chapter 10 introduces methods for addressing large-scaleproblems arising in practice, employing approximations that reduce thedimensionality of the resulting models. Chapter 10 is devoted tomethods for large-scale models of complex systems for whichapproximations are necessary. The focus is on cases where the system’sscale is too large to �ind an optimal policy. Instead, approximationmethods that have been proven effective for �inding near-optimalpolicies, such as value-function approximations, are presented.Examples such as the autonomous piloting of a lunar lander and thecontrol of an autonomous automobile illustrate the concepts described.



1.6 Concluding RemarksThis book is the culmination of the author’s experience teachingundergraduate and graduate courses on the topics covered herein. Itdraws on knowledge from excellent references that have developedover many decades. Each chapter concludes with remarks on varioussources, attributing concepts to the original researchers as accuratelyas possible. Some particularly in�luential sources are included in thebibliography below, which provide more specialized and advancedtreatment of the various approaches brought together in this book,such as decision analysis [8], dynamic programming [9], Markovdecision processes [10], stochastic programming [11], simulation [12],reinforcement learning [13], and a unifying framework for large-scalemodels for sequential decision-making [14]. For readers interested inmore motivating examples, [15] presents a variety of industryapplications, with each chapter representing a different practicalcontext, including healthcare, transportation, production, �inance, andothers.
1.7 Practice Exercises1. What examples of sequential decision-making arise in youreveryday life? What are the states, decisions, and rewards?2. If you were tasked with �inding an optimal policy for managing a�inancial portfolio, how would you de�ine the states, decisions,rewards, and the time horizon? What kind of data would help youformulate a model?3. Assume you are interested in writing a program to automateplaying the game of tic-tac-toe, where your program will playagainst human decision makers. What are the states, decisions, andrewards you would use? Describe in words the optimal policy.4. If you were designing an app for bicycle riders looking to choose apath for a ride for various purposes (e.g., from home to work,



leisure, or exercise), what information would you request from theuser to determine the criteria to be used for the reward function?5. Consider the shortest path problem expressed as a network inFigure 1.2, where nodes are locations, arcs are options to choosefrom, and numbers assigned to arcs (the arc	weight) are distances.How many policies exist for navigating from node A to node D?Which policy minimizes the distance traveled?

Figure	1.2	Example	of	a	shortest	path	problem.	Enumerate
the	policies	to	�ind	the	shortest	path.6. For the shortest path problem in Figure 1.2. Is it possible to changethe arc weights such that all policies lead to the same distancetraveled?7. For the shortest path problem in Figure 1.2, assume that each timethere is a choice between arcs, the decision maker �lips anunbiased coin to decide which to take. What is the probability thatthe path length will be less than 7?
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Chapter 2
Decision Trees

2.1 Introduction
Decision	trees are among the earliest approaches to decision-makingunder uncertainty. The basic idea of a decision tree is to draw, from leftto right, a sequence of branches between nodes of three types: decision
nodes (squares) where the decision-maker has a choice to make, chance
nodes (circles) where the decision-maker observes the outcome ofuncertain events, and payoff	nodes (triangles) that de�ine thetermination of the sequential decision-making process, whichculminates in a payoff (reward). Relating this to the notion of a policy inChapter 1, the decision-maker aims to determine the decision at eachdecision node (state) in the tree that maximizes the expected futurepayoff.Consider the example in Figure 2.1 in which a decision-maker (apatient in this case) chooses between two alternatives: whether to treat(T) a medical condition or not (NT). Depending on the choice, one oftwo branches is taken. Next, there is a chance	node with two possibleoutcomes: “condition worsens” and “condition resolves,” which occur inthe Treat branch with probability  and , respectively. In theDo Not Treat branch, the chance node outcomes are the same, but theprobabilities of the outcomes are  and , respectively.Finally, the payoff nodes at the end of the process for the Do Not TreatBranch have a reward of  for the condition resolving on its own and anegative reward of , denoting a cost penalty if the conditionworsens. The Treat Branch has the same payoffs, except for anadditional negative reward, , representing the cost of treatment,which can be a monetary cost or a penalty for harm from treatmentside effects. The following assumptions are relevant to understandingthe model.



1. The treatment outcomes are uncertain, depending on a randomvariable with two outcomes; therefore, , .2. The treatment branch has an additional, strictly positive cost oftreatment; therefore, .3. The probability the condition resolves with treatment is higherthan without treatment; therefore, .

Figure	2.1	Example	of	a	single-state	decision	tree	for	treatment
under	uncertainty.	The	rectangle	indicates	the	decision	to	treat
the	 medical	 condition;	 circles	 indicate	 uncertain	 outcomes	 of
random	 variables	 that	 describe	 the	 uncertain	 response
following	 the	 treatment	 decision;	 and	 triangles	 indicate	 �inal
outcomes	at	the	end	of	the	decision	process.To understand these assumptions, apply the basic rules of probabilityto compute the expected payoffs as follows:

The optimal decision depends on the rewards , , and , aswell as the probabilities  and , collectively referred to as the



model	data. Now, consider the three assumptions, one by one. First,relaxing assumption 1 implies the treatment outcomes are certain. Inthis case, the chance node and everything to the right of it are replacedwith a payoff, and the decision-maker’s choice is trivially to treat if theexpected payoff is higher than the no-treatment branch. Assumption 2implies that there is no “free lunch.” In other words, there must be acost to choosing treatment; otherwise, there would be no reason not totreat and, therefore, no decision to make. Finally, assumption 3 ensuresthat the treatment is expected to yield some bene�its in resolving thecondition; otherwise, there would be no reason to consider it in the�irst place.The above example illustrates key concepts for understanding many ofthe approaches to sequential decision-making discussed in this book.The following Sections 2.2 and 2.3 describe key concepts, starting withbasic probability and moving on to approaches for quantifyingdecisions, respectively. Section 2.4 discusses how to extend decisiontrees across multiple stages, with examples from cancer detection andnew product launch planning. The chapter concludes with referencesand recommendations for additional reading.
2.2 Basic Probability ConceptsUncertainty will play an important role throughout this book. It isrepresented by random variables and probability distributions that canbe incorporated into mathematical models based on historicalobservations, prospective data collection, or expert opinion. Forsimplicity, this book focuses on discrete, �inite random variables,thereby avoiding the need for calculus and more abstract theoreticalconsiderations that arise in a more general context. From a practicalperspective, this assumption will have little impact because mostproblems—even those involving continuous random variables—can bewell approximated by discrete, �inite random variables, using methodssuch as Monte Carlo sampling covered in Chapter 6. Given thisunderlying assumption, the following summarizes the essentialelements of probability theory necessary for this book.



First, consider a discrete and �inite random variable, , that has aspossible outcomes,  with correspondingprobabilities , respectively. Assume all outcomes have anonzero probability of occurring, i.e., , for all .The complete set of possible outcomes is referred to as the universe ofpossibilities, denoted by . Any subset ofoutcomes de�ines an event, , with an associated probability of .This includes the extreme case of a null event, denoted by , an emptyset that represents no outcome.Often, it is useful to summarize the characteristics of random variables,such as the mean, de�ined as the expectation of the random variable as follows:
This is also referred to as the �irst	moment of random variable .Another commonly used measure is variance, which is related to thesecond moment, , as follows:
Consider the following example to solidify understanding of the meanand variance.
Example 2.1: Expected valueConsider the example of rolling a six-sided die again. Given that eachside has an equal probability of landing up, the random variablerepresenting the outcome of rolling the die has six possible outcomes, , each with probability 1/6. Thus, the expectedvalue of the dice roll is



(2.1)(2.2)(2.3)

Note that the mean value need not correspond to one of the possibleoutcomes, as in this case. Next, the variance of the mean can becomputed as:
Variance is a commonly used measure of the expected deviation of arandom variable from its mean.Often, decision-analytic problems involve multiple random variables,raising questions about whether they are related. Events may be relatedor independent. Two events,  and , are referred to as independent if , meaning that observing  and  simultaneously isimpossible. With this notation in mind, the following are fundamentallaws of probability used in this book:

Equation 2.1 means the probability of observing some outcome fromthe universe of possibilities is 1. Equation 2.2 means the probability ofobserving no outcome is 0. Equation 2.3 denotes the probabilisticrelationship between two events,  and , which may have anonempty intersection unless they are independent.
Example 2.2: Union of events



Consider an event  representing the outcome that an even number isobserved when rolling a six-sided die (2, 4, or 6); thus, .Consider a second event , which represents 1, 2, or 3 turning up whenthe die is rolled; thus, . These events are not independentbecause of the intersection , thus . Theunion of the events, on the other hand,  canbe obtained using Equation 2.3 as follows:
Another important concept is conditional	probability, which frequentlyarises in sequential decision-making with partial information. Bayes’
Rule, a fundamental law of probability, describes conditionalprobabilities as follows:

 can be read as “the probability of event A occurring given thatevent B has already occurred.” If events A and B are independent, then  is , in which case Bayes’ rule naturallyreduces to . On the other hand, if there is an overlapin the outcomes associated with the events, then the occurrence ofevent  can inform the probability of event  occurring.
Example 2.3: Conditional probabilityBuilding on the above example, one might ask: What is the probabilitythat the outcome of a die roll is an even number, conditional on theoutcome not being 2? This sort of question can be answered usingBayes’ rule as follows:



Example 2.4: Bayesian UpdatingBayes’ rule is frequently used in sequential decision-making when newinformation arises that affects the probability of an event andpotentially future decisions. Consider a patient at risk of a hospital-acquired infection (I) during recovery from surgery. Each day theyspend in the hospital, there is a probability  and , where  and  denote compromised and notcompromised immunity, respectively. Suppose patients have an initialprobability  of compromised immunity upon admission tothe hospital, and a particular patient has no infection after one day ofrecovery. What is the new probability that their immunity iscompromised? The conditional probability is
Each day that passes with the patient not acquiring an infection, theprobability the patient was compromised at admission decreases.
2.3 Quantifying Decisions: Payoffs and
Decision-maker PerspectivesAny quantitative model for choosing decisions must de�ine thedecision-maker’s criteria as a mathematical (reward) function. In all the



models discussed in this book, it is assumed that the objective can beexpressed mathematically; however, the functional form depends onthe decision-maker’s beliefs and behavior. Moreover, units of measuremay differ across models. For example, GPS-based navigation modelsaim to minimize the time required to move from point  to point .Models of business problems may seek to minimize costs or maximizepro�its using monetary estimates, measured in dollars. Models inhealthcare might consider measures of length or quality of life. At thesame time, in other contexts, decision-makers may wish to minimize ormaximize the probability of a bad or good event, respectively.Sometimes, a standard metric can be used, such as kilometers, years,dollars, or liters. In other cases, when multiple criteria exist, it may benecessary to de�ine a conversion factor between them if theycorrespond to different metrics. This section summarizes severalalternative approaches to de�ining a decision-maker’s criterion.
2.3.1 Quality Adjusted Life YearsOften, decision problems arise in which the payoffs cannot berealistically evaluated in monetary terms. A common measure used inpublic health is the Quality-Adjusted	Life	Year (QALY). A QALY is anumber in the range [0, 1], with 1 corresponding to a year of perfecthealth and 0 corresponding to death. Disutilities, denoted as , de�inethe impact of health conditions that reduce the quality of life for anindividual. For example, patients who experience a non-fatal heartattack rate their quality of life after the heart attack at 0.93, accordingto a study by Clarke et al. [1], implying a disutility of 0.07 to account forthe long-term lifestyle changes resulting from a heart attack. Thisillustrates how QALYs are used to quantify health conditions. In somecases, disutilities are used to quantify the burden of healthinterventions, such as blood tests, biopsies, or a surgery, where themagnitude of the disutility depends on the burden of the interventionon the patient. Moreover, QALYs may be time-dependent. For example,following surgery, a patient may experience high disutility during theinitial recovery period, followed by lower disutility after recovery,re�lecting long-term side effects.



Some studies seek to consider both QALYs and costs. A concept relatedto QALYs is willingness	to	pay (WTP), which speci�ies a conversionfactor between QALYs and dollars that represents a societallyacceptable monetary value associated with a year of life. This isparticularly relevant in situations where QALYs and costs are bothrelevant to de�ining the decision-maker’s objective. For example, if adecision-maker wishes to evaluate the cost vs. bene�it of a new healthintervention (e.g., a new medical treatment, device, or procedure), thenthe societal WTP may be used to convert expected QALYs gained fromthe intervention to dollars to be traded off against the cost of theintervention. This concept is routinely applied in cost-effectivenessanalyses to help decision-makers (e.g., health insurers) decide whetherto cover the costs of a new intervention. Drummond et al. [2] is acomprehensive reference on methods for evaluating healthcareprograms, including WTP.
2.3.2 Probability of an EventSometimes, a decision-maker may be concerned with an event’slikelihood. For instance, in a competitive game, the decision-maker(player) seeks to select a policy that maximizes their probability ofwinning. Alternatively, in a healthcare context, a decision-maker (thepatient) may wish to select a policy that minimizes the probability ofcontracting an infectious disease. In some cases, the decision-maker’sobjective could be de�ined by probability. For example, consider Value
at	Risk (VaR), a widely used criterion in the banking industry, whichrepresents the maximum value a �inancial portfolio could lose over a�ixed time at a certain probability level. For instance, VaR quanti�ies thepotential 24-hour �inancial loss with 5% probability, providing ameasure of the likelihood of a major �inancial loss for a bank.
2.3.3 UtilityA decision-maker’s satisfaction with their decisions can be de�ined as afunction , where  denotes an outcome (e.g., a monetary reward)



and  assigns it a numerical value (utility). The simplest example isa linear function . However, this does not account fornonlinear variation in a decision-maker’s satisfaction as  varies. Forinstance, at negligibly low values of , the decision-maker might beindifferent to the size of the payoff, but as  grows, the decision-maker’s satisfaction may increase at an increasing rate to re�lect theirability to use the payoff to achieve speci�ic personal goals (e.g.,purchase a new car, a new house, etc.). In such cases, a quadratic utilityfunction , could be a more accurate representation ofthe decision-maker’s utility. On the other hand, some decision-makersexhibit diminishing	returns, meaning the relative utility of additionalpayoff is increasing at a decreasing rate, suggesting a functional formsuch as , for example. Figure 2.2 illustrates the differencesbetween these examples of utility functions.

Figure	2.2	Illustration	of	alternative	risk	preferences,	 including
risk-neutral	 ,	risk-taking	 ,	and	risk-averse	 .Utility functions can re�lect a decision-maker’s risk attitude underuncertainty in order for the recommendations based on the decision



tree to satisfy the decision-maker. Risk attitudes have been categorizedas risk-neutral, risk-taking, and risk-averse. A risk-neutral decision-maker will agree to a bet with a positive expected return. For example,a gamble that returns a reward of  with probability  and a loss of with probability  will appeal to the risk-neutral decision-maker if . On the other hand, a risk-averse decision-makerwill have a nonlinear utility function. They will agree to a bet if . A risk-taking decision-maker will have autility function increasing at an increasing rate, while a risk-aversedecision-maker’s utility will increase at a decreasing rate. Differences inrisk attitude can translate into differences in optimal decisions thatmaximize expected utility.
Example 2.5: Risk preferencesConsider the case of a decision-maker who makes a bet that returns$100 if they win, with probability , and a loss of $200 with probability . A risk-neutral decision-maker will be satis�ied to take the bet ifthe expected value of the return is not less than 0, which occurs when , based on reorganizing the implied inequality . On the other hand, a risk-averse decision-maker will expect , and a risk-taking decision-maker will besatis�ied with choices of . In each case, the precise thresholddepends on the shape of the utility function. For instance, a risk-takingdecision-maker, with , will accept the bet if .There are many methods for estimating utility functions. One method,known as revealed	preferences, infers utility from a decision-maker’sprevious choices as re�lected in historical data. Another method, stated
preferences, uses surveys with questions about various hypotheticalcomparisons designed to elicit preferences. In situations whereuncertainty is present, the goal is to estimate expected utility, whichcan be done by presenting the decision-maker with “lotteries” thatincorporate the effects of uncertainty on risk attitude. An example of asimple lottery is the decision-maker choosing between two options: (1)



walking away with a guaranteed reward (e.g., $100), and (2) a gamblethat yields a greater reward (e.g., $200) with probability  and noreward with probability . For example, if , a risk-aversedecision-maker will take the guaranteed reward, a risk-neutraldecision-maker will be indifferent between the guaranteed reward andthe gamble, and a risk-taking decision-maker will choose to gamble.The probability  is varied until the decision-maker is indifferentbetween the two choices. At the point of indifference, the value of quanti�ies the decision-maker’s utility for $100 relative to the lotterythat yields $200 with probability  and $0 with probability . Autility function for the decision-maker can be �it by presenting a seriesof such lotteries. In this example, the rewards ($100–200) and losses($100) are modest, with moderate probabilities. Alternatively, therewards and losses may vary signi�icantly, as seen in real lotteries, likePowerBall, where probabilities of winning are vanishingly small, thelosses are modest, but the reward for winning is enormous.
2.3.4 Time Value of RewardsAll rewards, including monetary rewards, are subject to valueadjustments when received at future dates. To illustrate this point,consider the following example with two options: (1) receive $100today; (2) receive $100 in a year. A rational decision-maker will preferto receive the $100 today because they can invest it at a risk-freeinterest rate, , and receive  in one year. Thus, option 1is �inancially superior to option 2. In the case of a recurring reward,common in sequential decision-making, the time value of the rewardmust be accounted for. This gives rise to the net	present	value of futurerewards, which de�ines the decision-maker’s current valuation (today)for the future rewards they will receive.
Example 2.6: Valuation of a bondSuppose a bond provides a payment of $500/month for a year. The totalpayments are $6,000 over the year. Considering the time value of



(2.4)

money, a decision-maker would expect to pay less than $6,000 upfrontfor such an investment. Each payment must be discounted based on apreference for earlier versus later payments. Suppose  is the discount
factor. If payments are made at the end of each month, the value of thebond today is:
If the monthly discount factor is , then the value of the bondtoday is $5,760.25. This value is called the net	present	value and is usedin most contexts where rewards are paid over time, but a decision mustbe made here and now. This concept is most easily illustrated withmonetary awards, where  is often chosen to represent the annualreturn of a risk-free investment (often 3%, hence ). However,discounting future rewards is not restricted to monetary rewards. Itarises in any situation in which a reward today is preferred over areward at some future date.
2.3.5 Regret

Regret quanti�ies decisions using the difference between the decisionand the optimal decision in retrospect, following the resolution ofuncertainty. It is relevant in cases where the decision-maker learns thebest possible decision after making their decision. Thus, a decision-maker may wish to consider their anticipated regret when making adecision. For example, consider an investor deciding whether topurchase shares in a startup. They may experience regret in two ways:(1) the decision-maker chooses not to purchase shares, and the sharesincrease in value over the next year, in which case the decision-makerregrets not purchasing more; (2) the decision-maker chooses topurchase shares, but the share price decreases over the next year, inwhich case the decision-maker regrets their purchase. Thus, thedecision-maker’s goal could be to minimize expected regret.
Cumulative	regret is a related performance measure that arisescommonly in the context of learning. Chapters 8 and 9 cover model-freedecision-making where the mathematical model that governs system



dynamics is not known to the decision-maker. The decision-maker isassumed to be able to observe states, make decisions, and receiverewards. An interactive learning process called reinforcement	learning,similar to trial-and-error, is used to adjust and improve the policy overtime. In such cases, there is an opportunity cost of learning, becausesuboptimal decisions are made in the search for the optimal policy.Thus, the goal of maximizing total rewards is replaced by minimizingcumulative regret to account for the losses incurred during learning.
2.4 Multi-stage Decision TreesThe number of decision stages depends on the context. Reading adecision tree from left to right, begin with the earliest decision, thenobserve the outcomes of a probabilistic event, and subsequently makenew decisions, observe new outcomes, and so on. While it is natural toview a decision tree from left to right—in the direction of the �low oftime—as will be seen throughout this book, it is equally important toview it from right to left because decisions to be selected in the futurein�luence the ideal decisions to be made in the past. In short,anticipating how a decision-maker will respond to future decisions(sometimes called recourse decisions) is critical to making the bestdecision today.
Example 2.7: Genetic biomarkersConsider a common medical decision relevant to cancer diagnosis. Forpatients suspected of having cancer, the standard procedure is to do abiopsy to collect a sample of tissue to be examined by a pathologist whorenders a diagnosis; however, biopsies can sometimes be painful andinvasive. Therefore, ideally, the patient would only be subjected to abiopsy if necessary. Imagine that a new biomarker, based on a simpleblood test, has been discovered that provides probabilistic informationabout the likelihood that the patient has cancer. Thus, it can be used aspart of the decision-making process to help determine whether abiopsy is warranted; however, the biomarker test is expensive, and its



high cost must be weighed against its diagnostic value to patients. Thisexample uses a decision tree to evaluate the incremental bene�it of thebiomarker.Figure 2.3 illustrates the decision tree, with two branches emanatingfrom the (leftmost) root decision node, corresponding to the decisionabout getting the biomarker test (BT). For each branch, there is acertain probability that the patient has an undiagnosed cancer, ,or not, . The following is a description of the notation in eachbranch.No Biomarker Branch: In the No Biomarker branch, the patient hasa biopsy, which detects cancer (if the patient has cancer) withconditional probability  and misses cancer withprobability ; the payoffs for thesebranches are  and , respectively, denoting anexpected reward (e.g., patient survival in years) for a patient whoreceives cancer treatment (CT) and a patient who has cancer but isnot treated (CNT), because of a missed diagnosis. Naturally, it isassumed that ; otherwise, there would be nopoint in considering a biopsy in the �irst place. The probability thatthe patient does not have cancer is . Since this is notdirectly observable to the decision-maker, a biopsy is performed,and the patient receives a reward  for cancer-free survival.Finally, a disutility  for the biopsy, in QALYS, is applied to allpayoffs for branches in which the patient receives a biopsy.



Figure	2.3	Example	of	a	decision	tree	for	evaluating	whether
or	not	to	employ	a	biomarker	test	(BT)	for	a	patient	at	risk
of	 cancer.	 The	 probability	 that	 the	 patient	 has	 cancer	 is	

,	also	known	as	the	disease’s	incidence.	

and	 	are	called	the	sensitivity	and	speci�icity

of	 the	 biomarker	 test	 (BT),	 respectively.	 Similarly	
	 and	 	 are	 the	 sensitivity	 and

speci�icity	 of	 the	 biopsy	 ,	 respectively.	 Parameters	 for

the	payoffs	at	the	leaf	nodes	are	de�ined	in	Table	2.1.Biomarker Branch: There is a similar set of chance nodes andpayoffs in the “Biomarker” branch of the decision tree. The mostsigni�icant difference is that the biomarker test de�ines the chancenodes after the �irst chance node, which determines whether thepatient has cancer. The biomarker is used to decide whether toperform a biopsy:  if the patient has cancer and thetest is positive, and  if the test is negative, given thatthe patient has cancer. Finally, the remaining branches de�ine theoutcomes of a biopsy following a positive biomarker test. The



payoffs at each terminal node in the tree are  and  for diagnosed and treated patients andundiagnosed and untreated patients, respectively. Note that thedisutility of biopsy, , is applied to each terminal node for whicha biopsy is done to re�lect the impact on QALYs from the procedure.The decision tree can be used to determine which option has the higherexpected payoff: the BT branch or the No BT branch. The analysis ofdecision trees proceeds from right to left, sometimes referred to as
collapsing	the	tree, by computing the expected rewards at each chancenode. If there are multiple chance nodes at the rightmost part of thetree, they can be evaluated in any order. Table 2.1 de�ines the modelparameters, which are arbitrary for the purposes of this example butplausible and necessary to complete the calculations. Starting with therightmost chance node, the expected payoff is computed as follows:
Next, move one step to the left and continue collapsing the decision treefor the next three rightmost chance nodes. Figure 2.4 shows thepartially collapsed tree with the expected payoffs �illed in. Ordering thethree chance nodes from top to bottom and using the parameters inTable 2.1, the chance node evaluations are as follows:

Finally, the payoff node in the last remaining branch of the treeevaluates to:
Figure 2.5 illustrates the completely collapsed tree with the expectedpayoff for the BT and No BT branches, with expected QALYs of 4.75 and



4.96, respectively. Thus, the new biomarker test does more harm thangood and should be rejected based on the provided parameters,regardless of cost. Naturally, different parameter choices may lead todifferent decisions, and thus identifying reliable estimates is veryimportant. Often it is dif�icult, or even impossible, to get accurateobjective estimates of model parameters. Thus, experimentation withvarying parameters is an important part of the analysis for realproblems. The question of how to analyze the sensitivity of decisions toparameter choices is taken up in Chapter 6.
TABLE	2.1

Decision	 tree	 model	 parameters	 for	 evaluating	 a	 new	 cancer
biomarker	 test.	 Note	 that	 the	 following	dependent	 parameters
are	 omitted	 for	 brevity:	 ,	

,	
,	and	 .

5.0 4.5 1.8 0.05 0.15 0.75 0.2 0.8



Figure	2.4	Partially	collapsed	decision	tree	for	deciding	whether
to	use	a	biomarker	test	(BT).

Figure	 2.5	 Fully	 collapsed	 decision	 tree	 with	 the	 expected
payoffs	for	using	and	not	using	the	biomarker	test.

2.5 Expected Value of Perfect Information



Uncertainty in sequential decision-making comes at a cost. If thedecision-maker could foresee which uncertain outcomes in the treewould be realized, the decision could be optimized by selecting theoptimal choice based on the anticipated outcome. An often-askedquestion is: What is the expected	value	of	perfect	information (EVPI)?The EVPI quanti�ies the difference between decisions made underuncertainty versus those made when the uncertain outcomes can bepredicted in advance. To illustrate this concept, consider the followingexample.
Example 2.8: New product launchConsider a medium-sized company that manufactures in�latable stand-up paddleboards that pack for air travel, serving customers who wantto take one on vacation. The company is competing for market shareand has recently discovered a new material that is 60% lighter thantheir current product. Production costs are expected to remain thesame; however, the new material has not been �ield-tested, and there isa risk of reliability issues that could reduce customer sales.Furthermore, there is uncertainty about the reliability of the newmaterial and the resulting quality control issues that could harmcustomer satisfaction. Finally, there is a risk that the company will losemarket share if it decides not to launch the new product and acompetitor launches a new and similar product.Consider the decision tree in Figure 2.6. Note from the tree that thereare three sources of uncertainty: (1) uncertainty in sales if the newproduct is launched, depending on its reliability; (2) uncertainty insales if the new product is not launched because of the potential for acompetitor to steal market share by launching a superior product; (3)the degree of reliability problems (moderate or severe) if reliabilityissues are encountered with the new product.



Figure	2.6	Decision	tree	for	the	decision	to	launch	a	new	stand-
up	 paddleboard	 using	 new	 but	 untested	 materials.	 The
reliability	 problems	 branch	 has	 two	 possible	 outcomes:
moderate	 reliability	 (MR)	problems	and	 severe	 reliability	 (SR)
problems.The data in the tree represent probabilities associated with the chancenodes, based on expert opinion and projected revenues forecasted bycompany analysts, who use historical data from previous productlaunches to inform their projections. These projections are linked to thepayoff nodes. The company could conduct accelerated �ield testing toalleviate uncertainty about reliability. But the tight deadline andnecessary resources come at a cost. What should the company bewilling to pay? Consider the case where  in theLaunch branch and coincidentally  in the No Launchbranch as well. Assuming , collapsing the decisiontree yields the following:

Thus, the best choice is not to launch the new product with an expectedpayoff of $10.2M. To evaluate EVPI, split the original decision tree intotwo decision trees. One in which moderate reliability is achieved withprobability 1 and a second in which severe reliability problems occur



with probability 1. In other words, the two new decision trees de�inethe situation in which the resulting reliability is known in advance, i.e.,the perfect information case. This prompts the following computationand comparison.Decision Tree 1 (Moderate Reliability Problems Scenario):
Decision Tree 2 (Severe Reliability Problems Scenario):
The decision to launch is optimal under the moderate reliability (MR)problems scenario but not the severe reliability (SR) problemsscenario. Thus, decision tree 1 has an expected payoff, EP1 = $11M, anddecision tree 2 has an expected payoff, EP2 = $10.2M. Now, to calculateEVPI, take the expected payoff (EP) under the (perfect information)assumption that the Launch decision is made knowing the outcome ofreliability by paying for the accelerated �ield testing:
Given the moderate and severe reliability problems are equally likely,then EVPI = $10.6M − $10.2M = $0.4M. In other words, the decision-maker should be willing to pay up to $0.4M for accelerated �ield testing,assuming they are con�ident in the data used in the decision trees.
2.6 Concluding RemarksThis chapter focused on decision trees, a widely used tool in Decision
Analysis, which encompasses far more than just decision trees and therelated topics covered in this chapter. Many decisions requiresubstantial effort to frame the problem by working with decision-



makers to understand their goals, the relevant factors, and how thosefactors in�luence one another. Much attention has been given to utilitytheory, risk preferences, and other topics related to how decision-makers value outcomes. There are excellent resources for learningmore about decision analysis, including several listed in the referencesfor this chapter: Raiffa [3], von Neumann and Morgenstern [4], Clemen[5], Abas and Raiffa [6], and Keeney [7]. Several examples were used toillustrate the application of decision trees, including a biomarker-basedcancer-diagnosis example, motivated by a real-world decision analysispublished by Merdan et al. [8]. The book by Drummond et al. [2] coversmethods for the economic evaluation of health interventions, making ita useful resource for readers interested in this topic.Decision trees are a stepping stone to more complex sequentialdecision-making models over extended time frames. Future chapterswill cover problems too complex for decision trees and presentalternative models and algorithms for making optimal decisions in suchcases. Other key concepts in this chapter included a review of basicprobability, alternative ways to model a decision-maker’s objective, andthe time value of rewards.
2.7 Practice Exercises1. A consultant is asked to recommend a reservation policy for arestaurant that accounts for the fact that some customers are no-shows. Most reservations are for parties of two, with no-showsaccording to the following probability distribution on any givenevening:

The restaurant has 20 two-person tables. How many bookingsshould they be willing to make for their �irst seating at 6 pm if the



owners rate the regret from an unutilized table as half the regret ofnot being able to seat a party of two?2. For the Bayesian updating example of Section 2.2, compute theprobability the patient had compromised immunity conditional onnot having an infection after 2, 3, 4, and 5 days. Describe theresults and reasons for any trends observed.3. For the genetic biomarker example, what choice of disutility forbiopsy, , results in the expected payoffs being equal acrossbranches? For what values should the biomarker test be used?4. Consider the following situation. A student has received an offer ofa full-time position upon graduation. They also have a second offerfor a three-month consulting contract. The consulting projectoffers 50% more compensation but does not guarantee futurework. There is a 60% chance of a follow-on consulting project foran additional three months. If that second project succeeds, thereis an 80% chance of being hired full-time by the consultancy. If thefollow-on project does not materialize, or if the second project isunsuccessful, there is a 70% chance of �inding another full-time jobat the same pay as the original full-time offer, but there is a 30%chance the student needs to settle for a job that pays 25% less. Thestudent is planning three years out because they intend to returnto college for an MBA after that time. Assuming all the jobs areequally interesting, what decisions will maximize their totalearnings?5. A decision-maker is contemplating selling their car and usingpublic transportation and ride-sharing instead for the next threeyears of graduate school. They could sell their car now for $6,500or sell it in three years for $3,000. They estimate that selling theircar would also save $800/year on insurance, $250/year inmaintenance, and $900/year in gas. The cost of publictransportation and ride-sharing is estimated to be $2,400/year.Assuming a risk-neutral decision-maker, for what choice of annualdiscount factor would the decision-maker be indifferent to the twooptions? How might risk aversion affect decisions in this case?



6. Compute the EVPI for the genetic biomarkers example of Section2.4. Conduct a sensitivity analysis on EVPI by varying each of theprobabilities in the decision tree by ±20%. Which one has thegreatest in�luence on the EVPI? Which has the least in�luence?7. Consider the decision tree in Figure 2.7. Assume a risk-neutraldecision-maker used the tree to decide what decision to make andchose . What can be inferred about the probabilities of events and ?

Figure	 2.7	 Decision	 tree	 example	 with	 missing	 data	 for
probabilities.8. Consider an alternative to the decision tree in Figure 2.7, in whichthe probabilities are known, but the payoff for each branch isunknown. The risk-neutral decision-maker chooses a decision .The probabilities are  and . What can beinferred about the payoffs?9. Assume a decision-maker has two options. The �irst is to receive animmediate payoff of . The second is to receive an unlimitednumber of payoffs, of size , starting today and continuinginde�initely with payments at the end of each month. Assuming the



discount factor  if the decision-maker is risk-neutral andbelieves they will live forever, what conditions on  and governs the optimal choice?10. If a decision tree has  stages,  chance nodes at each stage, eachwith  possible random outcomes, how many unique branchesdoes the decision tree have?11. Consider a decision tree with 10 stages where each stage has twooutcomes that occur with equal probability: (a) a reward of 10 isreceived, and the decision process terminates; (b) a reward of 2 isreceived, and the decision-maker has two choices; the �irst choiceis to stop the decision process and receive a one-time reward of 5;the second is to continue the decision process, with the sameoutcomes and (stopping) decision opportunity repeated. Thiscontinues until the last decision epoch, when the decision-makergets a guaranteed reward of 20. Draw the decision tree andcompute the optimal policy as a function of the discount factor, .
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Chapter 3
Deterministic Dynamic Programs

3.1 IntroductionThe decision trees of Chapter 2 illustrated some basic concepts ofdecision-making under uncertainty; however, their utility is limitedbecause, as the number of random variables and decisions grows, thechance nodes and decision nodes grow exponentially. For instance,imagine a sequence of three stages, with three decisions and two randomoutcomes following each decision. This gives rise to a decision tree with 3× 2 × 3 × 2 × 3 × 2 × 3 × 2 = 1,296 leaf nodes. As the number of stages,decisions, and outcomes increases, the size of the decision tree growsprohibitively large, ruling out storing it in computer memory, let alone�inding optimal policies.This chapter introduces dynamic	programming (DP), a fundamentalapproach for avoiding exponential growth in solving certain types ofsequential decision-making problems. It focuses on deterministic dynamicprograms—temporarily eliminating uncertainty—to establish keyconcepts and intuition in sequential decision-making. Chapter 4 extendsthese models to stochastic dynamic programs that account foruncertainty, such as that illustrated by decision trees with chance nodes,albeit in a more ef�icient way using Markov	chains.DP can ef�iciently solve a wide range of sequential decision-makingproblems. The key principle underlying DP is the principle	of	optimalityoften credited to Richard Bellman’s work beginning in the 1940s and,more speci�ically, an article from 1954 titled “The Theory of DynamicProgramming,” [1] which describes ef�iciencies for solving certain types ofproblems by breaking up a large problem into a series of smaller, easier-to-solve problems. This falls into a category of problem-solving methodsknown as “divide and conquer.”The principle of optimality applies to many sequential decision-makingproblems. This chapter �irst introduces the deterministic context to



familiarize readers with mathematical notation and model formulationsand provides examples that develop intuition about the approach and itsapplication to various problems, thereby preparing readers for futurechapters. Second, the principle of optimality is discussed by introducing afundamental DP problem, the shortest	path	problem, which seeks theminimum-distance path from a start to a �inish node in a network. As willbe seen, it can have many other interpretations beyond minimizing thedistance traveled. The chapter continues with discussions of productionplanning, resource allocation, and pattern recognition before returning tothe most general form of the shortest path problem and concluding withDP’s shortcomings.
3.2 Mathematical Formulation of Dynamic
ProgramsA DP has several common attributes that are shared across modelformulations. Decisions are made at discrete points in time, called decision
epochs, indexed by  where  denotes the end of the decisionhorizon. States and decisions are denoted as  and ,respectively, with  and  denoting sets of possible states and decisions ( can be read as “is a member of”). In situations in which there is morethan one state at a decision epoch, the decision will be expressed as  to reference the state in which the decision is to be applied.Moreover, for situations where the available decisions depend on the stateof the system, the decision set, , will be written as . The rewardfunction, , de�ines the decision maker’s reward at decisionepoch, , when the system is in state  and decision  is taken. A state
transfer	function , which, when given a state and decision, returnsthe next state the system will be in at epoch , i.e., .The �inal critical element is the optimal	value	function , which is themaximum value of the total discounted rewards for all future decisionepochs, , given the system is in state  and optimaldecisions are taken at each epoch remaining in the decision horizon. It isalso called the optimal value-to-go function.



(3.1)
(3.2)

Collectively, the above elements de�ine the necessary ingredients toformulate a DP, which is expressed as a set of optimality	equations (alsoknown as Bellman’s	Equations), which can be solved to obtain an optimalpolicy. These equations can be expressed as follows:

where the symbol  (read as “for all”) indicates that Equation 3.1 isrepeated “for all states, , of set .”The method for �inding a solution to the optimality equations begins withthe last decision epoch, , for which the optimal value function is �ixedaccording to the boundary condition in Equation 3.2. Subsequently,iterative backward substitution, also known as backward	induction, isused to obtain  for all , followed by  for all  and so on until the solution is completed with the evaluation of  for all . This process is analogous to collapsing the decision treesof chapter 2. The next step is to use the solution,  to obtain an optimal decision at each stateand decision epoch where
Note that multiple decisions may maximize the argument to the arg maxoperation, and thus,  is an arbitrarily selected element of the set ofoptimal decisions when more than one exists.To recap, a DP comprises the following elements: states, decisions, rewardfunction, discount factor, state transfer function, and the optimal valuefunction, which together de�ine the optimality equations that cansubsequently be solved to obtain an optimal policy. Several examples areused to develop intuition about DPs for sequential decision-making,beginning with the best-known example, the shortest	path	problem.



3.3 Shortest Path Problems on Directed
Acyclic NetworksDP can be used to �ind the shortest path that joins two points in anetwork. This is one of the most common applications because mappingprograms, such as Google Maps, are widely used, enabled by the routineavailability of GPS services on smartphones and other devices. In addition,the shortest	path	problem is an important DP model because manyseemingly distinct applications can be formulated as shortest pathproblems, as shown later. This section introduces the shortest pathproblem for networks with directed arcs and no cycles. An algorithm forthe more general case of cyclic	networks is discussed in Section 3.7.To begin, consider the network shown in Figure 3.1, composed of nodesand arcs between the nodes representing feasible movements by adecision maker. Each arc has a weight that denotes the cost of traversingthe arc (e.g., time, distance traveled). In this example, assume the weightsrepresent distances. While the optimal policy is unknown, the input data,e.g., rewards and state transfer functions, are known. For this example,they have been arbitrarily selected and could have been different, e.g., thereward (weight) between E and G could be 2, not 4, or an arc could existbetween B and C. Needless to say, collecting the data and organizing thenetwork is a necessary precursor to any optimal decision-making. (Whenthe data are not known, and uncertainty arises, the approach is different,which is covered in the next chapter.) Reviewing the elements of the DPformulation described above, the following are the key elements:States: nodes of the network, Decisions: which arc to select to move to the next nodeRewards: distance associated with each arcState Transfer Function: binary function indicating an arc betweennodes (1) or not (0)Optimal Value Function: minimum distance from a given node tonode 



Figure	 3.1	 Example	 of	 a	 network	 de�ining	 possible	 pathways	 to
illustrate	the	shortest	 path	 problem	on	a	directed	network	with	no
cycles.Overall, the goal is to identify the shortest path from node  to node ,i.e., the path minimizing the total distance traveled to reach node . Giventhe objective of minimizing distance traveled, the arc weights are referredto as “costs” rather than rewards.Finding the minimum length path requires determining the policy thatminimizes the total travel distance from  to . To �ind the best decisionat the initial node , compare the following two possible decisions:1. Distance from  to  + Shortest Path from  to 2. Distance from  to  + Shortest Path from  to To compute these distances, it is necessary to know the shortest pathlength from  to  and from  to . For such a small example, it is easyto enumerate all paths and �ind the shortest one. For example, starting atnode A, there are three options to reach node , which havethe following path lengths, respectively: 7, 3, 6. Thus, a distance of 3 is theshortest path length from  to .Enumerating the paths suf�ices in this case because the network is small,but one can imagine the complexity of enumerating all paths for a muchlarger network, such as a city, which could have thousands of nodes and



many potential paths between them. The optimality equations can besolved to �ind the optimal solution. The key to solving the optimalityequations is to work backward through the network, associating eachnode with a decision epoch, , as shown in Figure 3.1. This can be done asfollows.Epoch 5: Start by noting the �inal stage  optimal value function ; next, move backward through the network, from stage 5 to 4to 3, and so on, evaluating the optimal value function, , for each noderecursively as follows.Epoch 4: Compute the shortest path from  and  to :
Epoch 3: Compute the shortest path from  and  to :
Epoch 2: Compute the shortest path from  and :
Epoch 1: Compute the shortest path from :
Having reached the start of the network and the �irst decision epoch, thesolution to the optimality equations, i.e., the value of  for all epochsand states, is complete, and the minimal path length is 9. This providesthe data for determining the optimal policy (the decision at each node),which in turn generates the shortest path from A to G. The decisionselected at each state (node) is recorded in Table 3.1.



TABLE	3.1

The	 optimal	 policy	 for	 the	 shortest	 path	 problem	 in	 Figure	 3.1
expressed	as	a	lookup	table.
Epoch State Decision1 S Go to A2 A Go to C2 B Go to D3 C Go to F3 D Go to F4 E Go to G4 F Go to G5 G Stay at GThe above representation of the optimal policy illustrates why the term“lookup table” is often used to describe a policy, because it can beexpressed as a table with columns (epoch, state, and decision). Workingfrom node  and moving forward, using the optimal policy, the shortestpath is , with a minimal path length of 9,answering the original question about the shortest path. However, notethat the optimal policy contains much more information. In particular, itprovides the optimal decision that yields the shortest path from any nodewhere the decision maker may be located, whether or not that node is onthe shortest path. So, for example, if the decision maker accidentallydeviates from the shortest path, �inding themselves at node , say, thenthe optimal policy guides the decision maker to node , then , and�inally . (Mapping software such as Google Maps frequently uses suchlookup tables when it initiates rerouting, as often happens when driversdeviate from the initially suggested route.)The thought process for solving the above shortest-path problem using DPis summarized by the following steps:

Step	0: De�ine the states, decisions, transfer function, rewards, andoptimality equations.



Step	1: Solve the optimality equations using backward recursion,starting at the last stage and moving backward to the �irst stage, tocompute the optimal value function for each state.
Step	2: Use the solution to the optimality equations to compile theoptimal policy by making note of which decisions minimized (ormaximized) the optimal value function.In this example, the states, the possible decisions, and the transferfunction are readily identi�ied in Figure 3.1. However, identifying theseelements can be challenging and requires patience and practice withmultiple examples to become comfortable formulating DP models. Thenext example is a well-known problem in production planning, known asthe lot-sizing	problem.

3.4 Production Lot-sizingThe dynamic lot-size problem arises when a decision-maker must decidehow much of a product to produce to meet forecasted demand. Thedecision-maker must consider the production costs, including a �ixed costof initiating production and a variable cost per unit produced. Given the�ixed production cost, producing enough at epoch  to cover futureepochs’ demands by carrying inventory may be desirable to reduce thenumber of times �ixed costs are incurred. However, carrying inventoryincurs holding	costs by tying up capital that could be used for otherproductive purposes.As with all models, several assumptions are necessary, as described next.Demand  occurs at decision epochs . Demand for epoch  must be met either using inventory held over to epoch  from epoch  inventory or manufacturing a new product in the period betweenepochs  and  (referred to simply as period  production) or acombination of both. The cost of producing  units in period  is denotedby  de�ined as follows: for , and for , , where  is the �ixed cost incurred to initiateproduction (e.g., due to the setup of machines and other resources neededto produce the product) and  is a variable (per-unit) cost incurred for the



(3.3)

materials and other resources needed to produce each unit. At epoch ,the inventory level  is reviewed by the decision-maker. An inventoryholding cost per unit of inventory, , is incurred for any inventory left atthe end of period  that is carried over to period .To formulate the lot-sizing problem as a DP model, the same three-stepapproach described above for the shortest-path problem is appropriate:gather the data, formulate the model, and solve the optimality equationsto �ind the optimal policy. The details of the lot-sizing problem arepresented below, with extended elaboration for the second and thirdsteps. First, identify the decision epochs, states, decisions, and rewards.According to the problem description, the �irm’s inventory level isreviewed at the start of each period. The production decision is then madein light of future demand. The state in a particular epoch is the inventorylevel, and the decision is the number of units to produce. The rewards arethe cost of production and inventory holding, described in the problemdescription, which can be expressed as follows:
where the �irst term is the cost of holding net inventory left over aftermeeting the demand for period , and the second is the total productioncost. The transfer equation that governs transitions from one state to thenext is the following recursive equation, sometimes referred to as the
inventory	balance	equation in production planning problems:
With all the key elements of a DP model in place, the optimality equationscan be written as follows:
and the boundary condition is: .Notice that the boundary condition is de�ined at a “dummy” epoch, ,denoting the end of the horizon. The state, , at each decision epoch, canbe any integer value; thus, the number of optimality equations could make



things very dif�icult because there is one equation for every combinationof state and epoch, . In practice, the number of states is limited byproduct demand, as it is never optimal to produce and hold inventorybeyond what is needed to meet customer demand. Additionalobservations by Wagner and Whitin [5] on the lot-sizing problem showthat it can be simpli�ied considerably under certain conditions. The �irstkey insight is the following:
Theorem 3.1 [2]: If it is optimal to produce during period, ,
i.e., if  then .

Proof:Suppose an optimal production plan suggests  and .Then, inventory holding cost can be reduced by delaying theproduction that resulted in  until period .
Here, it is assumed that the initial inventory state is . This can beassumed without loss of generality, because any initial inventory could beused to cover demand and the model adjusted, so the �irst epoch is thestart of the �irst period with nonzero demand. Theorem 1 states that it isonly optimal to produce in a period if the available inventory is zero. Thesecond important insight by Wagner and Whitin is the following:

Theorem 3.2 [2]: Suppose it is optimal to produce in stage 
. Then, for some , it is optimal to

produce an amount that exactly suffices to meet the
demands for stages .

Proof:Since all demands must be met, by assumption, any other decisionimplies there exists a period  such that , whichcontradicts Theorem 1.



(3.4)

Given Theorems 3.1 and 3.2, production will occur only during periods inwhich the beginning inventory is zero; moreover, during each stage inwhich the beginning inventory is zero (and ), production mustoccur. The following example illustrates the utility of Wagner and Whitin’sinsights.
Example 3.1: Production lot-sizingConsider the following case of a company that assembles CT Scanners forhospitals, with the following demand over the next four months (Table3.2).
TABLE	3.2

Monthly	demand	for	CT	Scanners	for	four	months.
Month Demand1 12 33 24 4At the beginning of each month, the company decides how many CTscanners to assemble. During a month in which any units are produced,there is a setup cost of  for activities needed to prepare forassembly. In addition, there is a variable cost of  per unitproduced to cover external contractors for part of the assembly processfor each unit. At the end of each month, there is an inventory holding costof  per unit per period for each unit carried over in inventory.The optimality equations can be written compactly as follows:
Thanks to Theorems 3.1 and 3.2, it is known that production is onlyoptimal when inventory is zero. Therefore, each epoch has only a singlestate (zero inventory), and the decision becomes how many periods of



demand to cover. The optimality equations simplify considerably byaggregating costs of production and inventory holding for allcombinations of epochs  to  where  denoted . Since productiononly occurs when , the argument  can be dropped from theoptimal value function to simplify the Equation 3.4. The optimalityequations can be solved, yielding the following results:

According to the solution to the optimality equations, the minimum totalcost is $19,500, and the optimal policies are as follows: In the �irst period,produce for either 2 or 3 periods of demand (both options have the samecost, $19,500, i.e., there are two optimal decisions at this epoch, andtherefore at least two possible policies for the problem). If production iscarried out over two periods, then in period 3, produce to meet thedemand for periods 3 and 4. If, on the other hand, production is for threeperiods, then in period 4, produce to cover the demand in period 4.The above example illustrates two important points. The �irst point is thatanalysis of DP models, such as Wagner and Whitin’s theorems, cansometimes greatly simplify the solution process. Thus, carefullyconsidering the model is often the best course of action before solving theoptimality equations. The second point is that multiple optimal policiescan exist for the same problem. Note that according to the model, eithersolution is equally good from a cost perspective, but in practice, otherconsiderations not re�lected in the model may make the decision-makerchoose one option over another.
Python	Example	3.2:	Production	lot-sizingThe following Python code implements the Wagner–Whitin algorithm tosolve the lot-sizing problem solved above. The steps include collecting theinput data, formulating the optimality equations, solving for the optimal



policy, and �inally printing the results in a form a decision-maker canunderstand.
import numpy as np

# Input data
demand = [1, 3, 2, 4] # Monthly demand
c_s = 3 # Setup cost for each production run
c_v = 1 # Variable cost per unit produced
c_h = 0.5 # Holding cost per unit inventory per month

# Initialize variables
T = len(demand)
cost = np.zeros((T, T))
decision = np.zeros((T))
v = np.zeros(T + 1) # Optimal value function

# Precompute cost to meet demand from i to j periods ahead
for i in range(0, T):
  for j in range(i, T):
    cost[i, j] = c_s + c_v * sum(demand[i:j + 1])
    inventory_cost = 0
    for s in range(i + 1, j + 1):
      inventory_cost = inventory_cost + c_h * (s - i) * 
demand[s]
    cost[i, j] = cost[i, j] + inventory_cost

# Solve the optimality equations to optimal decision each 
period
for i in range(T-1, -1, -1):
  min_value = float('inf')
  for j in range(i, T):
    v[i] = cost[i, j] + v[j + 1]
    if v[i] < min_value:
      min_value = v[i]
      optimal_decision = j

  v[i] = min_value
  decision[i] = optimal_decision

print("\nOptimal Production Schedule:")
print(f"\nTotal Cost: {min_value}")
period = 0



while period < T:
  periods_ahead = int(decision[period] - period)
  produce = sum(demand[period:period + periods_ahead + 1])
  if (periods_ahead == 0):
    print(f"Month {period}: Produce {produce} unit(s) for 
Month {period} demand")
  else:
    print(f"Month {period}: Produce {produce} unit(s) for 
Months {period} \
          to {period + periods_ahead} demand")
  if period < T:
      period = period + periods_ahead + 1The output yields one of the two optimal policies obtained in the workedexample above, con�irming the optimal solution.
Optimal Production Schedule:

Total Cost:19.5
Month 0: Produce 4 unit(s) for Months 0           to 1 
demand
Month 2: Produce 6 unit(s) for Months 2           to 3 
demandwhere the cost is in units of $1,000 and production of 4 units occurs in the�irst month and 6 units two months later. Inventory is carried over fromthe �irst to the second month to cover demand (avoiding a setup cost inthe second month) and from the third to the fourth month, again avoidinga setup cost in month 3.
3.5 Resource AllocationBuilding on the previous examples, this section shows how DP models canbe used to solve resource	allocation	problems. Such problems arisecommonly when the total demands of multiple activities exceed thelimited resources. For instance, an organization might have multiple typesof projects to invest in, each with an estimated payoff upon completion,but the budget limits the selection.The general problem of deciding how to allocate the budget in a way thatmaximizes total rewards subject to the limited resource availability is as



(3.5)follows:

Subject to the constraint: ,where the decision, , is the amount of activity , a non-negative integer, and  is the reward for choosing activity  at level . Finally,  is the utilization of activity  given level , and  is alimit on the available capacity for all activities (e.g., �inancial budget, time,and machine capacity). Unlike previous examples,  indexes the sequencein which activities are selected rather than a particular time epoch. Forthis reason, in this context, the term stage is used in place of it epoch. Anysequence of stages for solving the optimality equations yields the sameoptimal solution(s).To formulate this problem as a DP model, de�ine  to be themaximum reward that can be obtained if  units of the resource areallocated optimally to the remaining activities . Theoptimality equations are as follows:

where  and  is the set of non-negative integerssatisfying the following constraint:
Example 3.3: Resource allocation



(3.6)(3.7)

Suppose an organization has a budget of $10,000 that can be used toinvest in an integer number of three types of projects. Each investmentmay comprise an integer number of projects of a given type, from zero toin�inity (budget allowing). The project types under consideration aredescribed in Table 3.3.
TABLE	3.3

Project	costs	and	rewards.
Project	type Cost RewardProject 1 $4,000 $11,000Project 2 $3,000 $7,000Project 3 $5,000 $12,000Therefore, the rewards and budget utilization are as follows:
Now that the model DP elements are de�ined, the equations can be solvedin three stages, with each stage corresponding to a project. In thisexample, the selected sequence of stages corresponds to the ordering ofproject types: 1, 2, 3. Thus, the �irst step in solving the optimalityequations (starting from the last stage) is to compute , whichinvolves determining how many projects of type 3 can be selected given elements of capacity. Thus, the third stage optimal value functions aredetermined as follows:  where . It followsthat in stage 3: . Proceeding according to the selected sequence, optimal decisions atstage 2 are governed by:



where  is an integer satisfying  and  is the set ofdecisions that satisfy this requirement. Thus,
Because the �irst term in the  operator achieves the maximum itfollows that, . Next, for the state with 9 units of available resource,
Since the third term in the  operator achieves the maximum, itfollows that . Continuing in the same way, the remaining optimalvalue functions for  are as follows:

.With stage 2 complete, solve for the optimal decisions in stage 1, whichare determined by:



where  is an integer satisfying . Stage 1 begins with all 10units of resources available. Therefore, at stage 1, only one state needs tobe evaluated, the state , as follows:
where  is the decision that maximizes the optimal value function.Inspecting the results above and backtracking through the optimalityequations from the �irst to the last stage yields the following optimalpolicy: , and the total reward for this policy is . Note that, in this case, all available resources are consumed,although this need not be the case for optimal policies in other examples.Recall that any sequence of project types would have worked. Question 3from the practice examples is intended to verify this claim by solving theexample above using an alternative sequence of project types to con�irmthat the same optimal solution is obtained.
Python	Example	3.4:	Resource	allocationThe following Python code implements a DP model for the resourceallocation problem, assuming projects can be selected an integer numberof times, subject to the capacity constraint. It also assumes that theproject weights and the resource capacity are integer-valued. The latterassumption is unnecessary but simpli�ies the implementation of the DPoptimality equations, as integer state values can serve as indices for theoptimal value function.
import numpy as np

# Input data
costs = [4,3,5] # per unit costs of the items
rewards = [11,7,12] # per unit reward for projects
capacity = 10 # Total capacity for projects (budget)
T = len(costs) # Number of items

# Optimal value function initialization
v = np.zeros(capacity + 1)



# Compute the maximum benefit for each capacity
for w in range(capacity + 1):
  for i in range(T):
    if costs[i] <= w:
      v[w] = max(v[w], v[w - costs[i]] + rewards[i])

# Reconstruct the optimal solution
solution = np.zeros(T)
w = capacity
while w > 0:
  for i in range(T):
    if w >= costs[i] and v[w] == v[w - costs[i]] + 
rewards[i]:
      solution[i] += 1 # Include this item in the solution
      w -= costs[i] # Reduce the remaining capacity
      break # Break to restart the item selection

# Print the maximum value and the optimal solution
print(f"Maximum rewards: {v[capacity]}")
print(f"Optimal solution: {solution}")Running the code yields the following optimal solution, which matchesthe worked example above.
Maximum rewards: 25.0
Optimal solution: [1. 2. 0.]In Chapter 5, constrained linear optimization models, called linear
programs, are discussed, providing an alternative approach to resourceallocation problems. However, linear programs require the following threeassumptions to hold:

Assumption	1: The amount of a resource assigned to an activity maybe any nonnegative number
Assumption	2: The bene�it obtained from each activity is proportionalto the resource assigned to the activity
Assumption	3: The total utilization for each activity is proportional tothe resources assigned to the activityEven if assumptions 1, 2, and 3 do not hold, DP can solve resource-allocation problems. Thus, DP can have an advantage over other



approaches, such as linear programming, in certain cases.
3.6 Pattern RecognitionAnother application of DP is to identify patterns by computing a measureof similarity between strings of characters. This problem arises in a widerange of contexts. For example, in genetics, the goal is to compare DNAsequences to quantify their similarity. It may be necessary to do this manytimes with a new target string of interest evaluated against entries in adatabase of previously obtained DNA samples. Because DNA is subject tominor variations caused by the loss or addition of elements of the string,often no perfect match is found. Thus, a similarity measure is de�ined asthe maximum number of character matches obtained by optimallyinserting spaces to represent lost characters. The DP model can beformulated as follows:States: pairwise combinations of positions in String 1, , and String 2, .Decisions: whether to modify the strings by adding spaces betweencharacters:
Rewards: one point for each character match achieved and 0 otherwise.
Optimality equations: given the above de�initions of the states, decisions,and rewards, the optimality equations are as follows:



The addition of a space in a string is denoted by “ - ” and the boundarycondition is  for positions on the boundary, assuming a leading“dummy” character. Thinking of the problem in matrix form makes it easyto organize the optimality equations.
Example 3.5: Pattern recognition in sequencesThis example illustrates the application of DP with the following examplefrom Abbas and Holmes, 2005, based on the following two strings ofcharacters:

Hypothesizing that strings 1 and 2 were, at some point, the same, butsome characters were lost over time due to signal loss, the problembecomes one of �inding the minimal number of character losses necessaryto match the strings. So, if spaces can be added to either string, thequestion is: what is the optimal alignment that maximizes the number ofmatches? To illustrate, the following are possible alignments of the twosequences obtained by adding spaces to string 2:

Solution (1) has three matches, while solution (2) has only two matches.Thus, solution (1) is considered better than solution (2) according to theobjective criterion used. Clearly, for this small problem, four matches arepossible by inspection. This small example illustrates how a DP model canbe formulated to solve such pattern recognition problems, includingextremely large-scale problems that arise in practice.



The optimality equations can be solved using a matrix representation ofthe problem. Letting string 1 de�ine the columns and string 2 the rows of amatrix, each element, (row , column ), corresponds to the optimal valuefunction,  for state , based on Equations 3.8. To initiate solvingthe DP, begin by �illing in the table with the known elements, i.e., thosethat de�ine the boundary condition, as illustrated in Figure 3.2 where the�irst row and the �irst column are all zero. Continue �illing in the matrixstarting with element (2, 2), because the necessary information forcomputing  is available, and then continue to complete row 2 ((2,3), (2, 4), ...) or column 2 ((3, 2),(4, 2),…). Continuing to move row-wise orcolumn-wise generates the complete matrix as illustrated in Figure 3.3.

Figure	3.2	 Illustration	of	 the	 �irst	 step	of	 the	solution	process	 for
the	 pattern	 recognition	 problem.	 The	 optimality	 equations	 are
expressed	 as	 a	 matrix,	 with	 each	 element	 corresponding	 to	 a
position	in	string	1	and	string	2.	The	boundary	condition	is	based
on	a	dummy	character,	 ,	that	initiates	each	string.



Figure	3.3	The	results	for	the	optimal	value	function	for	each	state
obtained	by	solving	the	optimality	equations	by	moving	down	one
row	and	right	one	column	at	a	time	to	�ill	in	uncompleted	elements
of	the	matrix.Next, backtracking through the optimality equations, starting from thelower right element,  to determine the optimal decision(s)that led to the solution of Equations 3.8. The path of decisions that de�inesthe optimal solution is illustrated in Figure 3.4 and the optimal placementof spaces that achieves a maximum alignment score of 4 is

This approach can be applied to string comparison problems in manycontexts, such as spell-checking, speech recognition, web-based searchtools, and song matching in music databases. In such cases, a binaryrepresentation of strings is used, but the approach is the same.

Figure	3.4	Illustration	of	backtracking	to	obtain	a	solution	de�ining
where	to	insert	spaces	to	achieve	maximum	character	matches.



(3.8)(3.9)

3.7 Generalization of Shortest Path Problems
to Include CyclesThis section generalizes the shortest path problem �irst introduced inSection 3.3. The previous shortest path example was in the context of adirected acyclic network, illustrated in Figure 3.1, which had an obviousstart and end node. Each node was associated with a stage of the decision-making process, which mapped directly to the sequence of stagesrequired to formulate the DP model and the corresponding optimalityequations. In this section, networks that may not possess these specialproperties are considered; they may be directed or undirected and maycontain cycles. The algorithm described next is suitable for these generalshortest path problems. Despite the generalization in the previousexample in Section 3.3, the notion of �inding a shortest path from onenode to another remains well-de�ined; however, applying DP requiresmodi�ications.The DP model formulation for the shortest path problem in the cases of an
acyclic	directed	network is considered �irst. Such networks, by de�inition,have no cycles. Therefore, there is a clear sequence of nodes, meaning thenodes can be ordered according to the arcs (e.g., A comes before C and D,and C comes before E and F); thus, there is a well-de�ined notion of a pathfrom one node to another in the network provided the network isconnected, i.e., there exists at least one path between any two nodes in thenetwork. To formulate the DP model for this situation, let  denote thelength of the shortest path from node  to some predetermineddestination node , and  denotes the distance from node  to . Theoptimality equations for the shortest path problem are then as follows:
As noted previously, in Section 3.3, the boundary condition is de�ined atthe destination (end) node. The convention is to assume  if thereis no arc between nodes  and  to imply that a sub-path from  to  cannotbe part of the shortest path.



The shortest path problem of any type (e.g., directed or undirected, withor without cycles) can be solved via an alternative de�inition of theoptimal value function and the optimality equations, known as forward
dynamic	programming. This alternative assumes  denotes the length ofthe shortest path from the start node (node 1) to node . This is thereverse of the de�inition in Section 3.3, where the optimal value functionwas the shortest path from the current node to the destination node. Thismodi�ication is equivalent to the backward DP approach and, as willbecome clear shortly, is also ideally suited to handling cyclic networks.Optimality Equations (Forward DP):

.In this case, the sequence of steps in Equation 3.7 is reversed. Theboundary condition is de�ined at the �irst node, and the optimalityequations iteratively evaluate successor nodes.Next, return to the case of general networks that may contain cycles. Forexample, a map of a city naturally contains many cycles (e.g., a two-waystreet between two locations) or a cyclic path of nodes (e.g., A to B to C toD to A, such as four right turns in a road network). If these situations arenot treated carefully, they will cause the backward and forward DPformulations to fail because, in such cases, there is no longer a consistentordering of the nodes to de�ine the recursion for the optimality equations.In other words, it is no longer obvious what constitutes the start and endof the network, and it is possible that the previously de�ined algorithmsmay enter an in�inite loop. The following modi�ication of the forward DPapproach addresses this issue.Let  denote the set of nodes consisting of the  closest (in terms of theshortest path) immediately connected nodes to node 1. Let  denotethe length of the shortest path from node 1 to  when restricted to usingnodes in . With these de�initions, the algorithm for solving any shortestpath problem is presented in Algorithm 3.1.



Algorithm 3.1 General Algorithm for Solving Shortest Path
Problem with Cycles1: Step	0: Based on the boundary condition at Stage 1 set  ⊳  if there is no arc from node 1 to 
2: Set .3: while there are remaining nodes do4:  Step	1: Find 5:  Step	2: Set 6:  Step	3: Compute  as:
7:  Step	4: Set .8: end	whileStep 0 initializes the algorithm. Step 1 identi�ies a node, , the nextclosest node to node 1 that has yet to be considered in previous algorithmiterations. Thus, for example, in the �irst iteration, it is the node closest tonode 1. Step 2 adds the new node from Step 1 to the set of nodes, . Step3 �inds the shortest path from node 1 to  for all unvisited nodes, i.e.,nodes not yet added to . Step 4 checks a stopping condition and eitherstops the algorithm or continues it (via Step 1) until all nodes have beenconsidered.The algorithm for solving general shortest path problems described aboveis effectively the well-known Dijkstra’s	algorithm, named after its inventor,who published it [3]. It can solve any shortest path problem discussed sofar.



Figure	3.5	An	example	of	a	cyclic	network.

Example 3.6: Shortest path on a cyclic networkConsider the cyclic	network in Figure 3.5. Assume the goal is to �ind theshortest path from node 1 to node 6. The numeric node labels, {1, 2, 3, 4,5, 6}, are arbitrarily selected. For Stage 1, use the boundary condition toinitiate the set of  closest nodes to node 1 to be  and theoptimal value function to . Note that  if there is noarc from node 1 to . Thus, for Stage 1, it follows that:Stage 1:Step 0: , , , , , Stage 2:Step 1: Step 2: Step 3: , , ,,



,.Step 4: ; return to Step 1.Stage 3:Step 1: Step 2: Step 3: , , , ,, .Step 4: ; return to Step 1.Stage 4:Step 1: Step 2: Step 3: , , , , , .Step 4: ; return to Step 1.Stage 5:Step 1: Step 2: Step 3: , , , , ,



.Step 4: ; All nodes explored; therefore stop with the optimalsolution.The shortest path length is 8. Backtracking through the solution to �indthe optimal decision at each stage gives the optimal path: 1 → 3 → 5 → 4→ 6.
Python	Example	3.7:	Shortest	path	problem	with	cyclesAll of the examples in this chapter were based on small problems that canbe worked out by hand to develop intuition for DP models and tounderstand how and why they work in certain circumstances. In practice,DP applies to much more complex problems. The following Python codesolves the shortest-path problem in the general case of a cyclic networkfor a small example, which can be extended to solve large-scale shortest-path problems.
from math import inf

# Input data
network = {  # directed, weighted adjacency list
    '1': {'2': 5, '3': 1},
    '2': {'3': 4, '4': 6, '5': 7},
    '3': {'4': 1, '5': 2},
    '4': {'6': 2},
    '5': {'4': 3, '6': 8},
    '6': {}
}
source = '1' #start node

def shortestpath_dp(adj, source, target=None):
    v = {u: inf for u in adj}      #initialize value 
function
    parent = {u: None for u in adj}
    v[source] = 0.0
    N = set() #initialize to empty set
    stage = 0
    while len(N) < len(adj):
        unvisited = [u for u in adj if u not in N]



        k = min(unvisited, key=lambda u: v[u]) #Find 
nearest node not in N
        if v[k] == inf: break  # break if remaining nodes 
unreachable
        N.add(k) #add nearest node to set of visited nodes
        stage += 1
        if target is not None and k == target: break
        for j, w_kj in adj[k].items():  #Update path 
length from k to neighbors

            if j in N:
                continue
            if v[k] + w_kj < v[j]:

                v[j] = v[k] + w_kj
                parent[j] = k
    return v, parent

def reconstruct_path(parent, target):
    path = []
    cur = target
    while cur is not None:
        path.append(cur)
        cur = parent[cur]
    return list(reversed(path))

#Find shortest path from start node to all nodes in 
network
v, parent = shortestpath_dp(network, source=source)

print(f"\nShortest paths from {source}:")
for node in sorted(network):
    if v[node] < inf:
        path = reconstruct_path(parent, node)
        length = int(v[node]) if 
float(v[node]).is_integer() else v[node]
        print(f"{source} → {node}: {'-->'.join(path)} 
(length={length})")
    else: print(f"  {source} → {node}: unreachable")The above Python code generates the solution to the shortest pathproblem in Figure 3.5, with the following output:



Stage 1: choose k=1, N=['1']
  v: {'1': 0.0, '2': None, '3': None, '4': None, '5': 
None, '6': None}
Stage 2: choose k=3, N=['1', '3']
  v: {'1': 0.0, '2': 5.0, '3': 1.0, '4': None, '5': None, 
'6': None}
Stage 3: choose k=4, N=['1', '3', '4']
  v: {'1': 0.0, '2': 5.0, '3': 1.0, '4': 2.0, '5': 3.0, 
'6': None}
Stage 4: choose k=5, N=['1', '3', '4', '5']
  v: {'1': 0.0, '2': 5.0, '3': 1.0, '4': 2.0, '5': 3.0, 
'6': 4.0}
Stage 5: choose k=6, N=['1', '3', '4', '5', '6']
  v: {'1': 0.0, '2': 5.0, '3': 1.0, '4': 2.0, '5': 3.0, 
'6': 4.0}
Stage 6: choose k=2, N=['1', '2', '3', '4', '5', '6']
  v: {'1': 0.0, '2': 5.0, '3': 1.0, '4': 2.0, '5': 3.0, 
'6': 4.0}

Shortest paths from 1:
1 → 1: 1 (length=0)
1 → 2: 1-->2 (length=5)
1 → 3: 1-->3 (length=1)
1 → 4: 1-->3-->4 (length=2)
1 → 5: 1-->3-->5 (length=3)
1 → 6: 1-->3-->4-->6 (length=4)Thus, the intermediate results are provided as well as the shortest pathfrom the speci�ied start node, 1, to all other nodes, and the shortest pathand path length from node 1 to the terminal node 6. The code can easilybe modi�ied to solve other shortest path problems by providingalternative networks as de�ined by a user-supplied network in the form ofan adjacency list.
3.8 Counter Example: When DP Does Not
WorkJust as no single tool is appropriate for every task, it is essential toacknowledge that DP models, too, have limitations. Consider the networkillustrated in Figure 3.6 and assume that instead of the sum of the arc



(3.10)
(3.11)

lengths, the length of a path is de�ined to be equal to the product of the arclengths on the path. Blindly applying DP based on the optimalityequations in Equations 3.1 and 3.2 leads to the following product form ofthe optimality equation:

However, this formulation fails to solve this problem, as shown in Figure3.6, where any path through nodes 1 and 2 has an optimal value functionof zero. The problem is that the principle of optimality is invalid: theoptimal value function at a given state (node) for a particular subpath isnot separable, because the rewards are de�ined as a product rather than asum. For example, at node 2, it is optimal to go directly to node 4, andavoid the path through node 3. But, starting at node 1, the subpath from 2to 3 to 4 has the same optimal value function as the path from 2 to 4,which violates the principle of optimality. This illustrates the importanceof keeping the fundamental assumptions of DP in mind before jumping towhat seems like a logical model.

Figure	 3.6	 Example	 of	 a	 shortest	 path	 problem	 that	 violates	 the
principle	 of	 optimality	 when	 the	 rewards	 are	 the	 product	 of	 arc
weights.

3.9 Concluding Remarks



This chapter introduced the basic idea of DP in a deterministic setting,including the principle of optimality, model formulations, optimalityequations, and algorithms, followed by examples that draw onapplications to situations in which a series of sequential decisions mustbe made. Several sources informed the examples, including [4] forshortest-path and resource-allocation problems, Wagner and Whitin [2]for the production lot-sizing problem, and [5] for the pattern recognitionproblem.While it is natural to think of sequential decision-making problems fromthe �irst to the last decision, according to the passage of time, DP revealsthat, for many problems, working backward in time enables �indingoptimal solutions ef�iciently. In other words, the answer to the question,“What shall I do next?” depends not only on the current decision at handbut also on all the future decisions to be made.The deterministic DP models in this chapter provide a foundation forhandling non-deterministic settings. The next chapter covers sequentialdecision-making problems arising from uncertainty about the future,which apply across all areas where a system’s future state is in�luenced bythe decision maker’s choices and subject to randomness.
3.10 Practice Exercises1. Assume a University of Michigan engineering student is travelingfrom her house to her IOE 512 Lecture in the Electrical Engineeringand Computer Science (EECS) building on North Campus. Use thedata from Table 3.4 to �ind the shortest path she could take to gofrom home to class. What is the shortest path if she wants to includea stop for coffee at Starbucks?



TABLE	3.4

Distances	measured	in	time	between	locations	in	Ann	Arbor.
From To Time From To TimeHome Big House 4 Home IM Building 2Home Friend’sHouse 3 Home Diag 7Big House Ashley’s 3 Big House Bivouac 4IM Building Ashley’s 2 IM Building Bivouac 4IM Building Law School 1 Friend’sHouse Bivouac 1Friend’sHouse Law School 5 Friend’sHouse UMMA 3Diag Law School 1 Diag UMMA 2Diag Hist.Museum 4 Ashley’s Starbucks 5Ashley’s CCTC 3 Bivouac Starbucks 4Bivouac CCTC 4 Law School Starbucks 5Law School CCTC 6 UMMA CCTC 3Hist. Museum Starbucks 2 Hist.Museum CCTC 1Starbucks MedicalSchool 3 Starbucks The Arb 2Starbucks Hospital 4 Starbucks Farmer’sMarket 2Starbucks Bao Space 1 CCTC The Arb 2CCTC Hospital 1 CCTC Farmer’sMarket 4CCTC Bao Space 3 CCTC 7/11 2MedicalSchool MitchellField 2 MedicalSchool BroadwayCafe 3The Arb MitchellField 1 The Arb BroadwayCafe 3



From To Time From To TimeHospital MitchellField 3 Hospital Lowertown 2Hospital No Thai! 3 Farmer’sMarket BroadwayCafe 2Farmer’sMarket Lowertown 1 Farmer’sMarket No Thai! 2Bao Space BroadwayCafe 4 Bao Space Lowertown 3Bao Space No Thai! 2 7/11 Lowertown 47/11 No Thai! 2 Mitchell Field NCRB 2Mitchell Field EWRB 3 Mitchell Field IOE 2Mitchell Field Mujo 4 BroadwayCafe NCRB 1BroadwayCafe EWRB 3 BroadwayCafe IOE 2BroadwayCafe Mujo 4 BroadwayCafe Sand Pit 3Lowertown EWRB 4 Lowertown IOE 5Lowertown Mujo 3 Lowertown Sand Pit 2Lowertown NCRC 4 No Thai! IOE 3No Thai! Mujo 2 No Thai! Sand Pit 3No Thai! NCRC 1 NCRB EECSBuilding 3EWRB EECSBuilding 1 IOE EECSBuilding 2Mujo EECSBuilding 3 Sand Pit EECSBuilding 1NCRC EECSBuilding 3
2. Show that you can ignore the variable per unit production cost in theoptimality equations when solving the production lot-sizing problem



if the cost is constant over the decision.3. Test your understanding of the approach for the resource allocationproblem by solving this problem with a different ordering of items(e.g., 3, 1, 2) and con�irm you get the same solution.4. Solve the production lot-sizing problem in Example 3.2 using thesame cost parameters, but set the decision-making frequency to 1day and the horizon to 1 year, i.e.,  days. Assume demand inthe �irst period is 100 units, increases by 5% for the �irst 25 weeks,and then drops by 4% each week for the remainder of the timehorizon (round demand to the closest integer value each day).Experiment with varying the setup cost and inventory holding cost.What do you observe about how the model parameters in�luence theoptimal solution?5. A vaccine manufacturer is contracted to deliver the following numberof doses over the next six quarters: 2000, 3000, 1000, 2500, 3000,2000. Each dose has a variable production cost of $10 per dose. Theinventory holding cost is $0.05 per quarter per dose. The cost ofsetting up production in a given quarter is $200. Any doses producedin a given quarter may be used to meet the demand for that quarteror any future quarter. Use the Wagner-Whitin algorithm to �ind alloptimal production policies.6. Consider the following three strings:1. 2. 3. Use DP to determine which of strings (2) and (3) is most similar tostring (1).7. Propose a transformation of the optimality equations for problemswith a product form of rewards, like in Figure 3.6. Apply it to thefollowing design problem. An electronic device consists of three maincomponents that can fail. The components are in series, so the failureof any one component causes the device to fail. The device’sreliability (probability of no failure) can be improved by installingone or two backup units for each component. Table 3.5 provides the



reliability, , and the cost, . The total budget for the construction ofthe device is $10,000. Formulate and solve the optimality equationsyou proposed to maximize the device’s reliability. Explain why thisapproach will fail for examples with one or components with perfectreliability.
TABLE	3.5

Reliability	data	for	a	device	design	problem.
No.	of	parallel	units Component	1 Component	2 Component	3

1 0.6 1000 0.7 3000 0.5 20002 0.8 2000 0.8 5000 0.7 40003 0.9 3000 0.9 6000 0.9 50008. Consider the social	network in Figure 3.7. Each person is representedas a node. An arc between two nodes indicates friendship. The“distance” between any two people is the length (# of edges) in theshortest path between them. Write code in Python that computes, foreach node, the average minimum distance to all other nodes. Whichnodes correspond to the most important in�luencer(s)?

Figure	3.7	Social	network	with	nodes	representing	people	and
arcs	representing	friendships.



9. When using DP to �ind the shortest path on an acyclic network, youbegin with a node that has only outward-pointing arcs. Prove thatevery acyclic network contains at least one node with only outward-pointing arcs. (Hint: assume the contrary and show that this impliesthe existence of a cycle.)10. A semiconductor manufacturer can purchase a new photolithographytool for $1M. The annual operating costs and resale values areprovided in Table 3.6. Purchases are paid at the beginning of a period,and operating costs and resales occur at the end of a period.Determine a purchase and replacement policy that minimizes totalcost of owning and operating the tool over the next 7 years given themanufacturer must have a tool in all years.
TABLE	3.6

Resale	 value	 of	 a	 used	 photolithography	 tool	 and	 annual
operating	costs.
Tool	age	at	end	of
year

Resale	value
($Millions)

Operating	cost
(Millions)1 0.50 0.102 0.40 0.153 0.30 0.254 0.25 0.405 0.20 0.556 0.15 0.657 0.10 0.7011. Consider a game where there are  coins on a table, and you andyour opponent must pick up 1, 2, 3, …, or  coins at each stage. Theperson who is forced to pickup the last coin loses. De�ine the states,decisions, rewards, and optimality equations. Assume youropponent’s policy is to pick up the same number of coins you do eachtime. Under what conditions are you guaranteed to win, independentof your opponent’s policy? What is the optimal policy?



12. Prove that any  that solves the optimality equations:
with boundary condition  yields anoptimal policy. (Hint: consider a proof by induction).13. Consider the shortest path network in Figure 3.8. Assume that thecost of a path is the largest arc cost on the path. Formulate and solvea dynamic program for this problem and provide all optimal paths.Do the optimality equations generate all optimal paths for theproblem? If not, explain why.

Figure	 3.8	 Network	 for	 a	 shortest	 path	 problem	 on	 a	 grid.
Nodes	are	labeled	 .14. Consider a greedy policy that is de�ined as follows:

Derive suf�icient and necessary conditions for a greedy policy to beoptimal for a DP.
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Chapter 4
Markov Decision Processes

4.1 IntroductionThis chapter revisits the case of uncertainty in decision-making, �irstintroduced in Chapter 2, using decision trees with chance nodes to modeluncertainty. As noted in the introduction to Chapter 3, extending decisiontrees over long periods, with many decision epochs and uncertainty, canlead to computationally intractable decision trees that are too large toevaluate. For example, a decision tree with 52 decision epochs (e.g.,weeks), 10 possible decisions at each epoch, and 10 possible randomoutcomes at each epoch would have 102×52 nodes, i.e., a 1 followed by 104zeros.As discussed in this chapter, a model of uncertainty based on a Markov
chain—to be de�ined in Section 4.2—leads to models that can be solvedef�iciently by using the principles of DP. Markov chains are a special classof stochastic processes that describe state transitions over time, assumingthat only the current state and the decision determine the probability ofreaching the next state. As demonstrated below, even problems of the sizedescribed above can be solved computationally when Markov chainsgovern the uncertain state transitions.Unlike decision trees, Markov chains do not grow exponentially in sizewith respect to time, decisions, or outcomes of random variables (states).For this reason, they have proven useful in many practical applications.The sequential decision-making models discussed in this chapter useMarkov chains to formulate stochastic versions of the DP models ofChapter 3. Such models are known as Markov	decision	processes (MDPs).They share similarities with deterministic DP models, which are a specialcase of an MDP in which the state at each decision epoch is known withcertainty. As will become clear, MDPs are the foundation for many variantsof sequential decision-making models covered in future chapters.



This chapter begins with an introduction to Markov chains, theassumptions they imply, and examples illustrating their application. Next,it is shown how to evaluate prede�ined policies to compute expectedrewards for a Markov	reward	chain, which combines a Markov chain witha reward function. This is followed by an introduction to algorithms forsolving MDPs to �ind optimal policies. MDPs are discussed in multiplecontexts, including �inite-horizon models, with a de�ined endpoint andboundary conditions, similar to the DP models in Chapter 2 and in�inite-horizon models, which have no de�ined endpoint. Examples illustrate theapplication of these models and methods for solving them.
4.2 Markov ChainsSuppose some characteristics of a system are observed at discrete epochs.Let  be the value associated with the characteristic at epoch . Adiscrete-time stochastic process describes the relation between therandom variables . Such a process is a Markov chainif the following is true:
Thus, the probability distribution for the state at decision epoch depends only on the state at epoch ; the history of states visited before is not informative about the future distribution. This is known as theMarkov assumption, or the memoryless property of Markov chains. At the�irst decision epoch, the system could be in one of the available states withcertainty, or a vector  may be speci�ied to de�ine theinitial probability distribution for the Markov chain at epoch 0, where . The conditional probability, , is referred to as the transition	probability atepoch  from state  to . If the transition probabilities do not change overtime, the Markov chain is referred to as a stationary Markov chain;otherwise, it is a non-stationary Markov chain. In the former case, theindex  will be suppressed to simplify the mathematical notation whenpossible.



(4.1)

The transition probabilities can be expressed as a matrix, called a
transition	probability	matrix, with each row representing a “from” stateand each column representing a “to” state. For a given row  and column of a stationary transition probability, the matrix element  can beexpressed concisely as , which is the probability that when the systemis in state  it transitions to state . The probabilities in each row mustsum to 1 because they enumerate all possible outcomes of a transition.The transition probability matrix for an N-state stationary Markov chaincan be written as follows:

The transition probability matrix  records all the one-step transitionprobabilities. In some cases, it may be desirable to know the probability ofmulti-step transitions. If a stationary Markov chain is in a state  at epoch , the probability that  epochs later, the Markov chain is in state  is:
where  is referred to as the -step transition probability, which isthe  element of matrix , which is obtained by successivelymultiplying the transition probability matrix by itself  times. Forexample, for states,  and , the two-step transition probability from state  to  is:

Example 4.1: Two-step transition probabilities



(4.2)

(4.3)

For a two-state stationary Markov chain with the following transitionprobability matrix (see Figure 4.1 for an illustration), what is theprobability of going from state 2 to state 1 in two steps?

Figure	 4.1	 Illustration	 of	 a	 simple	 two-state	 stationary	 Markov
chain.	 This	 illustration	 leverages	 the	 stationary	 nature	 of	 the
Markov	 chain	 to	 express	 it	 compactly,	 without	 explicitly
incorporating	time	steps.To compute this,  ofmatrix :

Thus, the probability of going from state 2 to state 1 in two steps is 0.34.Markov chains are often conveniently illustrated as networks, such as inFigure 4.1, composed of nodes (states) and arcs (allowable statetransitions). Such networks are characterized in detail by classifying theircomponents, e.g., states, based on certain attributes of the transitionprobability matrix. To begin, given two states,  and , a path from  to  isa sequence of transitions that begins at state  and ends at state , suchthat each transition has a positive probability. A state  is reachable fromstate  if a path leads from  to  and two states,  and , communicate if is reachable from , and  is reachable from . A subset of states  in a



(4.4)

Markov chain is called a closed	set if no state outside of  is reachablefrom any state in . A state  is an absorbing	state if  and therefore,once the state is entered, the system remains in that state for all futureepochs. Alternatively, a state  is a transient	state if a state  exists that isreachable from , but the state  is not reachable from state ; all otherstates are referred to as recurrent states.
Example 4.2: Visualizing a Markov chainFor the following transition probability matrix, draw a graphicalrepresentation of the Markov chain (Figure 4.2) and identify the “type” foreach state.

Figure	 4.2	 Illustration	 of	 a	 Markov	 chain	 with	 two	 classes,	 two
recurrent	states,	four	transient	states,	and	an	absorbing	state.

From Figure 4.2, the different types of states are classi�ied as follows.First, states 1 and 2 are reachable from one another, and therefore theycommunicate, and they are recurrent. States 3 and 4 are reachable fromone another and therefore communicate; however, state 5 is absorbing,and therefore states 3 and 4 are transient because the system willeventually enter state 5 without returning to states 3 or 4. Finally, the sets{1, 2} and {3, 4, 5} are closed sets, often referred to as classes because nocommunication occurs between states in different sets.



4.3 Markov Decision ProcessesThis section de�ines the basic elements of MDPs and their mathematicalnotation. The elements are the same as those in the deterministic DPmodels of Chapter 3, except for the initial state probability vector, ,which de�ines the probability distribution of states at epoch 0, and thetransition probabilities that govern state transitions. Numerous smallexamples are provided to help build intuition, with plausible modelparameters selected to illustrate the methods covered. In Section 4.6, thequestion of estimating model parameters is covered from the perspectiveof real applications.The formal de�inition of an MDP model starts with de�ining the completeset of elements as follows:Decision epochs: State at epoch Decisions at epoch Rewards for decision epoch  given decision  is taken in state 
Discount factor: Initial state probability distribution: Transition probabilities from state  to  given decision 

Collectively, these seven elements de�ine an MDP. In this stochasticcontext, decisions in�luence the transition probabilities. The policy  is a collection of decision rules, one for eachdecision epoch, , where  prescribesthe decision to make in each state. A policy, , is said to induce a particularMarkov chain because the decisions de�ined by the policy determine thetransition probabilities.The set of all possible sequences of states and decisions, called sample
paths, is:



(4.5)

(4.6)

(4.7)

In this case, the symbol × is the Cartesian	product applied to sets. Forexample, given two sets  and , the Cartesian product, , denotes all ordered pairs: . Thus, the set  is the set of all possiblesample paths. The individual sample paths, denoted by , de�ine thesequence of states and decisions for a particular realization of thestochastic process induced by the decision-maker’s policy:
Each sample path occurs with path	probability  which is de�ined asfollows:
With these de�initions of notation, the expected rewards can be de�ined by�irst de�ining the reward for a single sample path  as follows:
Next, the expected rewards can be expressed as the expected value of  as follows:
where the expectation operator,  implies that the expectation ofsample paths is taken with respect to the Markov chain induced by policy .Equation 4.7 can be viewed as forward	policy	evaluation because it mapsall possible sample paths, , for the induced Markov chain, from the �irstdecision epoch through the end of the horizon. An alternative approach to



evaluate policies is to use the backward	policy	evaluation	algorithm inAlgorithm 4.1. A comparison reveals that both forward and backwardpolicy iterations are correct; however, in the case of Markov chains,backward policy evaluation can be done far more ef�iciently.
Algorithm 4.1 Policy Evaluation for Finite Horizon MDP

Input: MDP data elements: decision epochs, states, decisions,transition probability matrix, initial state distribution, rewards,discount factor, and a policy, 
Boundary	Condition	at 
Backward	Induction:
for  do    for all  do
    end	for
end	for
Return: Expected discounted rewards, , The reader may have noticed a subtle inconsistency here when comparingAlgorithm 4.1 to the backward evaluation of decision trees in Chapter 2.In backward evaluation of decision trees, each leaf node at the end of thetree has a unique history of states and decisions that led to it. InAlgorithm 4.1, however, the evaluation at any given decision epoch, ,considers only the state, , and ignores the history that led to that state,which can be denoted as , where denotes the set of all possible histories leading up to state  and indexes a speci�ic history leading up to state . This important differenceholds for Markov chains because their memoryless property allows thevalue function to be evaluated at each state independently of its history.



For readers interested in a rigorous explanation, the veri�ication thatAlgorithm 4.1 generates the expected discounted future rewards for agiven policy  can be proven as follows.
Theorem 4.1 (Policy Evaluation): For any policy 
the policy evaluation algorithm (Algorithm 4.1) generates 

 for all  and  for all 
 where  and  is the subset of all sample

paths starting with state .

Proof:The proof is by induction. The base case is established for ,  for all  by de�inition. Now, for the inductionhypothesis, assume that the policy evaluation algorithm generates  for all  at decision epochs , then it follows that

where  and  are random variables for the state and decisioninduced by policy  at epoch . Now, observe that the expectation onthe right-hand side of the last equality depends only on  since  are history independent. Therefore , completing theproof.



The history-independent nature of Algorithm 4.1 for computing expectedrewards in Markov chains signi�icantly reduces the computational burdenrelative to the decision trees in Chapter 2. This is one of the reasonsMarkov chains are so popular and MDP models are widely used insequential decision-making.
4.3.1 Estimating Computational Complexity of Policy
EvaluationIn light of Theorem 4.1, how much computational effort is needed toevaluate a policy for a Markov reward chain? Evaluating the number ofoperations (e.g., , , , ) and equating each to a time for executiongives an estimate in terms of computation time. Still, times will vary basedon the computing platform, the ef�iciency of code implementation, andother factors. For this reason, when evaluating computational effort, thegoal is to understand how it scales with model size. To do this, �irstrecognize that the size of a Markov reward chain is determined by thenumber of states, , and the number of decision epochs, . Based on thesteps in Algorithm 4.1, the computation time will be proportional to , asthe optimal value function must be evaluated at each decision epoch.Additionally, at each decision epoch, the value function for each state mustbe evaluated; thus, the time complexity is proportional to . Therefore,the overall computational effort required to evaluate a policy isproportional to . This can be expressed as , where the  implies
for some �inite choice of constant . In other words, the  notationdenotes the proportional growth with respect to changes in the argument.Computationally, policy evaluation is a problem that is solvable in
polynomial	time, meaning the effort grows proportional to a polynomialfunction of the model size, i.e., the product of  and . Often, problemsof this type, which exhibit polynomial growth, are referred to as easy, incontrast to hard problems that exhibit exponential growth, such asencountered for decision trees in Chapter 2. This classi�ication, albeit



(4.8)

(4.9)
(4.10)

frequently used to categorize problems, is coarse. Hard, orcomputationally challenging, policy evaluation problems certainly arisewhen  and  grow large. Although the problem class is referred to as“easy,” this classi�ication is relative to problems that require effort thatincreases exponentially with respect to the number of epochs and states.Conversely, sometimes “hard” problems are small enough to require littlecomputational effort. Nevertheless, this classi�ication of problems (easyvs. hard) characterizes how computational effort grows with problemsize.
4.3.2 Finding Optimal Policies EfficientlyEvaluation of policies is often important, but more importantly, policyevaluation is a stepping stone to policy optimization. Indeed, alternativepolicies can be compared via forward policy evaluation using theexpectation operator, , to determine which is the best. Thus, anoptimal policy is de�ined as follows:
De�inition: An optimal policy  satis�ies
The de�inition of an optimal policy, , in Equation 4.8 is correct, but it isnot very practical because it requires evaluating all possible policies,which for all but very small problems is impractical.The following set of (Bellman’s) optimality equations follows from theapplication of the dynamic programming principle of optimality discussedin Chapter 3:



Equations 4.9 and 4.10 can be solved by backward induction to determinethe optimal expected value function for each epoch and each state. Notethe similarity to the optimal value function in Chapter 3, which ismodi�ied here to optimize expected	rewards as de�ined by the underlyingMarkov chain induced by the policy selected by way of the maximizationstep in Equation 4.9. Similar to the objective in Chapter 3, the goal here isto �ind an optimal policy. Importantly, the optimality equations inEquations 4.9 and 4.10 assume optimal policies depend only on thecurrent state  at each epoch, . An unrestricted version of the problemcould be expressed based on the complete history up until decision epoch , and this would be necessary for problems where the optimal decisiondepends on the history leading up to state . Fortunately, however,Theorem 4.1 established history independence for policy evaluation whenthe underlying stochastic model is a Markov chain, and this simpli�icationcarries over to MDPs, for which it can be proven that there always exists aMarkovian policy (one that ignores prior history and considers only thecurrent state) that is optimal. This follows from the memoryless propertyof Markov chains and the additive nature of the rewards that satisfy theprinciple of optimality. Algorithm 4.2 describes the implementation ofbackward induction to solve Equations 4.9–4.10. It parallels backwardinduction for deterministic DP models, but it must also computeexpectations over future states to obtain the optimal value function foreach state at each decision epoch.



Algorithm 4.2 Backward Induction for a Finite Horizon MDP1: Input: MDP data elements: decision epochs, states, decisions,transition probability matrix, rewards, discount factor2: Boundary	Condition: 3: Backward	Induction:4: for  do5:     for all  do

6:     end	for7: end	for8: Return: Optimal Policy, 
4.3.3 Analysis of the Backward Induction AlgorithmReaders who are satis�ied with letting their intuition guide the legitimacyof using Algorithm 4.2 to solve MDPs can skip this section. Those wishinga more rigorous mathematical explanation will bene�it from the formaldetails presented herein.The following theorem, attributed to Bellman, establishes a method forsolving more general stochastic dynamic programs, beyond MDPs, forwhich the memoryless assumption of Markov chains is not a validmodeling assumption. Once the method is shown to be valid, it is used todemonstrate that MDPs are signi�icantly easier to solve than generalstochastic dynamic programs with non-Markovian stochastic processes,i.e., those that exhibit history dependence, and can be solved by Equations



4.9 and 4.10 above. The expectation of rewards for the optimal policy inthe following, Theorem 4.2, , is de�ined over thesubset of sample paths  that begin with state . Thus, Theorem4.2 establishes that the optimality Equations 4.9 and 4.10 yield an optimalsolution.



(4.11)
(4.12)

Theorem 4.2 (General History-dependent Optimality
Equations): Suppose , for all decision epochs  and
histories , is a solution to the following equations, then 

,  and 
, .

Proof:Given that , ,  is a solution to the aboveequations, it suf�ices to prove it is an optimal solution. The following isa proof by induction that , for all , . First, since , it follows triviallythat , for all  in the last decision epoch. Next,assume (from the induction hypothesis) that , for . Using the optimality equations, thefollowing can be established:



(4.13)where  is any arbitrary feasible policy. The �irst equality follows fromthe induction hypothesis that  and , for all  because it is a probability and mustbe nonnegative. The second inequality follows from the fact that , thus completing the proof.
The next theorem demonstrates that evaluating all HD policies for themore specialized case of MDPs introduces considerable redundancy thatcan be avoided for computational advantage. This is achieved by provingthat, for every MDP, an optimal Markov	Deterministic (MD) policy exists,where an MD policy requires only the current state to select an optimaldecision. This proves why Algorithm 4.2 generates an optimal solution foran MDP.



(4.14)
(4.15)

Theorem 4.3 (Optimality of Markov Deterministic
Policies for MDPs): Let , for all  and 

, be a solution of the following optimality equations.
If  depends on  only through , then an MD
optimal policy can be obtained by solving the following
equations:

Proof:First, it must be shown that  only depends on . This can beproven by induction as follows. Since , for all , , itfollows that . Next, assume , for all , .Then it follows:

The last equality follows from the induction hypothesis. Therefore, itfollows that:



and , for all .
Theorem 4.3 establishes that Algorithm 4.2 determines the optimal valuefunction and the optimal policy for an MDP, with improved ef�iciency dueto the memoryless property of Markov chains. In fact, it establishes that�inding the optimal policy to an MDP is easy, i.e., it can be obtained inpolynomial time given problem instance size parameters, , , ,rather than the exponential effort required if all histories needed to beconsidered.Note the following important point, which will be used frequently. Thesecond equation in Step 5 of Algorithm 4.2 extracts an optimal decision,although, as mentioned earlier, it is not uncommon to have more than oneoptimal decision. Algorithm 4.2 can be modi�ied to collect all optimaldecisions at Step 5, thereby constructing all alternative optimal policies byretaining the set of optimal decisions for each state and epoch. However,the number of optimal policies may grow large because each tie results ina bifurcation of the optimal policy, doubling the total number each time.Unless necessary for a particular problem, it is assumed that ties arebroken arbitrarily to obtain a single optimal policy, possibly from a largerset of alternative optimal policies.
4.3.4 Shortest Path Problem RevisitedStochastic variations of the deterministic shortest path problemsdiscussed in Chapter 3 can be modeled as an MDP. The following exampleillustrates the application of the backward induction algorithmestablished in Algorithm 4.2 and veri�ied by Theorem 4.3.
Example 4.3: Stochastic shortest path problemConsider the stochastic shortest path problem illustrated in Figure 4.3 inwhich a football player, currently at node , needs to make a sequence of



decisions to get to the goal line  while avoiding tacklers at nodes . Each split point corresponds to a node at which adecision must be made to proceed left or right (while continuing to makeforward progress toward the goal line). The objective is to cross the �inishline (dashed line) with minimal cost penalties, which could serve as ameasure of the effort expended by the player. Assume the state transitionoutcomes depend probabilistically on the choice of decision:
where  denotes the decision to move up to the right, and  is the decisionto move down to the right. Assume outcomes of the decisions areuncertain and have the following probabilities:  and . Given the start is at node , and the goal is to reachthe “�inish line” , what is the expected distance traveled under policy ?

Figure	4.3	A	directed	network	with	paths	moving	from	left	to	right,
starting	at	node	 .	The	dashed	line	represents	the	goal	line.



Assume , as it was not speci�ied in the problem statement, and thenature of the problem suggests a short time frame (traversing a smallnetwork) for which discounting is not typically necessary. Given thesymmetric structure of the network, assign all four nodes along the dottedline (the “�inish line”) to epoch 4, nodes  to epoch 3, nodes  to epoch 2, and node  to epoch 1. The reward can be written asfollows:
where  and  are the arc weights for the up and downbranches, respectively, at state . Note that the nature of the problemrequires computing expected rewards to account for the uncertainty inthe outcome of the selected decisions. Applying Algorithm 4.2 yields thefollowing.Epoch 4 (boundary condition):
Epoch 3:

Epoch 2:
Epoch 1:
Thus, the expected distance traveled under the optimal policy is 437.22.Backtracking through the solution to identify the selected decision for



each state and decision epoch yields the optimal policies in Table 4.1.
TABLE	4.1

Two	optimal	policies	expressed	as	a	look-up	table	for	the	shortest
path	problem	in	Figure	4.3.
State Decision

 or Note that the policy is deterministic, but the path followed is stochasticbecause the outcomes of decisions to move up or down are random. As aresult, when following the optimal policy through the network multipletimes, the actual path will vary randomly from one problem instance toanother. The optimal policy is guaranteed only to minimize the expecteddistance traveled across many attempts to traverse the network. It doesnot necessarily yield the optimal path for any given problem instance.Another way to express this is that the expected travel distance convergesto the minimum expected travel distance as the number of times thenetwork is traversed using the optimal policy increases.
4.4 Optimal Stopping Time ProblemsMany sequential decision-making problems arise in the context of adecision-maker who can observe the outcomes of a stochastic process andchoose to stop it at their discretion. Consider an investor who holds astock option that allows her to purchase a stock at a �ixed strike	price overa speci�ic time frame, after which the option expires (e.g., 30 days). If thestock’s market price exceeds the strike price, the investor can exercise theoption, buy the stock at a price below the market value, and immediatelysell it at the market price for a pro�it. For example, if the strike price is



$100 and the stock is currently trading for $112, then the investor canpurchase the stock for $100 and immediately sell it at the market price fora pro�it of $12.The investor wants to exercise the option when the market value exceedsthe strike price, but how high is high enough? If the investor sells today,she may regret it if the stock price continues to increase; however, if sheholds the option, the price could decrease, perhaps dipping below thestrike price and remaining there until the option expires. Thus, theinvestor seeks to determine the optimal policy for exercising the option tomaximize expected pro�it.The stopping time problem can be modeled as an MDP with discretedecision epochs, at which the investor can choose to exercise the optionby quitting the process  or continuing the process (C) for at least onemore epoch until the option expires at the end of the decision horizon, atepoch . The following is the MDP formulation for this problem.
States: , where  is the set of states from which decision or  can be made and  is an absorbing state,

Transition probabilities:



The above MDP elements yield the following optimality equations:

From the optimality equations, the decision-maker’s choices are apparentas either waiting for a given expected reward  or taking animmediate reward, , plus possible future expected rewardsgenerated by the continuation of the process.Stopping time problems arise in many contexts. The following exampleillustrates its use for optimizing the time of medical treatment decisions.
Python Example 4.4: Optimal time to treatSome medical decisions can be viewed as “stopping time” problems. Forexample, a decision to start preventive treatment involves a decision-maker (some combination of the patient and physician) choosing toinitiate treatment and receiving an expected reward or deferring thedecision to start treatment for one additional decision epoch. Consider thecase of a new drug that reduces the risk of heart disease. Startingtreatment lowers the probability of a future heart attack or stroke;however, the drug has side effects, causing a moderate degree of burdento the patient. Moreover, once started, the treatment is intended tocontinue for the rest of their lives. The decision process can be describedas follows. Patients receive annual risk assessments and choose betweentwo options: (1) initiate treatment now or (2) defer the decision for onemore decision epoch. Assuming that at age , patients who have notinitiated treatment start treatment, the optimality equations can bewritten as follows:



Figure 4.4 illustrates the MDP’s states, transitions, and decisions. Healthstates are recurrent states that the patient transitions through over timeuntil one of the following events: (1) the decision is made to starttreatment; (2) the occurrence of heart attack, stroke, or death from anyother cause, which are referred to collectively as adverse	events; (3) thedecision maker reaches the �inal epoch  at the end of the decisionhorizon. Health states are de�ined by four risk categories: low ,medium , high , and very high . Two absorbing statesrepresent treatment initiation and the occurrence of an adverse event.The decision at each epoch is either , the decision to defer treatment, or , the decision to start treatment. The latter results in the patiententering the treatment-absorbing state with probability 1 and receiving areward , denoting the expected quality-adjusted survival for apatient starting treatment at epoch . The absorbing state  representsthe occurrence of an adverse event with no expected reward. Assumedecision epochs  correspond to ages 50  through , de�ined by the approved clinical treatment window forthe drug.



Figure	 4.4	 Illustration	 of	 an	 optimal	 stopping	 time	 problem	 for
drug	 treatment	 initiation	 to	 prevent	 adverse	 health	 outcomes.
Choosing	 to	 start	 treatment	 at	 epoch	 	 in	 any	 of	 the	 risk	 states,	

,	 automatically	 moves	 the	 patient	 to	 the

treatment	state,	resulting	in	a	reward	 .Assume that the annual rewards before treatment are  forall  and , corresponding to a perfect year of health, andthe expected quality-adjusted life span for patients starting treatment atepoch  can be estimated using the following equation medicalresearchers have approximated from a previous study:
Transition probabilities between health states for decision  arecomputed from electronic medical record data on a cohort of patientsobserved over time, based on the proportion of transitions between eachpair of states. Table 4.2 presents maximum-likelihood estimates



(4.16)

computed by estimating the proportion of patients moving between thediscrete states  at each epoch.
TABLE	4.2

Transition	probabilities	among	states:	low	 ,	medium	 ,	high
,	 very	 high	 ,	 and	 adverse	 event	 .	 The	 transition

probability	 matrix	 is	 nonstationary	 (time-dependent)	 to	 re�lect
the	increasing	risk	of	an	adverse	event	with	age.
State

0 0 0 0 1.0Assume the probability of an adverse event can be estimated fromnational health data as follows:
where  is a parameter determined by the health state of thepatient that re�lects the risk differences among the states as follows:

The following Python code initializes and solves the optimality equationsfor the optimal stopping time MDP.
import numpy as np
 
# Input data



T = 25 # Time horizon (age 50 through 75 years, T=25 
boundary condition
nstates = 5
ndecisions = 2
states = ['L', 'M', 'H', 'V', 'E'] # Health states and 
adverse event (E)
decisions = ['C', 'Q']            # Decisions: Continue 
('C'), Quit/Treat ('Q')
c_R = [0.1, 0.4, 2, 10, 0]        # Risk multipliers by 
state L, M, H, V, E
d_T = 0.05                      # Annual disutility of 
treatment
 
# Transition probabilities for decision 'C', excluding E 
state for now
P_C = np.array([
    [0.74, 0.20, 0.05, 0.01],  # From L
    [0.10, 0.70, 0.17, 0.03],  # From M
    [0.01, 0.24, 0.62, 0.13],  # From H
    [0.01, 0.06, 0.30, 0.63]   # From V
])
 
# Transition probability matrix: TPM[t, s, d, s'] = P(s' | 
s, d) at time t
P = np.zeros((T + 1, nstates, ndecisions, nstates))
for t in range(T + 1):
    for s in range(nstates - 1):  # Exclude E
        p_e = c_R[s] * 0.0003 * np.exp(0.0891 * (t + 50))
        P[t, s, 0, :-1] = P_C[s] * (1 - p_e)
        P[t, s, 0, -1] = p_e
    P[t, -1, :, -1] = 1.0  # E is absorbing
    P[t, :, 1, :] = 0.0
 
# Reward function: rewards[t, s, d]
rewards = np.zeros((T + 1, nstates, ndecisions))
for t in range(T + 1):
    rewards[t, :, 0] = 1  # Decision 'C'
    rewards[t, :, 1] = -0.721 * (t + 50) + 64.36 - (25 - 
t) * d_T #Decision 'Q'
    rewards[t, -1, :] = 0  # E state reward is 0
 
# Initialize
value = np.zeros((T + 1, nstates, ndecisions))  # Value-
to-go function



v = np.zeros((T + 1, nstates))      # Optimal value 
function
optimal_policy = np.zeros((T + 1, nstates), dtype=int)  # 
Policy
 
# Boundary condition
v[T] = rewards[T, :, 1]
optimal_policy[T, :-1] = 1  # decision 'Q'
optimal_policy[T, -1] = -1  # E: no decision
 
# Backward induction
for t in range(T - 1, -1, -1):
    for s in range(nstates):
        if s == nstates - 1:  # E state
            v[t, s] = 0
            optimal_policy[t, s] = -1
            continue
        for d in range(ndecisions):
            value[t, s, d] = rewards[t, s, d] + 
np.dot(P[t, s, d], v[t + 1])
        optimal_policy[t, s] = np.argmax(value[t, s, :])
        v[t, s] = value[t, s, optimal_policy[t, s]]
 
# Print results
print("Optimal Policy:")
for t in range(T + 1):
    print(f"Optimal policy at age {t + 50}:")
    for s in range(nstates):
        if optimal_policy[t, s] == -1:
            decision = '-' # For E state
 
 
        else:
            decision = decisions[optimal_policy[t, s]]
        print(f"  State {states[s]}: {decision}")Running the code yields the following optimal policy, which dictates whena decision maker who has not yet initiated treatment should starttreatment:Ages 50–56: Initiate treatment in states , .Ages 57–74: Initiate treatment in states , , .



Age 75: Initiate treatment in all states (by assumption).Therefore, the optimal policy prescribes that a decision maker who doesnot initiate treatment in a given decision epoch (and has not initiatedtreatment in a prior epoch) should start treatment if they are in states or ; otherwise, they should defer treatment. Furthermore, starting atage 59, a decision maker who has not yet started treatment should initiatetreatment for states . All decision-makers who have not beguntreatment by age 75, including those in the low-risk state , arerecommended to initiate treatment.
4.5 Production Planning with Uncertain
DemandProduction planning is an early application of MDPs because of thedynamic nature of decisions and the challenges of balancing productioncosts and bene�its to meet customer demand. The production lot-sizingproblem of Chapter 3, solved using the Wagner-Whitin algorithm, can beextended to the more realistic case of uncertain demand. To do this,consider the following assumptions:1. A Markov chain is used to represent demand uncertainty.2. The decision maker chooses how much to produce at each decisionepoch.3. If inventory exceeds demand, a holding cost is incurred for inventoryheld until the next decision epoch.4. Any demand that is not �illed immediately in the epoch it arises islost.Note the last assumption, known as “lost sales,” allows for the possibilitythat not all demand is covered during the planning horizon. Without thisadjustment to the deterministic case considered in Chapter 3, where it isassumed all demand must be covered, the decision maker would be forcedto produce enough for the maximum possible level of demand, regardlessof the probability that it materializes. Given the above assumptions, theMDP model can be formulated as follows:



States: the inventory level  de�ines the number ofunits in inventory up to some maximum  at epoch , de�ined by thefollowing state transfer equation:
The states are uncertain because demand, , is a random variable thatinduces randomness in the inventory levels. The inventory at the �irstepoch, , is de�ined in the problem statement and serves as a boundarycondition for the recursion.Decisions: the production order  at epoch ,where  is the maximum available space for inventory.Transition probabilities:

where  is the probability demand exceeds supply.Rewards: At each epoch, rewards encompass sales revenue, productioncost, and inventory holding cost. The sales revenue is the following:
where  denotes the per unit revenue for satisfying demand. Theproduction cost is the sum of the �ixed (setup) cost and the variable perunit cost:
where  is an indicator function de�ined as



(4.17)
Finally, the inventory holding cost at epoch  can be written as .With all the elements of the rewards (revenues and costs) established, thereward function can be written as:

The last equation, corresponding to the boundary condition at the end ofthe horizon, could re�lect a salvage value that depends on the number ofunits remaining in inventory (e.g., if they can be sold on a secondarymarket) or simply impose a zero reward to discourage excess inventory atthe end of the horizon. Alternatively,  could encourage achievingsome target inventory level if the �inite decision horizon approximates alonger-term planning problem by penalizing inventory falling below orabove the target.The following example, from Puterman [1], shows the steps involved inconstructing the elements of the MDP from data and its solution.
Example 4.5: Production planning under uncertain demandConsider the following speci�ic example of the production planning MDP(from Puterman, 1994) with four decision epochs and an inventory spacefor at most three units. What is the expected pro�it if zero inventory isavailable at the �irst stage? What is the optimal production policy?Assume . The parameters mirror those of the deterministic problem, except that anew parameter, , is introduced to de�ine the maximum available spacefor inventory. The probability distribution for demand, , in each periodis:



States:  inventory level at the start of epoch .Decisions:  denoting the order quantity during epoch .Rewards:  can be expressed as an  matrix using 4.17 tocompute the matrix elements as follows:

where the subscript  is omitted because the rewards are stationary.Rewards for state-decision pairs that are not possible are denoted by “NP”in the reward matrix. The transition probability matrices for each of thepossible decisions, , are computed using Equation 4.5 andthe maximum inventory level :

where the subscript  is dropped because the transition probabilities arestationary. Similar to the reward matrix, entries for infeasible transitions



(4.18)
(4.19)

—due to the maximum allowable inventory level of 3, which limitsproduction—are denoted by  Now, with all of the model dataspeci�ied, the backward induction algorithm can be applied to solve theproblem.Epoch 3 (Boundary Condition): Set , .Epoch 2: Since  continue. Set 

It follows that  and .Epoch 1: Since  continue. Set ,

where  can be written as follows, with  denoting decisions thatare not feasible due to the limit on inventory, :

Thus, it follows that  and 
Epoch 0: Having reached the �irst decision epoch, the remaining valuefunctions can be computed:



The choices of decisions for each state can be expressed as a matrix withrows corresponding to states and decisions corresponding to columns, asfollows:

It follows by taking the maximum for each row that  and . Thus, given there is noinitial inventory at epoch 0, it is optimal to order 3 units in period 1 andnothing after that.
4.6 MDP Parameter EstimationThis section brie�ly discusses how to estimate data for MDPs. A completetreatment of this important topic is outside the scope of this book becausethe range of questions and challenges that can arise from one applicationto another is wide. Nevertheless, the following discussion providesbackground on what to expect when estimating parameters in real-worldMDP applications and provides references to statistical resources forfurther learning.The two main categories of data for MDPs are rewards and transitionprobabilities. The choice of reward parameters depends on the decision-maker’s criterion, which can vary signi�icantly depending on theirperspective. Common examples described in Chapter 2 include monetaryrewards, QALYs, probability of a favorable or unfavorable event, andregret. Reward estimates are sometimes derived from cost estimates,revenue data, and product prices, or, in the case of QALYs, elicited throughpatient surveys or published medical studies. Alternatively, in some cases,the reward choice may need to be based on expert judgment due toinsuf�icient data. In such cases, an MDP model may not be reliable for



determining an exact policy; rather, it is useful for understanding howfactors in�luencing the input data affect the optimal policy. Sensitivityanalysis for MDPs is discussed in Chapter 6.Transition probabilities are typically estimated from longitudinal datathat capture the system state at discrete time intervals. The estimatesdepend on the de�initions of the states in the Markov chain, which in turnare in�luenced by the available data. For example, for a production lot-sizing problem, if customer demand forecasts are generated weekly, thenthe choice of decision epochs may also be weekly. The ideal choice may beclear in situations with ample data and a discrete outcome (e.g., inventorylevel and network location). In other problems, conversely, the naturalchoice may have too many states to enumerate, or the state could becontinuous. In these cases, practicality demands that states be aggregatedinto a smaller (or discrete) set of states. For example, in the optimal time-to-treat example in this chapter, risk—a continuous measure—wasdiscretized into four states: low, medium, high, and very high. Thesemodeling decisions are important because they ultimately in�luence thesystem dynamics and the optimal policy generated by an MDP model.If the number of states is small, longitudinal data may contain manyobserved transitions, making accurate estimation of the transitionprobability matrix straightforward; however, a small number of statesmay also mean that state classi�ication is coarse, and therefore, theresulting MDP model’s accuracy may be poor. Alternatively, using manystates may be useful to boost model accuracy and, hence, the accuracy ofthe resulting optimal policy, but it comes at the expense of a largernumber of transition probabilities to be estimated, which increases thestatistical error in the model parameters and the computational effortrequired to solve the model. In general, when making decisions aboutMDP model formulations, the choice of state must carefully weigh expertknowledge and constraints caused by the limited availability of sampledata for model estimation.For any two consecutive states,  and , the total number of transitionsfrom state  to state  is denoted as . The maximum likelihoodestimates of the transition probabilities are estimated as follows:



(4.20)
where  is the set of states selected by the model builder. The followingsmall example illustrates the approach.
Example 4.6: Treatment for Type 2 diabetesConsider the case of a transition probability matrix in the context of type2 diabetes, where the states are de�ined by HbA1c, a commonly usedcontinuous biomarker for estimating long-term blood sugar exposure.HbA1c is measured by a periodic blood test (e.g., every 3–6 months). Toestimate the 3-month HbA1c transition probabilities, anonymizedlongitudinal patient data for HbA1c tests over a multi-year time horizoncan be used. HbA1C is continuous, but it can be approximated bydiscretizing values into 10 discrete states using deciles of the empiricaldistribution to de�ine the interval for each discrete state. This was theapproach used by Zhang et al. [2] in a study of diabetes treatment optionsbased on a very large longitudinal dataset. Consider this small examplebased on the following longitudinal data for a patient’s HbA1C lab resultsover a �ive-year period. A model builder must determine an appropriateset of states:
If the goal is to optimize treatment decisions over time, one possibility isto de�ine a two-state Markov chain with “low” HbA1c (≤ 6) and “high”HbA1c (> 6). With the state de�ined, the raw data can be transformed tothe selected state space, , as follows:
Next, transition probabilities are estimated as the proportion oftransitions based on the number of counts of each transition:



and, �inally, using Equation 4.20, the statistical estimates of the transitionprobabilities are:
and the resulting transition probability matrix estimate is:
The elements of matrix  are statistical estimates with a limited samplesize, so a decision maker would be well advised to question thecon�idence intervals. The most obvious approach for this two-stateexample is to use the binomial distribution; however, because it yields asingle-point estimate, it does not account for the fact that the transitionprobabilities must sum to 1. More advanced statistical methods exist forthis. They are beyond the scope of this book but are implemented in manysoftware packages and discussed in detail in introductory statistics texts,such as Wasserman [3], which provides a thorough introductorytreatment of more advanced topics like this.Some experimentation is often necessary to determine the best way tobalance the trade-off between accurately differentiating alternative statesof the system and the accuracy of the resulting statistical estimates of thetransition probabilities (i.e., suf�icient usable data for each “bin”).Regardless of the problem for which a model is being considered, it iscrucial that input data be carefully scrutinized for potential biases orsources of error. Moreover, any attempts to use models such as MDPs tosolve real-world problems should include a comprehensive list ofpotential sources of error and be accompanied by a sensitivity analysisthat provides numerical evidence of how variation in model parametersin�luences “optimal” solutions. The book by Hernan and Robins [4]provides coverage of many important topics, including various sources ofbias in observational data.
4.7 Infinite-horizon MDPs



Until now, the problems introduced as examples entail decisions madeover a discrete and �inite time horizon, with decision epochs indexed as  beyond which the decision-making process terminates.While this is often a reasonable assumption, in some special cases,imposing an end to the decision horizon is unnecessary; moreover, incertain cases, this fact can be leveraged to make the resulting MDP easierto formulate and solve.In�inite-horizon MDPs are models with unbounded decision epochs. Theexpected rewards for in�inite-horizon models can be expressed as follows:
An initial concern with this expression is that it may be unboundedbecause it sums in�inite rewards. However, as long as the discount factor is strictly less than one, and the rewards themselves have an upper bound,the maximum expected reward is upper bounded as follows:
where , and the bound follows from thesum being a geometric series that is �inite provided . Therefore, thelimit is �inite, and the MDP is well-de�ined.
Example 4.7: Two-state infinite-horizon MDPConsider the two-state in�inite-horizon MDP of Figure 4.5, whichcorresponds to the smallest meaningful instance of the problem. Assumethe system starts in state  and the decision-maker has two decisions tochoose from , . If the decision-maker opts for  areward  is received, and with probability the system remains in state  at the next decision epoch, and withprobability  the system transitions to state ;alternatively, if the decision maker chooses decision  a reward 



 is received, and the system transitions to state  in the nextepoch with probability 1. Once the system is in state  (an absorbingstate), a reward  is received continuously at every futureepoch. All rewards are discounted by  at each epoch, thusguaranteeing �inite expected rewards over the in�inite horizon.

Figure	 4.5	 Illustration	 of	 a	 two-state	 Markov	 chain,	 with	 an
absorbing	state,	in	the	in�inite	horizon	context.The simplicity of this problem makes its analysis straightforward. Figure4.5 illustrates this two-state problem for transitions across decisionepochs, where  denotes the total future expected reward after entering . Two alternative stationary policies are available, distinguished by thedecision in state ,  or , and are referred to as policy  andpolicy , respectively. If the decision maker selects , the expectedrewards are



(4.21)

(4.22)
(4.23)

where the �irst term is the expected reward received in state , and thesecond is the expected reward received if the system transitions to summed over different decision epochs at which the transition occurs. can be expressed as follows:
Thus, for any choice of rewards, transition probabilities, and discountfactor, the expected rewards for policy  can be evaluated. A similaranalysis for policy  yields this outcome:
Thus, a complete description of the expected rewards for each policy canbe expressed in closed form for this simple example. Generally, this type ofanalysis is not possible for more complex MDPs, which motivates thefollowing computational methods.
4.7.1 Policy Evaluation Over an Infinite HorizonNow that the conditions for which �inite expected rewards for any givenpolicy are established, the next step is policy evaluation. For the case ofstationary in�inite-horizon MDPs, for which the model data (rewards,transition probabilities) do not vary over time, the parameters can bewritten without the subscript , simplifying things considerably. Assuminga stationary policy, , whereby the decision rule (the decisions for eachstate) at each epoch is the same, i.e., , the expectedrewards over the in�inite horizon can be written using the followingvector notation:



(4.24)(4.25)

(4.26)

(4.27)
(4.28)

(4.29)

where the �inal equality follows from recognizing that the term inbrackets is identical to the original sum de�ining . Furthermore,  isthe transition probability matrix assuming policy  is followed, and and  are vectors with dimensions equal to the number of states givenpolicy  is followed. Rearranging the terms further by multiplying bothsides of the �inal equality by the inverse of the transition probabilitymatrix, , yields the following:
where  is the  identity matrix with ones along the diagonal andzeros for all other entries.
4.7.2 Optimality Equations for Infinite-horizon MDPsRecall that the optimality equations for a �inite-horizon problem werede�ined as:

In the in�inite-horizon case in which all the model parameters arestationary, the optimal value function converges to a single value for eachstate. Substituting  for  in the optimality equations leads to thefollowing optimality equations for the in�inite-horizon case:



(4.30)

Alternatively, the equations can be expressed in vector form as follows:
where vector  has elements, , for the optimal value function for allstates, reward vector  and transition probability matrix  are de�inedby policy  and, as before,  denotes the set of all possible policies. Theoptimality equations can be expressed more compactly by de�ining an
operator, , to represent the operation , which results in thefollowing compact expression for the optimality equations:
With this new set of optimality equations de�ined for an in�inite-horizonMDP, the focus shifts to �inding an optimal policy that solves theequations. If  were simply a matrix, then the equations in (4.30) wouldbe a system of linear equations, for which many standard linear algebramethods can be applied. However, the nature of the operator ,speci�ically the maximization element, introduces additional complexity.The discussion above of the optimality equations for the in�inite-horizonMDP does not provide a rigorous proof that a stationary optimal policyexists. This is addressed shortly. However, �irst, this is motivatednumerically by observing the limiting behavior as the time horizon length,, tends to in�inity for a stationary �inite-horizon MDP. The followingexample illustrates that increasing  has a diminishing effect on theoptimal value function at the beginning of the horizon. This is due to theincreasing discounting of future rewards over time. As , the MDPtends towards an in�inite-horizon MDP. However, the rate of convergencedepends on the discount factor , as is shown below. The remainder ofthis section gives an example showing how a �inite-horizon MDPconverges to an in�inite-horizon MDP as the horizon increases. Then, twowell-known algorithms, value	iteration and policy	iteration, that solveEquations 4.30 are described.
Python Example 4.8: Convergence from finite- to an infinite-horizon
MDP



Consider the following �inite-horizon MDP to optimize a policy forcharging a battery backup. Each day, the battery is in one of two states, full(F) or empty (E), and the owner has two available decisions: charge (C) ordefer (D). The decision to charge always leaves the battery fully charged.The decision to defer charging leaves a battery empty; furthermore,deferring charging a fully charged battery risks discharge.Decision epochs: States: At each epoch, the battery is full or empty, Decisions: At the start of each epoch, the owner charges the battery ordefers charging, Transition probabilities: State transitions depend on which decision ischosen:

Rewards: Charging the battery if it is full has a cost, and a cost is accruedto defer charging:

Assuming the discount factor is , the optimality equations arethese:

and the boundary condition at the end of the time horizon is this:



The MDP for a 300-day horizon can be solved using backward inductionwith the following Python code:
import numpy as np
 
# Input data
nstates = 2
ndecisions = 2
states = ['F', 'E']     #States: Full (F) and Empty (E)
decisions = ['C', 'D']  #Decisions: Charge (C) and Defer 
(D)
T = 300                 #Time horizon
Lambda = 0.9            #Discount factor
 
# Transition probability matrix (2, 2, 2):  T[s, d, s'] = 
P(s' | s, d)
P = np.array([
    [[1.0, 0.0], [0.8, 0.2]],  # From F: [C, D]
    [[1.0, 0.0], [0.0, 1.0]],  # From E: [C, D]
])
 
# Reward function (2, 2): rewards[s, d] = R(s, d)
rewards = np.array([
    [-1, 0],   # F: [C, D]
    [-2, -3],  # E: [C, D]
])
 
# Initialize
value = np.zeros((T + 1, nstates, ndecisions))  #Value-to-
go: value[t, s, d]
v = np.zeros((T + 1, nstates)) #Optimal value function
optimal_policy = np.zeros((T + 1, nstates), dtype=int) # 
Optimal policy
 
# Solve MDP to find optimal policy
for t in range(T - 1, -1, -1):
    for s in range(nstates):
        for d in range(ndecisions):
 
 
            value[t, s, d] = rewards[s, d] + Lambda * 
np.dot(P[s, d], v[t + 1])



        optimal_policy[t, s] = np.argmax(value[t, s])
        v[t, s] = value[t, s, optimal_policy[t, s]]
 
# Print the results for first epoch
print("Optimal Value Function at epoch 1:")
for s in range(nstates):
    best_d = optimal_policy[1, s]
    print(f"  State {states[s]}:  {value[1, s, 
optimal_policy[1, s]]}")
 
print("\nOptimal Policy:")
for s in range(nstates):
    print(f"  State {states[s]}: optimal policy = 
{decisions[optimal_policy[1, s]]}")Figure 4.6 illustrates the convergence of the �inite horizon MDP as thehorizon length increases. Smaller values of  result in faster convergencebecause the accumulated effect of discounting results in the expectedrewards in future periods converging to zero. For the case of ,which is revisited in the next section, the results converge to the optimalvalue function, , as  grows large, as illustrated forstate  in Figure 4.6. The optimal policy is to charge in the  state anddefer charging in state .



Figure	4.6	Plot	of	the	optimal	value	function	at	epoch	1	for	state	

in	 the	 battery	 charging	 MDP	 showing	 convergence	 behavior	 for
several	choices	of	 .

4.7.3 Solving the Optimality Equations for Infinite-horizon
MDPsWhen solving the optimality equations of an in�inite-horizon MDP, , the standard backward induction approach previously used nolonger works because no �inite starting point de�ines the end-of-horizonboundary condition. In fact, in�inite-horizon MDPs do not have aboundary condition. Algorithms for solving in�inite-horizon MDPs aretypically iterative the two alternative methods, known as value	iterationand policy	iteration, are introduced to solve the optimality equations.
4.7.3.1 Value IterationValue iteration is one of the best-known algorithms for solving in�inite-horizon MDPs. Its basic approach is to start with some initial estimate ofthe optimal value function, , and apply the operator  to the initialvector to create a new estimate. Repeating this process results in a



sequence of iterates, , that converge to the optimalsolution, . The method is described in Algorithm 4.3.
Algorithm 4.3 Value Iteration for Infinite-horizon MDPs1: Input: MDP data elements: states, decisions, transition probabilitymatrix, rewards, discount factor2: Initiation: Select some initial vector  and set the iteration index,.3: Generate new value function estimate: .4: Check solution accuracy: If  continueto Step 5. Otherwise, set  and return to Step 3.5: Return: -optimal policy.In Algorithm 4.3, a new parameter, , de�ines the acceptable errortolerance on the optimal value function vector. The smaller the value of ,the closer the �inal iterate will be to the optimal value function . Notethat this algorithm differs from backward induction, which requires a�inite number of steps to reach the exact optimal solution. In valueiteration, the algorithm generates an -optimal policy, and the errorconverges to zero as the number of iterations tends to in�inity.Before explaining why the value iteration algorithm works, the battery-charging MDP of Example 4.8 is used to con�irm that the solution equalsthe limiting value of the �inite MDP as  as illustrated in Example4.8, Figure 4.6.

Python Example 4.9: Value iterationConsider the in�inite-horizon version of the battery-charging MDP fromExample 4.8. The key difference is that the number of decision epochs isnow unbounded: . Assume  and set the initialvalue function estimate as follows:



Iterating using Step 3 of Algorithm 4.3 yields the following estimates forthe �irst 50 iterations:
These initial iterations indicate that the iterates are converging to alimiting value. The following Python code implements Algorithm 4.3 andsolves the in�inite-horizon version of the battery-charging MDP with anerror tolerance of .
import numpy as np
 
# Input data
nstates = 2
ndecisions = 2
TPM = np.array([
    [[0.8, 0.2], [1.0, 0.0]],
    [[0.0, 1.0], [1.0, 0.0]]
])
rewards = np.array([
    [0, -1],
    [-3, -2]
])
Lambda = 0.9
epsilon = 0.001
 
#Initialize variables
v = np.zeros(nstates) #optimal value function
n = 0 # Iteration index for value iteration
 
# Perform value iteration for an infinite horizon MDP.
while True:
    new_v = np.zeros(nstates)
    value = np.zeros((nstates, ndecisions))
    for s in range(nstates):
        for d in range(ndecisions):
            value[s, d] = rewards[s, d] + Lambda * 
np.dot(TPM[s, d, :], \



                                                          
v)
        new_v[s] = np.max(value[s, :]) #Choose optimal 
decision
    if np.max(np.abs(new_v-v)) \
        < epsilon*(1-Lambda)/(2*Lambda):
 
 
        break
    v = new_v
    n += 1
 
# Get epsilon optimal policy from the value function
optimal_policy = np.zeros(nstates, dtype=int)
 
for s in range(nstates):
    for d in range(ndecisions):
      value[s, d] = rewards[s, d] + Lambda * np.dot(TPM[s, 
d, :], v)
    optimal_policy[s] = np.argmax(value[s, :])
 
print("Number of iterations:", n)
print("Optimal Policy:", optimal_policy)
print("Optimal Value Function:", v)
print("Error Tolerance:", epsilon)Running the above code yields the following output for the battery-charging example:
Number of iterations: 83
Optimal Policy: [0 1]
Optimal Value Function: [-3.05031656 -4.74523182]
Error Tolerance: 0.001and the result has converged in 83 iterations to a prede�ined errortolerance of 0.001 according to the stopping criteria described inTheorem 4.7 below. The results match the limiting behavior of the �inite-horizon MDP as the horizon grows large, as illustrated numerically inFigure 4.6.
4.7.3.2 The Reasons Value Iteration Works



To understand the value-iteration algorithm and why it converges to anoptimal solution, the concept of a vector norm is needed. There are manydifferent types of vector norms, typically denoted by , which, whenapplied to a vector, can be expressed as follows:
where  is the dimension of the vector. The best-known is the  norm,also called the Euclidean norm , which is the square root of the sum ofthe squares of the vector elements. For purposes of this book, the norm will serve well, which is de�ined as follows.
De�inition: De�ine the norm of a vector, , as
The norm de�ined above is known as the  norm because it is the limitas , and it serves well for some of the analysis to follow. Forsimplicity, it will just be referred to as the norm in the remainder of thebook.It will also be helpful to de�ine the norm of a matrix, , as
When  is a transition-probability matrix, , as all the elements ofa row must sum to 1. For a linear transformation in which a matrix ismultiplied by a vector, it is bounded if some �inite number  exists suchthat
These de�initions of vector and matrix norm can be used to understandwhy value iteration converges.



Theorem 4.4 [5]: If there is a vector  that solves ,
then  is the expected discounted future rewards under an
optimal policy .

The interested reader is referred to Appendix A.3 for a complete proof ofTheorem 4.4, the basic idea of which is described here in two parts:1. Prove if  then 2. Prove if  then It follows that if inequalities (1) and (2) hold and if , then  is theexpected discounted future reward achieved by the optimal policy, .From a practical perspective, Theorem 4.4 establishes that a solution toEquations 4.30 gives the optimal value function and, hence, an optimalpolicy for an in�inite-horizon MDP. This result establishes that developingan algorithm to solve Equations 4.30 yields the optimal value function. Toderive the algorithm, the notion of mathematical operators with the
contraction	mapping property is introduced.
De�inition: Operator  is a contraction	mapping if there exists a such that
for all  and .This de�inition implies that applying the contraction mapping operator totwo the difference of vectors reduces the distance between them, asmeasured by the vector norm de�ined above. The following theoremcon�irms that the operator, , from Equations 4.30 is a contractionmapping.

Theorem 4.5 [5]: If , then  is a contraction
mapping.



The proof of this property is given in Appendix A.3. Theorem 4.5 impliesthe following important theorems, which validate the optimalityequations and explain why value iteration works.
Theorem 4.6 [5]: For an arbitrary vector  the sequence 

 defined by  converges to the
optimal value function, , as , where 

See Appendix A.3 for the proof of Theorem 4.6. This theorem guaranteesthat the solution to the in�inite horizon optimality equations is theoptimal value function. Therefore, an algorithm that can �ind a solution to  produces the optimal value function from which the optimalpolicy can be extracted.The next theorem shows that repeated application of the operator, , onan initial arbitrary vector, creates a sequence of vectors that converge tothe optimal value function as the number of iterations tends to in�inity.Furthermore, Theorem 4.7 gives an error bound on the value-iterationalgorithm.
Theorem 4.7 [5]: Let the sequence 
satisfy , then:

See Appendix A.3 for the proof. The theorem asserts the validity of thestopping condition in value iteration, Algorithm 4.3. The stoppingcondition in Step 4 of Algorithm 4.3 satis�ies the condition that thecurrent iterates error is not more than , a user-selected worst-case errortolerance.In summary, value iteration is a simple iterative approach to solvingin�inite-horizon MDPs to a speci�ied tolerance guaranteed to converge towithin  of the optimal value function provided .



Next, consider the second approach, called policy	iteration, for solvingin�inite horizon MDPs. It is also iterative but yields an exact optimalsolution within a �inite number of iterations. Unlike value iteration, whichseeks to �ind the optimal value function (from which the optimal policycan be derived), policy iteration iteratively improves policies until anoptimal policy is found (from which the optimal value function can bedetermined via policy evaluation).
4.7.3.3 Policy IterationPolicy iteration involves selecting an initial, arbitrary policy, evaluating it,and then improving the policy based on the evaluation results. If the newpolicy is optimal, then the method stops. Otherwise, it returns to theevaluation step and �inds a new policy. The algorithm is described inAlgorithm 4.4.

Algorithm 4.4 Policy Iteration for Infinite-horizon MDPs1: Input: MDP data elements: states, decisions, transition probabilitymatrix, rewards, discount factor2: Initiation: Select an initial policy,  and set the iteration index, .3: Policy Evaluation: Find  by solving .4: Policy Improvement: Choose  to satisfy
  setting  if possible.5: If , stop and set . Otherwise, set and return to step 3.6: Return: Policy .When the set of policies is �inite, which is true for all problems consideredhere due to the assumptions of �inite states and �inite decisions, policy



iteration generates a �inite sequence of policies, , and valuefunctions, , which converge to the optimal value functionvector, , and the optimal policy, . The following example, based on thesimple two-state model shown in Figure 4.7, illustrates the application ofthe policy iteration Algorithm 4.4.

Figure	4.7	Illustration	of	a	two-state	in�inite	horizon	Markov	chain
to	be	solved	with	policy	iteration	(PI).

Example 4.10: Policy iterationConsider the MDP represented by the diagram in Figure 4.7. The decisionsand transition probabilities are denoted in the �igure, and the rewards are . Assume the discountrate is . Use policy iteration to �ind the optimal value function foreach state and the optimal policy. Assuming  is chosen asthe initial policy, the �irst step is to evaluate the policy to determine thevalue function by solving the following linear system in Step 3 ofAlgorithm 4.4, as follows:
Now try to improve the decision in state  using Step 4 of Algorithm 4.4(state  has only one decision and does not need to be evaluated):



So, . Next, check the stopping criteria in Step 5. Since , it is not satis�ied, and the algorithm returns to Step 3 andevaluates the new policy by solving the following system of linearequations:
The policy improvement step yields:
Step 4 yields the same policy, i.e., , so the stopping criterion issatis�ied, and the optimal policy is . The next exampleillustrates the use of policy iteration implemented in Python for a largerexample.
Python Example 4.11 : Machine maintenanceConsider a manufacturing machine with a function that decays over timeand requires maintenance. At each of an in�inite number of decisionepochs, the system is in a state  with decision choices . Decision  allows production but risksfurther deterioration;  incurs a cost but tends to improve functionality.Decision  is expensive but returns the machine to excellent conditionwith new parts. The reward function is
Where  is the cost of decision . The machine



generates an incremental pro�it of 5 in all states except , and a lossof −10 in the  state.  denotes the transition probabilitymatrix for decision , which can be written as follows:

Assume  and the initial policy is:
The following Python code computes the optimal policy using policyiteration.
import numpy as np
 
#Input data
states = ["Excellent", "Good", "Fair", "Poor", "Broken"]
decisions = ["Run", "Fix", "New"]
Lambda = 0.99  # discount factor
profit = 5     # reward in non-Broken states
loss = -10     # reward in Broken state
cost = {"Run": 0, "Fix": 3, "New": 9}
MAX_ITS = 100 #max allowable iterations of policy 
iteration
# Transition probability matrices P(a)
P = {
    "Run": np.array([
        [0.7, 0.3, 0.0, 0.0, 0.0],
        [0.0, 0.7, 0.3, 0.0, 0.0],
        [0.0, 0.0, 0.7, 0.3, 0.0],
        [0.0, 0.0, 0.0, 0.7, 0.3],
        [0.0, 0.0, 0.0, 0.0, 1.0],
    ]),
    "New": np.array([
        [1.0, 0.0, 0.0, 0.0, 0.0],
        [1.0, 0.0, 0.0, 0.0, 0.0],



        [1.0, 0.0, 0.0, 0.0, 0.0],
        [1.0, 0.0, 0.0, 0.0, 0.0],
        [1.0, 0.0, 0.0, 0.0, 0.0],
    ]),
    "Fix": np.array([
        [0.9, 0.1, 0.0, 0.0, 0.0],
        [0.6, 0.3, 0.1, 0.0, 0.0],
        [0.0, 0.6, 0.3, 0.1, 0.0],
        [0.0, 0.0, 0.6, 0.3, 0.1],
 
 
        [0.0, 0.0, 0.0, 0.0, 1.0],
    ]),
}
 
# Initial policy
policy_0 = ["New", "New", "New", "New", "New"]
 
def build_reward_matrix(states, decisions, profit, loss, 
cost):
    r = np.zeros((len(states), len(decisions)))
    for i, s in enumerate(states):
        base = profit if s != "Broken" else loss
        for j, a in enumerate(decisions):
            r[i, j] = base - cost[a]
    return r
 
def policy_evaluation(policy, P, r, Lambda, decisions):
    nS = len(policy)
    P_pi = np.zeros((nS, nS))
    r_pi = np.zeros(nS)
    decision_to_index = {a: j for j, a in 
enumerate(decisions)}
    for i, a in enumerate(policy):
        P_pi[i, :] = P[a][i, :]
        r_pi[i] = r[i, decision_to_index[a]]
    A = np.eye(nS) - Lambda * P_pi
    v = np.linalg.solve(A, r_pi)
    return v
 
def policy_improvement(policy, v, P, r, Lambda, states, 
decisions, tol=1e-12):
    decision_to_index = {a: j for j, a in 
enumerate(decisions)}



    policy_new = []
    stop = True  # assume no change unless one is found
    for i, s in enumerate(states):
        value = []
        for a in decisions:
            q = r[i, decision_to_index[a]] + Lambda * P[a]
[i, :].dot(v)
 
 
            value.append(q)
        value = np.array(value)
        best_policy = decisions[int(np.argmax(value))]
        policy_new.append(best_policy)
        if best_policy != policy[i]:   # if no decision 
changes stop
            stop = False
    return policy_new, stop
 
def 
policy_iteration(states,decisions,P,r,Lambda,policy_0,max_
iters=MAX_ITS):
    policy = list(policy_0)
    for n in range(max_iters):
        v = policy_evaluation(policy, P, r, Lambda, 
decisions)
        policy_new,Stop = 
policy_improvement(policy,v,P,r,Lambda,states,decisions)
        if Stop:
            print(f"Optimal Policy: {policy}")
            return policy, v
        else:
            print(f"Iteration {n}: policy = {policy}")
        policy = policy_new
    print("Policy iteration did not converge within 
max_iters.")
 
#Solve infinite horizon MDP with policy iteration
r = build_reward_matrix(states, decisions, profit, loss, 
cost)
policy_optimal,v=policy_iteration(states,decisions,P,r,Lam
bda,policy_0)The results from running the Python code are as follows, where the stateordering is the same as in the problem description above:



Iteration 0: pi = ['New', 'New', 'New', 'New', 'New']
Iteration 1: pi = ['Run', 'Run', 'Run', 'Run', 'New']
Iteration 2: pi = ['Run', 'Fix', 'New', 'New', 'New']
Iteration 3: pi = ['Run', 'Fix', 'Run', 'New', 'New']
Optimal Policy: ['Run', 'Run', 'Run', 'New', 'New']The optimal policy was reached in four iterations. The initial policy, ,was intentionally set to be poor, yet policy iteration quickly found theoptimal policy. For small problems such as this, the policy can be chosenarbitrarily. However, in practice, for large problems, it is typicallybene�icial to start with a good policy, informed by the decision-maker’sunderstanding of the problem, to reduce the number of iterationsnecessary to reach the optimal policy.
4.7.3.4 The Reason Policy Iteration WorksThe reason policy iteration converges to an optimal solution issummarized in the following theorem, attributed to Howard [6].

Theorem 4.8 ([6]): The policy-iteration algorithm terminates
in a finite number of iterations, with a solution of the
optimality equations and an optimal policy, .

See Appendix A.3 for the proof.The concepts behind the proof of Theorem 4.8 can be restated in words asfollows:If an improvement to a policy is possible, then policy iteration will�ind it.If no improvement is possible, then the algorithm terminates with anoptimal solution to .The formal proof considers both assertions. The �irst step is to show thatthe policy improvement step of Algorithm 4.4 is guaranteed to �ind abetter policy if one exists. The second step follows from the stopping



criterion in line 5. Thus, the proof follows from the fact that Algorithm 4.4�inds a �inite improvement (if such a policy exists) and the fact that thereis a �inite number of possible policies (because of the assumption of statesand decisions).A comparison of value iteration and policy iteration reveals twofundamental differences between Algorithms 4.3 and 4.4. First, Algorithm4.3 (value iteration) generates -optimal solutions, whereas Algorithm 4.4(policy iteration) generates an exact optimal policy. Second, policyiteration requires solving a linear system at each iteration. Thiscomputational step imposes an additional burden on policy iteration ateach step of the algorithm. The best algorithm for a particular applicationdepends on several factors, including the size of the MDP, the availablecomputation time, and the relative importance of an exact solution (policyiteration) versus a near-optimal solution with a de�ined error tolerance(value iteration).For very large-scale in�inite-horizon MDPs, more advanced methods thanthese two have been developed to achieve computational ef�iciencies,such as modi�ied	policy	iteration, which seeks to accelerate Algorithm 4.4by using inexact evaluations in Step 3 obtained using value-iterationsteps, thus avoiding solving a linear system of equations at each iteration[7]. The modi�ied policy iteration algorithm can be tuned by de�ining  asa time-dependent parameter that decreases over time; thus, theevaluation tolerance is relaxed in early iterations, when the policies maybe far from optimal, and then decreased as the policy approachesoptimality.
4.8 Concluding RemarksThis chapter introduced MDPs and used several small examples to buildintuition about the algorithms. The assumptions of �inite additive rewardsand discrete state and decision sets for the Markov chain, combined withthe principle of optimality, led to an ef�icient backward-inductionalgorithm that can solve large-scale problems. These algorithms can beimplemented computationally using Python or other programminglanguages. Of course, assuming that all problems can be modeledaccurately using Markov chains is unreasonable. The next chapter



considers an alternative approach to MDPs based on a special class ofmathematical programs called multi-stage	stochastic	programs, whichrelax some of the assumptions and limitations of MDPs, albeit at the costof greater computational effort.Various parts of this chapter, including the models, algorithms, andexamples, were motivated by original sources that provide greatermathematical detail on the theory and methods of MDPs, including Ross[8], Bertsekas [9], and Puterman [1]. A more recent book by Powell [10]takes an application-focused perspective, illustrating the use of relatedmethods through examples motivated by real-world problems insequential decision-making. Puterman [1] provides a rigorous treatmentof in�inite-horizon MDPs, extending value and policy iteration to includeadvanced methods that enhance computational ef�iciency in certainsituations, such as modi�ied	policy	iteration. Puterman also includesseveral examples, including the production-planning example in thischapter (Section 4.5).The theorems presented in this chapter, in their most general form, aretypically attributed to the original work of Bellman, much of which iscovered in the compilation of his work in his 1957 book, Dynamic
Programming, which gives a thorough treatment of the theoreticalfoundations of Markov decision processes and methods like valueiteration. Policy iteration is often attributed to Howard [6] and to Denardo[11]. The treatment in this chapter follows the theorems and proofs inPuterman [1], with many simpli�ications enabled by the assumption of�inite state and decision spaces.Estimating transition probabilities was also brie�ly discussed in thischapter, with an example based on maximum-likelihood estimation of theproportion of transitions among health states for patients with diabetes.This example was motivated by the work published in Zhang et al. [2]. Inpractice, challenges can arise from systemic bias. For instance, in thediabetes example, some data may be missing for patients who do notundergo testing in accordance with the recommended guidelines. In somecases, ignoring missing data like this could lead to signi�icant bias in theestimated transition probabilities if the data used to create the modeldiffer from the population for which the model is intended. Suchsystematic challenges, although outside the scope of this book, arenevertheless important considerations for any models used in decision-



making. The book by [4] is an introductory source on the challenges ofreal-world data.Some software packages are available for solving MDPs. The MDPToolboxpackage, for example, is available in many computing environments,including Python. It provides solvers and methods for discrete-time MDPs,including backward	induction for �inite-horizon problems and valueiteration and policy iteration for in�inite-horizon problems [12].
4.9 Practice Exercises1. Consider the production planning example of Section 4.5. How manypossible policies are there? How does the number grow as a functionof the number of states, decisions, and decision epochs?2. Write Python code to solve Example 4.5 and test the code bycon�irming the optimal solution to the small example solved. Next,solve a 12-epoch MDP and answer the following question: how do theoptimal cost and policy change as variance in the demanddistribution increases while the mean stays constant? What can beconcluded about the variance in the demand? Use graphs or charts toillustrate your analysis and support the claims.3. For the stochastic shortest path problem of Example 4.3, determinethe complete set of possible paths that could be taken under theoptimal policy and determine the probability of each path. Computethe mean and variance of path length under the optimal policy. Canyou �ind a policy with lower variance?4. Degenerative disk disease is a common cause of back pain. Thiscondition’s degeneration process can be modeled by a set of discretestates , indexed by , respectively. In any state, the available decisions are , where  denotes repairing the disk via surgery, and represents deferring surgery for one epoch. The surgery, regardlessof the initial state, restores the disk to the Excellent state withprobability  and fails with probability . The patient receives areward  for each epoch surgery is deferred and 



 during an epoch in which surgery is performed. Thedecision horizon spans  decision epochs, starting in the Excellentstate. A terminal reward  is received in the last epoch. AMarkov chain de�ines the progression among states without surgery.Given the problem parameters , , , , , , , , ,  for all states ,  and the following transitionprobability matrix that de�ines the transition among states in theabsence of surgery, �ind the optimal policy.

Implement the backward induction algorithm for this model to �indan optimal policy.5. A campaign manager for a political candidate has a budget of  toallocate to advertising her candidate in each of  sequential winner-take-all regional elections. She allocates to regions sequentially,starting with Region 1 and ending with Region , and she observesthe results of each allocation before proceeding to the next. If sheallocates  to region , her candidate wins that region withprobability  and gets all  delegates. Otherwise, her candidategets 0 delegates for the region. Her candidate must win at least delegates to be nominated. Provide a complete description of thedynamic program, assuming her goal is to maximize the probabilityof winning. State any assumptions made for each case. Explain theoptimal value function at each stage for the two dynamic programs.Solve the model for the following speci�ic case: budget = $30 million, , , and the following delegates per region (Table 4.3):



TABLE	4.3

Number	of	delegates	by	region.
Region Delegates1 52 53 104 55 156 10The probability distribution of winning each region if  is spent isas follows:

Compute the optimal policy and provide a critical analysis of themodel and the resulting policy.6. Derive the expression for policy  in the two-state example given inEquation 4.21.7. For the two-state in�inite-horizon MDP in Example 4.10, complete thefollowing:a. Use Python to solve this in�inite-horizon MDP using valueiteration, with an initial estimate of the value function of, , an error tolerance of , and adiscount factor of b. How many iterations were necessary to guarantee that theoptimal value function is within the  tolerance? At whatiteration was the -optimal policy determined?



c. Describe how the answers to part (b) are affected by changes inthe discount factor, .8. Compare and contrast the computational effort required for valueiteration vs. policy iteration. Is one better than the other?9. An inventory storage system has an end-of-period capacity of 3 unitsfor a particular part. During a period in which production takes place,a �ixed setup cost of $4 is incurred. A $1 holding cost is assessedagainst each unit of a period’s ending inventory. Also, a variable per-unit production cost of $1 per unit is incurred. During each period,demand is equally likely to be 1 or 2 units. All demand must be meton time, and the discount factor is . The goal is to �ind aproduction policy that minimizes expected discounted costs over anin�inite horizon. Implement value iteration and policy iteration tosolve this problem. How does the choice of  in�luence the number ofiterations for each algorithm to converge?10. A �inancial call option provides the holder the right to purchase anasset (e.g., a stock) at a �ixed price called the strike price, , over a�ixed number of days, . Each day, if the stock price, , is above ,then the holder can choose to exercise the option (where exercisemeans that they purchase and immediately sell the stock) and get areturn of  or keep the option. The option may be exercised onlyonce and must be exercised within  days. If the stock price is below  then there is no value to exercising the option. Each day the priceincreases by  with probability  and decreases by  withprobability . Assume the objective is to maximize expectedreturn from the option.a. Formulate a dynamic program to determine the optimal exercisepolicy, stating any assumptions made in the model.b. Prove there are nonincreasing numbers such that at day  the option should be exercised if and only if .c. Suppose IBM stock can be purchased for $50/share today. Thestock price is currently $50, and each day it increases by 5%with a probability of 0.55 and decreases by 10% with aprobability of 0.45. The holder can exercise the option on any of



the next �ive days. What is the optimal exercise policy? Ifsomeone offers to purchase the option, what is the minimumprice the holder should accept if the holder is risk-neutral?11. Consider a small hospital with a 5-bed intensive care unit (ICU) andan attending physician who must decide whether to admit arrivingpatients. In each decision epoch, at most one arrival occurs asfollows: Emergency with probability , non-emergency with , no arrival . Each occupied bed independentlydischarges a patient with probability  each epoch.Emergency patients must be admitted if there is an unoccupied bed.Emergency patients who are not admitted cannot queue; they arediverted to another hospital with a penalty of  if no bed isavailable. The net reward per occupied bed per epoch is . Aconsultant to the hospital’s operations team wishes to formulate andsolve an in�inite-horizon MDP with a discount factor of  toassist the attending physician with admission decisions.12. Prove the inverse of the matrix in Equation 4.26 for policy iterationexists and is well-de�ined.13. Consider the following card game. A dealer begins with a shuf�leddeck with  red cards and  black cards. Each turn, the dealer �lips acard. The player wins $1 if a red card is turned and loses $1 if a blackcard is turned. The player can stop playing anytime. What is theoptimal policy that maximizes the expected winnings?a. Formulate this as a dynamic program with state space de�inedby the number of red and black cards, , remaining in thedeck at each turn. Provide a thorough explanation of allelements of the dynamic program, including the optimalityequations.b. Assume it is optimal to play in some state . Prove ordisprove, by counterexample, the following propositions:i. It is optimal to play in state ii. It is optimal to play in state iii. It is optimal to play in state 



iv. It is optimal to play in state c. Solve the model for the case of 5 red cards and 3 black cards.Provide the optimal policy and the expected winnings for thepolicy.14. In a campus parking garage, there is a single electric vehicle (EV)charging station. There are two types of EVs: (1) Slow-charging
vehicles that require 3 hours to charge and (2) Fast-charging	vehiclesthat require 1 hour to charge. Users pay an hourly charging fee of$5/hour. At the beginning of each hour, a sign is posted indicatingwhat kind of vehicles are currently being accepted: “Accepting fast-charging and slow-charging vehicles,” “Accepting fast-chargingvehicles only,” “Accepting slow-charging vehicles only,” and “Notaccepting vehicles.” If a vehicle is accepted, the charging stationbecomes busy until that vehicle �inishes charging. While the station isbusy, all arriving cars are turned away. The following acceptancedecisions are made:
Any vehicle accepted at 10:00 pm pays the full amount and �inishescharging after closing. The charging station is available at 6:00 ameach day. At the beginning of every hour:
Arrivals of slow-charging and fast-charging vehicles occurindependently. If both arrive at the same time, the fast-chargingvehicle gets the spot, and the other is turned away.a. Formulate an MDP describing states, decisions, rewards,transition probabilities, and the optimality equations (state anyassumptions). Describe the optimal acceptance schedule youobtain from the optimal policy. What is the expected revenue ofthis schedule?b. An advertisement on social media would increase theprobability of a slow-charging vehicle arrival from  to  for the day. What is the most that should be paid for



this advertisement? If the advertisement is made, does theacceptance schedule change? If so, how?c. Explain what happens to the number of states as the number ofcharging stations grows from 1 to 2 to .
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Chapter 5
Constrained Optimization Models

5.1 IntroductionThis chapter introduces a fundamentally different type of decision-making model. These problems werehistorically called mathematical	programs, but in this book they will be termed optimization	models to alignwith modern terminology. However, it should be noted that the DP and MDP models in Chapters 3 and 4 alsoseek optimal solutions and, colloquially, may be referred to as optimization models in other contexts. Theformulation and notation of optimization models differ greatly from those of DPs and MDPs. As a result, themethods for �inding optimal solutions vary widely. As will become apparent shortly, each type offormulation, DP/MDP models and optimization models, has pros and cons, and each makes an importantcontribution to the toolbox for solving sequential decision-making problems.Chapter 3 covers many decision-making problems that can be formulated as DP models. One such problem,the resource allocation problem, is a special case of the knapsack	problem, where the decision-maker istasked with selecting which items, of varying sizes and rewards, to add to a one-dimensional container withlimited space, such that the rewards are maximized and the space constraint is not violated. This choice ofstarting point is intended to provide a gentle introduction to how optimization models are formulated,assuming the reader is familiar with the conceptual idea of resource allocation problems already fromSection 3.5 of Chapter 3.More formally, the knapsack problem calls for a decision-maker to select items of varying sizes, , and rewards, , to maximize total rewards, subject to a constraint on the totalsize of items, i.e., the capacity of the knapsack, . The optimization model formulation is as follows:

where  for  are referred to as decision	variables. This model is known as the continuous
knapsack	problem when no restrictions are imposed on the decisions being integers, and, thus, items can beselected in whole or in part. The optimal solution to the continuous knapsack problem is to sequence itemsin increasing order of the ratio of rewards to size, , and sequentially add items until the last one, whichuses all remaining space, for which only a fraction of the item may be selected. Thus, it is considered an easyproblem to solve.An alternative formulation includes the binary constraint on the decision variables, , whichrequires an “all-or-nothing” decision when selecting items. Alternatively, the decisions could be integer-valued, mirroring the resource allocation model in Chapter 3, in which an integer number of each project (oritem) can be selected. (This latter formulation assumes that projects can be repeated and multiple instancesof each item are available.) The two alternatives, together with their additional constraints, transform theproblem from a continuous linear program into a binary or integer program. In some cases, seemingly smallchanges like this can have a profound impact on solution ef�iciency and even on the types of methods usedto solve models. A detailed exploration of the vast array of methods is beyond the scope of this book.Instead, this chapter focuses on formulating the models and solving them using optimization softwareintegrated with Python. As shown below, many problems solved using DP or MDP models can also beformulated as optimization problems. In fact, optimization models can solve the same problems as DP



models, but their formulations and solution methods differ. One difference is that optimization models,unlike DP models, do not rely on a speci�ic de�inition of the state describing the system at a point in time.Rather, they are built upon three main elements:1. Decision	variables: These variables represent the decisions available to the decision-maker. They may becontinuous or discrete, and they may be indexed by time or other factors that de�ine the decision (e.g.,for the knapsack problem above, the decision variables are indexed by the items to be selected).2. Objective	function: This function de�ines the criterion for determining how one choice of decisioncompares to another. The goal may be to maximize or minimize the objective function, with optimal
solutions de�ined as feasible points that achieve the best objective function value.3. Constraints: These are expressed as equalities (=) or inequalities (≤, ≥) with a function of the decisionvariables on the left-hand side of the constraint and a scalar on the right-hand side (e.g., ). The constraints in the model serve to de�ine the feasible region for thedecision variables.Constrained optimization models are widely varied. This chapter focuses on those that relate directly tosequential decision-making and, within that context, provides introductory coverage suitable for learninghow to apply these models. The models covered below belong to the following categories:
Linear	Programs: These models have a linear objective function and linear constraints with respect tothe decision variables. All of the decision variables are continuous-valued, possibly constrained to somerange of relevant values (e.g.,  or ).
Integer	Programs: These models include variables that are restricted to taking on integer values (e.g., ).
Mixed-Integer	Programs: These models include continuous and integer-valued decision variables.
Stochastic	Programs: These models can be any of the above types, but with some of the modelparameters (objective function coef�icients, constraint coef�icients, and right-hand sides of constraints)being random variables.Several factors in�luence the dif�iculty of solving constrained optimization problems, including the numberof decision variables, the number of constraints, and the type of decision variables. Linear programs aregenerally much easier to solve than integer or mixed-integer programs of similar size because the search foroptimal solutions is more complex when variables are restricted to discrete values. Stochastic programs,parallel to the extension of deterministic DP models to the stochastic MDP models of Chapter 4, addcomplexity but also functionality (responsive to randomness and uncertainty). Indeed, stochastic programs,especially stochastic integer or mixed-integer programs, are among the most challenging to solve due to thelarge model sizes that must account for the random outcomes of model parameters.To illustrate the use of an optimization model, consider the following example from Chapter 2 that wassolved using DP.

Example 5.1: Investment selectionConsider 10 alternative investments that a decision-maker may select, in whole or in part. The costs of theinvestments in increments of $1,000, from least to most expensive, are , , , , , , , , , and . Furthermore, the expectedreturns from the investments one year later are , , , , , ,, , , . Assuming the decision-maker has a budget of $12,000 to invest,what is the optimal choice of investments?To answer this question, the data provided are used to create an instance of the model in Equations 5.1–5.3,which yields the following:



(5.4)(5.5)(5.6)As mentioned above, the optimal solution is obtained by sorting the investments (items) from highest tolowest based on the ratio of investment returns (rewards) to costs (item sizes). Computing the ratios ofrewards to investment costs for the 10 investments yields:

Ordering from highest to lowest ratio reveals that the optimal investment selection is in the order 1, 2, 8, 4;however, the total cost of including all items is $12,200, which exceeds the budget constraint. Thus,optimally, the reduction should target the least favorable investment, item 4, reducing it to 0.93 (93% ofitem 4), yielding a feasible optimal solution.Constrained optimization models rarely have solutions as easily obtainable as those of the continuousknapsack problem. They are typically much more complex to solve and require advanced algorithms, themost well-known of which is the simplex	method [1], which has been thoroughly studied. Nowadays, manyhighly effective algorithms are implemented in various optimization software. Since they come in varyingforms and levels of dif�iculty, the chapter begins with an introduction to linear programming.
5.2 A Visual Introduction to Linear Programming ModelsThis section begins with a conceptual description of linear programming models to facilitate an intuitiveunderstanding of the fundamental principles for a small (2-dimensional) problem. The fundamentalknowledge is subsequently extended to speci�ic approaches for solving constrained optimization modelsusing software tools.The easiest to visualize and the most straightforward to analyze constrained optimization model is a linearprogram with two decision variables. Because it entails only two decision variables, this model is easy tovisualize and illustrates several properties of linear programs that extend to larger problems. A commonexample arises when two activities coincide, corresponding to two decision variables, each of whichrequires a shared resource to be completed. If the shared resource is limited, this can result ininterdependent decision variables, as both decisions affect the level of available shared resources.Consider the example of a simple capacity-planning model for a small surgery practice used for two types ofoutpatient surgery on a particular day: (1) urology and (2) ophthalmology. Both types of surgery require anoperating room (OR) and a (shared) post-anesthesia care unit (PACU), where patients can recover aftersurgery. ORs are allocated to speci�ic surgical procedures, but PACU capacity is shared across them. As aresult, the level of PACU capacity available impacts both types of surgery.
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With the above assumptions in mind, the model can be de�ined as follows. Let decision variables  and denote the daily number of urology and ophthalmology surgeries. Assume each surgery is associated withsome relative reward,  and  for urology and ophthalmology, respectively. Moreover, assumeurology surgeries each require 1 unit of OR capacity and 1.5 units of PACU capacity, while ophthalmologysurgeries require 2 units of OR capacity and 1 unit of PACU capacity. Finally, assume the practice has 4 unitsof urology OR capacity, 12 units of ophthalmology capacity, and 9 units of PACU capacity. The constrainedoptimization model with the data speci�ied is written as the following linear program:

Constraints 5.8 and 5.9 enforce limited urology and ophthalmology OR capacity, respectively, and Constraint5.10 enforces limited PACU capacity, which is shared by both surgery services. Finally, Constraint 5.11ensures that the decision variables are nonnegative.Because the above model has only two decision variables, it can be illustrated in Figure 5.1. In the �igure, thetwo axes correspond to the two decision variables. Because the decision variables are nonnegative, only theupper-right quadrant is relevant. The remaining three constraints de�ine the boundary of the feasible region.Because they are (≤) inequalities, they each de�ine a half-space in which a line, based on replacing theinequality (≤) with equality (=) de�ines the boundary, and only points on one side or the other are feasible.

Figure	5.1	A	visualization	of	a	two-decision	variable	linear	program	for	a	surgery-planning	model.This simple example illustrates several properties of linear programs. First, only points in the grey-shadedregion of Figure 5.1, i.e., points simultaneously satisfying all constraints, are feasible. Changing the right-hand side of a linear program constraint can increase or decrease the feasible region, depending on thedirection of the change. For example, if the capacity of either the ORs or the PACU increases, the feasibleregion expands. Thus, the number of feasible solutions would increase, and the optimal solution to the newlinear program would be at least as good as that of the original problem (since there are more choicesavailable to the decision-maker). Alternatively, if the capacity of ORs or the PACU decreases, the feasibleregion decreases, and the resulting optimal solution to the new linear program can be no better than theoriginal problem (because there are fewer choices available to the decision-maker).



The optimal solution to a small linear program like this can be found by visual inspection of the objectivefunction in Equation 5.7. An isopro�it line is a line for which all points on the line have the same objectivefunction value. It can be generated by setting the objective function equal to a constant (e.g., ). The resulting isopro�it line may have a segment that passes through the feasible region, depending on thevalue assigned to the right-hand side. If the line intersects the feasible region for a given objective functionvalue, then any point on the line is feasible and achieves that value. Therefore, a decision-maker isindifferent to which feasible point on the line is selected.Taking this one step further, as the objective function value increases, the isopro�it line shifts, revealingfeasible solutions with higher objective function values. This is illustrated in Figure 5.2. Increasing theobjective function value eventually causes the isopro�it line to touch the boundary of the feasible region at  which occurs for the isopro�it line: . At this single point on the edge ofthe feasible region, any further increase yields an isopro�it line that does not intersect the feasible region;any decrease yields feasible solutions inferior to the optimal solution. Therefore, this isopro�it line de�ines aunique optimal solution for the surgery planning problem. Figure 5.2 shows several instances of isopro�itlines, including the one at the extreme most point of the feasible region, which is the optimal solution to thelinear program, with decision variable choices of , , and an objective function value of 36.

Figure	5.2	A	visualization	of	isopro�it	(dashed)	lines	and	the	optimal	solution,	 ,

for	which	 the	 objective	 function	 is	 36	 for	 the	 two-decision	 variable	 linear	 program	 for	 surgery
planning.The surgery-planning example offers a conceptual representation of linear programs to foster a basicunderstanding, build intuition, and explain several important properties of linear programs in general,including the following:1. Infeasible	linear	program: If the feasible region is empty, no optimal solution exists. This occurs whenno point satis�ies all of the constraints.2. Feasible	optimal	solution: If the feasible region is non-empty, the optimal solution, if one exists, issomewhere along that region’s boundary. Moreover, multiple optimal solutions are possible in somecases. For example, this would have occurred in Figure 5.2 if the isopro�it line were parallel toConstraint 5.10.3. Unbounded	linear	program: If the feasible region is unbounded, then the objective value can conceivablyincrease without any restrictions, thus tending to in�inity. This indicates that the linear program ispoorly formulated and warrants reconsideration.The above properties all generalize to linear programs with more than two decision variables. However,advanced algorithms are necessary to solve larger-scale problems. A treatment of these methods goes
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beyond the scope of this book; instead, the remainder of this chapter focuses on how to formulate modelsand solve them using optimization software. Many excellent sources cover solution methods for readers whowant to delve deeper into the methodology. Some examples are given in the concluding remarks to thischapter.
5.3 The Shortest Path Problem RevisitedConsider the shortest path problem �irst introduced in Chapter 3 as a DP model, where the goal was totraverse a network from a start node to a �inish node in a way that minimizes the total path length of theselected arcs that connect the nodes. To formulate the optimization model, de�ine a set of nodes indexed by , with the start node at 1 and the end node at . The weight for the arc from  to  is denotedby , and  is used to indicate if there is no arc between nodes  and . The weights can beorganized into an  matrix as follows:

Note that elements on the diagonal,  because they are the distance from andto the same node in the network. Using the above notation, the shortest path optimization model can bewritten as follows:

where  is a binary decision variable indicating whether arc  is on the shortest path  or not . The �irst constraint 5.13, ensures exactly one outgoing arc from the start node 1 and no incomingarcs. The second constraint 5.14, ensures exactly one incoming arc to the �inish node  and no outgoingarcs. The third set of constraints 5.15, ensures �low conservation at every node except the source and target,with each node having exactly one incoming arc and one outgoing arc. These constraints are enumeratedover all nodes except node 1 and node , as speci�ied by the range on  in constraint set 5.15.Notice that the optimization model formulation differs from the DP model formulation of the shortest pathproblem in Chapter 3. This alternative formulation of the shortest path problem is de�ined in terms ofdecision variables and constraints. Drawing parallels with the DP formulation, the objective functionequates to Equation 5.12 with the total reward of the DP model. The nodes in the optimization modelcorrespond to the states of the DP model; they represent locations where decisions are made. The decision



variables  are equivalent to the decisions in the DP model, where  or 0 denotes thedecision whether or not to traverse the arc from node  to node , respectively. Finally, the constraints inEquations 5.13–5.16 collectively de�ine the allowable values for the decision variables. The completeformulation, Equations 5.12–5.16, seeks the vector of decision variables that minimizes the objectivefunction in Equation 5.12 while also satisfying all the constraints. Ultimately, both models—the DP model ofChapter 3 and the linear programming model—yield a shortest path.
Python Example 5.2: Shortest path problemConsider the shortest path problem in Figure 5.3, for which the start node is labeled  and the end node islabeled . The following Python code solves this problem as an optimization model, speci�ically a linearprogramming model. The code utilizes a commercial solver called Gurobi, which is freely available foreducational and (non-commercial) academic research purposes. Similar code can be generated using othersolvers, including scipy.optimize, a free, open-source Python package.
import gurobipy as gp
from gurobipy import GRB

# Input data
vertices = ['A', 'B', 'C', 'D'] # Start vertex A and end vertex D
edges = {('A','B'): 2, ('A','C'): 4, ('B','C'): 1, ('B','D'): 7, ('C','D'): 3}

# Create a Gurobi linear programming model
model = gp.Model("shortest_path")

# Vector of decision variables: Add variables for edges
decisions = model.addVars(edges, vtype=GRB.BINARY, name="edge")

# Create objective function to minimize the total cost of selected edges
model.setObjective(gp.quicksum(decisions[i, j]*edges[i, j]
                               for (i, j) in edges), GRB.MINIMIZE)

# Add constraint for start vertex A (ensure sum of outgoing edges is 1)
model.addConstr(gp.quicksum(decisions['A',j]
                            for j in vertices if ('A',j) in edges) == 1,"start")

# Add constraint for end vertex D (ensure sum of incoming edges is 1)
model.addConstr(gp.quicksum(decisions[i,'D']
                            for i in vertices if (i,'D') in edges) == 1, "end")

# Add flow balance constraints for all vertices except start and end
for vertex in vertices[1:-1]: # Vertices B and C in this case
    model.addConstr(
    gp.quicksum(decisions[j, vertex] for j in vertices if (j, vertex) in edges) ==
    gp.quicksum(decisions[vertex, k] for k in vertices if (vertex, k) in edges),
    f"flow_balance_{vertex}")
    
# Optimize the model
model.optimize()

# Print results
if model.status == GRB.OPTIMAL:
    print("Total Cost of Shortest Path:", model.objVal)
    for (i, j), var in decisions.items():
        if var.x > 0.999: # Interpret values close to 1 as 1
            print(f"Path includes edge {i} to {j} with weight {edges[(i, j)]}")
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Figure	5.3	A	simple	shortest	path	problem	with	start	node	 	and	�inish	node	 .Executing the above Python code with Gurobi yields the following optimal solution:
Optimal solution found (tolerance 1.00e-04)
Best objective 6.000000000000e+00, best bound 6.000000000000e+00, gap 0.0000%
Total Cost of Shortest Path: 6.0
Path includes arc from A to B with weight 2
Path includes arc from B to C with weight 1
Path includes arc from C to D with weight 3The shortest path length is 6.0, and the gap of 0% in the output above indicates the solver successfully foundan optimal solution. The gap refers to the optimality	gap, which is an upper bound on the relative error inthe obtained solution. In this case, the error is 0 within an error tolerance of 10−4 under the Gurobi defaultparameters. For much larger problems, models can be dif�icult to solve so accurately, and the optimality gapgives guidance on the worst-case bound. Not that a non-zero optimality gap does not guarantee the solutionfound is not optimal; it only asserts the worst-case error for the solution.
Example 5.3: Production lot-sizingConsider the production lot-sizing problem, �irst introduced in Chapter 3, in which the goal is to determinehow much of a product to produce in each period to satisfy a customer demand schedule. The decisionvariables are , whether or not to produce any product at epoch , , the amount to produce at epoch ,and the amount of inventory, , to hold over from epoch  to  for all epochs . The �ixedcost of production setup is , the variable (per unit) cost of production is , and the inventory holdingcost is . Finally, constraints determine the feasible decisions that satisfy demand .Putting this all together leads to the following optimization model:

Constraints 5.18 require for each period that the inventory at the end of the period plus the productionduring the period is equal to the period’s demand plus the initial inventory carried over to the next period.This is referred to as an inventory	balance constraint. Constraint 5.19 initializes the inventory at thebeginning of the planning horizon. Constraints 5.20 enforce the �ixed cost aspect of production, which canonly occur if binary decision variable , in which case production setup cost  is incurred; otherwise,
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if , production is forced to 0 and there is no setup cost incurred. Note that parameter  inConstraints 5.20 must be large enough that production  is not limited if the decision is made to produce inperiod ; a valid choice of  is the sum of all demands, since optimal production will certainly not be higherthan that. This is an example of a logical	constraint, which commonly arises when there are binary (e.g.,on/off) decisions, such as production setup, and additional decision variables (e.g., production amount )that are affected. Finally, Constraints 5.21 require that production quantities and inventory levels be non-negative.
5.4 Relationship Between Dynamic Programs and Linear ProgramsThe above examples show that some deterministic DP models considered in Chapter 3 can be formulated asoptimization problems. This raises the question: how often is this true? To answer this, consider theoptimality equations for the general DP model discussed in Chapter 3:
A linear programming model can be formulated to solve this problem as follows:

In this linear programming model, the optimal value functions from the DP formulation, , are thedecision variables. This may seem counterintuitive at �irst because decision variables parallel the decisionsprescribed by policies in Chapters 3 and 4. However, in the context of linear programs, Equations 5.22–5.24provide a means to search for the optimal solution to the optimality equations, which compute the optimalvalue function. The objective function coef�icients, , are arbitrary strictly positive parameters. Theconstraints are de�ined by linearizing the optimality equations and by recognizing that an equation of theform  can be expressed as follows:

Minimizing this objective will automatically select the largest of  to be the value of .The above formulation shows that any deterministic DP model is equivalent to a constrained optimizationmodel. The formulation of MDPs as constrained optimization models is straightforward, requiring only amodi�ication of Constraints 5.22–5.24. For a �inite horizon MDP, the constraints are constructed usingEquations 4.9–4.10 in the same manner as the deterministic DP formulation. Similarly, for an in�initehorizon MDP, Equations 4.29 are used to generate the formulation as follows:
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This linear programming model for the in�inite-horizon MDP simpli�ies considerably compared to the �inite-horizon counterpart of Equations 5.22–5.24, because time is absent in a stationary model like this, and thereis no boundary condition. Thus, the number of decision variables and constraints is much smaller. Just as inthe case of a deterministic DP model formulation, the objective function coef�icients, , must bestrictly positive, and the exact choice is theoretically arbitrary (although extremely large or highly variablechoices are best avoided due to the potential for them to create numerical instability for solvers like Gurobi).In the remainder of this chapter, deterministic constrained optimization models are extended to stochastic
programs, which incorporate uncertainty. This extension is analogous to extending deterministic DP modelsto MDP models, as discussed in Chapters 3 and 4.
Python Example 5.4: Linear program formulation of an MDPConsider Example 4.9 of Chapter 4 based on the model pictured in Figure 4.7. This small two-state exampleyields a linear program with two decision variables, one for each state, and three constraints, twocorresponding to the two decisions for  and one corresponding to the single decision for state . Theconstraints in the formulation are
collecting the terms for  and  and substituting  yields the following linear program:

In this example, the objective function coef�icients were selected to be . As expected,solving this linear program yields exactly the same solution as policy iteration in Chapter 4: . With the optimal value function obtained from solving the linear program, theoptimal policy is easily obtained using
which in this case yields
for state . Since there was only a single decision in state , no evaluation is necessary.In summary, linear programs constitute a third approach to solve MDPs, in addition to the value- and policy-iteration algorithms of Chapter 4. Generally, solving the linear programming counterpart to a DP or MDP isless computationally ef�icient than the other methods. Nevertheless, the linear programming formulationprovides insight into the relationships among the different types of models. Moreover, the linear
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programming formulation is a powerful tool for approximating optimal policies in very large-scale models,as will become clear in Chapter 10.
5.5 Two-stage Stochastic Linear ProgramsThe most basic stochastic program for sequential decision-making is the two-stage	stochastic	linear	program(2-SLP). The fundamental elements of 2-SLP models are the following:

First-Stage	Decision	Variables: One or more �irst-stage decisions, denoted by a vector  of decision variables. These decisions are made before learning the outcomes of any of the randomvariables.
Random	Variables: One or more random variables, with outcomes  where  indexes a vector ofoutcomes from a collection of random variables, , referred to as a scenario. Note that this issomewhat analogous to the notion of sample paths discussed in Chapter 4, in the sense that it is asequence of samples of random variables, but the samples are not states, and no decisions are includedin a scenario. In fact, scenarios are independent of the decisions in the standard stochasticprogramming model formulations discussed here.
Second-Stage	Decision	Variables: A second-stage recourse decision vector  for all .These decisions are made sometime after observing the outcomes of the random variables. The exacttime point at which the random outcomes become known to the decision-maker is not speci�ied in themathematical formulation; however, the time between stages is an important consideration whencreating a model, as it ensures that the sequence of events (�irst-stage decisions, random variableoutcomes, second-stage decisions) is well-de�ined. The sequence of events can be summarizedmathematically as follows:
where the arguments for the vector of second-stage decision variables, , indicate they are made withknowledge of the �irst-stage decisions and the random outcomes,  and , respectively. Often, forsimplicity, the dependency of  on  and  is suppressed by writing  with the understanding thatthe second-stage has an implicit dependence on the �irst-stage decision vector, , and the randomvariables .Figure 5.4 illustrates the decision process using a scenario	tree, with an initial node de�ining the vector �irst-stage decisions, , and a leaf node for each outcome of the random variables, indexed by .The second-stage variables,  for all , are determined by a second-stage optimization model. Overall,the complete 2-SLP formulation can be written as follows:



Figure	5.4	The	decision	process	for	a	two-stage	stochastic	program	from	the	�irst-stage	decisions
in	 the	 leftmost	node	 to	 the	 second-stage	decisions	 on	 the	 right,	 each	with	 an	objective	 function
de�ined	by	 .The objective function has two terms. The �irst term is the �irst-stage	cost, given by the dot product of thevectors  and . The second term is the second-stage expected cost, referred to as the recourse	function,which is determined by a second layer of optimization in which the product’s second-stage costs anddecision variables are minimized. Matrix  de�ines the constraint coef�icients of second-stage variablesfor scenario , often called the recourse	matrix, and  is a matrix of constraint coef�icients for the �irst-stage variables for scenario , often called the technology	matrix. The right-hand side of the inequality  is a vector of random elements that could be some function of random variables, .To expand on the basic understanding of stochastic programs presented above and to reinforce theformulation and advantages of such models, the sections below present a series of progressively morecomplex examples, starting with the simplest two-stage problem that can be modeled as a 2-SLP.

5.5.1 The Newsvendor ProblemThe newsvendor	problem aims to �ind the optimal number of units of a perishable product (e.g., newspapers,which carry no value after the publication date), denoted by a single decision variable , to purchase to meetrandom customer demand, with outcomes  and probabilities , assuming a per-unit cost  for having less supply than demand (underage) and a per-unit cost  for having more supply thandemand (overage).Using the above problem de�inition, the newsvendor model can be written as follows:
where the �irst term is the cost of underage (when ) and the second is the cost of overage (when ). This can be reformulated using the above notation as follows:



This is the simplest 2-SLP model and can help illustrate several important points. First, although the modeladdresses a stochastic problem, it is a linear program. 2-SLP models are often referred to as two-stage
recourse	problems, indicating the presence of second-stage decision variables that provide recoursefollowing the �irst-stage decision, , and the outcome of a random variable, . The newsvendor model is saidto have simple	recourse because when given  and , the optimal recourse decision is obvious.
Python Example 5.5: Vaccine purchase planningA pharmacy manager responsible for purchasing COVID-19 vaccine doses for a regional hospital systemmust place an order in the spring to ensure receipt of the necessary doses for administration in the fall. Thedemand for vaccinations is uncertain, but historical data suggest the following distribution:

The manager estimates the harm per patient of not having enough doses as four times worse than that of toomany. Therefore, the manager chooses  and , yielding the following 2-SLP:

The following Python code solves the “newsvendor” model of this form (here applied to vaccineprocurement) by solving the linear program corresponding to the 2-SLP model.
import gurobipy as gp
from gurobipy import GRB

# Input data
c_u = 0.8 # cost coefficient for underage, y_u
c_o = 0.2 # cost coefficient for overage, y_o
p = [0.4, 0.5, 0.1] # probability vector for demand
z = [1500, 2200, 2800] # z values for demand for each omega
Omega = range(len(p)) # Index set for all demand outcomes omega

# Create a new Gurobi model
model = gp.Model("Newsvendor Model")

# Decision variables
decisions = [('x',)] + \
            [('y_u', omega) for omega in Omega] + \
            [('y_o', omega) for omega in Omega]
decisions = model.addVars(decisions, vtype=GRB.CONTINUOUS, name="decisions")

# Objective function
obj = c_u*gp.quicksum(p[omega]*decisions[('y_u', omega)] for omega in Omega) + \
    c_o*gp.quicksum(p[omega] * decisions[('y_o', omega)] for omega in Omega)
model.setObjective(obj, GRB.MINIMIZE)

# Constraints
for omega in Omega:
    model.addConstr(decisions[('y_u', omega)] - decisions[('y_o', omega)] == \
                    z[omega] - decisions[('x',)], f"balance_{omega}")



# Optimize model
model.optimize()

# Print results
if model.status == GRB.OPTIMAL:
    solution = {
        'Objective Value': model.objVal,
        'x': decisions[('x',)].x,
        'y_u': {omega: decisions[('y_u', omega)].x for omega in Omega},
        'y_o': {omega: decisions[('y_o', omega)].x for omega in Omega}
    }

    print("Optimal Objective Value:", solution['Objective Value'])
    print("Optimal x:", solution['x'])
    print("Optimal y_u:", solution['y_u'])
    print("Optimal y_o:", solution['y_o'])
    
else:
    print("No solution found.")Executing the above Python code with the Gurobi solver yields the following solution:
Optimal objective  1.040000000e+02
Optimal Objective Value: 104.00000000000003
Optimal x: 2200.0
Optimal y_u: {0: 0.0, 1: 0.0, 2: 600.0}
Optimal y_o: {0: 700.0, 1: 0.0, 2: 0.0}Thus, the optimal vaccine purchase quantity for this example is  vaccine doses, which has anexpected cost of 104. This minimizes total expected cost and yields three possible outcomes according to thedemand probability distribution:  and  for scenario 1, with probability 0.4;  and  for scenario 2, with probability 0.5; and  and  for scenario3, with probability 0.1. Therefore, the most likely outcome is that demand is met with no overage orunderage. With probability 0.4, there is overage, and with probability 0.1, there is underage. The overageand underage outcomes are undesirable, but the manager can be reassured that, on average, the decision isoptimal given the uncertainty in vaccine demand and the estimated cost penalties and demand scenarios.
5.5.2 Value of the Stochastic SolutionThe above example illustrates the application of the newsvendor model to optimize the purchase ofperishable inventory, as COVID-19 vaccine doses are typically seasonal (as with �lu vaccines). A variation ofthe newsvendor model replaces the random variable  with its mean. This is known as the mean	value
problem (MV), which is formulated as follows:
In general, the MV problem is easier to solve than its 2-SLP counterpart because the random variables arereplaced by their means, yielding a smaller, more straightforward deterministic model. In this example, theoptimal solution is trivial, with  achieving the minimum objective function value of .However, the solution may be suboptimal because the MV model ignores uncertainty. The quality of the MVsolution can be measured by evaluating it as a feasible solution to the 2-SLP by computing the expectation ofthe MV solution (EMV) as follows:
For the vaccine-purchase stochastic program, setting results in , which is substantially higher than the optimal solution to the 2-SLP of 104. Since
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this is a minimization problem, the MV problem can yield a solution no better than the 2-SLP by de�inition ofoptimality.The MV problem is essential in de�ining a benchmark for the expected value of solving the more dif�icult 2-SLP, called the Value	of	the	Stochastic	Solution (VSS). For the above example, the VSS is calculated as follows:
where  denotes the optimal objective function value for the 2-SLP. VSS is more commonly expressed inrelative terms as a percentage:
Thus, the VSS quanti�ies the value of optimizing vaccine dose selection in the presence of uncertain demand.Note that  because the model is a minimization problem; thus, by de�inition,  willbe no smaller than . For a maximization problem, . Given that the optimal solutionto the 2-SLP can be no worse than any other solution, including the solution to the MV problem, there is thefollowing guarantee:
5.5.3 Scheduling Arrivals to a Stochastic ServerSome important scheduling problems can be formulated as 2-SLPs. As a speci�ic example, considerappointment scheduling at a stochastic server. This arises in many contexts, such as scheduling patientarrivals at a doctor’s of�ice, clients at legal services, or vehicles at a service center. The key decisions arewhen to schedule customer arrivals, assuming that appointment times cannot be easily changed and thatservice time is a random variable, thereby creating the possibility of customer waiting and server idling.Let  denote the appointment time assigned by a decision-maker to  customers. The �irstappointment will be assigned to the server’s �irst available time, which is de�ined as time zero in the modelformulation. The appointments can then be written as where  is the amount of time allotted for customer ’s service. As noted above, the service times arerandom variables denoted by . In this model formulation, the �irst-stage decision variables, , are the primary consideration of the decision-maker. Second-stage decision variables  are enumerated over all scenarios de�ining the possible service timeoutcomes. The second stage variables de�ine the customer waiting and idling using the constraints inEquations 5.40–5.43, which enforce the following piecewise linear equations:
Note that by assumption  because the �irst customer is assumed to bepunctual and �inds the server free at time zero. The 2-SLP formulation uses the reformulation approach ofEquation 5.25 to express the above equations as linear constraints by splitting each equation into twoconstraints as follows:
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This set of linear inequalities can be further simpli�ied by recognizing that the absolute value of the right-hand side (rhs) of the constraints in Equations 5.34–5.35 are the same, i.e.,  and . Both waiting and idling time must be non-negative, implying either  or  but not both,unless  is precisely zero. Thus, if , there is waiting time but no idle time; if , there is idletime but no waiting time. As a result, the constraints can be expressed more compactly as .Written in full, this is
which corresponds to the constraints in Equations 5.40–5.43. Next, the 2-SLP model can be written in full asfollows:Letting  and  denote the waiting time for customer  and the server idle time prior to customer under scenario , the following 2-SLP model formulation selects  to minimize the expectedcost of waiting and idling as follows.
subject to:

The following example illustrates how to solve the 2-SLP for customer arrival scheduling using Python andGurobi.
Python Example 5.6: Value of the stochastic solution for scheduling deliveriesConsider the scheduling of raw material deliveries (e.g., transmissions) to a loading dock at an automobilemanufacturer. Appointment times for truck arrivals must be scheduled in advance; however, the timerequired to unload each vehicle is uncertain. Thus, the manager who sets the schedule has to assign arrivaltimes without knowing exactly how long it will take to service each truck. The objective is to minimize thecosts of truck waiting and loading dock idle time. Unfortunately, these two goals are con�licting because theunload time is a random variable. The manager setting the schedule estimates that the per-unit time cost ofidling the loading dock is four times that of a single truck waiting. Thus, the costs can be set to  and. Based on historical data, each truck appears to be distributed according to the following discreteuniform distribution:



The following Python code solves the model to determine the optimal time allocation for each truck. Thiscan be converted to a schedule by having the �irst truck arrive at the �irst available time at the dock andsubsequently spacing truck arrivals by .
import gurobipy as gp
from gurobipy import GRB
import numpy as np
import itertools

# Input data
n=5 #of customers arriving
c_w = 0.7 # cost coefficient for customer waiting
c_s = 0.3 # cost coefficient for server idling

p=[0.25, 0.25, 0.25, 0.25] #probability of service times
z=[1.5, 2.0, 2.5, 3.0] #service times

# Construct all len(z)^n scenarios by generating all combinations of indices
comb_indices = list(itertools.product(range(len(z)), repeat=n))

# Initialize an array to hold the combinations and their probabilities
# The array will have len(comb_indices) rows and len(z) + 1 columns (+1 for 
probability)
scenarios = np.zeros((len(comb_indices), n + 1))

# Populate the array with scenarios
for i, comb in enumerate(comb_indices):
    # For each combination, calculate the product of the probabilities
    prob = np.prod([p[idx] for idx in comb])

    # Set the elements and their probability in the result array
    scenarios[i, :-1] = [z[idx] for idx in comb] # Set elements from z based on 
indices
    scenarios[i, -1] = prob # Set the probability

Omega = np.zeros((len(scenarios), n)) # 2D array of all possible scenarios of length 
n

# Create a new Gurobi model
model = gp.Model("Appointment Scheduling Model")

# Second stage decision variables for customer waiting (w) and server idling (s)
decisions = [('y_w', i, omega) for i in range(n) for omega in range(len(Omega))] + \
            [('y_s', i, omega) for i in range(n) for omega in range(len(Omega))] + \
            [('r', i ) for i in range(n - 1)]
decisions = model.addVars(decisions, vtype=GRB.CONTINUOUS, name="decisions")

# Set the objective function
obj = gp.quicksum(scenarios[omega, n] * c_w * decisions['y_w', i, omega] + \
                  scenarios[omega,n] * c_s*decisions['y_s', i, omega] for i \
                      in range(n) for omega in range(len(Omega)))
model.setObjective(obj, GRB.MINIMIZE) # Set to minimize objective

# Constraints
for omega in range(len(Omega)):
    model.addConstr(decisions['y_w', 1, omega] - decisions['y_s', 1, omega] == \



                    scenarios[omega, 0] - decisions['r', 0], f"balance_{0}_{omega}")
    for i in range(1, n - 1):
        model.addConstr(- decisions['y_w', i, omega] + \
                        decisions['y_w', i + 1, omega] - decisions['y_s', i + 1, 
omega] \
                      == scenarios[omega, i] - decisions['r', i], 
f"balance_{i}_{omega}")

# Solve the 2-SLP appointment scheduling model
model.optimize()

# Print results
if model.status == GRB.OPTIMAL:
    solution = {
            'Objective Value': model.objVal,
            'r': [decisions[('r', i)].X for i in range(n - 1)],
        }
    print("Optimal Objective Value:", solution['Objective Value'])                     
    print("Optimal r:", solution['r'])
else:
    print("No solution found.")Executing the above Python code with Gurobi yields the following solution for the truck arrivals (as well asadditional information about the algorithm performance, which is suppressed here for brevity):
Solved in 1092 iterations and 0.05 seconds (0.04 work units)
Optimal objective  8.437500000e-01
Optimal Objective Value: 0.8437499999999658
Optimal r: [2.5, 3.0, 3.0, 2.5]Thus, the scheduled arrival times for the trucks are  (by assumption), , , , . Moreover, the expected value of the objective function for this optimal choice is 0.844. Similar tothe vaccine purchasing example above, this problem allows for many possible decisions (e.g., arrival times)that introduce varying degrees of idling and waiting; however, the manager can be con�ident that, onaverage, this is the best solution (assuming they trust the data).
Example 5.7: Multi-stage financial planningSuppose a parent wants to save for their child’s college education with the plan to use the funds 15 yearsfrom now. They currently have  to invest in a to-be-determined allocation between two mutual funds: onecomprising a diversi�ied portfolio of stocks  and another comprising bonds . They plan torebalance their portfolio every 5 years; thus, the model has three stages corresponding to years 0 (Stage 1),5 (Stage 2), and 10 (Stage 3). Let  index the two possible market outcomes—low yield (L) and high yield(H)—at each stage, for each fund type (stocks or bonds), resulting in 8 possible scenarios comprising allcombinations of low and high yield at each of the three decision stages, denoted as . At stage 1, there are two decision variables, denoted by  and , where the argument indexes the investment type. At stage 2, there are 4 decision variables for the twoinvestments and two market outcomes (  or ) observed up to that stage. The stage 2 variables aredenoted as , , , and . The number of decision variables at each subsequentstage doubles because the number of possible market histories doubles. Assume each scenario is equallylikely, i.e., . Let  denote the return for investment , at stage ,given market condition . The stage  decision variables are denoted by , which is theamount of investment  at stage  given market history . The �inal stage decision variables(stage 4) are denoted  and , which are the shortage and surplus relative to the goalat the end of the 15-year horizon, respectively. Assume that exceeding the target  results in an income of plus  of the surplus, denoted by . Conversely, not meeting the goal requires borrowing to
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cover the shortage at a relative cost of , . Using this notation, the model formulation is asfollows:

Constraint 5.45 restricts the investments to a maximum of  in the �irst stage. Constraints 5.46 require thatthe total investments in stage 2 equal the total return from stage 1 investments. Similarly, constraints 5.47require the total investments in stage 3 to equal the total return from stage 2 investments. Constraints 5.48assess the surplus or shortage of the investment return at stage 3 relative to the target .
Python Example 5.8: Multi-stage financial planningConsider the following speci�ic example based on the formulation in Equations 5.44–5.49. Assume an initialinvestment of , a goal of  at Year 15, a surplus rate of , and a shortagerate of . Further, assume that uncertainty in the markets can be approximated as two possiblescenarios following each stage:Scenario 1: Stocks return 1.25 times the initial investment, and bonds return 1.14 times the initialinvestment (“High [H]” scenario),Scenario 2: Stocks return 1.06 on the initial investment, and bonds return 1.12 on the initial investment(“Low [L]” scenario).The following Python code solves the resulting three-stage stochastic program.
import gurobipy as gp
from gurobipy import GRB

# Input data
b = 15000 # Initial investment
G = 25000 # Target goal
q = 1.12 # Surplus rate
r = 1.15 # Shortage rate
prob = 0.125 # Probability of each scenario
scenarios = ['L', 'H']
z = {('H',1): 1.25, ('L',1): 1.06, ('H',2): 1.14, ('L',2): 1.12} # Returns

# Create a new Gurobi model
model = gp.Model("Financial Planning")



# Decision variables
decisions = [('x', i, 1) for i in [1, 2]] # Stage 1, x: stocks (i=1),bonds (i=2)
decisions += [('x',i,2,s1) for s1 in scenarios for i in [1,2]] # Stage 2 variables
decisions += [('x', i, 3, s1, s2) for s1 in scenarios for s2 \
              in scenarios for i in [1, 2]] # Stage 3 variables
decisions += [(var, s1, s2, s3) # Stage 4,w: shortage, y: surplus
            for s1 in scenarios
            for s2 in scenarios
            for s3 in scenarios
            for var in ['w', 'y']]
decisions = model.addVars(decisions, name="decisions")

# Objective function
obj = gp.quicksum(prob * (- r * decisions['w', s1, s2, s3] + q * \
                          decisions['y', s1, s2, s3])
                    for s1 in scenarios for s2 in scenarios for s3 in scenarios)       
model.setObjective(obj, GRB.MAXIMIZE)

# Constraints
model.addConstr(gp.quicksum( decisions['x', i, 1] for i in \
                      [1, 2]) == b,"Initial_Investment") # Investment constraint

for s1 in scenarios:  # Portfolio rebalancing constraints for stage 2
    model.addConstr(gp.quicksum(- z[(s1, i)] *  decisions['x', i, 1] +\
                                decisions['x', i, 2, s1]
                    for i in [1, 2]) == 0, f"Rebalance_2_{s1}")

for s1 in scenarios: # Portfolio rebalancing constraints for stage 3
    for s2 in scenarios:
        model.addConstr(gp.quicksum(- z[(s2, i)] *  decisions['x', i, 2, s1] +\
                                    decisions['x', i, 3, s1, s2]
                        for i in [1, 2]) == 0, f"Rebalance_3_{s1}{s2}")
# Final stage constraints
for s1 in scenarios:
   for s2 in scenarios:
      for s3 in scenarios:
        model.addConstr(gp.quicksum(z[(s3, i)]*decisions['x',i,3,s1,s2] \
                for i in [1, 2]) - decisions['y', s1, s2, s3] + \
                        decisions['w', s1, s2, s3] == G, f"Goal_{s1}{s2}{s3}")

model.optimize()

# Print results
if model.status == GRB.OPTIMAL:
    for v in model.getVars():
        if v.X > 1e-6:
            name = v.VarName.replace("decisions[", "").rstrip("]")
            parts = [p.strip().strip("'") for p in name.split(",")]
            print(f"{parts[0]}({','.join(parts[1:])}): {v.X}")
else:
    print("Optimal solution not found.")Running the Python code yields the following optimal solution to this multi-stage stochastic linear program.Note that decision variables with a value of zero are suppressed for brevity.
Optimal objective -2.187332687e+03
x(1,1): 15000.0
x(1,2,L): 15900.0
x(1,2,H): 18750.0
x(1,3,L,L): 16854.0
x(1,3,L,H): 19875.0
x(1,3,H,L): 19875.0
x(1,3,H,H): 23437.5
w(L,L,L): 7134.76
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w(L,L,H): 3932.5
w(L,H,L): 3932.5
w(L,H,H): 156.25
w(H,L,L): 3932.5
w(H,L,H): 156.25
w(H,H,L): 156.25
y(H,H,H): 4296.875Based on the solution, several observations can be made. First, the optimal investment strategy is expectedto yield an average shortfall of $2,187. However, most people exhibit some risk aversion about personal�inances and may want to know the worst possible outcome, which corresponds to the LLL scenario, whichhas a shortfall of $7, 135, which would occur with probability 0.125, resulting in the decision-maker needingto borrow funds to reach the goal. Third, the surplus at the end of 15 years could be as high as $4, 296,corresponding to the HHH scenario, again with probability 0.125. In all but this one scenario (HHH), thedecision-maker will have a shortfall and therefore may wish to try to increase the initial investment, , to alevel suf�icient to cover the shortfall under some or all scenarios.The above example also illustrates a fundamental property of multi-stage decision-making models. Theinitial investment choice in the �irst stage is the most crucial one. The decision-maker needs it to make the
here-and-now decision about what to do at the start of the decision horizon. In this case, the modelrecommends investing the entire initial amount in investment 2, thus selecting bonds over stocks. Therecommendations for future stages, 5 and 10 years into the future, are not actionable at the start of theplanning horizon. They represent the intended recourse in future stages based on the current availableinformation and the �irst-stage decision. However, these future recourse decisions are importantcomponents of the model, providing some representation of how today’s decisions in�luence the future. Inreality, the two-scenario model is a substantial simpli�ication of reality, and the decision-maker shouldexpect to rerun the model with updated data in 5 years, which will almost certainly not correspond exactlyto one of the two future scenarios. Thus, such models are run repeatedly to update the here-and-nowdecisions over the decision horizon.
5.6 Expected Value of Perfect Information (EVPI)Recall that EVPI, encountered in Chapter 2, measures how much value could be gained from predictingfuture outcomes. In the context of stochastic programs, EVPI is the difference between the expected value ofsolving each scenario subproblem under the relaxed condition that the �irst-stage decisions, , can take ondifferent values for each subproblem. This has been referred to as the Wait	and	See (WS) solution becausethe decision-maker can wait to observe the random variable outcomes before committing to the choice of .To represent this, separate  into multiple vectors, one for each complete scenario, . For eachscenario, de�ine the scenario model as  as follows:
With this the  solution can be de�ined as  where the expectation is over all scenarios. Thede�inition of EVPI, assuming a maximization problem, follows:
Similar to VSS, EVPI is always nonnegative since the availability of additional information, i.e., the outcomesof the random variables, cannot lead to a worse solution. Also, similar to VSS, the de�inition of EVPI dependson whether the stochastic program is a minimization or a maximization problem (for a  problem, ).
Example 5.9: Management of energy systems
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Consider a set of power-generating units  and decision epochs . The stochastic	unit
commitment	problem (SUCP) aims to minimize the expected total operating cost over the planning horizon,considering a �inite set of scenarios , each with probability , indexed by . Each scenariorepresents a possible realization of consumer demand. Operators must create a plan well in advance, whichis complicated by demand uncertainty in each period. If the plan results in a power shortage, the excessdemand is met by using more expensive short-term thermal power units. The objective function andsupporting notation for decision variables and model parameters are as follows:
where the decision variables in the model are de�ined as follows: is the �irst-stage binary decision variable that indicates if unit  is operational during period   or not  is the second-stage continuous decision variable for the amount of power generated by unit  inperiod  under scenario  is the second-stage decision variable for the short-term power generation needed to meet excessdemand during period  under scenario and the model parameters are: is the �ixed start-up cost of unit  in period  is the variable generation cost for unit  in period  is the short-term variable generation cost to meet excess demand in period  is the maximum possible power generation for unit  at period  is the demand in period  for scenario Lastly, the SUCP model has the following power-balance constraints:

Overall, the decision process represented by the 2-SLP model is one in which the decision-maker makes�irst-stage (binary) decisions  for all units  and epochs , determining each unit’s availability in eachperiod. These �irst-stage decisions are made well in advance—operators must plan for personnel andoperational resources—before knowing which demand scenario will be realized. In the second stage, thedecision-maker determines how much to produce from each unit, , for all units  and epochs , subject toconstraints on total production in each period. Any shortfall in supply must be addressed with costly short-term generation to meet any excess demand, denoted by  for all epochs . The constraints in Equation 5.53are another example of a logical constraint, in this case representing an on/off decision for each unit at eachepoch. The parameters  need to be suf�iciently large to not constrain unit  energy generation in epoch if . This could be achieved by choosing .
Python Example 5.10: Expected value of perfect information for the stochastic unit commitment problem



Consider the following Python code that solves the SUCP formulation above and provides a small examplewith 2 units, 3 decision epochs, 2 scenarios (demand levels: high or low), and speci�ic choices of other modelparameters. Assume the costs are in units of $1,000.
import gurobipy as gp
from gurobipy import GRB

# Input data
I = [1, 2] # Set of power-generating units
T = [1, 2, 3] # Set of time periods
Omega = ['High', 'Low'] # Scenarios
p = {'High': 0.6, 'Low': 0.4} # Scenario probabilities
c_start = {(1, 1): 10, (1, 2): 10, (1, 3): 10,
           (2, 1): 12, (2, 2): 12, (2, 3): 12} # Start-up costs
c_var = {(1, 1): 20, (1, 2): 20, (1, 3): 20,
         (2, 1): 22, (2, 2): 22, (2, 3): 22} # Variable generation costs
c_short = {1: 50, 2: 50, 3: 50} # Short-term generation costs
M = {1: 100, 2: 80} # Maximum generation capacity
d = {(1, 'High'): 150, (2, 'High'): 100, (3, 'High'): 200,
     (1, 'Low'): 100, (2, 'Low'): 80, (3, 'Low'): 120} # Demand scenarios

# Create a new Gurobi model
model = gp.Model("SUCP")

# Decision variables
decisions = {}
decisions.update(model.addVars((('u', i, t) for i in I for t in T), \
                               vtype=GRB.BINARY, name="u"))
decisions.update(model.addVars((('x', i, t, omega) for i in I for t in T for \
                         omega in Omega), vtype=GRB.CONTINUOUS, name="x",lb=0))
decisions.update(model.addVars((('e', t, omega) for t in T for omega in Omega),\
                               vtype=GRB.CONTINUOUS, name="e", lb=0))

# Objective function
obj = (gp.quicksum(c_start[i, t]*decisions['u',i,t] for i in I for t in T) +\          
      gp.quicksum(p[omega]*(gp.quicksum(c_var[i,t]*decisions['x',i,t,omega] for\
                       i in I for t in T) + gp.quicksum(c_short[t] * \
                       decisions['e',t,omega] for t in T)) for omega in Omega))
model.setObjective(obj, GRB.MINIMIZE)

# Power balance constraints
model.addConstrs((gp.quicksum(decisions['x', i, t, omega] for i in I) + \
                  decisions['e', t, omega] == d[t, omega]
                  for t in T for omega in Omega), "PowerBalance")

# Generation limits
model.addConstrs((decisions['x', i, t, omega] <= decisions['u', i, t] * \
             M[i] for i in I for t in T for omega in Omega), "GenerationLimits")

# Solve model
model.optimize()

# Print results
if model.status == GRB.OPTIMAL:
    for i in I:
        for t in T:
            if decisions['u', i, t].X > 0.5: # Operational units
                print(f"Unit {i} is operational at time {t}.")
                for omega in Omega:
                    print(f" Generation under scenario {omega}: \
                          {decisions['x', i, t, omega].X:.2f}")
    for t in T:
        for omega in Omega:
            if decisions['e', t, omega].X > 0.01: # Short-term generation
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                print(f"Short-term generation at time {t} under scenario \
                      {omega}: {decisions['e', t, omega].X:.2f}")Running the Python code yields the following optimal solution to this 2-SLP:
Optimal solution found (tolerance 1.00e-04)
Best objective 8.386000000000e+03, best bound 8.386000000000e+03, gap 0.0000%
Unit 1 is operational at time 1.
  Generation under scenario High: 100.00
  Generation under scenario Low: 100.00
Unit 1 is operational at time 2.
  Generation under scenario High: 100.00
  Generation under scenario Low: 80.00
Unit 1 is operational at time 3.
  Generation under scenario High: 100.00
  Generation under scenario Low: 100.00
Unit 2 is operational at time 1.
  Generation under scenario High: 50.00
  Generation under scenario Low: 0.00
Unit 2 is operational at time 3.
  Generation under scenario High: 80.00
  Generation under scenario Low: 20.00
Short-term generation at time 3 under scenario High: 20.00According to the solution, unit 1 operates throughout all periods, with power generation varying with thedemand scenario. Unit 2 is operational during periods 1 and 3. Finally, more expensive short-termgeneration is necessary under the “high” scenario during period 3.To compute the EVPI, use Equation 5.50 and the above solution, . For , solve the SUCP forthe High (1) and Low (2) scenario, which yields two solutions:

Thus, given this is a minimization problem, EVPI = $8, 386 − 0.6($9, 814) − 0.4($6, 082) = $64.8, whichquanti�ies the expected value of having perfect information about which scenario will occur. In this case, therelative bene�it of predicting demand in advance is very low.Naturally, the above formulation of the SUCP is a simpli�ied version of what is found in practice. A morerealistic model would be an M-SLP that makes decisions about which units to operate—both startup andshutdown—with appropriate lead time for implementing these major decisions. More realistic modelswould also include minimum up- and downtime for power-generating units, maintenance schedules, andramp constraints on how much production can change from one period to the next. Nevertheless, the abovemodel captures the essence of the SUCP.
5.7 Concluding RemarksThis chapter summarizes approaches for formulating sequential decision-making problems of various types,including deterministic linear and mixed-integer programs, two-stage stochastic programs, and multi-stagestochastic programs. A much more detailed treatment of this content can be found in the references below,which provide thorough coverage of theory and methodology for solving problems of this type. For aconcrete introduction to linear and integer programming, Lee [2] is a free, open-source book suited foradvanced undergraduate or introductory graduate-level courses. Additional resources, such as Wolsey [3]and Wolsey and Nemhauser [4], provide in-depth coverage of integer programming.Stochastic programs can grow very large when uncertainty is introduced through scenarios. For largemodels with many random variables, it may be necessary to introduce a very large number of scenarios toachieve a good approximation. Each scenario results in many new decision variables and constraints,making the problem harder to solve. This is an example of the curse	of	dimensionality, which refers to the



exponential growth in model size as the number of dimensions (random variables in this case) grows. Manyapproaches have been developed to address this challenge. One of the most well-known approaches for 2-SLPs is the L-shaped method, which exploits the fact that stochastic programming models decompose intoscenario subproblems when the �irst-stage decisions, , are �ixed. Since the subproblems are much smallerthan the complete model, they can be solved quickly and provide information about the performance of the�irst-stage decisions, allowing them to be improved and the subproblems to be solved again, and so on.Iterations between the �irst and second stages continue until the stopping criterion based on a user-speci�ied error tolerance is met. A related approach for M-SLPs, nested	decomposition, applies a similarstrategy in an iterative framework. A thorough introduction to these and many other methods for solving 2-SLPs and M-SLPs can be found in Birge and Louveaux [5] and other sources, including those listed below [6–9].This chapter used Python 3.11.5 [10] and Gurobi Optimizer 10.0.3 to solve example problems [11]. Manyother commercial and open-source solvers can solve large-scale model instances arising in practice. Anexample of a free, open-source solver is COIN-OR [12], which includes implementations of many well-knownalgorithms for solving optimization problems, as well as several advanced, specialized methods suitable forsolving large model instances.
5.8 Practice Exercises1. Solve the investment selection problem of Example 5.1 for the case in which the decision variables,  are constrained to be binary, {0,1}. How does it compare to the solution to thecontinuous version of this problem?2. An industrial engineering student is planning to register for �ive courses next semester and is choosingamong the following courses: Linear Algebra, Manufacturing, Human Factors, Computer Programming,Business Management, Economic Analysis, Stochastic Models, Deterministic Models, and Scheduling. Ifthe student registers for Manufacturing, Human Factors, or Computer Programming, they must alsoregister for the corresponding lab (a lab counts as a full course). She must register for at least onemodeling course (Stochastic Models or Deterministic Models) and one management course (BusinessManagement or Economic Analysis). Linear Algebra and Stochastic Models are both challenging, andshe prefers not to take them concurrently. The Manufacturing lab is offered during the same time asDeterministic Models, and the Computer Programming lab is offered at the same time as EconomicAnalysis. She ranked the courses according to the preference score below.

Course Preference	scoreLinear Algebra 9Manufacturing 4Manufacturing Lab 6Human Factors 7Human Factors Lab 5Computer Programming 8Computer Programming Lab 6Business Management 7Economic Analysis 9Stochastic Models 6Deterministic Models 10Scheduling 7Formulate and solve an integer program to �ind a feasible schedule that maximizes the student’spreferences for next semester.



3. Build your intuition about the solution generated by the newsvendor model for the vaccine purchasingproblem of Example 5.5 by doing two sets of experiments: (1) vary the ratio of the objective functioncoef�icients, , and ; (2) vary the probability distribution for the random variable, . For bothexperiments, use �igures to illustrate the effects of the changes. Summarize your �indings.4. A �irm producing a single product has three manufacturing plants and four customers. The three plantswill produce 3,000, 5,000, and 5,000 units during the next period. The �irm has committed to sell 4,000units to customer 1, 3,000 units to customer 2, and at least 3,000 units to customer 3. Both customers, 3and 4, also want to buy as many of the remaining units as possible. The pro�it of shipping a unit fromplant  to customer  is given in Table 5.1.
TABLE	5.1

Pro�it	per	unit	from	plant	to	customer.
From To	customer

1 2 3 4
Plant	1 65 63 62 64
Plant	2 68 67 65 62
Plant	3 63 60 59 60Formulate a constrained optimization model to maximize the company’s pro�it.5. For the multi-stage �inancial planning problem, use the Python code provided to determine theapproximate level of initial investment  needed to achieve the desired goal with a probability of at least80%.6. Use the vaccine purchasing model of Example 5.5 to answer the following question: Can the MVproblem ever provide an optimal solution to the 2-SLP? If so, for what choice of 2-SLP modelparameters is this true?7. For the multi-stage �inancial planning problem, Example 5.10, compute the EVPI and VSS. Explain whatthese values tell the decision-maker about the problem.8. Formulate and solve the linear program formulation for the in�inite-horizon MDP for the batterycharging model of Chapter 4 as a linear program.9. Prove that EVPI and VSS will always be non-negative.10. Consider the two-stage in�inite horizon MDP example of Section 5.4. Create a graph of  vs. and include all constraints to illustrate the feasible region. Use an isopro�it line with  toidentify the optimal feasible solution. Vary the choices of  to show that any choices suchthat  and  yield an optimal solution to the linear program.11. A public health clinic must decide today how many COVID and Flu vaccine doses to procure for thecurrent season. Two managers make the �irst-stage ordering decisions. They share a budget and cold-storage capacity. In each demand scenario , doses are administered until inventory is depleted or alldemand is met. Unmet demand has an estimated opportunity cost of −$5 for Flu and −$7 for COVID perpatient. The costs per dose for COVID and Flu are $25 and $15, respectively. The cold-storage volumerequired per dose is 5 cm3, regardless of the vaccine type. The total budget is $120,000 and totalstorage is 25,000 cm3. The clinic receives reimbursement of $40 for each �lu vaccine dose administeredand $30 for each COVID vaccine dose administered. Demand is uncertain, with the following scenarios  and probabilities  are:



Scenario	 	(COVID) 	(Flu)1 (Mild season) 0.25 2000 30002 (COVID surge) 0.35 5000 35003 (Flu surge) 0.25 2500 55004 (Both surge) 0.15 5500 6000Formulate and solve the stochastic program for this problem to �ind the optimal solution. How, if at all,do space and budget limitations affect the ability of the clinic to meet demand? If cold-storage spacecould be expanded by 20% at a cost of $19,000, should the clinic allocate this funding from their budgetor not?
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Chapter 6
Monte Carlo Simulation

6.1 IntroductionThis chapter covers Monte	Carlo	simulation, a powerful statistical methodthat addresses important considerations for the sequential decision-making models discussed in previous chapters. It is widely used acrossvarious branches of scienti�ic research due to its demonstratedeffectiveness in analyzing complex problems. In this chapter, the focus ison applying Monte Carlo simulation for two important purposes insequential decision-making problems: the curse	of	dimensionality and
sensitivity	analysis.The curse	of	dimensionality refers to the fact that the size of mathematicalmodels can quickly become prohibitive as the number of dimensions inthe state space (MDPs) or scenario space (stochastic programs) grows. Sofar, this book’s treatment of sequential decision-making methods hasfocused on �inding optimal policies using algorithms that can solvemodels exactly. However, as will become clear, achieving exactitude inmany situations is too time-consuming or even impossible due to themodel’s size. This can occur for various reasons, depending on the modeltype. For example, in the MDP models of Chapter 4, the number of statesmay be so large as to make it infeasible to solve the optimality equations.This occurs when the system state is de�ined by multiple factors, leadingto exponential growth in the number of possible states. In the case of thestochastic programming models in Chapter 5, the scenario trees growexponentially with respect to the number of stages, leading tooptimization models that cannot be solved by the best availableoptimization software.The second problem, sensitivity	analysis, arises due to potentialinaccuracies in a model’s input parameters. Regardless of a mathematicalmodel’s size, errors in input parameter estimates can lead to modelsolutions that provide poor recommendations to decision-makers. Thisuncertainty necessitates conducting a sensitivity analysis to evaluate the



robustness of the model solution and understand the risks associatedwith input parameter errors. This is one of the important mechanisms forevaluating the risk of using models to support decision-making.This chapter begins with examples to instill a conceptual understandingof the curse of dimensionality, then delves into Monte Carlo samplingitself and its applications to sequential decision-making, including itsstrength in providing insightful sensitivity analysis. This introduction setsthe stage for future chapters, all of which employ Monte Carlo sampling.
6.2 Curse of DimensionalityMany problems lead to dif�icult or impossible-to-solve models due toexponential growth in the number of dimensions governing model size.This occurs in a DP setting when multiple factors must be considered inde�ining the state. For example, the production planning problemsdiscussed in Chapters 3 and 4 assumed a single product, whereas mostcompanies sell a portfolio of products, sometimes numbering in thethousands. If the products are completely independent, the problem canbe decomposed into single-product problems and solved ef�iciently (e.g.,using the Wagner-Whitin algorithm of Chapter 3). Alternatively, theproducts may be linked for reasons such as the following:Some products may be substituted for others. For example, if aparticular color is unavailable when purchasing a smartphone, thecustomer may accept a different in-stock color. When purchasing alaptop, if a customer’s desired speci�ications are unavailable, theymay settle for a comparable model (e.g., a slower or faster processorspeed, or more or less memory). This is true of many products,including clothing, food, bicycles, automobiles, and sports equipment.Companies that manage a product portfolio often have limitedstorage space for inventory. Thus, the inventory level for otherproducts may in�luence the decision to produce a certain product,and vice versa.When products utilize the same manufacturing line or tools inproduction, the available tool capacity can limit productionthroughput. For instance, automobile manufacturers use paint	shops



to paint car panels. Typically, a large batch of a single color isprocessed consecutively before changing colors due to thechangeover cost (e.g., �lushing the lines to prepare for a new color).All three examples above share the common feature of demonstratingdependencies among products. When products are interdependent,sequential decisions cannot be decomposed into single-product problemswithout potentially sacri�icing solution quality. Thus, for example, in acompany with  products that uses an MDP model to manage productionand inventory control, it must consider all products collectively. If there isa maximum inventory allocation for each product (e.g., 100 units), thenthe total number of states is , making the problem unsolvable for allbut the smallest examples.Unfortunately, the curse of dimensionality is not con�ined to productionplanning problems. It arises commonly in applications in which multipledimensions (sometimes called factors) must be considered when de�iningthe state space. For example, in a problem involving medical treatmentdecisions, the state space may need to be de�ined by age, blood pressure,cholesterol, blood glucose, and liver enzymes. Similarly, in a �inancialsetting, portfolio decisions may need to account for the prices of manyassets. Yet another example is transportation systems, where the statedetermines the locations of multiple vehicles within a geographic networkto optimize customer service decisions, such as for on-demand shuttleservices.In stochastic programs, as discussed in Chapter 5, although the de�initionof a state is not pertinent to formulating or solving the resulting models,similar computational challenges arise because the scenario tree thatcaptures the uncertainty of the random variables can grow exponentially.In the case of production planning for multiple products, for instance, thescenarios re�lect the many possible combinations of random demandrealizations. Moreover, in multi-stage problems, the total number ofscenarios also grows exponentially with time due to the absence of theMarkov property inherent to MDPs. Considering the problem of multi-stage �inancial planning, if the number of possible states of the marketwere expanded to 10, for example, to more accurately represent possiblemarket conditions, and the 15-year decision horizon were broken intoannual stages, the scenario tree would have 1015 unique scenarios.



In short, the curse of dimensionality is a signi�icant issue that frequentlyoccurs in real-world situations. As will become clear, Monte Carlosimulation is a valuable tool for addressing this hazard in variousdecision-making contexts.
6.3 Monte Carlo SamplingRandom sampling is a common approach to estimating the mean ofrandom variables. Consider, for example, �lipping a fair coin with an equalprobability of landing on either side. Assigning one side the value 1 andthe other side the value −1, the mean can be computed to be 0.5 × 1 + 0.5× −1 = 0 based on probability theory. An alternative approach is to samplethe outcomes of the random variable multiple times to estimate the mean,which is appropriate if a decision-maker is concerned that the coin maybe biased. Consider Table 6.1, which has the results of an experimentbased on averaging randomly sampled coin �lips.
TABLE	6.1

Estimated	mean	 from	simulated	 coin	 �lips	with	 rewards	of	1	and
−1	for	the	two	different	sides.
Number	of	coin	�lips Estimated	mean10 −0.430 0.333100 0.041,000 0.0510,000 −0.00881,000,000 −0.00063If repeated, this set of experiments would yield different results due tosampling variability. However, one of the most fundamental results instatistics is the Law	of	Large	Numbers, which guarantees that as thenumber of samples grows larger, the sample mean converges to the truemean. Furthermore, this convergence is expressed mathematically asfollows: the amount of variation is inversely proportional to the square



root of the sample size. As expected, as seen in Table 6.1, the estimate ofthe mean is converging to zero, the true expectation of the randomvariable in this example.
6.3.1 Pseudo Random Number GeneratorsThe above coin-�lip example is only feasible if the experiments aresimulated computationally. Doing so requires using a pseudo-randomnumber generator that produces outcomes of a random variable (e.g., acoin �lip). The quali�ier “pseudo” re�lects that it is impossible to generatetruly random variables computationally. Rather, pseudo-random numbergenerators employ algorithms that create a deterministic sequence ofnumbers that appear random. The success of pseudo-random numbergenerators can be evaluated by showing that they pass statistical tests,making them nearly indistinguishable from real-world random outcomes.Random number generators are commonplace in programminglanguages, interpreters, spreadsheets, and other software systems. Thefollowing example illustrates the use of a pseudo-random numbergenerator in Python.
Python Example 6.1: Coin-flip simulationConsider the above coin-�lipping example again. The following Pythoncode uses a standard random number generator to simulate coin �lips andcompute a statistical estimate of the mean. Moreover, it shows howPython can be used to estimate con�idence intervals (CIs) for the mean, asreported in Table 6.2. The example below generates a con�idence intervalfor each experiment to illustrate how natural variation changes withsample size.
import numpy as np
import scipy.stats as stats

# Input data
nsamples = 100 # User-defined variable N = # of coin flips
np.random.seed(42) #Fix seed for repeatability

# Simulate coin flips and estimate mean value and 95% 



Confidence
sample = np.random.choice([1, -1], size=nsamples)
mean = np.mean(sample) # Compute mean of outcomes

std_dev = np.std(sample, ddof=1) # Compute the standard 
deviation
std_error = std_dev / np.sqrt(nsamples)

CI = stats.norm.interval(0.95,loc=mean,scale=std_error) # 
95% confidence interval

# Print results
print(f"N: {nsamples}")
print(f"Mean Estimate: {mean}")
print(f"95% Confidence Interval: {CI}")

TABLE	6.2

Coin-�lip	simulation	results	including	95%	CIs.
Number	of	Coin	Flips Mean 95%	Con�idence	Interval10 0.2 (−0.440, 0.840)30 −0.4 (−0.734, −0.066)100 0.02 (−0.177, 0.217)1000 −0.058 (−0.120, 0.004)10000 −0.0174 (−0.037, 0.0022)100000 −0.00204 (−0.00824, 0.00416)1000000 −2.8e−05 (−0.00199, 0.00193)Executing this code with  samples yields the following:
N: 100
Mean Estimate: -0.04
95% Confidence Interval: (-0.23682614198191507, 
0.15682614198191505)As observed previously, based on the Law of Large Numbers, the samplemean approaches the true mean of zero as the sample size, , increases.The Python code also generates 95% con�idence intervals for eachexperiment. These are computed using the fact that estimates of the mean



converge to a normal distribution as the number of samples grows larger,a result motivated by the Central	Limit	Theorem (CLT), another importanttheorem underpinning probability and statistics. As the number ofsamples grows, estimates approach a normal distribution regardless ofthe underlying random variable, which aids in constructing CIs.The 95% CIs are interpreted to mean that if a series of independentexperiments were performed with a certain choice of , say ,then as the number of experiments grows larger, the proportion of CIscontaining the true estimate of the mean converges to 95%. In otherwords, 95% of the time, the actual mean will be within the upper andlower limits given by the intervals generated from the independentexperiments. Different CIs can be computed as needed, e.g., 90%, 99%, or99.9%. If the con�idence level is reduced, the interval decreases in size;conversely, if the con�idence level is increased, the interval increases.Con�idence levels are therefore important to consider in situations wherethe interval size (e.g., tolerance levels) may be paramount. A variation ofadjusting the CI is to adjust the error margin and sampling number, whichare discussed at the end of Section 6.4.
6.4 Using Monte Carlo Simulation to Estimate
ExpectationsA key role of Monte Carlo simulation in sequential decision-making is toestimate the expected value of complex functions of random variables. Intheory, this can be done mathematically using calculus; however, inpractice, the resulting integrals for evaluating the expectation cannot bederived exactly. For example, consider the case of a function of a random variable, , with probability density function . Theexpectation can be written as follows:
If  is uniformly distributed, , then the integral has noclosed-form expression. However, Monte Carlo simulation can estimate



this integral by sampling from  to get the following approximation:
where  is a sequence of independent samples from theuniform distribution . According to the law of large numbers, as grows larger, the approximation converges to the true expectation. Thisfact can be exploited to estimate the expected value of complexmultivariable functions, including the optimal value function of MDPs andthe recourse function of stochastic programs. As such, this can be aneffective method for approximating the performance of policies (e.g.,MDPs) or feasible solutions to constrained optimization problems (e.g.,SPs) in complex sequential decision-making problems involvingcontinuous random variables. In Chapter 8, Monte Carlo simulation willplay an important role in reinforcement	learning, a model-free approach tolearning optimal policies for sequential decision-making problems. Fornow, the application of Monte Carlo sampling is illustrated for estimatingmultidimensional integrals to compute the expected value of amultidimensional function.
Python Example 6.2: Expected value of a multidimensional function of
automobile revenueExpanding on the above discussion, consider a three-dimensionalfunction for the monthly revenue from new sales of an electric vehicle thatcomes in three colors (silver, black, and blue). Assume the automotivedealer has access to up to  units of each, and demand is  with , indexing the three colors, respectively. Assume thatcustomers for silver vehicles  are willing to purchase black  at a 10% discount, and customers for black are willing topurchase blue  at an 8% discount. The revenue can be expressedas follows:



where , , and . In theory, the expected revenue could becomputed by evaluating the following three-dimensional integral:
where , , and  are probability density functions ofdemand for silver, black, and blue cars, respectively. Multidimensionalintegrals like this are dif�icult to evaluate because they lack a closed-formsolution. Computational integration methods can be used, such as the
trapezoid	rule, often covered in introductory calculus classes; however,they are computationally intensive because they require estimating adiscrete grid, which becomes intractable for all but very low-dimensionalproblems. This occurs because the number of points in the grid, and thusthe computational effort, grows exponentially with respect to the numberof dimensions. For instance, for a two-dimensional integral discretized in10 points in each dimension, the grid size is 10 × 10 = 100; generalizing to dimensions yields  grid points, which quickly becomescomputationally infeasible. Monte Carlo simulation, however, is relativelyeasy to implement, as illustrated in the following Python example.Furthermore, it scales to higher dimensions more easily than numericalintegration methods, which quickly break down due to the curse ofdimensionality.
import numpy as np
import scipy.stats as stats

# Input data
a, b, = 20, 3 # For D1 (silver) # Mean and standard 
deviation for demand
c, d = 15, 5 # For D2 (black)
e, f = 8, 4 # For D3 (blue)
r = 25000 # Base price for vehicles
I1, I2, I3 = 50, 40, 30 # Available inventory for silver, 



black, blue vehicles

# Monte Carlo sampling
nsamples = 100000 # Number of samples
np.random.seed(42) #Fix seed for repeatability

# Define the revenue function
def revenue(D1, D2, D3):
    revenue_silver = r * np.minimum(D1, I1)
    revenue_black = r * np.minimum(D2, I2)
    revenue_blue = r * np.minimum(D3, I3)
    shift_silver_black = 0.9*r*np.minimum(np.maximum(I2-
D2,0),np.maximum(D1-I1,0))
    shift_black_blue = 0.92*r*np.minimum(np.maximum(I3-
D3,0),np.maximum(D2-I2,0))
    total_revenue = (revenue_silver + revenue_black + 
revenue_blue
                    + shift_silver_black + 
shift_black_blue)
    return total_revenue

# Generate demand samples for each color
sample = np.random.normal(loc=[a, c, e], scale=[b, d, f], 
size=(nsamples, 3))

# Mean revenue estimate
revenues = np.array([revenue(*demand) for demand in 
sample])

# Compute the standard deviation and standard error
std_dev = np.std(revenues, ddof=1)
std_error = std_dev / np.sqrt(nsamples)

# Mean revenue and 95% confidence interval
mean = np.mean(revenues)
CI = stats.norm.interval(0.95, loc=mean, scale=std_error)

# Print results
print(f"Mean Revenue: ${mean:.2f}")
print(f"95% Confidence Interval: ${CI[0]:.2f} to 
${CI[1]:.2f}")Running the above Python code yields the following results:



(6.1)

MeanRevenue: $1,076,068.6795% CI: $1,072,587.46 to $1,079,549.88.The above type of result is often expressed more concisely in the form  where  is the mean estimate (superscript ^ is used todenote this is a statistical estimate) and  and  are the lower and upperbounds de�ining the con�idence interval, respectively. In this example, itwould be written as follows:
Rerunning the code will yield slightly different results because therandom sampling is reinitialized with a new seed for the pseudorandomnumber generator. Many systems use a host computer’s clock time,obtained from its central processing unit (CPU), to generate a seed, butthis can be overridden to provide a user-de�ined seed, enablingreproducibility when the same seed is reused. This can be useful fordebugging code that employs random samples.In the above example, 10, 000 samples were used to estimate the meanrevenue. By the looks of the CI, this was suf�iciently accurate. (The intervalcovers $38 on revenue of over $1 million). Using a large number ofsamples is computationally feasible in this case because the functionbeing evaluated is simple. In more complex situations, with many randomvariables or a dif�icult-to-evaluate function (e.g., the recourse function of astochastic program from Chapter 5, which requires solving optimizationmodels for each sample subproblem), a better approach is to estimate thenecessary number of samples to achieve a desired level of accuracy. Thiscan be done using the following formula:
where  is the -score, which quanti�ies the number of standarddeviations for the chosen con�idence level (e.g., for 95% con�idenceintervals ),  is the standard deviation, and  is the acceptablemargin of error. (Z-scores can be found in a look-up table from variousstatistics references or via prede�ined functions in programming



languages.) In situations where  is not known, some initial sampling maybe necessary to estimate the standard deviation to be able to compute thenumber of samples needed. Typically, a minimum of 30 samples isrecommended to estimate the standard deviation; however, larger samplesizes are recommended when the distribution is highly skewed. In theabove example, sampling 100 times yields a variance of . Ifthe decision-maker is indifferent to errors on the order of $1,000, then thenumber of samples can be computed as follows:
Thus, for the automobile revenue problem, the Monte Carlo simulationcould have limited the number of samples to a much smaller number toachieve the desired accuracy.
6.5 Sampling a Markov ChainThis section considers the second use of Monte Carlo simulationdescribed in the chapter’s introduction: sensitivity analysis. Consider aMarkov chain with decision epochs , states , and transition probability matrix . To simulatea sequence of states, assume that the initial state is known or it is sampledusing an initial probability distribution .The following steps will generate a random sample of states:1. Sample a uniformly distributed random variable .2. Determine the state at the �irst decision epoch : If assign state , if  assign state , andso on, until the last state, if  assign state .3. Assuming the sampled state at decision epoch  is , sample anew random variable to determine the state at decision epoch as follows: if  assign state , if  then assign state , and



so on, until at the last state, if  then assignstate .4. Continue Step 3 for the remaining epochs .Repeating the above steps  times yields a set of sequences,  for , referred to as sample paths inSection 4.3. These can be used to generate a statistical estimate of theexpected reward, as expressed in Equation 4.7 in Chapter 4:
Estimating the expected rewards with a statistical estimate based on sample paths is desirable when evaluating policies, using backwardinduction is dif�icult or impossible, and there are too many sample pathsto enumerate them completely.Consider revising the above steps such that transition probabilities arein�luenced by the choice of decisions de�ined by a given policy, i.e.,  becomes  where decision  is prescribed by apolicy. If the policy is non-Markovian, then backward induction cannot beused to evaluate expected rewards. Such a policy could arise if decisionsdepend on the history rather than just the most recently visited state; inthis case, Monte Carlo simulation may be the only practical way toestimate expected rewards for a policy.
Python Example 6.3: Simulation of a non-Markovian policy for a stock
call optionConsider an arithmetic	call	option, a �inancial investment that pays offwhen the average closing stock price, de�ined by a Markov chain over adecision horizon of  days, is above a predetermined strike price, , andholds no value otherwise. The option can be executed at any decisionepoch from . Each day , the investor reviews the pricehistory from previous days  and decides whether to



(6.2)

exercise the option or defer execution by one more day. Executing theoption yields a reward . Thus, a decision-maker is interested in the expected reward when the investor follows agiven policy. For example, assume a policy recommends the decision-maker execute the option if the mean price is above , or if (by assumption). The history-dependent nature of the policy rendersbackward induction infeasible for computing the expected reward in thiscase; however, Monte Carlo simulation can readily estimate it. To illustratethis, assume a simple two-state Markov chain with state set representing a 10% increase (I) or a 10% decrease in stock price,respectively, at a given decision epoch, with this transition probabilitymatrix:
Finally, also assume a strike price of , an initial state , aninitial stock price of $980, and a decision horizon of .
import numpy as np

# Input data
T = 30
strike_price = 1000
initial_price = 980
initial_state = "I"
nsamples = 10000
P = np.array([[0.80, 0.20],[0.25, 0.75]]) # Transition 
probability matrix
states = ["I", "D"]
state_effects = {"I": 1.10, "D": 0.90} #effects of state 
on price
rewards = []

# Markov chain simulation to find expected reward
np.random.seed(42) #Fix seed for repeatability
for _ in range(nsamples):
    current_state = initial_state # Initialize the 
starting state and price
    current_price = initial_price



    prices = [] # daily closing stock prices
    reward = 0
    for t in range(1, T + 1):
        prices.append(current_price) # Record the current 
price
        mean_price = np.mean(prices)  # Calculate mean 
price up to the current day
        # Decision rule to execute the option
        if mean_price > 1.2 * strike_price or (t == T and 
mean_price > strike_price):
            reward = max(mean_price - strike_price, 0)
            break
        # Transition to the next state
        if current_state == "I":
            next_state = np.random.choice(states, p=P[0])
        else:
            next_state = np.random.choice(states, p=P[1])
        current_state = next_state  # Update the state and 
stock price
        current_price = current_price * 
state_effects[current_state]
    rewards.append(reward)

mean = np.mean(rewards)

# Calculate the 95% confidence interval
std_error = np.std(rewards) / np.sqrt(nsamples)
z_score = 1.96 # Z-score for 95% confidence
CI = (mean - z_score * std_error, mean + z_score * 
std_error)

#Print results
print(f"Expected Reward: ${mean:.2f}")
print(f"95% Confidence Interval: (${CI[0]:.2f}, 
${CI[1]:.2f})")Running the above Python code yields the following estimate of the meanand 95% CI of the rewards:Expected Reward: 162.55 [95%CI : $160.38, $164.72].Of course, each time the code runs, it generates a new independent set of10, 000 random samples of state transitions and expected rewards. Still,



the con�idence interval is relatively tight (±1.33% with respect to themean). As previously discussed, the accuracy of the estimates can bemodi�ied by adjusting the number of sampled sequences.
6.5.1 Using Monte Carlo Simulation to Analyze MDPsAn established approach to sensitivity analysis using Monte Carlosimulation is probabilistic	sensitivity	analysis (PSA) for MDPs. PSA seeks toevaluate the sensitivity of MDP solutions to variations in modelparameters. Because most model parameters are subject to error, this stepis important in assessing the sensitivity of policies to statistical variation.Algorithm 6.1 implements PSA to analyze the sensitivity of the totalexpected rewards for a given policy .Model parameters to consider in a sensitivity analysis of an MDP mayinclude the reward function, , for all state and decision pairs, andthe transition probability matrix . The former is easy to sample if aprobability distribution is speci�ied. For example, a common choice is thenormal distribution, , when reward parameter estimates areobtained by sampling (e.g., customer surveys), as the mean is normallydistributed according to the CLT. The beta	distribution, , is apopular choice for sampling transition probabilities in cases with twostates because the beta distribution offers a straightforward way tosample random variates bounded below by zero and above by one. It hastwo shape parameters that provide �lexibility in the distribution’s form. Itcan be written as follows:



Algorithm 6.1 Procedure for Probabilistic Sensitivity
Analysis of an MDP1: Generate  randomly sampled MDPs to evaluate a given policy .2: for  do3:  for  do4:   for  do5:      Generate  by sampling the  row of thetransition probability matrix, .6:      Add  to .7:   end	for8:  end	for9: end	for10: For , , compute the expected rewards bybackward induction.11: while  do12:    Compute  for all .13: end	while14: Examine the variation in  for all .

where  and  are the shape parameters, and  is a normalizationconstant. The shape of the beta distribution can be controlled by varying  and . For example, setting  generates a symmetric distributioncentered at 0.5. Setting  skews the distribution to the right, whilesetting  skews it to the left. A simple transformation can be used to



reset the range from [0, 1] to  by de�ining a new random variable , where Situations with more than two states are often handled using a Dirichlet
distribution, which reduces to a beta distribution when only two states arepresent. The Dirichlet distribution is a natural choice because alloutcomes are bounded below by zero above by one, and all sum to one byassumption, thus maintaining the expected properties of rows oftransition probability matrices. The Dirichlet distribution is denoted as  where  is a vector of distribution parameters withdimensionality equal to the number of states that can be reached from agiven state. The probability density function for an -dimensionaldistribution of random variates can be expressed as follows:
where vector  de�ines the distribution shape, and  is anormalization constant.
Python Example 6.4: PSA of machine maintenanceConsider a manufacturing tool that can be in one of four states, , indexed by .In any state, the possible decisions are to repair the machine  or waitto repair it for at least one more epoch . Figure 6.1 illustrates thedecay in the machine’s function when repair is deferred. The repairdecision returns the machine to excellent condition with probability  andfails to improve it with probability . The operating cost is  for each monthly epoch that maintenance isdeferred and  if the machine is repaired. The decisionhorizon is , and the terminal reward in the last period is . In the absence of maintenance, the transition probabilitymatrix is the following:



Figure	6.1	Illustration	of	the	Markov	chain	for	the	machine	repair
MDP	model.and the reward function can be written as follows:

Assume the following model parameters: , , , , , ,  for all , .Given these parameters, the solution to the MDP can be computed, whichyields the following optimal policy:

The optimal policy recommends deferring repair in all states in the �irstdecision epoch and repairing all states in the remaining two decisionepochs. A very conservative strategy that favors repair in any state for all



but the �irst decision epoch. Naturally, the policy depends on the choice ofmodel parameters, and a decision-maker may wish to better understandhow these choices in�luence the optimal policy.Given that the transition probability matrix, like most model parameters,is an estimate subject to error, evaluating the sensitivity of the valuefunction to changes in the transition probabilities may be insightful.Assume that each transition probability could vary ±20% relative to thepoint estimate and that the distribution of the variation is symmetricaround the original point estimate. Further assume that at each epoch, thestate stays the same or shifts one state to the right (this implies the zerovalues are not subject to variation). Suppose the main concern is variationin transition probabilities for the “wait” decision , in Equation 6.4, andfurther assume only the �irst three rows are subject to uncertainty, i.e., the“Failed” state is always absorbing. Sensitivity analysis can be performedby sampling each row of the transition probability matrix using therandom variable , where , and  and , where  is a placeholder for the probability ofself-transition, and  is the probability of moving to the next state tothe right. Setting  results in a symmetric distribution. Thefollowing Python code solves the MDP to �ind the optimal policy for thebaseline parameter choices and then implements Algorithm 6.1. Figure6.2 shows the resulting distribution of . Given the narrow range ofx-axis values, the sensitivity analysis indicates that variation in transitionprobabilities is of little consequence in this case.



Figure	6.2	Histogram	for	the	distribution	of	the	value	function	for
state	 “Excellent”	 at	 the	 �irst	 decision	 epoch	 based	 on	 1,000
sampled	 transition	probability	matrices	 for	 the	optimal	policy	of
the	machine	repair	MDP	model,	Example	6.4.

import numpy as np
import matplotlib.pyplot as plt

# Input data
T = 3
nstates = 4
ndecisions = 2
states = ['Excellent', 'Good', 'Damaged', 'Failed']
decisions = ['R', 'W']
q = 0.9
rho = 1
c = 0.5
mu = [20, 10, 5, 1] # Terminal rewards for Excellent, 
Good, Damaged, Failed
nsamples = 1000
# Transition probability matrix (4, 2, 4):  T[s, d, s'] = 
P(s' | s, d)
P = np.zeros((nstates, ndecisions, nstates))
P[:, 0, :] = np.array([ # d = 'R'
    [1.0, 0.0, 0.0, 0.0],



    [q, 1 - q, 0.0, 0.0],
    [q, 0.0, 1 - q, 0.0],
    [q, 0.0, 0.0, 1 - q]
])
P[:, 1, :] = np.array([ # d = 'W'
    [0.7, 0.3, 0.0, 0.0],
    [0.0, 0.5, 0.5, 0.0],
    [0.0, 0.0, 0.4, 0.6],
    [0.0, 0.0, 0.0, 1.0]
])

rewards = np.zeros((nstates, ndecisions))
for s in range(nstates):

    rewards[s, 0] = -c # r(s, 'R')
    rewards[s, 1] = -np.exp(- rho * (s + 1)) # r(s, 'W')
sample = np.random.beta(1,1,size=nsamples) # Generate 
samples for sensitivity analysis
v_sample = np.zeros((nsamples, nstates), dtype = float)

# Perform Monte Carlo simulations for sensitivity analysis
np.random.seed(42) #Fix seed for repeatability
for k in range(nsamples):
    value = np.zeros((T, nstates, ndecisions))  #Value-to-
go function
    v = np.zeros((T + 1, nstates))  #Optimal value 
function
    optimal_policy = np.zeros((T, nstates), dtype=int)  # 
Policy
    v[T, :] = mu    # Boundary condition at epoch T
    P_W_sample = np.copy(P[:, 1, :]) #Sample rows of 
TPM[:, 1, :] matrix
    for i in range(nstates - 1):      # Generate k^th 
sample of P_W
        a = 0.8 * P[i, 1, i]
        b = 1.2 * P[i, 1, i]
        P_W_sample[i, i] = a + (b - a) * sample[k]
        P_W_sample[i, i + 1] = 1 - P_W_sample[i, i]
    P_W_sample[nstates - 1, nstates - 1] = 1 # State 
'Failed' absorbing state
    for t in range(T - 1, -1, -1):  # Backward induction 
for current sample
        for s in range(nstates):



            value[t,s,0] = rewards[s,0] + 
np.dot(P[s,0,:],v[t+1,:])
            value[t,s,1] = rewards[s,1] + 
np.dot(P_W_sample[s],v[t+1,:])
            optimal_policy[t, s] = np.argmax(value[t, s])
            v[t, s] = value[t, s, optimal_policy[t, s]]
    v_sample[k, :] = v[0, :]

# Show a histogram of the distribution of v_1('Excellent')
v_sample_0 = v_sample[:, 0] #Extract all 'Excellent' state 
samples
plt.hist(v_sample_0, bins=10, edgecolor='black')
# Add titles and labels
plt.title("Histogram of Values for 'Excellent' State")
plt.xlabel("Value range")
plt.ylabel("Frequency")
plt.show()

6.6 Approximating Stochastic Programs with
Monte Carlo SimulationChapter 5 covered scenario trees and the fundamental data structuresthat de�ine uncertainty in stochastic programs. Scenario trees are oftenconstructed using statistical sampling from a probability distribution. Forexample, in the 2-SLP model for scheduling arrivals at a stochastic server,the raw-material-delivery example assumed random variables with fourpossible outcomes. With �ive deliveries, the total number of scenarios was45 = 210, a large but manageable number with reasonable computingresources. However, what happens if the model must accommodate notjust 5 deliveries but 20? This results in more than 240 scenarios, which aretoo large to store in memory in most situations, let alone solve themassive 2-SLP model. Fortunately, Monte Carlo sampling can be used toevaluate the solution by simulating scenarios. The model created fromsampled scenarios is the sample	average	approximation (SAA).For 2-SLPs, an SAA enhancement uses Monte Carlo sampling of a discreteand �inite set of scenarios as a means to either reduce the total number ofscenarios to a manageable number (e.g., from 240 in the example above to1, 000 scenarios for the SAA) or convert a model with continuously



(6.3)
(6.4)
(6.5)
(6.6)
(6.7)

distributed random variables (an in�inite number of scenarios) into onewith a discrete and �inite set of scenarios. The 2-SLP model of Chapter 5,de�ined by Equation 5.32, can be approximated by randomly sampling asubset of scenarios to create the SAA, where each scenario  issampled with its associated probability  to generate , whereeach of the scenarios in subset  has equal probability of .
Example 6.5: Sample average approximation for stochastic server
schedulingConsider Example 5.6 of Chapter 5 to generate the SAA for the stochasticserver scheduling model of Chapter 5. In this case, assume that therandom variables are independent, continuous, and uniformly distributedon , with the sample mean of 4.5 as the original problem inChapter 5. Since the number of scenarios is not �inite, sampling is the onlyoption. The vector  with elements , israndomly sampled to create  scenarios. Solving the following modelgives a statistical estimate of the optimal solution as follows:
subject to:



Assume that  is chosen. The natural question that arises iswhether the resulting SAA is a good approximation. In other words, are100 scenarios enough for an accurate estimate? One way to answer thisquestion is to compute the optimal solution to the 2-SLP multiple timesusing independently sampled scenarios. For example, letting  de�ine the total number of experiments (also called
replications), each solving a  scenario model, from which theprobability distribution can be estimated. Running the Python code inChapter 5 for this problem , with  foreach model instance, yields a series of 30 independent estimates of theoptimal objective function value, provided the scenarios are sampledindependently. Table 6.3 gives the results of the �irst 10 experiments. Theresults provide a visual sense of the statistical variation in SAA solutions.
TABLE	6.3

Objective	 function	 values	 for	 the	 �irst	 10	 of	 30	 sample	 average
approximations,	 each	 with	 100	 sampled	 scenarios,	 for	 the
stochastic	 program	 for	 scheduling	 arrivals	 to	 a	 stochastic	 server
covered	in	Chapter	5.
Sample	number Objective	function	value1 0.8952 0.9183 0.8224 0.8525 0.8656 0.7947 0.8348 0.8409 0.85910 0.868



Using all 30 samples to compute the 95% con�idence intervals yields thefollowing estimate: 0.846 [95%CI : 0.834, 0.858]. This provides a measureof con�idence in the use of 100 sampled scenario SAAs to solve theproblem.
6.6.1 Monte Carlo Sampling for Multi-stage Stochastic
ProgramsMany approaches have been proposed for generating scenario trees tosolve M-SLPs. The large size of such problems makes themcomputationally challenging, with the scenario tree serving as theprimary data structure that in�luences the overall size of the resultingmodel. Scenario-tree generation fundamentally involves a trade-offbetween two important considerations: (1) the accuracy with which themodel represents reality and (2) the computational effort required tosolve the model. Both are necessary factors to consider guaranteeingsolution quality and computational feasibility.This section describes an approach for scenario-tree approximation thatassumes an existing stochastic model that de�ines the evolution of therandom variables. It is presumed that the scenario tree, as envisioned, istoo large to solve the resulting stochastic program. Thus, the real scenariotree must be replaced by an approximation, which can be done usingMonte Carlo sampling to reduce the tree size. Given that the stochasticprocess is known at each node of the tree, conditional probabilitydistributions can be used to sample random variables at each stage,thereby constructing a scenario tree of the desired size and structure.Moreover, the sampling process and order are guided by the speci�ic treedesign, which often requires numerical experimentation to select aneffective design that balances competing goals of computational effort andsolution quality. For example, consider the scenario tree in Figure 6.3,which is a (4, 3, 2, 1) scenario tree in which the �irst stage admits fouralternative outcomes, the second three outcomes, the third two suchoutcomes, and �inally, one outcome for the last stage, for a total of 24unique scenarios, which can be checked by counting the number of leafnodes, i.e., the rightmost nodes in the tree. The choice re�lects a commongoal: to decrease the number of outcomes with respect to the stage, withgreater emphasis on accuracy in the near-term portion of the horizon—



since these decisions will be implemented �irst—versus later stages thatprovide an approximation to guide earlier-stage decisions.

Figure	6.3	Illustration	of	a	four-stage	(4,	3,	2,	1)	scenario	tree	with
a	 total	 of	 24	 unique	 scenarios,	 with	 four	 branches	 in	 stage	 one,
three	branches	in	stage	two,	two	branches	in	stage	three,	and	one
branch	in	stage	four.

Example 6.6: Stock price scenario treeConsider a �inancial model with two independent stock prices, eachrepresented by a binomial tree as illustrated in Figure 6.4. Let us assumethere are four stages, and the decision-maker elects to have a (3, 2, 1, 1)



scenario tree for SAA. Sampling at each stage is conditional on the priorstage stock prices, and each outcome is sampled according to itsassociated probability. Note that the tree is recombinant, similar to abinomial tree, because the outcomes for each stock are indifferent topermutations, i.e., for a particular stock, the price changes areindependent of the sequence of changes. For example, an increasefollowed by a decrease in stock 1, denoted , is the same as a decreasefollowed by an increase, .

Figure	6.4	Illustration	of	the	scenario	tree	for	a	single	stock	price
model.Assume the following parameters for each of the stock price models:

where  indexes the two stocks, and  indexes fourstages. The stock prices are governed by  and , the probabilities of anup and down tick in the stock price at each stage, respectively, and  and 



, the up and down percentage changes, respectively. Table 6.4 gives theparameters for each model.
TABLE	6.4

Parameters	 for	 the	 stochastic	 model	 of	 stock	 prices	 for	 two
independent	stocks.
Stock1 0.70 0.30 1.25 0.8 752 0.55 0.45 1.1 0.9 100In the �irst stage, sample both stock prices independently to create pairsof stock prices. The sample outcomes are generated using a random-number generator, such as the two-stage example presented earlier in thischapter. This is done three times to create three such pairs representingthe outcomes for the �irst stage. Next, for the second stage, two pairs aresampled. Finally, one pair is sampled for the third stage to complete a (3,2, 1) scenario tree. Figure 6.5 shows all possible scenarios with thesampled scenarios represented by darker lines.



Figure	6.5	Illustration	of	the	scenario	tree	for	the	�irst	two	stages
of	 the	 two-stock	 price	 model.	 Dark	 lines	 indicate	 sampled
scenarios,	 and	 light	 lines	 indicate	 unsampled	 scenarios.	 All
sampled	scenarios	have	equal	probability.

6.7 Monte Carlo Sampling for MDPsMonte Carlo sampling can approximate solutions to MDPs using a policyimprovement algorithm. This applies to situations where the stochasticnature of a problem can be characterized by a Markov chain, but the exactmodel governing state transitions, i.e., the transition probabilities, isunknown to the decision-maker. Suppose the decision-maker can observestates sequentially over time, select decisions, and observe the outcomes.In that case, reinforcement	learning methods, to be covered in Chapter 8,can be used to iteratively search for an optimal policy by way of thefollowing main steps:



Algorithm 6.2 Monte Carlo Policy Iteration1: Input: initial policy ; initialize ; select stopping criterion2: while stopping criterion not satis�ied do3:  Policy	evaluation: 4:  Policy	improvement: 5:  6: end	while7: Output: Chapter 8, gives an introduction to reinforcement learning, whichprovides a powerful portfolio of algorithms that utilize Monte Carlosampling to approximate optimal policies using sequential-learningalgorithms.
6.8 Concluding RemarksSimulation is a broad and important topic, and this chapter covered onlythe most critical concepts needed to enable application to the analysis andsolution of sequential decision-making problems. Many excellent, morein-depth resources on simulation exist, including books by Law andKelton [1], Nelson [2], and Ross [3], among others.Other methods exist that apply to the sensitivity analysis of MDPs. Smith[4] �irst reported methods for uniform sampling of polytopes (boundedregions de�ined by linear constraints). This is relevant to samplingtransition probabilities because the estimates must lie in a givencon�idence region, i.e., an interval for each transition probability; theymust belong to the unit	simplex, a region de�ined by the requirement thatall probabilities are between 0 and 1; and they must sum to 1. The use ofhit-and-run methods for MDP sensitivity analysis was proposed by Zhanget al. [5].



The Monte Carlo sampling approach for SPs described in this chapter iseffective when the SAA can be solved within a reasonable time limit,where “reasonable” is determined by the context of the problem and,more speci�ically, the time available to �ind a solution. However, this canbe computationally intensive, requiring the solution of potentially many2-SLP models (e.g., 30 experiments as in the example above) to evaluatecon�idence intervals before determining whether  is suf�iciently large toachieve the desired accuracy. An approach described by Mak et al. [6] usesprobabilistic bounds on SPs to compute con�idence intervals for theoptimality gap, thereby providing statistical bounds on the error in theSAA solution.Extensive literature exists on scenario-tree generation for multi-stagestochastic programs. One well-known approach is based on matching thestatistical properties of the underlying random variables, called moment
matching, which attempts to design trees that have the same mean,variance, and possibly higher moments as the true random variableswhile maintaining a compact size that leads to a solvable model. The hopeis that preserving these statistical properties will yield goodapproximations of the recourse function—de�ined as the conditionalexpectation over the scenario tree—and of the true optimal solution.Other approaches consider the effects of scenario tree design choices onmeasures such as EVPI and discrepancy between scenarios to avoidsimilar scenarios in the tree. Heitsch and Werner [7] reviewed methodsproposed in the literature and presented and motivated heuristics forscenario generation.
6.9 Practice Exercises1. A patient with an infectious disease progresses through a carepathway modeled as a Markov chain with four states: Mild, Moderate,Severe, Recovered. The one-week transition matrix is



Let  be the number of weeks until recovery, de�ined as the numberof transitions until the chain �irst reaches state 4, starting from state1. Use a Monte Carlo simulation to estimate . Evaluate differentsample sizes (10, 100, 1000), estimate the 95% CIs, and comparethem to the exact probability.2. Consider the following function  of anexponentially distributed random variable  with . Use a Monte Carlo simulation to estimate  using1000 samples. Compute the 95% con�idence interval on theexpectation using 30 replications.3. For the stochastic unit commitment problem, Example 5.9, of Chapter5, formulate the SAA and solve it for the case of uniformly distributeddemand, , at each stage. Assume a (4, 3, 2) scenariotree. Compute con�idence intervals on the optimal solution toevaluate the accuracy of the SAA. Justify your choices of sample sizeand assumptions made.4. Conduct a PSA of the optimal stopping time problem of Example 4.4,in Chapter 4, assuming the adverse event transition probabilities  are subject to variation of ±25%. Plot the histogram for theoptimal value function for each state.5. Consider the following optimization problem:
Assuming  and  have a discrete uniform distribution with values{1, 2, 3, 4, 5} occurring with equal probability, show that it can beformulated as a two-stage stochastic linear program and compute the



value of the stochastic solution (VSS) and the expected value ofperfect information (EVPI).6. Use a Monte Carlo simulation to illustrate the Central Limit Theorem.Given random variables . Let  and sample  to estimate the sample mean of . For eachchoice of  generate 100 replications and create a histogram for each.Explain your results in the context of the CLT.7. Consider Example 5.5 in Chapter 5 about optimizing the purchase ofvaccines. Assume that the demand for COVID and �lu are lognormallydistributed with distributions Lognormal (9.11, 1.0) and Lognormal(9.30, 1.2), and assume the solution to the stochastic program isestimated using 100 sampled scenarios.a. Compute the mean and variance of the solution to the two-stagestochastic program based on solving 30 instances of the 100scenario model.b. Estimate the mean and the 95% CI for the VSS and the EVPI.c. If a new single-dose multivalent vaccine becomes available thatcan vaccinate against both �lu and COVID with one shot, estimatethe maximum cost a decision-maker should be willing to pay ifthey switch to using the multivalent vaccine. Explain theassumptions behind your analysis and recommendation.8. Consider a four-state Markov chain with states  and thefollowing transition probability matrix:

Assuming the system starts in state , use Monte Carlo simulation tocompute statistical estimates of the following: (a) mean and varianceof the number of transitions to reach state ; (b) probability ofreaching state  within ten transitions; (c) probability of not



reaching state . Justify your choice of sample sizes for (a), (b), and(c).9. Assume a simulation model has outputs  which areindependent and identically distributed with mean  and variance . De�ine the sample mean and sample variance after observations as
Consider the following sequential stopping rule based on the half-
width,  (the difference in the upper and lower con�idence limitdivided by 2, after  samples): Simulate until the half-width of the95% con�idence interval is at most :
where  is a speci�ied minimum sample size of 30 and  is amaximum tolerance.a. Explain why choosing the sample size using this stopping rulecan be biased, affecting the actual coverage probability of theresulting con�idence interval compared to the nominal 95%level.b. Construct a numerical experiment to illustrate the bias in thesequential stopping rule and experiment with different choicesof .
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Chapter 7
Partially Observable Markov Decision Processes

7.1 IntroductionAn important extension of MDPs is partially	observable	MDPs (POMDPs). In thisextension, the decision-maker cannot observe the underlying states directly. Rather,alternative observations potentially associated with the unobserved states (andsometimes strongly linked to them) are used to infer the probability distribution overthe states the system could be in at each decision epoch. A common example arises inthe context of disease diagnosis (e.g., cancer), where the disease is often not directlyobservable and has no symptoms at early stages. Nevertheless, some alternativeobservations, such as the presence of a biomarker in the blood, may indicate that theunobserved cancer is present. Indeed, diagnostic tests exist for many common forms ofcancer that can be used to acquire information about the belief that the patient hascancer. The progression from a noncancerous state to one in which a patient has cancercan happen without detection as the patient ages and transitions through hidden states.Thus, a decision maker may wish to determine an optimal policy for when to usebiomarker tests as patients age, as part of a health screening program. Generalizingbeyond healthcare, Cassandra [1] surveys a wide range of applications of POMDPs inareas such as robotics, machine maintenance, marketing, search and rescue, education,and more, for the interested reader.This chapter introduces the concept of partial observability in Markov chains,commonly referred to as hidden	Markov	models (HMMs). These models serve as theinitial basis for a POMDP. An HMM is to a POMDP, as a Markov chain is to an MDP. Inother words, an HMM governs the stochastic (hidden) state transitions and theobservable signals that the decision-maker can use to infer the likelihood that thesystem is in a particular state at a given epoch. HMMs are, by nature, descriptive modelsappropriate when the states of interest are not directly observable.After covering the basic concepts relevant to HMMs, POMDP model formulations arediscussed that aim to �ind an optimal policy, which de�ines a decision for each possible
belief	state, i.e., a probability distribution over the system’s states. A reward function isthe missing element in an HMM that, in POMDP models, quanti�ies the objective andenables the computation of optimal policies. POMDP-based policies are de�ined over thebelief state, which represents the system’s state and contains all the relevantinformation needed to make an optimal decision. A belief state is simply a vector with anumber of elements equal to the number of hidden states, for which each element is theprobability that the system is in the corresponding state. Thus, unlike a standard MDP, aPOMDP policy maps decisions to belief states rather than the (unobservable) hiddenstates of the Markov chain.



The remainder of this chapter introduces mathematical notation and model formulationfor HMMs, as well as approaches for estimating their model parameters. Next, POMDPsare discussed, and algorithms for computing optimal or near-optimal policies aredescribed. Motivating examples are discussed and solved using Python implementationsto illustrate properties of POMDP solutions.
7.2 Hidden Markov ModelsSequential decision-making situations where the states of the model are not directlyobservable but can be assumed to be well described by a Markov chain are representedby an HMM. The term hidden refers to the fact that the exact state of the system isunknown, but observations (sometimes called emissions or messages) provideinformation relevant to the decision maker’s belief the system is in one of the hiddenstates, referred to as core	states. The latter de�inition is used to avoid confusion with thedirectly observable states of an MDP. The following is a summary of the key elements ofan HMM. The same notation is used as in Chapter 4 where possible.
Core	States	and	Transition	Probabilities: The core states are de�ined on a decisionhorizon denoted by . The state at each decision epoch  is denoted by . Transition probabilities from state  to  aredenoted by , which collectively, for all  and , de�ines the  corestate transition probability matrix  at epoch . In situations where decisions affect thetransition probabilities, they are denoted as  and the matrix as .Since the intent is to use the HMM as the basis for a POMDP, decisions will generally bepresent in the formulations discussed below.
Observations	and	the	Information	Matrix: The observation at epoch  is denoted by , where  is a discrete and �inite set of  possibleobservations. The core states, and the observations are tied together probabilisticallythrough an information	matrix . Each row of the information matrix corresponds to acore state, and each column corresponds to an observation (note that it is possible toinclude a null observation indicating no observation is observed). Thus, a particularelement  denotes the probability of observation  given the core state is . Asa result, each observation may contain information about the system’s core state at eachepoch. Similar to a transition probability matrix, , the rows of the information matrixsum to one, since the columns collectively cover all mutually exclusive outcomes. Insituations where decisions may in�luence the probability distribution of observations,the probabilities are denoted by , and the matrix as .
Belief	States: The relationship between the core states and the observations encoded inthe information matrix can be used to estimate a belief	vector sequentially via Bayes’rule, initially discussed in Chapter 4. The belief vector is denoted as , where  is the probability that the system isin core state  at epoch .



(7.1)

(7.2)

The belief state of an HMM contains all the relevant information necessary for adecision-maker to make optimal decisions at each epoch. The belief state is updatedsequentially over time using an iterative process called Bayesian	updating that learnsthe beliefs at each epoch  from the prior belief at epoch  and the most recentobservation. Given an initial belief, , the system transitions probabilistically amongcore states from  to , followed by an observation . Next, a core state transitionoccurs from  to  followed by a second observation , and so on. This processcontinues to the end of the horizon. Given that the core state transition probabilitymatrix, , and information matrix, , are known for all epochs, , the beliefvector at epoch  can be updated at the start of epoch  as follows:
Recalling the de�inition of Bayes’ rule from Chapter 2, the numerator is the probabilityof the intersection of two events: (1) transition from core state  to ; (2)observation of . The denominator is the probability of observing , averaged over allpossible states the system may have transitioned to. Applying the operation in Equation7.1 for each state yields an updated belief vector .
Example 7.1: A Coin Flip GameConsider the following situation. Suppose two friends are playing a coin game based oncoin �lips, with one friend picking one side (e.g., heads or tails) immediately before theother friend �lips the coin. If the outcome is called correctly, the caller gets a point;otherwise, the �lipper gets a point. They continue until one of them reaches 10 pointsand wins the game. Additionally, the player �lipping the coin has two coins to choosefrom. The �irst is unbiased, with a probability of 1/2 of landing heads or tails. Thesecond coin is biased toward landing heads with probability 3/4. To make thingsinteresting, the player �lipping the coins may switch coins before each �lip, with thefollowing transition probability matrix de�ining the probability of the player switchingbetween core states :
According to the game’s rules, the player calling the coins can make the decision toinspect the coin immediately following any coin �lip. If the other player is caught�lipping the biased coin, they lose, regardless of the score; otherwise, they win. Howshould the player calling the coin �lips decide whether or when to inspect the coin?



(7.3)
This can be viewed as an HMM, with the core states representing which coin is �lipped,and transition probabilities representing the probability that the player �lipping coinsswitches coins on any given turn. The set of observations is  andthe information matrix is
Thus, if the unbiased coin is �lipped at a given turn, the next coin �lipped will be selectedrandomly, each with probability 0.5. However, if the biased coin is �lipped, then withprobability 0.75 the next coin �lip will be the unbiased coin, and with probability 0.25 itwill remain the biased coin. The game starts with the player choosing a coin. The callerdoes not know which is chosen, but their initial belief is . Naturally, theupdated beliefs will depend on the observations of the coin �lips and the probability oftransitions from one coin to another. For example, if the caller observes heads manytimes, they may suspect that Coin 2 is being �lipped and decide to inspect the coin. Buthow many heads is enough to be con�ident?Bayesian updating can be used to decide when to inspect the coin. Consider thefollowing sequence of observations from iteration 1 to 7: (Head, Tail, Tail, Head, Head,Head, Head). Bayesian updating yields the following estimates of the numerator ofEquation 7.1.
The denominator is the same for Coin 1 and Coin 2:
The above calculations yield the belief at epoch 1:
Continuing with the Bayesian updating for each of the remaining observations in thesequence yields the following:
The player who called the coin �lips can use this information to decide whether andwhen to inspect the coin. Based on the belief estimates above, the odds are againstinspecting the coin. Of course, other factors might deserve consideration when making adecision, such as the number of points the player has at each epoch. The HMM alone



(7.4)
(7.5)

does not prescribe an optimal decision; rather, it is a descriptive model. Shortly, acorresponding POMDP model is discussed that uses the above HMM and Bayesianupdating to optimize decisions based on the given reward function.
7.3 HMM Parameter EstimationAn important consideration is how to estimate the parameters that de�ine an HMM. Agiven model can be denoted as , where  and  denote all relevantcore state transitions and observation probabilities (dependencies on  and  aresuppressed here for simplicity). Model estimation is challenging because the availabledata typically consist only of observations, yet the model parameters required includethe core state transition probability matrix, the information matrix, and the initialbeliefs about the starting core state, none of which can be observed directly. For thisreason, HMM estimation typically uses longitudinal data from a series of observations toinfer the HMM that generated them. In the case of the coin-�lipping game, if the initialstarting state is unknown (i.e., which coin is �lipped �irst) and the probability transitionbetween coins, and the probabilities of the coin landing heads or tails are unknown,then a decision maker could observe many rounds of play, collecting random sequencesof heads and tails to learn the HMM model parameters that are most likely to havegenerated the observed sequences.
Maximum	likelihood estimation is a fundamental approach for estimating the model thatis most likely to have generated the observed sequences, denoted as . Consider thecase of a set of  observed sequences indexed by  where . Denote the set of  observation sequences as . Thus, the goal is to �ind the model  that maximizesthe likelihood of observing the observation sequences. The likelihood of theobservations is
Therefore, the problem of �inding  can be expressed as:
where  is the set of all possible HMM models.The optimization model of Equation 7.5 can be challenging to solve, but there is asubstantial literature on solution methods. They can be separated into two types. The�irst type employs optimization algorithms to search the space of the decision variables,



i.e., the parameters that de�ine the HMM model. Since the model is non-convex, specialconsiderations are necessary to limit the risk of �inding locally optimal solutions andmissing the globally optimal solution.Approaches that use iterative algorithms, known as expectation-maximization (EM)methods, have been proposed and are frequently used over direct optimization becausethey are often more ef�icient. Moreover, these methods have been re�ined to handle thecommon situation in which some data in the observation sequences may be missing.This could happen if the observation process is unreliable for some reason. For example,if the observations are test results from patients being monitored for diseaseprogression, patients may not adhere perfectly to the testing protocol, leaving someepochs without observations. Complete details about these methods are beyond thescope of this book, but the concluding remarks to this chapter provide references forinterested readers.
7.4 POMDP Model FormulationPOMDP models incorporate the elements of an HMM and augment them with a rewardfunction that captures the decision-maker’s overall goal, as in MDPs. POMDPs assumethat the decision-maker does not know the system’s exact core state. Instead, the corestate is replaced by a belief	state that de�ines a probability distribution over the �initeset of core states. The POMDP model parameters are as follows:Decision horizon: ,Core state at epoch ,Decision at epoch ,Observation at epoch ,Reward at epoch  for decision  in belief state ,Discount rate: ,Initial state probability distribution: Transition probabilities from core state  to core state  given decision .Observation probabilities conditional on the core state  given decision 
Figure 7.1 illustrates this sequential state transition, observation, and decision process.The core states and their transition probability matrix are denoted as above. The corestate transitions at each epoch are determined by the transition probability matrix 



(7.6)

, and the observations are probabilistically linked to the core states through theinformation matrix, . As mentioned earlier, each row of the information matrixcorresponds to a core state, and each column entry is the probability of a particularobservation conditional on the core state. The probabilistic dependencies among thecore state, the observations, and the decision made at each epoch are used tosequentially estimate the belief vector via Bayesian updating. Thus, the system starts at  in state  and emits observation . At the start of the next decision epoch, , the prior observation, prior belief, and decision  are used to updatethe belief,  at epoch 1. The process continues through the remainder of the decisionhorizon.

Figure	7.1	Illustration	of	the	sequential	decision-making	process	for	a	POMDP,
including	 decisions,	 beliefs,	 observations,	 ,	 core	 state	 transitions,	 and

rewards,	 ,	 from	the	start	(left)	 to	the	�inish	(right)	of	 the	�inite	time

horizon.	Observations	are	signals	that	depend	on	the	hidden	core	state	at	each

decision	epoch.	The	observations	 and	prior	belief,	 ,	 are	 used	 to	 update	 the

belief	 vector,	 .	 Decisions	 are	 based	 on	 the	 belief	 vector	 at	 each	 decision

epoch	with	the	goal	of	maximizing	expected	rewards.Given the above de�initions for a POMDP, the resulting optimality equations are asfollows:



for , and a boundary condition , where  isthe terminal reward, often de�ined as the expected reward to go beyond the end of thetime horizon, where the expectation is with respect to the belief state.The optimality Equation 7.6 look similar to the standard MDP described in Chapter 4;however, the approaches for solving these problems differ signi�icantly for severalreasons, including the fact that  is continuous. Thus, the system’s states arecontinuous and multidimensional, adding dif�iculty beyond the simpler �inite-statemodels of Chapters 3 and 4.In a POMDP model, the decision maker chooses decisions to gather information aboutthe system’s state and to achieve a goal de�ined by the reward function. For example, theproblem of optimizing when to perform maintenance on a machine in a factory settinghas been modeled as a POMDP, where the decision at each epoch is whether to performan inspection. Inspections can be costly, but they can also provide information about themachine’s underlying condition (e.g., the likelihood of a breakdown in the next timeperiod). Thus, an optimal policy for machine maintenance must balance the cost ofinspections with the long-term bene�its of preventive maintenance, which couldincrease overall production and cost ef�iciency.
7.5 Solution Methods for POMDPsPOMDPs are generally much more challenging to solve than MDPs. Whereas MDPs canbe solved exactly in polynomial time, as discussed in Chapter 4, POMDPs havecomputation time complexity that grows exponentially in the number of decisions,observations, and decision epochs; moreover, the dimension of the belief vectorincreases with the number of core states. Early methodological studies of POMDPsfocused on exact methods that exploit the fact that the optimal value function for aPOMDP is convex and, in the �inite-horizon case, it is piecewise linear and convex and,therefore, is expressible using a set of lower bounding inequalities known as supporting
hyperplanes, or in the context of POMDPs, -vectors, which have dimension corresponding to the number of core states. One of the �irst exact methods was the
single-pass method, given in Algorithm 7.1, which, similar to backward induction forMDPs, covered in Chapter 4, uses backward recursion starting with a boundarycondition in epoch . The optimal value function at any epoch before epoch  can bewritten as a function of the belief vector as follows:



(7.7)

(7.8)

Algorithm 7.1 Algorithm for Computing the Optimal Value Function for
a POMDP

Input: POMDP elements: decision epochs, states, decisions, transition probabilitymatrix, information matrix, rewards, discount factor
Boundary	Condition: 
Backward	Induction:
for  do Generate  and record the decision  associated with each vector generated for all  do  if  then   end	if end	for
end	for
Return: Minimal -vector set  for all .

where , in the context of POMDPs, is a �inite set of -vectors de�ining the optimalvalue function at epoch . Each -vector is associated with one or more decisions;therefore, Equation (7.7) encodes the optimal decisions at each epoch  and belief point . At a given epoch ,  can be recursively generated as follows:
The �irst term in the left-most maximization operation in Equation (7.8) is the dotproduct of a vector of rewards for decision , an -dimensional vector , and the belief vector . The second term is theexpectation over all observations, , for the optimal value function (with Equation 7.7substituted for , and  denotes the probability of observing  giventhe belief state is , and decision  is selected, which can be written as follows:



(7.9)
By substituting Equation (7.1) into Equation 7.8, this can be rewritten in the followingform with the belief vector  conveniently factored out as follows:

for all  in the unit	simplex, which is the region de�ined by the requirements for thebelief vector to be a probability distribution,  and  for all epochs . The boundary condition at thelast epoch, , is
for all  in the unit simplex. The vector  has elements corresponding to the end-of-horizon reward for each state . Note that  is the -vector at epoch .Given the reorganized de�inition of the optimal value function in Equations 7.9, solvingthe POMDP becomes equivalent to �inding the -vector set that describes  at eachepoch  for all belief vectors. The single-pass algorithm, mentioned previously,constructs the set  from the previous iteration’s -vector set, , using backwardsinduction, as follows:
As de�ined,  is the �inite set of all possible -vectors. Iterating backward throughdecision epochs recursively generates the set of -vectors at each epoch, which growsexponentially with respect to the number of epochs, ; however, typically, a largenumber of vectors are unnecessary because one or more other vectors dominate them.That is, a vector is dominated if no belief point exists at which the given vector isnecessary to de�ine the optimal value function (see Figure 7.2 for an illustration ofdominated and non-dominated alpha vectors). Thus, such vectors can be discarded.Determining dominated -vectors at a given epoch  can be done through a processcalled pruning, which can be achieved using linear programming. Let , for aparticular  denote the following linear program:



(7.10)

If the optimal solution  to , is such that , then  is dominated andcan be removed from ; otherwise, it is non-dominated for at least one belief point andthus is retained in the set of -vectors. To see why this is the case, consider an optimalsolution,  to  for which , which implies
The decision variable  is equivalent to the optimal value function for any given because
If no belief point exists for which , then  is unnecessary to de�ine the optimalvalue function because it is dominated and can be discarded. Thus, solving can be viewed as a test for  to see if at least one belief point exists where  supportsthe optimal value function. The process can be accelerated by continually removing alldominated  vectors from  after each test, reducing the size of  byeliminating unnecessary constraints.



Figure	7.2	Plot	of	a	hypothetical	optimal	value	function	for	a	two-dimensional
belief	vector	at	some	epoch	 	where	 	denotes	the	belief	in	state	1	and	

is	 the	 belief	 in	 state	 2	 (not	 pictured).	 Dashed	 lines	 are	 vectors	 that	 are
dominated	by	solid	lines.Algorithm 7.1 provides pseudo-code for generating the minimal set of non-dominatedalpha vectors at each decision epoch from which the optimal policy for any given beliefstate, , can be computed using Equation (7.8).With the minimal -vector set determined by Algorithm 7.1, the optimal decision at anyepoch  and belief vector  can be determined by �irst identifying the supporting -vector at  as follows:

and the optimal decision is associated with vector .
Example 7.2: Active surveillance of prostate cancerActive surveillance is commonly recommended for patients with low-risk prostatecancer, as de�ined by a patient’s pathology (as determined by prior diagnostic biopsy); itinvolves routine biopsies for patients to con�irm whether their cancer remains a lowrisk or whether it has progressed to a high risk, in which case it should be treated withoptions such as surgery or radiation therapy. Biopsies involve sampling to detect a high-grade tumor. Because of the limited number of samples, biopsies are imperfect andsubject to sampling error. The HMM has core health states for low- and high-risk cancer.Transition probabilities determine the probability of progression from a low- to a high-grade cancer state, which, if detected, is treated (please see Table 7.1 for a description ofthe mathematical notation). Annual decision epochs are indexed as ,where  denotes the initial year of diagnosis of a patient with low-risk prostatecancer before the start of the decision process, and  is the age at which surveillance is



discontinued. The model core state at epoch  is denoted by ,where  denotes patients with low-risk cancer and  denotes patients with high-risk cancer. As patients in the high-risk state do not return to the low-grade state, thetransition probability matrix is that of an absorbing Markov chain:

TABLE	7.1

POMDP	model	parameter	values	for	active	surveillance	of	prostate	cancer.
Model
parameter Value Description(0.942,0.058) Initial belief for the patient immediately followingdiagnosis.0.069 Probability of transition from low to high risk state.0.72 Probability of a positive biopsy in the high-risk state.0.0 Probability of a positive biopsy in the low-risk state.−0.5 Cost penalty for a one-year delay in detecting the high-risk state.−0.5 Cost penalty for a biopsy.At , patients begin active surveillance assuming they are in state ; however, asmentioned above, they could be in state  due to biopsy sampling error (a falsenegative). Let ) denote the initial belief vector of patients instates  and  at their �irst active surveillance biopsy. When the decision is toconduct a biopsy, the model observes  at epoch , where denotes a biopsy observation indicating low-risk cancer and  denotes a biopsyobservation indicating high-risk cancer. Note that the choice of the word “suggests” forthe case of  is intentional, because biopsies are imperfect and could miss a high-risktumor. The following is the information matrix:
The nature of biopsy procedures is that they collect multiple tissue samples forevaluation by a pathologist. If any of the biopsy samples indicate high-risk cancer, thenthe decision-maker can be assumed to have high-grade cancer with certainty. However,if the biopsy does not indicate high-risk cancer, the decision-maker must be concerned



with the non-zero probability that the samples simply missed the high-grade tumor.Therefore, if a biopsy result is , it is assumed the patient exits the system in state and receives treatment such as surgery or radiation therapy. If the biopsy result is ,the decision maker is uncertain about the patient’s exact state, but the new informationcan be used to perform a Bayesian update to the patient’s belief state. Theseconsiderations are important in deciding whether to perform the next biopsy, whichcarries short-term harms to the patient, or to defer the biopsy, which yields no newinformation and risks delaying detection of a dangerous, high-risk cancer.With a model formulation in place, maximum likelihood estimation, as discussed inSection 7.3 can be used to �ind a model that maximizes the likelihood of theobservations, which in this case is the collection of sequences of biopsy observations foreach patient.The reward function is de�ined based on a weighted sum of two criteria: (1) the numberof biopsies a patient receives throughout their time on surveillance and (2) the delay indetecting the patient entering the high-risk state, . Let  denote thereward function when the system is in state , decision  is taken, andoutput  is observed if a biopsy is done at epoch . Thus, thereward function can be written as follows:

where  and  are non-positive scalars that denote the negative reward, i.e., penalty, ofone year of delay in detecting high-risk cancer and the burden of a biopsy, respectively.In the optimality equations, therefore, the objective is to minimize a weighted sum ofthe expected number of biopsies and the number of years of delay in detecting cancerprogression. Without loss of generality, the weights are normalized such that . Now, the expected reward is de�ined as follows:
Consequently, the optimality equations can be written as follows:
with the following boundary condition at the end of the decision horizon:



Figure 7.3 shows the set of -vectors obtained from solving the POMDP using Algorithm7.1 for the optimal value function at . Each -vector is associated with one of thetwo decisions: biopsy or defer biopsy. The x-axis represents the element of the beliefvector, , corresponding to the high-risk cancer state, . Each point on the x-axis has a corresponding -vector that contains the optimal decision for that beliefpoint (the vector with the highest value at the belief point). Thus, Figure 7.3 provides acomplete representation of the optimal policy for the POMDP at the �irst decision epoch.The nature of the optimal policy is such that it is always optimal to conduct a biopsywhen  and to defer biopsy otherwise.

Figure	7.3	Graph	of	 the	optimal	value	 function	with	non-dominated	 -vectors
for	the	Partially	Observable	Markov	Decision	Process	for	active	surveillance	at
the	�irst	decision	epoch,	 ,	as	a	function	of	 .

7.6 Approximation Methods for POMDPsAlgorithm 7.1 conveys a conceptual understanding of an exact approach for POMDPs;however, it is suitable only for very small POMDPs, such as the two-core-state activesurveillance example above, due to the exponential growth of the size of such problemsin the number of decisions, decision epochs, and observations. Many authors have builton this early approach to solving POMDPs. As alluded to above, some of these methodsseek to more ef�iciently prune the dominated -vectors to reduce the computationalburden of the single-pass algorithm; however, even these pruning methods aregenerally limited to small POMDPs, although they have the merit of remaining true to



the scenario parameters (in a truncated, or pruned, form). For this reason, they areconsidered exact methods with some ef�iciency gains over earlier proposed methods.An alternative approach to addressing the computational burden of large POMDPs is tointroduce approximations. Approximation methods have been a focus for solvingpractical POMDPs since 1966 and subsequent explorations in the 1990s and beyond.One well-known approximation method for POMDPs, originally presented by Eckles, isthe �ixed-�inite-grid	algorithm. This approach approximates the continuous belief spacewith a �inite set of belief points, yielding a completely observable MDP thatapproximates the original POMDP. Figure 7.4, using the example of prostate cancersurveillance again, illustrates the basic idea for a small problem with two core statesand thus a belief vector with two elements at each epoch, . Given that theelements of the belief vector sum to one, the selection of points lies along onedimension. Figure 7.4 illustrates this for the case of an 11-point grid where  de�ines at equal increments the increasing belief that thepatient is in the high-risk state,  starting from 0, with increments of 0.1. The -vectors each correspond to a supporting hyperplane for the respective grid point. Thetotal number of -vectors equals the number of grid points (11 in this case), which is asigni�icant reduction; furthermore, pruning is much more ef�icient since it only requiresdetermining a dominant -vector at each grid point.

Figure	7.4	Graph	of	a	�ixed-�inite-grid	approximation	of	the	belief	space	for	the
partially	observable	Markov	decision	process	for	active	surveillance	at	the	�irst
decision	 epoch,	 ,	 as	 a	 function	 of	 	 with	 11	 equally	 spaced	 grid

points,	 .	 Only	 the	 -vectors	 selected	 at	 each	 grid	 point	 are

shown.



Python Example 7.3: POMDP for search-and-rescueThe �ixed-�inite-grid algorithm is illustrated in this example of a search-and-rescueactivity, in which a search team navigates a two-dimensional area to �ind an injuredperson (target) in one of four regions. The target’s exact location at any time isunknown. The search team needs to �ind the target location within a �inite number ofdecision epochs, , that de�ines the decision horizon. The following is the mathematicalmodel formulation and model parameters.

At each epoch, the search team is in one of the states, indexed by , but the team hasimperfect information about their exact location because communications are disrupteddue to severe weather. The possible decisions at each epoch, , indexed by , are asfollows:

where the directions of movement (e.g. Move Up, Move Right) are consistent withFigure 7.5. For example, decision  in states  or  tends to result in a transition to(move up to) state  or , respectively. However, while the decision in�luences thedirection of movement, it is subject to uncertainty. The hidden core state transitionprobability matrix  for each decision  governs the in�luence ofthe decision and the core state transitions. The transition probability matrix is denotedas follows:



Figure	 7.5	 Four	 interconnected	 regions	 for	 search	 and	 rescue	 operations.
Rewards	 denote	 cost	 of	 −1	 for	moves	 that	 do	 not	 end	 in	 reaching	 the	 target
location	and	a	reward	of	10	for	moves	that	end	in	the	target	location.where  denotes the probability of transitioning from state  tostate  given decision . Note that  has no index for decision epochs because thetransition probabilities are stationary, with the following values:

Next, the observation probability matrix  for each core state (rows) and observation(columns) is de�ined. The elements of the information matrix  denote the probabilityof observation  given the search team is in state . The search team periodicallyreceives noisy communications about their location. With probability 0.7, theobservation is accurate; otherwise, the true state is equally likely to be one of the otherthree states, each with probability 0.1. One exception is state , where the search team�inds the target and thus accurately con�irms the location as , ending the decision-making process. Thus, the information matrix is as follows:



(7.11)

(7.12)

So, for example, if the noisy communication indicates the state is , the probability thisis correct is 0.7; the probability the true state is , is 0.1 for each. Therewards at each epoch are determined by the core state transitions, which can beexpressed in matrix form as follows:

where  represents the reward for transitioning from state  to state . Eachmove that does not result in acquiring the target has a cost of −1. Moves to the targetlocation have a reward of 10, and moves that are not allowed have a reward of . Thebelief state  at epoch  de�ines the probability distribution over the hidden core states:
The belief vector elements at epoch  are updated based on the decision  and theobservation , as follows:
Notice that Equation 7.11 is the same as Equation 7.1 except that the observationprobabilities are independent of the decision , as de�ined in this particular example.Now, for a �inite horizon , the optimal value function is computed using the optimalequations in Equation 7.6, which for this example are the following:

for decision epochs, , where  and the boundary conditionis



The following Python code implements this model, using a �ixed-�inite grid of beliefpoints to approximate the continuous belief.
import numpy as np
from itertools import product 
 
# Input data
T = 4
nstates = 4
ndecisions = 4
nobservations = 4
states = ['S1', 'S2', 'S3', 'S4']
decisions = ['Up', 'Down', 'Left', 'Right']
observations = ['Obs_S1', 'Obs_S2', 'Obs_S3', 'Obs_S4']
N = 10 # Number of discrete points for each dimension of the belief 
vector
P = np.zeros((nstates,ndecisions,nstates)) # Core state transition 
probabilities
P[:, 0, :] = np.array([[0.8, 0.1, 0.1, 0.0], # d = 'Up'
                         [0.1, 0.8, 0.0, 0.1],
                         [0.8, 0.0, 0.1, 0.1],
                         [0.0, 0.0, 0.0, 1.0]])
P[:, 1, :] = np.array([[0.1, 0.1, 0.8, 0.0], # d = 'Down'
                      [0.1, 0.1, 0.0, 0.8],
                      [0.1, 0.0, 0.8, 0.1],
                      [0.0, 0.0, 0.0, 1.0]])
P[:, 2, :] = np.array([[0.8, 0.1, 0.1, 0.0], # d = 'Left'
                      [0.8, 0.1, 0.0, 0.1],
                      [0.1, 0.0, 0.8, 0.1],
                      [0.0, 0.0, 0.0, 1.0]])
P[:, 3, :] = np.array([[0.1, 0.8, 0.1, 0.0], # d = 'Right'
                       [0.1, 0.8, 0.0, 0.1],
                       [0.1, 0.0, 0.1, 0.8],
                       [0.0, 0.0, 0.0, 1.0]])
# Noisy observation probabilities (rows: core state, columns: 
observation)
Q = np.array([[0.7, 0.1, 0.1, 0.1],
                                                                      
                                                                      
              [0.1, 0.7, 0.1, 0.1],
              [0.1, 0.1, 0.7, 0.1],
              [0.1, 0.1, 0.1, 0.7]])
# Rewards for each state transition ("-9999" denotes infeasible 
transitions)
rewards = np.array([[0, -1, -1, -9999],
                    [-1, 0, -9999, 10],
                    [-1, -9999, 0, 10],
                    [0, 0, 0, 10]]) 
 
# Function for belief update given decision and observation



def update_belief(belief, d, o):
    belief = np.dot(P[:, d, :].T, belief)
    belief = belief * Q[:, o]
    belief = belief / np.sum(belief) # Normalize
    return belief 
 
# Function to find the closest grid point to current belief
def find_closest_belief(belief):
    distances = np.linalg.norm(belief_points - belief, axis=1)
    return belief_points[np.argmin(distances)] 
 
# Function to compute the expected reward given belief
def compute_expected_reward(belief, d):
    total_reward = 0
    for s in range(nstates):
        for s_next in range(nstates):
            total_reward += belief[s] * P[s, d, s_next] * rewards[s, 
s_next]
    return total_reward 
 
# Function to compute expected value to go given belief
def expected_value_to_go(belief, d, v, t):
    expected_value_to_go = 0
    for o in range(nobservations):
        prob_o = 0
                                                                      
                                                                      
        for s in range(nstates):
            for s_next in range(nstates):
                prob_o += belief[s] * P[s, d, s_next] * Q[s_next, o]
        if prob_o == 0:
            continue
        new_belief = update_belief(belief, d, o)
        closest_belief = find_closest_belief(new_belief)
     closest_belief_idx = np.where((belief_points == 
closest_belief).all(axis=1))[0][0]
        expected_value_to_go += prob_o * v[closest_belief_idx, t + 1]
    return expected_value_to_go 
 
# Create a finite grid, removing combinations deviating from one by > 
10^-8
belief_points = np.array([p for p in product(np.linspace(0,1,N),
                                   repeat=nstates) if 
np.isclose(sum(p), 1.0)])
v = np.zeros((len(belief_points), T + 2))
optimal_policy = [[None] * (T + 2) for _ in 
range(len(belief_points))] 
 
# Backward induction to compute optimal value function
for t in reversed(range(T + 1)):
    for i, belief in enumerate(belief_points):
        v_values = []



        expected_value = 0
        for d in range(ndecisions):
            expected_value = compute_expected_reward(belief, d)
            expected_value += expected_value_to_go(belief, d, v, t)
            v_values.append(expected_value)
        v[i, t] = max(v_values)
        optimal_policy[i][t] = decisions[np.argmax(v_values)] 
 
# Print results
print("Optimal Value Function:")
print(v)
print("Approximate Optimal Policy:")
for t in range(T + 1):
                                                                      
                                                                      
    print(f"Time {t}: {[optimal_policy[i][t] for i in 
range(len(belief_points))]}")Running the above code generates the approximate optimal value function for thePOMDP at each decision epoch for each �inite belief point used to approximate thecontinuous belief space. The number of grid points in the above code is 10 perdimension of the belief vector, which is 4-dimensional, with 3 degrees of freedom,because the elements must add to one since they are probabilities. The algorithm startswith all 104 belief points and eliminates any whose sum differs by at least 10−8, yielding240 valid belief points. The resulting approximate policy de�ines the decision at each ofthe 240 belief points for each of the 5 decision epochs.
7.7 Concluding RemarksSome of this chapter’s content is drawn from Denton [2], a tutorial on sequentialdecision-making for chronic diseases that covers model formulation and solutionmethods for medical decision-making problems. For a general introduction to POMDPs,Cassandra’s tutorial is excellent (POMDP.org). Additional technical journal articles thatcover early developments in solving POMDPs include Smallwood and Sondik [3], whichserved as the basis for Algorithm 7.1 in this chapter. Several authors have proposedalternative algorithms to lessen the computational burden, including the witness	method[4] and incremental	pruning [5], but even these approaches are limited to smallPOMDPs. Reviews by Monahan [6] and Lovejoy [7] survey properties and methods forsolving POMDPs. Lovejoy, in particular, surveys approximation methods, including grid-based approximations, which have found application to many practical POMDP models(see [8] for early work on �ixed-�inite grids). Kaelbling et al. [9] comprehensively reviewthe most signi�icant properties and solution methods for POMDPs. A more recent bookby Krishnamurthy [10] offers a contemporary treatment of many aspects of POMDPs.Many resources are available for learning about HMMs and their parameter estimation,including an excellent tutorial by Rabiner [11] and a book by MacDonald and Zuchini[12]. More recently edited volumes cover a wide range of advanced topics and



applications of HMMs, including Westhead et al. [13] and Bouguila et al. [14]. Khademi[15] discusses software implementations of HMM methods in R, and Moreno-Pino et al.[16] presents a Python package for estimating HMMs.Software implementations of POMDP algorithms are also readily found. A few examplesare listed here, although this is not a comprehensive list. The Julia POMDP package [17]provides implementations of MDP methods and POMDP algorithms in Julia. Zheng andTellex [18] describes a Python library that implements methods for model building andsolving POMDPs. Cassandra’s tutorial on POMDPs (POMDP.org) also provides sourcecode for implementing several popular methods for solving POMDPs.A common problem in HMM estimation is missing data. This is particularly true whenthe time of observation is variable. For example, in medical contexts, the observationscould be diagnostic test results; however, the frequency of such tests may varyaccording to clinical recommendations that consider factors such as cost, potentialtesting-related harm, and patients’ behavior. Consequently, some patients may routinelyreceive recommended tests, while others do not. This results in a missing-data problemthat requires careful attention, as HMM parameter estimates may be biased if the dataare not missing completely at random. Indeed, missing data may introduce bias becausemissingness in screening data can be informative (e.g., when “sicker” patients receivemore frequent screening). In many cases, missing data points or time intervals betweendata points are informative and can be included as observation variables in the model(e.g., based on patients’ propensity for regular testing, which may be linked to thedistance to a testing facility, such as a clinic).Many methods exist for imputing missing data. Enders’ book (2022) covers many suchapproaches at an introductory level. One particularly relevant method is the EMalgorithm. The EM algorithm iteratively generates model estimates that, in theory,converge to a maximum likelihood estimate of the hidden model parameters, whichinclude the core state transition probabilities , information matrix , and initial belief.The HMM used in the prostate cancer active surveillance problem was estimated usingthe Baum-Welch algorithm, an EM algorithm. Additional information about thisalgorithm can be found in Barnett et al. [19]. An article by Li and Denton [20] describesa POMDP model for optimizing active surveillance policies in several medical studies.POMDPs have been used to study many other diseases, such as breast cancer [21, 22],colorectal cancer [23] and heart disease [24]
7.8 Practice Exercises1. Consider the coin game of Example 7.1. Assume that the coin �lipper does not showthe opponent the result of the coin �lip at each turn; however, the opponent can askto see the coin. If the coin �lipper is found to have been truthful, the opponent losesa point. If the coin �lipper lied, the opponent gets two points. If the opponentbelieves the probability of being truthful is 0.6 compute the probability the



opponent will catch the coin �lipper in a lie at each turn. What strategy would yourecommend?2. For the search and rescue POMDP problem of Example 7.3, analyze the sensitivityof the optimal value function and the resulting policy to the number of grid pointsalong each dimension of the belief by varying the . Summarizeyour �indings regarding dependencies between grid design and the optimal valuefunction and policy.3. Show that an MDP is a special case of a POMDP.4. Consider a game show where you have two doors to choose from, one of whichreveals a room with a reward and one that reveals an empty room. You believethere is a 50% chance that the reward is behind the right door and a 50% chancethat it is behind the left door. If you choose to listen to the audience, you will get ahint, but you are only 85% sure it will be correct. At each decision epoch, thereward location changes 70% of the time (i.e., if the reward is truly behind the leftdoor at time 0, there is a 0.7 probability that it will be behind the right door at thenext time period). If you choose to listen to the audience for two decision epochs,and they recommend the left door the �irst time and the right door the second time.What is your belief vector at decision epochs 1 and 2, respectively? Suppose yourpolicy is to open the door as soon as you are 90% sure of the reward location or thelast decision period, whichever comes �irst. What is your optimal policy under thefollowing observation histories (e.g., left at epoch 1, right at epoch 2; left at epoch 1and left at epoch 2; right at epoch 1 and left at epoch 2, right at epoch 1 and right atepoch 2)?5. Consider a POMDP model with two core states,  and , and an absorbing state . The decisions available in states  and  are , where  and lead to a transition to  with probability 1, and  leads to a stochastic statetransition between  and  as de�ined by the transition probability matricesbelow. There are two observations, , corresponding to states  and ,respectively. The horizon is �inite, the discount factor is , and below are therest of the parameters:Immediate reward:
Core state transition probability matrix:
Information matrix:



What is the decision rule at decision epoch ? What is the optimal decision rule atdecision epoch ? Create a plot illustrating the set of -vectors for eachdecision epoch. Suppose , the initial belief is , ,and decision  was made at decision epoch 0, and  was observed at decisionepoch 1. What is the optimal decision at epoch 1?
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Chapter 8
Reinforcement Learning

8.1 IntroductionThis chapter introduces the challenging situation in which the model of anunderlying system is unknown. Speci�ically, this challenge involves MDPsfor which the transition probability matrix is unknown in advance. This issometimes referred to as a model-free approach to sequential decision-making, and it is important in many contexts where system dynamicscannot be analyzed directly because longitudinal data needed to estimatetransition probabilities are unavailable. A common setup for suchproblems is the following:1. The state  of the system is observable at each of a discrete setof decision epochs, , and the sequence of stateobservations is assumed to come from a Markov chain, albeit one forwhich the transition probabilities are unknown.2. A decision-maker selects a decision  at each of a discrete setof decision epochs, .3. Based on the observed state and the selected decision, a reward isreceived at epoch  that depends on the state-decision pair .4. The optimal policy is unclear; the decision-maker seeks to learn itthrough a sequential process of experimentation whereby decisionsare selected, and the subsequent states and rewards are observed,from which the performance, in terms of expected discounted futurerewards, can be estimated.Problems of this type require learning a policy over time as the system’sstates are observed, and a decision-maker (often referred to as an “agent”)experiments with decisions and observes the rewards resulting fromstate-decision combinations. The experimentation process is used to learnan optimal policy via reinforcement	learning (RL).



RL is a fundamental algorithmic approach to learning that is analogous tohow biological organisms make decisions. Dog owners may �ind thefollowing quote from the Humane Society helpful in understanding thegist of RL:
Positive	reinforcement	training	uses	a	reward	for	desired
behaviors.	Because	the	reward	makes	them	more	likely	to	repeat
the	behavior,	positive	reinforcement	is	one	of	your	most	powerful
tools	for	shaping	or	changing	your	dog’s	behavior.The fundamental idea of positive reinforcement for desirable behavior(decisions) is to encourage choices that offer a suf�iciently high expectedreward, as measured by previous observations of state-decision pairs.This is also related to the general notion of trial and error that iscommonly applied intuitively in human learning from an early age.RL algorithms prescribe approaches for learning the optimal policysystematically over time through sequential interaction with theunderlying system. RL approaches �ind many applications to problemsinvolving sequential decision-making, including automated customersupport, autonomous vehicles, fraud detection, games, healthcare,inventory control, and product pricing. The following are notableachievements that illustrate RL’s progress over time.

1980s: Renaissance Technologies, a �inancial investment company,began using RL to automate trading in �inancial markets.
1990s: TD-Gammon, a backgammon-playing program created byTesauro (1995) at IBM [1], learned policies by self-playing manyinstances of the game. It began beating human players and ultimatelyachieved a skill level comparable to that of the best human players.
2000s: PROS Revenue Management used RL for optimizingautomated dynamic ticket pricing in airlines.
2010s: London-based company DeepMind created AlphaGo, asoftware implementation of RL that defeated the world champion Goplayer, Lee Sedol, in 2016.
2020s: Today, RL applications are expanding rapidly, driven bycompanies like Amazon, Google, Meta, OpenAI, and many others toimplement autonomous robots and vehicles, automation of



manufacturing systems, dynamic marketing and advertising,automated medical decision-making, and many other evolving areasof decision-making.In this chapter, RL is illustrated through several examples to demonstrateits application. The examples employ RL models and methods thatcombine aspects of MDPs (Chapter 4) and Monte Carlo simulation(Chapter 6). The literature on RL is vast and frequently updated, as a largeresearch community studies RL due to its extraordinary potential toimpact practical applications, particularly with recent advances incomputing hardware. This chapter highlights some of the most well-known RL approaches, drawing on material covered in the previouschapters.
8.2 Contexts and Types of LearningThe context in which an RL algorithm is deployed is closely tied to itsdesign and testing. The algorithm is driven by and tailored to the context.The context de�ines the physical or virtual environment in which theagent operates. Like MDPs, RL uses a system state that contains theinformation needed to de�ine an agent’s policy. The type of system staterequires an appropriate learning technique. The approach to learning,therefore, also depends on the context; learning can occur beforeimplementation (e.g., through simulation) or in real time, parallel toimplementation, with decisions made in a real-world system. The contextin which the learning happens may also vary from one application toanother. For instance, some environments may be static, while others varyover time. Some may have a high cost of failure, while others do not.Alternative approaches to learning differentiate RL methods. In theremainder of this section, a general thematic overview of the relationshipsamong contexts, algorithms, and learning approaches is presented, withseveral useful examples, before moving on to describe the models andmethods in detail in subsequent sections.
8.2.1 Offline vs. Online Learning



A common way to categorize RL methods is of�line	learning and online
learning. In of�line learning, an RL agent learns from logged historical databefore implementation in the real world. This could involve using sampleddata directly or creating a simulation model that can interact with theagent. Often, this approach is applied to situations where a model can becreated that describes the underlying system, such as a simulation model,but where creating an MDP is too complex to implement. In somesituations, of�line learning is safer than online learning because the modelcan be created and trained of�line without interacting with the realdecision-making process until the RL-based policy is suf�iciently wellunderstood. However, of�line learning success depends on the simulationmodel, which, in many cases, may not capture all the complexities of thereal world.Online learning, conversely, involves the agent interacting directly withthe real world, often with some supervision, to avoid the poor outcomesassociated with making untested decisions, a process referred to as
exploration that is critical to the success of RL. For example, the learningprocess for an autonomous vehicle may involve the vehicle implementingRL algorithms under the oversight of an experienced human driver, whocan intervene in the decision-making process to avoid and documentpotentially unsafe or otherwise undesirable situations.For many RL applications, a combination of of�line and online learning isemployed, with of�line learning serving as a starting point. The RLalgorithm can then learn in a simulated environment separate from thereal-world environment it is intended for. With suitable training andwithout negatively impacting the real-world system, of�line learningyields an initial RL algorithm that can continue learning in the onlineenvironment, reducing the need for exploration during the initial of�linelearning stage. This dual approach is sometimes referred to as hybrid
learning. It offers advantages over purely online and of�line learning, fromboth an ef�iciency and a safety perspective, for applications in whichdecisions made during the learning process can cause harm.
8.2.2 Stationary vs. Non-stationary EnvironmentsAn important distinction in learning problems is whether the underlyingsystem being observed is stationary. Stationary systems, on the one hand,



have a stationary transition probability matrix, i.e., a matrix that remainsconstant at each decision epoch. For these types of problems, any dataobserved are useful for training, independent of when they were collected,since the data are always informative about state-decision pairtransitions, regardless of when they are observed.Non-stationary contexts, on the other hand, are those in which theunderlying transition probability matrix or the reward function variesover time. This is common in many contexts, such as the monitoring andcontrol of systems that degrade over time. In such cases, failures tend toincrease over time. Ignoring the dynamic nature of the environment andthe agent’s changing status would lead to policies that are poorly justi�iedif all data, regardless of when they were collected, are treated equally. Insuch cases, the Robbins–Monro	algorithm discussed in Section 8.5 can be ahelpful approach because it enables differentiation of observations basedon when they were acquired. Algorithm 8.2 implements the Robbins–Monro algorithm and shows how the recency of observations is re�lectedby the use of a weight factor that increases the relative effects of recentlyobserved rewards over older observations of rewards that might not berepresentative of the current status of the underlying system.
8.2.3 Value Iteration vs. Policy Iteration ApproachesSimilar to solution methods for MDPs, RL methods can be implemented bysequentially updating approximations of the optimal value function, as inthe value iteration algorithm of Chapter 4, or by sequentially evaluatingand improving policies, motivated by the policy iteration algorithm ofChapter 4, for solving MDPs. Both approaches are rooted in the use ofBellman’s equations within an approximation framework that draws onstatistical estimates of the value functions. As explored later in thischapter, these alternative approaches yield powerful algorithms forsolving model-free sequential decision-making problems.
8.2.4 On-policy vs. Off-policy LearningRL algorithms can be categorized based on the source of information usedfor learning. In on-policy RL algorithms, the agent learns by observing



outcomes from its current policy and then updates the policy at discretetime steps, selecting a new, improved policy that produces new outcomesto further update and improve the policy. In contrast, with off-policylearning, the algorithm uses data from prior policies that were consideredor other estimates. Often, off-policy algorithms are considered moreef�icient than on-policy algorithms in terms of the number of samplesneeded to train, but they can also be sensitive (and vulnerable) to variouspotentially harmful factors in the data used for learning and thus may beless predictable and less safe to use in certain contexts.
8.2.5 Exploitation vs. ExplorationThe �inal thematic distinction between learning approaches is exploitationvs. exploration, which comprises two fundamental characteristics used incombination by all RL methods, as well as by many other algorithms foroptimizing stochastic systems. The term exploitation, on the one hand,refers to the use of previously collected data to determine the best policybased on available information about the state-decision pairs and theirsubsequent rewards. As discussed in later sections of this chapter, theexploitation phase of RL algorithms can be implemented using eithervalue iteration or policy iteration, which use the best-available estimatesof the value function to improve the current policy. The term exploration,on the other hand, refers to the selection of decisions via a randomprocess that guarantees each decision has a �inite, non-zero probability ofbeing considered during the learning process. Exploration isfundamentally important to ensure that RL algorithms do not becometrapped in a local optimum. Without exploration, the exploitation stepmay become trapped in a suboptimal policy that continually reinforcesitself by selecting the same decision for each state.
8.3 Greedy Monte Carlo Policy IterationFor ease of understanding, the simplest RL algorithm is Monte	Carlo	Policy
Iteration (MCPI), as it mirrors standard policy iteration for MDPs, asdiscussed in Chapter 4. It utilizes concepts from Monte Carlo simulation,covered in Chapter 6, to obtain a statistical estimate of the optimal value



function for each state-decision pair. MCPI can be summarized in threesteps:
Step	1: Pick an initial policy.
Step	2: Evaluate the policy and estimate expected rewards for usingMonte-Carlo simulation.
Step	3: Select a new policy that improves upon the current policy.Return to Step 2.MCPI is an off-policy and of�line learning algorithm in its typicalimplementation. In the MCPI setting, an agent observes data sequentiallyover time in the form of state-decision pairs , which are used toevaluate and improve policies that make decisions intended to achieve theagent’s goal. As in the MDPs of previous chapters, the goal is expressed asa reward function that quanti�ies the agent’s overarching objective. In theRL context, the algorithm learns the optimal policy over time by observingthe effects of the policy on the resulting state and decision pairs andidentifying opportunities to improve the policy.For MCPI to converge to the optimal policy, each state-decision pair  must be visited an in�inite number of times. However, thisasymptotic expectation is clearly not feasible in practice, and, thus, a morepractical approach is needed. For this initial introduction, the practicalchallenges are ignored for now, focusing on conceptual understanding.Afterwards, �inite sample approaches, with examples illustrating theirapplications, are presented as pragmatic alternatives.The elements of an RL model are the states , an initial policy ofinterest de�ined by decisions at each state, , decision epochs , the discount factor , and the reward function ,for all state-decision pairs . The probability distribution of theinitial state, denoted by vector , starts by randomly sampling accordingto the distribution de�ined by  to select an initial state of the system ,and the initial policy of interest de�ines the decision . At eachsubsequent epoch , a decision is selected according to policy , and thenthe next state, , is randomly sampled. The sampling of future statesmay be done by interacting with an actual system (online learning) or



using a simulation model that generates state-decision pairs (of�linelearning). Regardless of how states are observed, the following rewardsare collected at each epoch:
Figure 8.1 illustrates the main steps of this process described above. Thesampled rewards are then used to estimate the value function as follows:
where the ~ symbol is used to denote that  is a statistical estimateof the true value function. As the number of samples , tends to ,  asymptotically approaches . In other words, as the numberof samples increases, so does con�idence in the statistical estimate of themean rewards. Thus, by the law of large numbers, the value functionestimate converges to the true value function. However, in practice, thenumber of sample paths , is �inite and must be chosen to trade offbetween (a) some desired level of con�idence and (b) a computationalbudget, as the following example illustrates.



Figure	 8.1	 Illustration	 of	 the	 RL	 process,	 whereby	 the	 agent’s
policy	is	learned	through	updating	the	policy	 	 to

select	 decisions	 given	 a	 state	 of	 the	 system	 based	 on	 the	 state-
decision-reward	causal	relationship.

Example 8.1: Monte Carlo sampling for decision selectionConsider a two-player game where player one holds two coins: one isbiased towards landing tails up, and the other is biased towards landingheads up. The second player knows there are two different types of coins,but does not know: (a) which coin has which bias and (b) the likelihood ofeach of them turning up heads. In each turn, the second player selects thecoin that player one will �lip. If it lands tails, player two gets one point;otherwise, if it lands heads, player one gets a point. What is the best wayto play this game?The game is similar to the example in Chapter 7, which is based on anHMM, with two important differences. First, the system states are directlyobservable by the decision-maker. Second, the state transition probabilitymatrix is unknown. In the RL context, the decision is the selection of



which coin your friend �lips, , and the state is the outcome(heads or tails).A natural approach is to experiment to try to infer which coin is which.Suppose player two decides to play the game for 40 turns and uses the�irst 20 turns to try and identify the better coin and chooses the coin withthe highest reward for the remaining 20 turns. In other words, player onetests each coin to explore the two alternatives for a total of 20 turns (10turns for each coin) and then exploits what was learned for the remaining20 turns, in the hopes that this will maximize winnings.Suppose coin 1 has a 0.75 probability of landing tails and coin 2 has a 0.75probability of landing heads. Player one tests each coin 10 times, receivingthe following sampled states:
At this point, player one decides that selecting coin 1 is the optimaldecision. Continuing to select coin 1 for the next 20 turns has an expectedreward of 0.5 per turn, whereas selecting coin 2 has an expected rewardof –0.5 per turn. Overall, player one can expect to win an average of zeropoints from the �irst 20 turns as the two options are evaluated and anexpected reward of 10 points for the remaining 20 turns.The decision in the above example worked out satisfactorily, in the sensethat the decision-maker selected the optimal coin, but a number ofquestions nonetheless arise. For example, what if the coin �lips, by chance,led to the mistaken selection of coin 2 as the best decision? True, that mayseem unlikely in this case, but what if the coins were less biased (e.g., coin1 lands tails with probability 0.55 and coin 2 lands heads with probability0.55)? In such cases, will 10 samples be enough to con�idently decide?Another important decision is how many samples to collect beforecommitting to a decision: are 10 �lips of each coin suf�icient or excessive?Remember, the number of turns used for experimentation (exploration)delays the exploitation of the better option. These are all matters thatcould be decided in this simple two-decision context using statisticalhypothesis tests with a selected con�idence level (e.g., 95%), but what ifthe number of decisions grows larger or more complex? Fittingly, the RLframework offers a solution to this problem.



8.3.1 Greedy Policy for Bandit ProblemsThe previous simple example can be extended to one with more possibledecisions, each yielding some reward from an unknown distribution. Thegeneralization is often referred to as a multi-armed	bandit, a termborrowed from slot machines for gambling, where a player has multiplemachines to choose from and does not know the distribution of rewards.A decision-maker with  options wishes to select the best one, but onlythrough experimentation can this be determined. If the expected rewardfor each decision, , is denoted as , an estimate of therewards can be reached by sampling as follows:
where  is the number of times decision  has been selected. As , , thus, sampling each coin an in�initenumber of times will identify the optimal decision as follows:
As stated, the above estimates of expected rewards are exact when , and the subsequent decisions selected are optimal. However, asnoted above, in�inite sampling is not a realistic option. Thus, thepragmatic alternative is to settle for �inite sample estimates of thedecision as follows:
A natural approach that has been investigated in the context of MCPI isthe greedy policy in which an arbitrary estimate of  is initialized,and the decision at each epoch is made by selecting the option with thehighest estimated reward. In the case of ties, decisions are selected byrandom sampling. This suggests the following approach to decision-making:



Step	1: Initialize  for all . Set .
Step	2: Select the decision with the highest estimated rewards: .
Step	3: If the maximum number of epochs is reached, then stop;otherwise, update  with the most recent observation andreturn to Step 2.The third step updates the expected rewards for the most recentlyselected decision, which can be done ef�iciently by making an incrementalupdate to the previous statistical estimate of  using a weightedaverage as follows:

The above steps estimate the expected rewards for each possible decision,, each time step 2 is executed and then use the estimate of to pick a new decision. At �irst glance, this seems like a reasonableapproach to eventually make the best decision about which arm to pull.However, this greedy approach, on its own, can perform poorly because itmay not adequately explore alternative decisions in the initial stages,leading to a suboptimal policy in early iterations and reinforcing thosedecisions over time. This is illustrated next.
8.3.2 ϵ-Greedy Approach to the Multi-armed BanditThe pure greedy approach to the multi-armed bandit problem can fail toconverge to an optimum. To address this challenge, it is common tointroduce some randomization into the search for which arm to select.This illustrates one of the most fundamental concepts in RL and learningin general: the trade-off between exploration and exploitation. The -greedy method is a simple yet important modi�ication that explicitlyaccounts for this trade-off by using a randomized policy. At each step, the -greedy method chooses one of two options:



1. Exploitation: With probability , select the decision thatmaximizes rewards based on the current estimate of : .2. Exploration: With probability , randomly select a decision .Thus, the decision is randomized, and it can be expressed as follows:
The random selection of actions is done using a discrete uniformdistribution, or some other choice of distribution suited to exploration. As, , and the optimal decision is selected withprobability at least , where  is assumed to have a small value,although the exact choice is often problem-dependent and may requiresome experimentation. As the example below illustrates, this simplemodi�ication can signi�icantly enhance the algorithm’s performance.
Python Example 8.2: ϵ-Greedy approach to the multi-armed bandit
problemConsider the case of a �ive-armed bandit where each arm has a differentprobability distribution of rewards of +1 and −1 with the probabilitiesprovided in Table 8.1. The -Greedy approach implemented in the Pythoncode below proceeds for 10,000 iterations using an -greedy policy, with�ive choices of epsilon ranging from , which corresponds to thegreedy policy with no exploration, and increasing to 0.5, which entails themost exploration of the �ive choices of . Thus, the values for  are 0, 0.01,0.05, 0.1, and 0.5. As  increases, the probability that the agent employsthe randomized selection of arms increases. The following Python codeimplements the algorithm, generating the plot in Figure 8.2. Notice thatthe  case performs the worst, because it gets trapped at asuboptimal policy. Increasing  improves the policy up to a point, but avery high value, such as , where the agent randomly selects adecision with probability 0.5, degrades performance. In general, some



experimentation with alternative values of  is necessary to �ind one thatperforms well.
TABLE	8.1

Reward	distributions	for	each	arm	in	the	5-armed	bandit	problem.
Arm Point	distribution	(+1,	−1)1 [0.55, 0.45]2 [0.40, 0.60]3 [0.60, 0.40]4 [0.50, 0.50]5 [0.30, 0.70]

Figure	 8.2	 Results	 for	 the	 -greedy	 algorithm	 on	 a	 �ive-armed

bandit	 problem	 for	 various	 choices	 of	 ,	 the	 parameter	 that
determines	 the	 probability	 of	 exploration	 through	 random
selection	of	decisions.



import numpy as np
import matplotlib.pyplot as plt

# Input data
reward_probs = [  # Reward probabilities for each arm's 
outcome (+1,-1)
    [0.55, 0.45],
    [0.4, 0.6],
    [0.6, 0.4],
    [0.5, 0.5],
    [0.3, 0.7]
]
ndecisions = len(reward_probs) # Number of decisions
nsamples = 10000
epsilon_values = [0, 0.01, 0.05, 0.1, 0.5]
results = {}

for epsilon in epsilon_values:
    rewards = []
    decision_values = np.zeros(ndecisions) # Estimated 
values for each decision
    decision_counts = np.zeros(ndecisions) # Selection 
counts for each decision
    for t in range(nsamples):
        # Epsilon-greedy decision selection
        if np.random.rand() < epsilon:
            d = np.random.randint(ndecisions) # Explore
        else:
            d = np.argmax(decision_values) # Exploit
        # Generate reward based on the selected decision's 
probabilities
        reward = np.random.choice([1, -1], 
p=reward_probs[d])
        rewards.append(reward)
        # Update estimated value for the selected decision
        decision_counts[d] += 1
        decision_values[d] += (reward - 
decision_values[d]) / decision_counts[d]
    # Compute average reward over time
    avg_reward = np.cumsum(rewards) / np.arange(1, 
nsamples + 1)
    results[epsilon] = avg_reward



# Plot results
plt.figure(figsize=(10, 6))
for epsilon, avg_rewards in results.items():
    plt.plot(avg_rewards, label=f"epsilon = {epsilon}")

plt.title("Average Reward vs. Iterations for epsilon-
Greedy Alg (5-Armed Bandit)")
plt.xlabel("Number of Iterations")
plt.ylabel("Average Reward")
plt.grid()
plt.show()The above implementation of the -Greedy approach is the moststraightforward conceptually, but it is not very ef�icient for largeproblems. An alternative that is straightforward to implement and oftenleads to better performance is to use a time-dependent explorationprobability , to modify exploration over time. For example, a bene�icialtwo-step strategy is to begin with a high degree of exploration (a highinitial value of ) when the expected rewards and best decisions are mostuncertain; as iterations progress, the initial estimate  is graduallydecreased, increasingly favoring exploitation as the statistical estimates of improve.
8.4 Monte Carlo Policy IterationThe previous examples illustrate how to use Monte Carlo simulation todecide which arm to choose in a multi-armed bandit setting. Theunderlying assumption for the multi-armed bandit example above is thatthe arms’ reward distributions are static and independent. Further, theformulation implies an absence of stochastic transitions among states. Inthis subsection, RL, using MCPI, is applied to a stochastic system with twoor more states. For problems of this type, the MCPI solution has threestandard steps:

Step	1: Create a computer program to simulate the agent’senvironment (states, decisions, rewards).
Step	2: Use simulation to evaluate the current policy’s expectedrewards.



Step	3: Try to improve the policy (exploit or explore) and then returnto Step 2.The steps above provide a conceptual framework for explaining how MCPIworks, with Step 2 corresponding to policy evaluation and Step 3 to policyimprovement. Because this problem involves randomness, an -randomized policy for the stochastic system is required, as follows:
Next, this policy de�ines the complete algorithm for MCPI in a �inite-horizon problem with  decision epochs, as illustrated in Algorithm 8.1.



Algorithm 8.1 Monte Carlo Policy Iteration

Step	1	(Initialize): Initialize policy, ; Initialize  to create arandomized policy  1: while stopping criterion not satis�ied do
Step	2	(Policy	Evaluation):2: Randomly select  starting pairs , and thecorresponding sample paths3: for	all  in the sample path do4: compute expected rewards:

5: end	for 
Step	3	(Policy	Improvement):6: for	all  do7: 8: end	for 9: end	whileNote that the basic idea of MCPI parallels standard PI for MDPs describedin Chapter 4 with the following warnings:



1. Warning (Exploration): When following a �ixed policy, some state-decision pairs, , may not be visited. Therefore, a randomizedpolicy is necessary to ensure that all state-decision pairs can bevisited.2. Warning (Convergence): An in�inite number of sample paths isnecessary to guarantee convergence to the optimal policy; however, a�inite number, , must be used in practice.Warning 1 can be addressed using the above -randomized policy, , toguarantee all state-decision pairs can (in theory) be visited. Warning 2states that a �inite number of iterations must be used, and therefore, anapproximation of the optimal policy is all that can be hoped for. Despitethese cautionary statements, the MCPI has been found effective when thenumber of samples and the stopping criterion are judiciously selected asfollows. First, for the choice of sample size, the decision about how manysamples to use typically requires some experimentation with test policiesto estimate the in�luence of sample size on con�idence interval estimateson . Second, for the stopping criterion, various rules can beapplied. One such criterion is to test whether the policy has converged bychecking whether it is identical across all states from one iteration to thenext (as used in the example below). An alternative is to test the norm ofthe difference  from one iteration to the next,stopping if a prede�ined threshold is satis�ied:
where  is a suitably chosen tolerance on the norm, such as the  normdiscussed in Chapter 4, of the difference in the -function from oneiteration to the next. Both considerations are in�luenced by samplevariation; therefore, the choices of sample size and stopping criterionshould be evaluated for stability by running experiments with differentrandom-number generator seeds to assess their sensitivity to sample size , or tolerance .
Python Example 8.3: Monte Carlo policy iteration for grid world



In this example, a robot navigates a grid, shown on the left in Figure 8.3,from a starting point at the top left to a goal state at the bottom right,avoiding boundaries and barriers. The states, , are de�ined by the 16 gridlocations. The decisions, , are whether to move up, down, left, right. Therobot makes mistakes and executes the selected decision with probability0.8. With probability 0.2, the robot moves in a perpendicular direction(e.g., if the robot chooses down, then with probability 0.1 it moves left orright). If the robot hits a boundary, it remains at its current location untilthe next epoch. Each step has a default reward of −0.5; however, if therobot hits the barrier, the reward is −5, and reaching the goal state yields apositive reward of 10. The following Python code implements MCPI forthis example.

Figure	8.3	 Illustration	 of	 the	 solution	 to	 the	 grid	world	 problem,
where	the	agent	must	learn	to	navigate	the	grid	via	four	movement
decisions	(left,	right,	up,	down)	to	move	from	the	start	state	to	the
goal	 state,	 avoiding	 the	 barrier.	 The	 agent’s	 decisions	 result	 in	 a
successful	move	with	probability	 ,	and	the	agent	moves	in	one	of

the	 two	 perpendicular	 directions,	 selected	 randomly,	 with	 equal
probabilities,	totaling	 .

import numpy as np
import random
from collections import defaultdict

# Input data
grid_size = 4  # 4x4 grid



nstates = 16
states = range(nstates)
ndecisions = 4
decisions = ['up', 'down', 'left', 'right']
Lambda = 0.95       # Discount factor
start_state = 0     #top left corner; states indexed left 
to right, top down
goal_state = 15     # index from 0; 16 states total
penalty_state = 9   # treated as barrier/wall
rewards = {goal_state: 10, penalty_state: -5}  # Goal 
reward and barrier penalty
default_reward = -0.5    # Reward for non-terminal, non-
barrier states
max_iterations = 100    # Max iterations of Monte Carlo 
Policy Iteration.
NUM_EPISODES = 1000
movements = {   #Define decisions
    0: -grid_size,  # 'up'    (row - 1)
    1: grid_size,   # 'down'  (row + 1)
    2: -1,          # 'left'  (col - 1)
    3: 1            # 'right' (col + 1)
}
#Boundary conditions for 4x4 grid
top_row    = {0, 1, 2, 3}
bottom_row = {12, 13, 14, 15}
left_col   = {0, 4, 8, 12}
right_col  = {3, 7, 11, 15}
boundaries = {
    0: top_row,     # 'up'
    1: bottom_row,  # 'down'
    2: left_col,    # 'left'
    3: right_col    # 'right'
}

#State transition and reward
def next_state_and_reward(s, chosen_decision):
    # Check for boundary
    if s in boundaries[chosen_decision]:
        tentative_next = s  # hit edge, stay put
    else:
        tentative_next = s + movements[chosen_decision]
    # Check for barrier
    if tentative_next == penalty_state:
        next_s = s



        reward = rewards.get(penalty_state, 
default_reward)
    else:
        next_s = tentative_next
        reward = rewards.get(next_s, default_reward)
    return next_s, reward

#Sample movement direction
def step(s, d):
    decision_probs = {d: 0.8}  # move in intended 
direction with prob 0.8
    if d == 0 or d == 1:       # 'up' or 'down'
        decision_probs[2] = 0.1  # 'left'
        decision_probs[3] = 0.1  # 'right'
    elif d == 2 or d == 3:     # 'left' or 'right'
        decision_probs[0] = 0.1  # 'up'
        decision_probs[1] = 0.1  # 'down'
    chosen_decision = random.choices(
        list(decision_probs.keys()),
        list(decision_probs.values())
    )[0]
    next_s, reward = next_state_and_reward(s, 
chosen_decision)
    return next_s, reward

#Generate an episode based on current policy
def generate_episode(policy):
    episode = []
    s = start_state
    steps = 0
    while s != goal_state:
        d = policy[s]
        next_s, reward = step(s, d)
        episode.append((s, d, reward))
        s = next_s
        steps += 1
    return episode

#Evaluate current policy
def policy_evaluation(policy, optimal_value, 
episodes=NUM_EPISODES):
    returns = defaultdict(list)
    for _ in range(episodes):
        episode = generate_episode(policy)



        G = 0
        visited = set()
        for t in reversed(range(len(episode))):
            s, _, reward = episode[t]
            G = reward + Lambda * G
            if s not in visited:
                returns[s].append(G)
                optimal_value[s] = np.mean(returns[s])
                visited.add(s)

#Estimate Q-function
def Q_value(s, d, V):
    if d == 0 or d == 1:  # up/down --> perpendicular: 
left, right
        outcomes = [(d, 0.8), (2, 0.1), (3, 0.1)]
    else:                 # left/right --> perpendicular: 
up, down
        outcomes = [(d, 0.8), (0, 0.1), (1, 0.1)]
    q = 0.0
    for chosen_decision, p in outcomes:
         next_s, r = next_state_and_reward(s, 
chosen_decision)
         q += p * (r + Lambda * V[next_s])
     return q

#Greedy policy improvement
def policy_improvement(policy, optimal_value):
    policy_stable = True
    for s in states:
        # skip if If goal or barrier state
        if s in [goal_state, penalty_state]:
            continue
        old_decision = policy[s]
        #select a decision based on Q_value

        decision_values = {
            d: Q_value(s, d, optimal_value) for d in 
range(ndecisions)
        }
        best_decision = max(decision_values, 
key=decision_values.get)
        if old_decision != best_decision:
            policy_stable = False
            policy[s] = best_decision



    return policy_stable

#Solve using Monte Carlo Policy Iteration
np.random.seed(42) #Fix seed for repeatability
policy = { # Initialize policy randomly (ignoring goal and 
barrier states)
    s: random.choice(range(ndecisions))
    for s in states
    if s not in [goal_state, penalty_state]
}
v = np.zeros(nstates)  #initialize value function

for i in range(max_iterations):
    print(f"Iteration {i + 1}")
    policy_evaluation(policy, v, NUM_EPISODES)
    for s in range(nstates):
        print(f"State {s}: {v[s]:.4f}")
    policy_stable = policy_improvement(policy, v)
    if policy_stable:
        print("Policy converged!")
        break

#Print the final policy
print("\nFinal Policy:")
for s in range(nstates):
    if s == goal_state:
        print(f"State {s}: Goal")
    elif s == penalty_state:
        print(f"State {s}: Barrier")
    else:
        print(f"State {s}: {decisions[policy[s]]}")This implementation converged after 9 MCPI iterations, which gives apolicy that satis�ies the stopping criterion (no change in policy betweensuccessive iterations). The policy is illustrated in Figure 8.3, where thearrows indicate the recommended direction for the robot at each gridposition. Experimenting with alternative random number generator seedsgives independent estimates of the -function, which can then be used toestimate the statistical variance across replications (a full run of thePython code) and subsequently con�idence intervals on the mean, similarto the approach for stochastic programs discussed in Chapter 6.



8.5 Q-learningMany RL methods have been developed to enhance the ef�iciency of MCPI.A common theme of these methods is to learn more quickly by updatingthe policy more frequently than MCPI (e.g., every time a path is sampled)and using all data collected, including that from sampling policies otherthan the current one. As described above, these are referred to as off-policy RL algorithms. In this section, -learning is covered, one of themost well-known off-policy RL methods. The algorithm is named for the -value function, denoted by , which is the expected rewardassuming decision  is taken, and the optimal policy is subsequentlyfollowed for all future decision epochs. This parallels  used inChapter 4 for MDPS. The key difference in the RL context is that  isnot known in advance, and it must instead be estimated, as follows:
Parameter  is known as the learning	rate or sometimes the
step	size. It generates a weighted average that gives the most recentestimate of the Q-value greater weight than the newly updated estimate.Q-learning uses the Robbins–Monro (RM) algorithm, a recency-weightedupdate rule that incrementally estimates the expectation of randomvariables. The RM algorithm is explained immediately below, followed byits integration into Q-learning.



Algorithm 8.2 Robbins–Monro Method1: Let  denote the -th sample of random variable , with mean ,and let  denote the estimate of  in the -th iteration; set .2: Update  as follows:
3: if  then4: stop5: else6:  and return to Step 27: end	ifThere are many possible choices for the learning rate , and the bestchoice depends on the context. For instance, in the static context wherethe random variables sampled do not change over time, a natural choice is. This corresponds to sequentially updating the estimate of themean one sample at a time. By established proof,  converges to thetrue mean, , asymptotically as . In contrast, if the randomvariable is nonstationary, choosing  to place greater weight on themost recent samples, say , would put a weight of 0.80 on the mostrecent estimate of the mean and a weight of 0.2 on the most recentsample. The following example illustrates the use of the Robbins–Monroalgorithm [2].

Python Example 8.4: Robbins–Monro algorithmThis example assumes a nonstationary random variable that is normallydistributed with a mean of  and standard deviation 



. Because the mean is changing over time,  is chosen to givemore weight to the most recent sample. Figure 8.4 illustrates the progressof the algorithm and the estimate of the mean for three learning rateparameters, , showing the in�luence of . The �irstcase is slow to adapt to the changes in the mean. The second more closelytracks the mean but still underestimates the true mean, particularly atearly iterations. Finally, the third case tracks the changing mean moreclosely, but it also introduces greater variance because of the high weightgiven to a single sample at each iteration.

Figure	 8.4	 Numerical	 experiments	 illustrating	 the	 application	 of
the	 Robbins–Monro	 algorithm	 to	 estimate	 the	 mean	 of	 a
nonstationary	 random	 variable	 sampled	 over	 300	 iterations,	 for
three	choices	of	weight	parameter,	 .

import numpy as np
import matplotlib.pyplot as plt

# Input data
nsamples = 300
initial_mean = 5.0



mean_drift_per_step = 0.01  # Drift added to the mean at 
each step
std_dev = 1.0               # Standard deviation remains 
fixed
alpha_values = [0.01, 0.1, 0.5]  # Constant stepsizes for 
nonstationary settings
np.random.seed(42)               # Fix seed for 
repeatability

# Generate nonstationary samples
np.random.seed(42) #Fix seed for repeatability
mean = initial_mean + mean_drift_per_step * 
np.arange(nsamples)
sample = np.random.normal(loc=mean, scale=std_dev)

Y = [[0.0] for _ in alpha_values]# One trajectory per mu; 
start from 0

# Robbins{Monro updates
for i, alpha in enumerate(alpha_values):
    for m in range(nsamples):
        x_m = sample[m]
        y_prev = Y[i][-1]
        y_new = (1 - alpha) * y_prev + alpha * x_m
        Y[i].append(y_new)

# Plot results
colors = ["tab:red", "tab:blue", "tab:gray"]
plt.figure(figsize=(10, 6))
for i, alpha in enumerate(alpha_values):
    plt.plot(Y[i]
[1:],linewidth=1,color=colors[i],label=fr'$Y^m$ (alpha=
{alpha})')

plt.plot(mean, label='True mean (nonstationary)', 
linestyle='--', linewidth=2)
plt.xlabel('Iteration $m$')
plt.ylabel('Mean estimate')
plt.title('Robbins{Monro Tracking of a Drifting Mean')
plt.legend()
plt.show()



As stated at the beginning of this section, off-policy RL algorithms, such asQ-learning, typically involve frequent updates to expedite (andsubsequently exploit) learning. To this end, the updating policy describedjust above, using the RM algorithm, integrates seamlessly into Q-learning.Although many variations of Q-learning have been proposed, the onedescribed in Algorithm 8.3 is the most straightforward to implement.
Algorithm 8.3 Q-learning1: Set  for all  and ; Set  andmaximum iterations ; Choose .2: Let the current state be . With probability , select decision randomly; with probability , choose .3: Sample a new state, , given decision , and update as follows:
4: if  OR Stopping Criteria Satis�ied then Stop5: else Return to Step 26: end	if7: For all  return  that maximizes .The above Q-learning algorithm updates the value of state-decision pairsincrementally:



where  controls the update’s weighting. The ideal choice of weightingparameters at each iteration is application-speci�ic (e.g., stationary,nonstationary) and typically requires some experimentation to �indchoices that work well for any particular application. The followingexample illustrates the application of Q-learning.
Python Example 8.5: Dynamic pricingDynamic pricing is used by online retailers to adjust product prices tomaximize pro�its in evolving markets. Components of the problem arethese:States: market conditions, de�ined by the competitor’s price usingprede�ined price points (e.g., $10, $15, $20, …, $50).Decisions: agent’s product price selection based on a discrete set ofprede�ined price points (e.g., $10, $15, $20, ..., $50).Rewards: Pro�it = (Unit price − Unit cost) × Demand for each epoch.The overall objective of the agent is to maximize cumulative pro�its over agiven time horizon. A common assumption based on economic principlesis that customers are price-sensitive, meaning that customer demanddecreases as the agent’s price increases. -learning seeks to estimate , where  is the competitor’s price and  is the agent’s priceresponse.
import numpy as np
import random

# Input data
states = range(10, 51, 5) # Possible competitor prices
decisions = range(10, 51, 5) # Possible prices ($10 to $50 
in $5 increments)
demand_sensitivity = 0.2 # Sensitivity of demand to price 
differences
cost_per_unit = 5 # Fixed cost per product
episodes = 1000 # Number of training episodes
max_steps = 12 # Maximum steps per episode
epsilon = 0.2 # Initial exploration rate
epsilon_decay = 0.99 # Rate of decrease in epsilon per 



epoch

alpha = 0.05 #recency weight
Lambda = 0.97 # Economic discount factor representing time 
value of money
base_demand = 10 # Minimum demand independent of price
nstates = len(states)
ndecisions = len(decisions)
np.random.seed(42) #Fix seed for repeatability

# Simulate customer demand as a function of the agent and 
competitor price
def simulate_demand(agent_price, competitor_price):
    price_difference = competitor_price - agent_price
    demand = 
max(0,base_demand+demand_sensitivity*price_difference*base
_demand)
    return int(demand)

# Compute reward (profit) based on the price decision and 
the demand generated
def rewards(decision, demand):
    return (decision - cost_per_unit) * demand

# Choose a decision (price) using the epsilon-greedy 
policy
def choose_decision(state, epsilon):
    if random.uniform(0, 1) < epsilon:
        return random.choice(range(ndecisions)) # Explore
    else:
        return np.argmax(Q_table[state]) # Exploit 
decision with highest Q-value

# Test the learned policy based on a test scenario
def test_policy():
    s = random.choice(range(nstates))
    total_profit = 0
    for step in range(max_steps):
        d = np.argmax(Q_table[s])
        # Simulate the environment
        demand = simulate_demand(decisions[d], states[s])
        profit = rewards(decisions[d], demand)
        total_profit += profit
        print(f"Step {step + 1}: Competitor Price = 



${states[s]}, \
              Agent Price = ${decisions[d]}")
        s = random.choice(range(nstates)) #new competitor 
price
    print(f"Total Profit: ${total_profit}")

# Initialize Q-table with small random values
Q_table = np.random.uniform(low=1, high=2, size=(nstates, 
ndecisions))

# Q-Learning Training Loop with epsilon decaying over time
for episode in range(episodes):
    decaying_epsilon = max(0.01,epsilon*(epsilon_decay ** 
episode))
    for step in range(max_steps):
        s = random.choice(range(nstates))  # Competitor's 
random price decision
        d = choose_decision(s, decaying_epsilon)
        demand = simulate_demand(decisions[d], states[s])
        reward = rewards(decisions[d], demand)
        next_s = random.choice(range(nstates))
        max_future_q = np.max(Q_table[next_s])
        # Update Q-value
        current_Q = Q_table[s, d]
        new_q = current_Q + alpha *(reward + Lambda * 
max_future_q - current_Q)
        Q_table[s, d] = new_q

# Optimal policy
optimal_policy = [decisions[np.argmax(Q_table[s])] for s 
in range(nstates)]
print("\n Policy:")
for state, decision in zip(states, optimal_policy):
    print(f"Competitor Price: ${state} -> Optimal Agent 
Price: ${decision}")

8.6 Concluding RemarksRL is a highly active area of sequential decision-making within arti�icialintelligence and related �ields, such as operations research. As opposed toother sequential decision-making models, like the MDPs of Chapter 4,constrained optimization models of Chapter 5, or POMDPs of Chapter 7,



decisions in the RL framework are not based on a speci�ic model; rather,the underlying probability model is left unspeci�ied, and the policy islearned through controlled experimentation, trading off the key steps ofexploration and exploitation. This can be a powerful approach to learninghow to navigate an environment, but as pointed out, directly interactingwith a “live” system could be costly, or worse, dangerous. Thus, carefultraining is often necessary and may involve multiple steps, such astraining in a simulated environment, followed by real-world trainingunder the supervision of human decision-makers.There are many resources for learning more about RL. An excellentintroductory resource is the book “Reinforcement Learning: AnIntroduction” by Sutton and Barto [3], which provides a comprehensiveoverview of the fundamental concepts of RL and is accompanied bynumerous examples. A shorter, focused tutorial by Gosavi [4] offers aconcise introduction to key aspects of RL for readers familiar with MDPmodels. A more recent book by Powell covers a uni�ied framework forreinforcement learning and stochastic optimization [5]. A book byBertsekas, “A Course in Reinforcement Learning, 2nd Edition,” is freelyavailable for educational purposes and provides a comprehensiveintroduction to the topic [6].Fundamental work on Q-learning was published in Watkins’ dissertationand later in Watkins and Dayan [7], which provides full details of theproof of convergence. Many other approaches were not covered here,which merit attention from readers interested in exploring themethodological aspects of RL in greater depth. These include methodssuch as temporal	difference	learning, one of the earliest approaches to RL,
policy	gradient methods, and actor-critic methods, to name a few. Recentwork has increasingly focused on online learning approaches that aim tominimize cumulative regret, an objective that addresses the cost oflearning and not just �inding a policy that maximizes expected rewards.Regret is the difference between the reward a decision-maker could havereceived if the optimal decision had been selected and the reward actuallyreceived. Cumulative regret is the sum of regrets across decision epochsand tracks the accumulated regret during the learning process. The bookby Lattimore and Szepesvári [8] is a good resource to learn more aboutthis topic.



8.7 Practice Exercises1. Experiment with time-dependent choices of  for the 5-armedbandit problem of Section 8.3.1. Start with a constant value ,for , for the �irst  (warm-up) iterations. At , de�ine , for  until the stoppingcriterion is reached. How do the results compare to using  forall ? How do the results depend on the choices of  and ? Whathappens when you vary the rate of decay of ?2. Explain how a greedy algorithm with no exploration  can getstuck at a suboptimal solution. Give an example to illustrate this,showing iterations with plausible random outcomes for the rewardsfrom each arm for a two-armed bandit.3. For the grid world example of section 8.4, answer the following bymodifying the Python code to estimate an optimal policy 100 times(replications) with a different seed each time.a. Plot a histogram of the result for  where  is the startingpoint (top left corner of the grid). Compute the mean andvariance to assess the accuracy of the solution for the currentparameter values in the code.b. Experiment with increasing the number of episodes from 100 to1000 to evaluate the change in the mean and variance.c. Implement an alternative stopping criterion based on evaluatingthe  norm of the difference in the vector of -function values.Determine the number of iterations to converge and estimatethe variance in the �inal result for  as a function of .4. Consider a 2-armed bandit problem in which Arm 1 has a reward of+1 with probability 0.55 and a reward of −1 with 0.45. Arm 2 has areward of +1 with probability 0.4 and −1 with probability 0.6. Bothdistributions are hidden from the decision-maker. Employ the -greedy algorithm discussed in Section 8.3.2 for 100 turns of pullingthe bandit arms.



a. Plot the mean reward per turn with respect to the number ofturns for .b. Rerun your code 30 times with different random number seedsto estimate the 95% con�idence intervals on mean rewards.Which choice of  is best?c. For your recommended choice in part (b), what is theprobability that the accumulated rewards are positive after 100turns?5. Consider the multi-armed bandit problem with two arms with thefollowing properties:Arm 1: : this arm yields reward 1 with probability 1/3 andreward −1 with probability 2/3.Arm 2: : this arm yields reward 1 with probability 1/2 andreward −1 with probability 1/2.Assume a strictly greedy algorithm  has been applied for 11turns, resulting in pulling Arm 1 eight times and Arm 2 three times,yielding average rewards  and .a. Assuming a strictly greedy algorithm continues to be followed,what is the probability you will pull Arm 2 at Turns 12, 13, and14?b. Now update  using Robbins–Monroe updating with stepsize  (where  is the number of times that arm hasbeen pulled) to do two iterations of the greedy algorithm,assuming that you observe the following hypothetical rewardsbased on sampling the distribution for each arm:Arm 1: you will observe a reward of −1.0 for each of the next twopulls.Arm 2: you will observe 1.0 for the next pull and −1.0 for thesecond pull.Perform two more iterations of the greedy policy (turns 12 and13) using  values above as the starting point. Show all yourcalculations and identify which arm is pulled at each turn.



c. Explain the de�iciency of a strictly greedy algorithm using yourresults above as evidence.6. Consider the coin game in which there are 30 coins on a table. Aplayer and their opponent pick up 1, 2, or 3 coins each turn. Playcontinues until the last coin is picked up. A player who picks up thelast coin is the loser. Assume the goal is to �ind an optimal policy forthe player who goes �irst under the assumption that the opponentrandomly selects 1, 2, or 3 coins with equal probability unless limitedby the number of available coins (e.g., if the opponent decides to pickup 2 but only 1 remains, then the opponent picks up only 1 coin). UseMonte Carlo policy improvement to solve this problem. Explain thenumerical parameters you used to �ind an optimal policy.7. Blackjack is a sequential card game with a “player” and a “dealer.” Theplayer receives two cards face up; the dealer receives one card facedown and one face up. The goal is to get as close to 21 without goingover; if the player goes over, the tie goes to the dealer. Face cards areall worth 10, and Aces can be chosen to be 1 or 11. (For the sake ofsimplicity, assume Aces are always 11.) The player goes �irst andmust decide one at a time whether to take a card (“hit”) or not(“stick”). If the player’s sum exceeds 21 at any time, they lose. Whenthe player sticks with a sum of 21 or less, the dealer begins takingcards until one of two conditions is met: (a) the sum of the cardsexceeds 21, in which case the dealer loses; (b) the dealer’s sumexceeds the player’s, in which case the dealer wins. Finally, the dealeris required to take cards until their total exceeds 16. Implement Q-learning to �ind the optimal policy for the game of blackjack.8. Consider a robot navigating a grid world. The grid has 3 x 3 cells,numbered 1–9 as follows:1 2 34 5 67 8 9The robot starts at cell 5. The goal is to reach cell 9, where it receivesa reward of +10. Moving into cell 7 results in a penalty of −5. Movingto any other cell yields a reward of −0.5. The episode ends when therobot reaches 9 or 7. The robot can move in four directions: up,



down, left, and right. If the robot tries to move outside the gridboundaries, it stays in the same cell. The transition probabilities arede�ined based on the following data:The robot moves in the intended direction with a probability of0.8It moves in one of the perpendicular directions (left or right)with a probability of 0.1 eachand the discount factor is . Answer the following questions.a. Policy Evaluation and Iteration:i. De�ine a random initial policy where the robot moves in arandomly chosen direction in every state. Use policyiteration to �ind the exact optimal policy.ii. Report the optimal value function  for all states, , under the optimal policy.b. Simulation of Optimal Policy:i. Simulate 500 episodes of the robot navigating the gridworld starting from cell 5 and following the optimal policy.For each episode, record the total cumulative discountedreward.ii. Estimate the mean and variance of the cumulative rewardsacross all episodes.c. Probability Distribution of Rewards:i. Create a histogram illustrating the distribution of thecumulative rewards observed during the simulation.ii. Analyze the distribution, discussing what it indicates aboutthe variability in outcomes when the robot follows theoptimal policy.9. Prove that the Robbins–Monro algorithm with recency weight  gives an unbiased estimate of the sample mean at eachiteration.
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Chapter 9
Multi-agent Markov Decision Processes

9.1 IntroductionMulti-agent models have garnered signi�icant attention due to the wide range of situations in which multipledecision-makers are involved. Applications include search-and-rescue problems in which multiple searchersseek to locate a target with an unknown position, surveillance using multiple sensors to detect systemchanges, and a team of robots attempting to complete a task. There are many ways to de�ine such models,and they are often distinguished based on assumptions about communications between agents (e.g., perfect,partial, or no communication), the disposition of agents with respect to cooperation or competition, as wellas considerations that differentiate the single-agent models of prior chapters, such as model-based versusmodel-free approaches, or perfect information versus partial observability. This chapter introduces severalframeworks that use Markov decision processes (MDPs) as the underlying model for each decision-maker.This chapter begins with a special case of a two-agent MDP in which a decision-maker seeks an optimalpolicy while an adversary acts against it. If the decision-maker wishes to maximize rewards, the adversaryseeks to mitigate their attempts by selecting some model parameters (typically transition probabilities)under their control that minimize the decision-maker’s rewards. This can be viewed as a competitivesequential decision-making process. This type of model is often referred to as a robust Markov decisionprocess (RMDP) because the resulting policies exhibit robustness to changes in model parameters.Therefore, this two-agent adversarial model may be used in situations where a single decision-maker wishesto hedge against uncertainty in model parameters.Next, the case of multiple decision-makers (agents) who collaborate to achieve an optimal solution to asequential decision-making problem is introduced. These cooperative multi-agent models comprise multipleunderlying Markov chains, one per agent, and aim to coordinate agents’ decisions to achieve a mutuallyagreed-upon objective. Finally, some foundational aspects of multi-agent models are discussed in the contextof model-free decision-making, speci�ically multi-agent reinforcement learning (MARL).A full treatment of multi-agent models is beyond the scope of this book. Except for RMDPs, the models inthis chapter focus on cooperative behavior between agents. Such models largely draw on the work ofprevious chapters and are a natural extension of the models for sequential decision-making covered thus far.Competitive models, on the other hand, are more complex and require stochastic game theory and othersophisticated approaches to characterize the equilibrium behavior of competing agents. In the closingremarks to this chapter, the interested reader is directed to useful resources for learning more about thesetopics.
9.2 A Two-agent Model: Decision-maker vs. an AdversaryAll decision-making models are subject to uncertainty in their model parameters. In such situations, it iscommon to employ the notion of an adversary who seeks to undermine the decision-maker’s success.Models of this type are RMDPs, which share some similarities with MDPs, their non-robust counterparts.Similar to MDPs of Chapter 4, it is assumed there are a �inite and discrete set of decision epochs indexed by , a discrete set of states , and decisions , rewards, , and transitionprobability matrices, , with elements . The main departure of RMDPs from standardMDPs is the introduction of the adversary’s decision process, where the adversary’s decisions, denoted byvector , are the selection of transition probabilities given , , subject to constraints on theirvariation, called an uncertainty	set, and denoted by  which denotes the set of feasible choices of , for all . At each decision epoch , and state , the decision-maker selects ,and the adversary responds with decision vector . This back-and-forth progressionof decisions continues throughout the decision horizon.
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With the above de�initions, the overall RMDP model can be expressed using the following set of optimalityequations:

Models like that of Equation 9.1 are often referred to as max–min	problems. In this setting, the decision-maker selects a decision  at epoch  that maximizes the worst-case expected future rewards withrespect to an inner	problem that de�ines the adversary’s problem. The adversary’s decision, represented inEquation 9.1 by , seeks to minimize expected rewards given the decision-maker’schoice.The model in Equation 9.1 provides a general de�inition of an RMDP that can account for various possibleimplementations by varying the model parameters under the adversary’s control (the adversary’s decisionvariables) or by varying the uncertainty sets that govern the adversary’s feasible choices at each epoch. Themost common choice for the adversary’s decision variables is the transition probabilities, which are thefocus of this section (extensions to include reward parameters are straightforward). In this case, the inner(minimization) problem the adversary faces when the decision-maker is in state  and takes a decision at decision epoch  can be written as follows:
where  is a vector of decision variables for the adversary’s selected transition probabilities withelements taken from the row of the transition probability matrix corresponding to the current state of thesystem, . In this inner problem, the decision-maker’s choice is �ixed, and the decision variables are theelements of . This formulation explicitly incorporates the adversary’s decision-making options,speci�ically the choice of transition probabilities for the underlying Markov chain at each decision epoch.Combining Equations 9.1 and 9.2 yields the following RMDP:
with the boundary condition:
In the above RMDP, the adversary’s decisions can vary from one epoch to the next. Thus, the sequence ofdecisions starting at  is decision-maker, adversary, decision-maker, adversary, and so on, until the endof the horizon. In light of this, the decomposable structure of the problem, i.e., the structure that makesMDPs easy to solve due to the independence between the value function for each state at a given decisionepoch, is retained. Algorithm 9.1 provides a means to solve RMDPs via backward induction, with someminor modi�ications relative to Chapter 4, to incorporate an additional step of solving the inner problem foreach state at each epoch.
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Algorithm 9.1 Backward Induction for Finite Horizon Robust Markov Decision Process1: Input: RMDP data elements: decision epochs, states, decisions, transition probability matrix,rewards, uncertainty set, discount factor2: Boundary	Condition: 3: Backward	Induction:4: for  do5:  for all  do

6:  end	for7: end	for8: Return: Optimal PolicyThe choice of the uncertainty set plays an important role in determining the computational tractability ofsolving RMDPs. The simplest choice, known as the interval	model (IM), uses an uncertainty set de�ined bythe Cartesian product of the uncertainty set for each independent row of the TPM, where each transitionprobability has a lower and upper bound to express the potential variation.

The quantities  and  denote the lower and upper bounds of ,which lie in the interval [0, 1]. Moreover, the transition probabilities for each row of a transition probabilitymatrix must sum to 1, which can be viewed as an additional constraint on the adversary’s choices.
Python Example 9.1: Robust medical treatment decisionsConsider an example of an RMDP in the context of medical decision-making, similar to the example inChapter 4. The problem is that a decision-maker must make a one-time decision (whether and when tobegin treatment) at any of a �inite number of decision epochs. An adversary controls the probability ofadverse events (E) by choosing the transition probabilities for transitions to the E state from the varioushealth states a patient can be in. The MDP elements are de�ined as follows:
States: , where the health states are de�ined by four risk categories: Low (L),medium (M), high (H), and very high (V). The E state is an absorbing state that represents the occurrence ofan adverse event.



where  is the decision to defer treatment and  is the decision to start treatment, resulting in the patiententering the treatment-absorbing state with probability 1, and receiving a reward , denoting theexpected quality-adjusted survival for a patient starting treatment at epoch.Rewards: Assume that the annual rewards before treatment are
corresponding to a perfect year of health, and the expected quality-adjusted life span for patients startingtreatment at epoch  can be estimated using the following equation medical researchers have approximatedfrom a previous study:
Transition probabilities:
TABLE	9.1

Transition	probabilities	among	states.
State L M H V E
L

M

H

V
E 0 0 0 0 1Uncertainty Set:  is the probability of transitioning to the  state from health state  underdecision , and it satis�ies the following:

where  is a parameter determined by the health state of the patient that re�lects the risk differencesamong the states as follows:

Table 9.1 contains the transition probabilities for the model.The following Python code implements the above model to �ind an optimal policy.
#Chapter 9, Example 9.1: Robust medical treatment decisions
import numpy as np
import gurobipy as gp
from gurobipy import GRB



# Input data
T = 25 # Time horizon (50 (t-0) through 75 (t=25) years
nstates = 5
ndecisions = 2
states = ['L', 'M', 'H', 'V', 'E']  # Health states and adverse event (E)
decisions = ['C', 'Q']              # Decisions: Continue ('C'), Quit/Treat ('Q')
C_R = [0.1, 0.4, 2, 10, 0]          # Risk multipliers by state L, M, H, V, E
D_trt = 0.05                        # Annual disutility of treatment
rho = 0.2                           # Relative deviation for E probability
P = np.array([ # Base transition probabilities for 'C' decision, excluding E
    [0.74, 0.20, 0.05, 0.01],  # From L
    [0.10, 0.70, 0.17, 0.03],  # From M
    [0.01, 0.24, 0.62, 0.13],  # From H
    [0.01, 0.06, 0.30, 0.63]   # From V
])

rewards = np.zeros((T + 1, nstates, ndecisions)) # Reward function: rewards[t,s,d]
for t in range(T + 1):
    rewards[t, :, 0] = 1  # Decision 'C'
    rewards[t, :, 1] = -0.721*(t + 50) + 64.36 - (25 - t) * D_trt #Decision 'Q'
    rewards[t, -1, :] = 0  # E state reward is 0

# Midpoint of the uncertain P_t(E|s_t) interval
def p_e_mid(t, s): return C_R[s] * 0.0003 * np.exp(0.0891 * (t + 50))

# Uncertainty interval
def p_interval(t, s):
    mid = p_e_mid(t, s)
    lb = float(np.clip(mid * (1 - rho), 0.0, 1.0))
    ub = float(np.clip(mid * (1 + rho), 0.0, 1.0))
    return lb, ub

value = np.zeros((T + 1, nstates, ndecisions))  # Value-to-go function
v = np.zeros((T + 1, nstates))      # Optimal value function
optimal_policy = np.zeros((T + 1, nstates), dtype=int)  # Policy
v[T] = rewards[T, :, 1] # Boundary condition
optimal_policy[T, :-1] = 1  # decision 'Q'
optimal_policy[T, -1] = -1  # E: no decision

# Backward induction
for t in range(T - 1, -1, -1):
    for s in range(nstates):
        if s == nstates - 1:  #E state
            v[t, s] = 0
            optimal_policy[t, s] = -1
            continue
        lb, ub = p_interval(t, s)
        model = gp.Model() # Create a new Gurobi model
        model.Params.OutputFlag = 0
        p = model.addVar(lb=lb, ub=ub, name="p_e") # Adversary decision variables
        obj = (1 - p) * P[s].dot(v[t + 1, :-1]) + \
            p * v[t + 1, -1] # Set objective function
        model.setObjective(obj, GRB.MINIMIZE)
        model.optimize() # Optimize model
        if model.status == GRB.OPTIMAL: min_value = model.ObjVal
        value[t, s, 0] = rewards[t, s, 0] + min_value   # Robust 'C'
        value[t, s, 1] = rewards[t, s, 1] # 'Q'
        optimal_policy[t, s] = np.argmax(value[t, s, :])
        v[t, s] = value[t, s, optimal_policy[t, s]]
      
# Print results
print("Optimal Policy:")
for t in range(T + 1):
    print(f"Optimal policy at age {t + 50}:")



    for s in range(nstates):
        if optimal_policy[t, s] == -1:
            decision = '-' # For E state
        else:
            decision = decisions[optimal_policy[t, s]]
        print(f"  State {states[s]}: {decision}")Running the Python code for the selected model parameters yields an optimal policy that recommendstreatment for states  and  for patients aged 50–53, and states , , , for ages 54–74, followed bytreatment for all patients at age 75 (by assumption). Compared to the non-robust counterpart model in thePython example of Chapter 4, the resulting policy in this case is more aggressive in recommendingtreatment because it recommends treatment for all but the lowest risk health state , starting at age 54;whereas the non-robust counterpart delays treatment for the medium risk state  until age 59. This can beviewed as a form of hedging against uncertainty in the (adversary’s) choices of transition probabilities.
9.3 Cooperative Multi-agent Markov Decision Processes (MAMDPs)Multi-agent MDP (MAMDP) models generalize MDPs to settings with multiple agents. Such models can becooperative or competitive. As mentioned in the introduction, this chapter concentrates on the formerbecause they are the most straightforward, and they can be understood through the lens of MDPs andrelated models covered in previous chapters. This section provides an introduction to cooperative MAMDPsunder the following cases of alternative communication assumptions: (1) independent agents with nocommunication; (2) perfect communication between agents that allows centralized planning; (3) limitedcommunication requiring decentralized planning of agents’ activities. In all cases, agents cooperate and areassumed to share a common objective, such as maximizing or minimizing a common reward. In the �irstcase, conditions under which the problem fully decomposes into independent MDPs are discussed. In thesecond (centralized) case, complete information is available to each agent, allowing perfect coordination oftheir decisions, resulting in a large single-agent MDP in which states and decisions are de�ined byaugmenting all the agents’ states and decisions, respectively. Finally, in the third (decentralized) case, thereare constraints on the amount of information shared, with the most extreme case being the completeabsence of information sharing. As shown below, these three cases are in order of increasing computationalcomplexity. In all cases, for simplicity, it is assumed that the agents are identical and thus share the samestate space, decision space, transition probabilities, possible observations, and reward functions.
9.3.1 Independent Cooperative Agents with No Information SharingThe fully decentralized case of independent agents with no information sharing is one that can be easilysolved under certain speci�ic assumptions. The �irst assumption is that the transition probabilities amongagents are independent and therefore can be written as:
The second assumption is that the reward for the team of agents is the sum of the individual rewards, whichare independent and separable as follows:
Under these assumptions, the optimal joint policy for all agents is simply the aggregation of the optimalpolicies for each individual agent’s MDP. Thus, each MDP can be solved separately, and the overall modelcorresponds to a regular MDP, discussed in Chapter 4.
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9.3.2 Fully Centralized MAMDPsAn alternative form of the cooperative MAMDP model is one in which the  agents actcooperatively with perfect information sharing to achieve the shared goal of maximizing total rewardsgained. In other words, each agent is aware of all other agents’ states , and decisions , and seeks to act ina way that maximizes total expected rewards. The model parameters for the agents may be the same acrossall agents (referred to as a homogeneous MAMDP), or they may differ across agents (referred to as a non-homogeneous MAMDP). Without loss of generality for the purposes of this chapter and for simplicity, it isassumed that the MAMDPs are homogeneous, meaning that all agents’ MDPs are identical across all decisionepochs . Furthermore, it is assumed that all agents are independent, and thus their statetransition dynamics evolve independently of one another.Assuming each agent , has a policy , the overall policy for the MAMDP model , is simplythe aggregate of the policies for all  agents. Thus, the overarching problem is to solve the following:

The MAMDP de�ined by Equations 9.5 can be expressed as a standard MDP by replacing the sum of agentrewards with a single reward,  as de�ined in Equation 9.6 below. Now, simplifying thenotation by de�ining the multidimensional states and decisions to be  and , respectively, yields the following optimality equations:

The MAMDP with fully observable states and decisions and perfect information sharing by agents, can beviewed as the case of a centralized controller. The resulting centralized and cooperative MAMDP can besolved as a standard single-agent MDP with an enlarged state and policy space owing to the need for thecentral controller to consider all possible combinations of agent states and possible decisions. Problems ofthis type grow exponentially in size and thus are increasingly computationally dif�icult to solve as thenumber of agents, , increases, because the state space is the Cartesian product of each agent’s states, .Thus, much of the work on these types of problems has focused on ways to leverage the special structure ofsuch problems for computational ef�iciency.
Python Example 9.2: Centralized planning for independent agents in an automated warehouseConsider the case of two robots tasked with clearing a warehouse’s shop �loor of debris. Assume thewarehouse is laid out as a 5 × 5 grid, and the robot locations are  and . There are two locations,  and , that require debris clearance. The overall state of the system is  where  and  canbe any of the 25 sectors denoted by the set , and , are binary indicators forwhether either location of the debris has been visited previously or not. The state transitions are assumed tobe deterministic and de�ined by the current state, , of each robot and the robot’s decisions to move amongthe feasible options: left (L), right (R), up (U), down (D), or no movement (N), which are denoted . Let  be robot ’s next cell if it starts in  and makesdecision  and let  and  be 0 if the debris location has never been visited and 1 otherwise. Each move



a robot makes has a reward of −1, and if a robot reaches a target location (e.g.,  or ), it acquires aone-time reward of 10. If the location  or  has already been reached in a prior epoch, it is recorded aspart of the state space as  or . Based on this notation, the reward function can be describedas follows:Cost of robot movement:
Reward for reaching target  or :

Aggregating the two types of rewards yields the following total rewards for movement and targetacquisition:
Because clearing debris sooner is preferable to later, it is assumed the discount factor is .Furthermore, since the end of the horizon is undetermined, the horizon continues until the debris at bothlocations is removed. Based on this problem description, the joint optimality equations can be written asfollows:
and the terminal state, when  and , is de�ined as:
The joint optimality equations can be solved using methods from Chapter 4 (e.g., value iteration, policyiteration) to obtain an optimal joint policy for the robots. The following Python code provides an exampleassuming the locations of  and  in the grid are (2, 2) and (3, 1), respectively.
import numpy as np

#Input data
GRID_SIZE = 5
DECISIONS = ['L', 'R', 'U', 'D', 'N']
Lambda = 0.9
X_rc = (2, 2) #target X location (row, columns)
Y_rc = (3, 1) #target Y location (row, column)
def rc_to_idx(r, c): #Helper function: convert (row, column) to index
    r = max(1, min(GRID_SIZE, r))
    c = max(1, min(GRID_SIZE, c))
    return (r - 1) * GRID_SIZE + c
def idx_to_rc(idx): #Helper function: convert index to (row, column)
    idx = max(1, min(GRID_SIZE * GRID_SIZE, idx))
    r = (idx - 1) // GRID_SIZE + 1
    c = (idx - 1) % GRID_SIZE + 1



    return r, c
X_idx = rc_to_idx(X_rc[0], X_rc[1])
Y_idx = rc_to_idx(Y_rc[0], Y_rc[1])
S_single = list(range(1, GRID_SIZE*GRID_SIZE + 1)) # Joint states and decisions
STATES = [(s1, s2, hX, hY) for s1 in S_single for s2 \
          in S_single for hX in (0,1) for hY in (0,1)]
JOINT_DECISIONS = [(a1, a2) for a1 in DECISIONS for a2 in DECISIONS]
def is_terminal(s): return s[2] == 1 and s[3] == 1 #Check if target reached
NONTERMINAL_STATES = [s for s in STATES if not is_terminal(s)]
STATE_TO_INDEX = {s: i for i, s in enumerate(NONTERMINAL_STATES)}
MAX_STEPS=1000 #Upper bound on state transitions

#Robot movement and reward functions
def step(cell_idx, a):
    r, c = idx_to_rc(cell_idx)
    if a == 'L': c -= 1
    elif a == 'R': c += 1
    elif a == 'U': r -= 1
    elif a == 'D': r += 1
    elif a == 'N': pass
    else: raise ValueError(a)
    return rc_to_idx(r, c)

def move_cost(a): return 0 if a == 'N' else -1

def reward_on_arrival(hX, hY, s1p, s2p):
    hitX = int((s1p == X_idx) or (s2p == X_idx))
    hitY = int((s1p == Y_idx) or (s2p == Y_idx))
    return 10 * (1 - hX) * hitX + 10 * (1 - hY) * hitY

def successor(state, joint_decision): #Get next joint state
    s1, s2, hX, hY = state
    d1, d2 = joint_decision
    s1p = step(s1, d1)
    s2p = step(s2, d2)
    r_move = move_cost(d1) + move_cost(d2)
    r_arrival = reward_on_arrival(hX, hY, s1p, s2p)
    r = r_move + r_arrival
    hXp = 1 if (hX or (s1p == X_idx) or (s2p == X_idx)) else 0
    hYp = 1 if (hY or (s1p == Y_idx) or (s2p == Y_idx)) else 0
    return (s1p, s2p, hXp, hYp), r

def policy_evaluation(policy):
    n = len(NONTERMINAL_STATES)
    A = np.eye(n)
    b = np.zeros(n)
    for s in NONTERMINAL_STATES:
        i = STATE_TO_INDEX[s]
        a = policy[s]
        sp, r = successor(s, a)
        b[i] = r
        if not is_terminal(sp): #Deterministic transition under policy
            j = STATE_TO_INDEX[sp]
            A[i, j] -= Lambda  #Move Lambda*v(sp) to LHS
    v_vec = np.linalg.solve(A, b)
    values = {s: 0.0 for s in STATES} #Initialize value to go
    for s in NONTERMINAL_STATES:
        values[s] = float(v_vec[STATE_TO_INDEX[s]])
    return values

#Policy iteration
def policy_iteration():
    policy = {s: ('N','N') for s in STATES}
    stable = False #Continue iterations until policy does not change



    while not stable:
        v = policy_evaluation(policy)
        stable = True   #Policy improvement steps
        for s in STATES:
            if is_terminal(s): continue
            a_curr = policy[s]   #Current policy value
            sp_curr, r_curr = successor(s, a_curr)
            best_val = r_curr + Lambda * v[sp_curr]
            best_a = a_curr
            for a in JOINT_DECISIONS: #Find the best decision
                sp, r = successor(s, a)
                q = r + Lambda * v[sp]
                if q > best_val + 1e-12: best_val, best_a = q, a
            if best_a != a_curr:
                policy[s] = best_a
                stable = False
    return v, policy

#Output:'.' empty;debris location:'x'/'y';debris cleared:X/Y;'1,2' robots
def print_grid(s1, s2, hX, hY):
    grid = [['.' for _ in range(GRID_SIZE)] for _ in range(GRID_SIZE)]
    rX, cX = X_rc
    rY, cY = Y_rc
    grid[rX-1][cX-1] = 'X' if hX else 'x'
    grid[rY-1][cY-1] = 'Y' if hY else 'y'
    r1, c1 = idx_to_rc(s1)
    r2, c2 = idx_to_rc(s2)
    grid[r1-1][c1-1] = '1'
    grid[r2-1][c2-1] = '2' if (r2, c2) != (r1, c1) else 'B'  #'B' if robots stacked
    header = "    " + " ".join(f"{c:>2}" for c in range(1, GRID_SIZE+1))
    print(header)
    for r in range(GRID_SIZE):
        row_str = " ".join(f"{cell:>2}" for cell in grid[r])
        print(f"{r+1:>2} | {row_str}")

def simulate(policy, start_state, max_steps=MAX_STEPS):
    s = start_state
    sample_path = []
    print_grid(*s)
    for t in range(max_steps):
        if is_terminal(s): break
        a = policy[s]
        sp, r = successor(s, a)
        sample_path.append((t, s, a, r, sp))
        print(f"t={t}, DECISION={a}, reward={r}, next={sp}")
        print_grid(*sp)

        s = sp
    return sample_path

# Execute policy iteration
print("Running policy iteration...")
print("Legend: '.' empty, x/y sites (uncleared), X/Y sites (cleared),\n \
1/2 robots, B robots in same cell.\n")
print("Start State:")
v, policy = policy_iteration()
start = (rc_to_idx(1, 1), rc_to_idx(5, 5), 0, 0) #Robot start locations
sample_path = simulate(policy, start_state=start, max_steps=MAX_STEPS)Running the above code yields an optimal joint policy. In this particular example, robot 2 remains stationaryat all periods, and robot 1 clears the debris at both locations, starting with location , followed by clearinglocation . Since both locations are close to robot 1, robot 2 is left idle. This can be visualized based on thefollowing output of the Python code:



Running policy iteration...
Legend: '.' empty, x/y sites (uncleared), X/Y sites (cleared),
 1/2 robots, B robots in same cell.

Start state
     1  2  3  4  5
 1 |  1  .  .  .  .
 2 |  .  x  .  .  .
 3 |  y  .  .  .  .
 4 |  .  .  .  .  .
 5 |  .  .  .  .  2
t=0, action=('R', 'N'), reward=-1, next=(2, 25, 0, 0)
     1  2  3  4  5
 1 |  .  1  .  .  .
 2 |  .  x  .  .  .
 3 |  y  .  .  .  .
 4 |  .  .  .  .  .
 5 |  .  .  .  .  2
t=1, action=('D', 'N'), reward=9, next=(7, 25, 1, 0)
     1  2  3  4  5
 1 |  .  .  .  .  .
 2 |  .  1  .  .  .
 3 |  y  .  .  .  .
 4 |  .  .  .  .  .
 5 |  .  .  .  .  2
t=2, action=('L', 'N'), reward=-1, next=(6, 25, 1, 0)
     1  2  3  4  5
 1 |  .  .  .  .  .
 2 |  1  X  .  .  .
 3 |  y  .  .  .  .
 4 |  .  .  .  .  .
 5 |  .  .  .  .  2
t=3, action=('D', 'N'), reward=9, next=(11, 25, 1, 1) 

     1  2  3  4  5
 1 |  .  .  .  .  .
 2 |  .  X  .  .  .
 3 |  1  .  .  .  .
 4 |  .  .  .  .  .
 5 |  .  .  .  .  2Note the contrast between the fully decentralized independent case of two agents with independent andadditive rewards and no information sharing, which, as described above, could be solved by solving eachMDP separately. In this example, a joint policy is generated by a central planner that optimizes decisionsbased on full knowledge of the robot locations at each step. The latter problem is signi�icantly morecomputationally challenging because solving the joint optimality equations becomes exponentially moredif�icult as the number of agents increases.In the next example, consider two agents who must search for a target without knowing its location. Unlikethe previous example, there is uncertainty about the target’s location.
9.3.3 Fully Centralized MAMDPs with Partial ObservabilityA generalization of the above fully cooperative MAMDP model is the case in which agents do not haveperfect information about their environment. If complete information were available to all agents, thiswould correspond to a standard MDP with a joint state-decision space that can be controlled by a centralplanner, as described above. However, there are often restrictions on what agents can observe, similar to thePOMDP models in Chapter 7. In this case, agents must make decisions based on their belief about theenvironment, without being able to fully observe the system’s state. In the case of POMDP models of Chapter7, it is known that the belief state (the vector of probabilities of the agent being in a particular state) is a



summary statistic containing all necessary information to de�ine the state of the system. An alternativeformulation, Decentralized	MDPS (Dec-MDPs), does not necessarily possess this property, and the idealapproach to such problems depends on the constraints on communication between agents. The nextexample illustrates the case of perfect communication between agents in a partially observable setting.
Python Example 9.3: Searching for a missing hiker in a Canadian national parkAssume two park rangers must try to �ind a missing hiker. The park is a 3 × 3 grid with 9 sectors. The hikeris immobile, so their location is �ixed but unknown, and the rangers are located at different ranger stations.Since there is no prior information, the rangers assume that the hiker is equally likely to be found in eachunsearched sector. Ranger 1 starts at sector (0, 0) of the grid, and Ranger 2 starts at sector (3, 3). The losthiker could be in any sector, and the rangers search until they �ind the missing hiker. The rangers are inconstant communication and are aware of each other’s positions at all times; therefore, they can keep a logof locations already visited where the hiker was not found to avoid redundant searches of sectors. Each timea sector is eliminated from consideration, the hikers update their belief to be uniformly distributed across allremaining unsearched locations. The search ends when one of the rangers reaches the sector where thehiker is located.The model formulation is de�ined as follows. First, the states are de�ined by combinations of rangerpositions,  and . The overall state of the system at epoch  is , where  and  can be anyof the 16 sectors (92 = 81 possibilities), multiplied by the total number of subsets of the 9 sectors that couldremain unsearched at a given epoch (29 = 1,024 possibilities). Thus, the total number of possible states is 82,944. The hiker’s location, , is assumed to be �ixed but unknown to the rangers and therefore is not part ofthe state space. The state transitions are assumed to be deterministic and de�ined by the current state andthe rangers’ decisions,  and , which can be to move: up, down, left, right, or stay in place; thus, the set ofdecisions is . The reward function is expressed as follows:
It includes a cost of movement to adjoining sectors and a reward for �inding the hiker.Because the hiker is at risk and their safety could degrade over time, a discount factor of  is used.The rangers’ MDP models are identical and stationary, and the search continues until one of the rangerslocates the hiker. Thus, the appropriate model is an in�inite-horizon MDP that takes the following form inthis two-agent context:

Note that the model is stationary based on the model description and per the norm for in�inite horizonmodels as discussed in Chapter 4.The following Python code solves the model as an in�inite-horizon MDP to �ind the optimal policy for therangers’ coordinated search using the value iteration algorithm.
from collections import defaultdict
import numpy as np

# Input Data
N = 3  # dimension of grid with N x N sectors
Lambda = 0.9
FIND_REWARD = 10.0
START_P1 = (0, 0)       #Ranger 1 location
START_P2 = (N-1, N-1)   #Ranger 2 location
TERMINAL = ("T",)       # Terminal state marker



ALL_SECTORS = set(range(N * N))
TOLERANCE, MAX_ITERATIONS =1e-6,1000 #Value iteration tolerance, max iterations
MAX_STEPS = 200
MAX_REACHABLE_STATES = 10**6
np.random.seed(42) #Fix seed for repeatability

#Utility functions
def rc_to_idx(r, c): return r * N + c #convert 2D to 1D index
def idx_to_rc(i):    return (i // N, i % N)# convert 1D to 2D index

#Check feasible decisions given moving off grid is not permitted
def neighbors(idx):
    r, c = idx_to_rc(idx)
    options = []
    if r > 0:        options.append(('U', rc_to_idx(r-1, c)))
    if r < N-1:      options.append(('D', rc_to_idx(r+1, c)))
    if c > 0:        options.append(('L', rc_to_idx(r, c-1)))
    if c < N-1:      options.append(('R', rc_to_idx(r, c+1)))
    options.append(('S', rc_to_idx(r, c)))
    return options  # list of (decision, next_idx)

#Cartesian product of feasible single agent decisions
def joint_decisions(p1, p2):
    for a1, np1 in neighbors(p1):
        for a2, np2 in neighbors(p2):
            yield (a1, a2, np1, np2)

#Rangers search their initial sectors without movement cost
def initial_search():
    p1 = rc_to_idx(*START_P1)
    p2 = rc_to_idx(*START_P2)
    visited = frozenset({p1, p2})
    return (p1, p2, visited)

#State transition dynamics given current state and join decisions
def step_transition(state, joint_dec):
    p1, p2, visited = state
    a1, a2, np1, np2 = joint_dec
    before_unvisited = set(ALL_SECTORS) - set(visited)
    if not before_unvisited:
        return [(1.0, TERMINAL, 0.0)]
    move_cost = int(np1 != p1) + int(np2 != p2)
    new_sectors = {np1, np2}
    newly_new = [c for c in new_sectors if c in before_unvisited]
    p_success = len(newly_new) / len(before_unvisited)
    r_succ = FIND_REWARD - move_cost
    next_visited = frozenset(set(visited) | new_sectors)
    r_fail = - move_cost
    next_state_fail = (np1, np2, next_visited)
    out = []
    if p_success > 0:
        out.append((p_success, TERMINAL, r_succ))
    out.append((1.0 - p_success, next_state_fail, r_fail))
    return out
                                  
#Identify all reachable states
def enumerate_reachable():
    start = initial_search()
    frontier = [start]
    seen = {start}
    while frontier:
        s = frontier.pop()
        p1, p2, visited = s
        for jd in joint_decisions(p1, p2):



            for prob, ns, _ in step_transition(s, jd):
                if ns != TERMINAL and ns not in seen:
                    seen.add(ns)
                    frontier.append(ns)
        if len(seen) == MAX_REACHABLE_STATES:
            print("Hit max reachable states limit")
            break
    return seen

def simulate(policy, MAX_STEPS): #Simulate policy
    start1 = rc_to_idx(*START_P1) #Ranger 1 start sector
    start2 = rc_to_idx(*START_P2) #Ranger 2 start sector
    start_sectors = {start1, start2}
    P0 = len(start_sectors) / (N*N)
    print("\n--- Simulation of policy ---")
    if np.random.random() <= P0:
        print(f"Found at rangers' start points: reward = {FIND_REWARD}")
        return
    s = initial_search() # Otherwise, continue search
    t, G = 0, 0.0
    while s != TERMINAL and t < MAX_STEPS:
        p1, p2, _ = s
        jd = policy[s]
        a1, a2, _, _ = jd
        print(f"t={t:2d}  pos1={idx_to_rc(p1)} pos2={idx_to_rc(p2)} \
              decision=(R1 {a1}, R2 {a2})")
        outcomes = step_transition(s, jd) # Sample next outcome
        u, acc = np.random.random(), 0.0
        prob, ns, r = outcomes[-1]  # fallback
        for p, nst, rew in outcomes:
            acc += p
            if u <= acc:
                ns, r = nst, rew
                break
        print(f"    reward={r:+.1f}\n")
        G += (Lambda**t) * r
        s, t = ns, t + 1
        if s == TERMINAL:
            print(f"t={t:2d}  FOUND!  discounted return = {G:.3f}")
            break
    if s != TERMINAL:
        print(f"Stopped at t={MAX_STEPS}. discounted return = {G:.3f}")

# Value iteration to solve for near-optimal policy
states = enumerate_reachable()  #Enumerate reachable states
print(f"Reachable non-terminal states: {len(states)}")
v = defaultdict(float) #Optimal value function estimate
policy = {}
for it in range(MAX_ITERATIONS):
    delta = 0.0
    for s in states:
        p1, p2, _ = s
        best_q, best_jd = float('-inf'), None
        for jd in joint_decisions(p1, p2):
            q = 0.0
            for prob, ns, r in step_transition(s, jd):
                q += prob * (r + Lambda * (0.0 if ns == TERMINAL else v[ns]))
            if q > best_q:
                best_q, best_jd  = q, jd
        delta = max(delta, abs(best_q - v[s]))
        v[s], policy[s] = best_q, best_jd
    if delta < TOLERANCE:
        print(f"Converged in {it} iterations (delta={delta:.3e}).")
        break



#Simulate to illustrate application of the optimal policy
simulate(policy, MAX_STEPS)In the above implementation, the rangers search their initial sectors at the start of the horizon. The successprobability at a given decision epoch is the ratio of the sectors searched to the unvisited sectors. Running theabove Python code yields an optimal cooperative policy to search for a lost hiker with an unknown location.Given the uncertainty about the hiker’s location, there is uncertainty about the outcome of the rangers’search at each epoch. The above code generates the following output for an example of a simulatedapplication of the policy.
Reachable non-terminal states: 2256
Converged in 4 iterations (delta=0.000e+00).

--- Simulation of policy ---
t= 0  pos1=(0, 0) pos2=(2, 2)               decision=(R1 D, R2 U)
    reward=-2.0

t= 1  pos1=(1, 0) pos2=(1, 2)               decision=(R1 D, R2 U)
    reward=-2.0

t= 2  pos1=(2, 0) pos2=(0, 2)               decision=(R1 R, R2 L)
    reward=+8.0

t= 3  FOUND!  discounted return = 2.680Thus, in this case, the rangers start at positions (0, 0) and (2, 2). They �irst search the sectors they occupybut do not �ind the hiker. Next, ranger 1 moves down and ranger 2 moves up, resulting in movement costs of−1 each. In the next epoch, Ranger 1 moves down again, and Ranger 2 moves up again, incurring movementcosts again, without �inding the hiker. Subsequently, Ranger 1 moves right, then up. Ranger 2 moves left andthen stays in place. At decision epoch 4, they locate the lost hiker with probability 1 because only one sectorremains unchecked; all others have been ruled out. Running the simulation step multiple times withdifferent random number generator seeds yields different search paths.
9.3.4 Decentralized POMDPsA more general case of a decentralized model is the Dec-POMDP. For such models, observations are availablethat provide useful information for optimizing decision-making. However, unlike POMDPs, which haveoptimal policies based on the belief state, Dec-POMDPs do not. Instead, policies must be de�ined based oneach agent’s history of observations and decisions, which makes the problem much more challenging. Thesemodels are among the most complex and dif�icult to solve covered in this book.Consider the following notation for a Dec-POMDP. The local observation space for agent  is denoted by  where  is the discrete and �inite set of  possible observations for agent . Ajoint policy for all agents is  where the agents’ policies de�ine a mapping from eachagent’s history of observations and decisions,  to the next decision at epoch . The lack of a single summary statistic, such as belief in the case of POMDPs, means that the optimal policyfor each agent may be history-dependent, substantially increasing the complexity of solving such problems.The introduction of policies based on a history of observations and decisions represents a departure fromprevious models in this book, such as MDPs, where the optimal decision was solely dependent on thecurrent state of the system, thanks to the Markov property, and POMDPs, where the belief is a suf�icientstatistic that de�ines the state at each epoch. In the case of Dec-POMDPS, however, the system state is thehistory of states and decisions, which can be represented as a tree, as shown in Figure 9.1. In this example,there are two decisions  and two observations . The root node at the top of the treecomprises the history of prior observations and decisions up to decision epoch . The two branchescorrespond to the two possible observations, and the subsequent child nodes prescribe the decision to takein each case. Subsequently, new observations occur, followed by further decisions which continue throughthe end of the horizon .



Figure	9.1	 Illustration	of	 a	 policy	 tree	 for	 a	Dec-POMDP	model	 starting	 at	 an	 arbitrary	decision

epoch,	 ,	with	agent	 	with	history	 	for	which	the	policy	depends	on	the	history	of	observations

and	 decisions,	 where	 observations	 can	 be	 good	 	 or	 bad	 	 and	 there	 are	 two	 possible

decisions	( 	and	 ).

Algorithm 9.2 Algorithm for Solving Dec-POMDPs1: Input: Dec-POMDP data elements: decision epochs, states, decisions, transition probability matrix,rewards, observation probabilities, initial belief distribution, discount factor2: Initialization: 3: for  to  do4:  for  to  do5:   6:  end	for7:  while some policies have been pruned do8:   for  to  do9:    10:   end	for11:  end	while12: end	for13: 14: for each  do15:  16: end	for17: Return Algorithm 9.2 for solving Dec-POMDPs computes optimal joint policies by iteratively expanding and pruningsets of policy trees, such as that in Figure 9.1. The parameter  denotes the policy-tree depth with a depth-tree spanning stages  through ; therefore,  represents a policy for the full horizon. denotes the set of feasible depth-  policy trees for agent . At each stage, the exhaustive	backup



operation expands the set of policy trees in  by adding subtrees for all possible observations,generating new depth-  candidate trees. Unfortunately, this process creates an exponentially large numberof candidate policies. Therefore, pruning of suboptimal policies is a necessary step (analogous to pruning -vectors for POMDPs in Chapter 7). The pruning operations remove dominated policies that cannot beoptimal given the other agents’ policy trees. Repeating this procedure iteratively until  yields the�inal joint policy set for all agents , from which a policy that maximizesexpected rewards under the initial belief is selected.Consider the following example, which illustrates the application of Algorithm 9.2 to solve a probleminvolving two agents that must coordinate their decisions to complete tasks in a factory setting.
Python Example 9.4: Factory robot coordination problemTwo robots work on an assembly line where new tasks arrive stochastically. At each decision epoch, there isa chance that a new task will arrive, but the robots cannot directly observe whether a task is present. Rather,each robot receives a private, yet noisy, signal indicating the possible presence of a task. To be successful,both robots must choose to process the task at the same decision epoch. If only one robot attempts tocomplete the task, it fails and incurs a penalty. If neither robot acts, the task is missed, resulting in a penalty.The robots (agents) do not communicate or share their observations, so they must coordinate solely on thebasis of their own observation histories and subsequent beliefs. The following is the in�inite-horizondecentralized partially observable MDP formulation of this problem.
States:  where  represents that a task has arrived in the current epoch, and represents that no task has arrived.Decisions: The set of possible decisions is  The joint decision is . That is, each robot independently decides to either process the current task orwait.Observations: Each agent receives a binary private observation  indicating the probability a taskhas arrived  or not , where:

Transition probabilities: The state transition model re�lects the dynamics of task availability. If a task ispresent at epoch  and both agents choose to process it, the task is successfully completed, and a new task ishighly likely to arrive in the next step . If the agents fail to process the task (due to miscoordination orchoosing to wait), a new task may still arrive, but with lower probability.



Discount factor: The discount factor, , re�lects both the need for timely task completion to maintainhigh productivity and the increasing cost of prolonged operation due to machine wear.The following Python code solves this Dec-POMDP using the algorithm described in 9.2.
import numpy as np
import itertools
from functools import lru_cache

# Input data
T = 3
states = [0, 1]
nstates = 2
decisions = ['wait', 'process']
ndecisions = 2
nobservations = 2
Lambda = 0.95 # Discount factor

# Transition probability matrix: TPM[s, d1, d2, s_next]
P = np.zeros((nstates, ndecisions, ndecisions, nstates), dtype=float)
for s in range(nstates):
    for d1 in range(ndecisions):
        for d2 in range(ndecisions):

            # Higher probability of next task if both process at s=1, or wait at s=0
            if (s == 1 and d1 == 1 and d2 == 1) or (s == 0 and d1 == 0 and d2 == 0):
                p_next_task = 0.9

            # Otherwise lower probability
            else: p_next_task = 0.5
            P[s, d1, d2, 1] = p_next_task
            P[s, d1, d2, 0] = 1 - p_next_task

O = np.array([ # Observation probabilities: O[s, o] = P(o|s)
    [0.9, 0.1],  # P(o=0|s=0)=0.9, P(o=1|s=0)=0.1
    [0.1, 0.9]   # P(o=0|s=1)=0.1, P(o=1|s=1)=0.9                                      
], dtype=float)

rewards = np.zeros((nstates,ndecisions,ndecisions),dtype=float) # rewards[s,d1,d2]

# s = 1
rewards[1, 1, 1] = 15.0    # Both process when a task exists
rewards[1, 1, 0] = -12.0   # Exactly one processes
rewards[1, 0, 1] = -12.0   # Exactly one processes
rewards[1, 0, 0] = -8.0    # Both wait
# s = 0
rewards[0, 1, 1] = -10.0   # Both process unnecessarily
rewards[0, 1, 0] = -8.0    # One processes unnecessarily
rewards[0, 0, 1] = -8.0    # One processes unnecessarily
rewards[0, 0, 0] = 6.0     # Both wait

# Initial belief over states
initial_belief = [0.5, 0.5]



# Policy-tree representation
def leaf(d): return ('leaf', d) # take decision d and stop
def node(d, c0, c1):
    return ('node', d, c0, c1) # take decision d then follow subtree c0 or c1

# Generate depth-tau trees from depth-(tau-1) trees
def exhaustive_backup(Q_prev):
    result = []
    for d in range(ndecisions):
        for child_o0, child_o1 in itertools.product(Q_prev, repeat=2):
            result.append(node(d, child_o0, child_o1))
    return result

# Compute the expected value of joint policy starting state s with  depth_h
@lru_cache(maxsize=None) #Forces caching for faster performance

def value_state(s, pi1, pi2, depth_h):
    if depth_h == 0: return 0
    d1 = pi1[1]
    d2 = pi2[1]
    if depth_h == 1: return rewards[s, d1, d2]
    # Future value
    value = 0
    for s_next in range(nstates):
        for o1 in range(nobservations):
            for o2 in range(nobservations):
                c1 = pi1 if pi1[0] == 'leaf' else (pi1[2] if o1 == 0 else pi1[3])
                c2 = pi2 if pi2[0] == 'leaf' else (pi2[2] if o2 == 0 else pi2[3])
                value += (P[s, d1, d2, s_next] * O[s_next, o1] * O[s_next, o2]
                           * value_state(s_next, c1, c2, depth_h - 1))
    return rewards[s, d1, d2] + Lambda * value

# Compute expected value of a joint policy (pi1, pi2) under initial belief
def value_belief(belief, pi1, pi2, depth_h):
    return float(belief[0] * value_state(0, pi1, pi2, depth_h) +
                 belief[1] * value_state(1, pi1, pi2, depth_h))

# Evaluate pairs (pi1, pi2) on belief points, prune policies never near-optimal
def prune(Q1, Q2, depth_h, grid_pts=41, eps=1e-6, topk=None):
    beliefs = np.linspace(0.0, 1.0, grid_pts)
    keep_pairs = set()
    for p in beliefs:
        b = [1 - p, p]
        vals = [(value_belief(b, pi1, pi2, depth_h), i, j) # Evaluate policies
                for i, pi1 in enumerate(Q1) for j, pi2 in enumerate(Q2)]
        vals.sort(key=lambda x: x[0], reverse=True)
        if topk is None:
            best = vals[0][0]
            winners = [(i, j) for v, i, j in vals if v >= best - eps]
        else:
            cutoff = vals[min(topk - 1, len(vals) - 1)][0]                             
            winners = [(i, j) for v, i, j in vals if v >= cutoff - eps]
        keep_pairs.update(winners)
    keep_i = {i for (i, _) in keep_pairs}
    keep_j = {j for (_, j) in keep_pairs}
    Q1_new = [pi for i, pi in enumerate(Q1) if i in keep_i]
    Q2_new = [pj for j, pj in enumerate(Q2) if j in keep_j]
    return Q1_new, Q2_new

# Show policy tree
def show_policy(pi, indent=0):
    pad = '  ' * indent
    if pi[0] == 'leaf':
        return f"{pad} d = {decisions[pi[1]]}"



    s = f"{pad}d = {decisions[pi[1]]}\n"
    s += f"{pad} if o = 0:\n{show_policy(pi[2], indent+2)}\n"
    s += f"{pad} if o = 1:\n{show_policy(pi[3], indent+2)}"
    return s
# Solve Dec-POMDPs
Q1 = [leaf(d) for d in range(ndecisions)] #Initialize policies
Q2 = [leaf(d) for d in range(ndecisions)]

for tau in range(2, T + 2): # Grow tree to depth T + 1 with pruning
    Q1 = exhaustive_backup(Q1)
    Q2 = exhaustive_backup(Q2)
    changed = True  #Iterative pruning until no change
    while changed:
        before = (len(Q1), len(Q2))
        Q1, Q2 = prune(Q1, Q2, tau)
        changed = before != (len(Q1), len(Q2))

# Loop over policy trees, get best value and policy tree
best_pair = None
best_value = -np.inf
for pi1, pi2 in itertools.product(Q1, Q2):
    v = value_belief(initial_belief, pi1, pi2, T + 1)
    if v > best_value:
        best_value = v
        best_pair = (pi1, pi2)

# Print results
print(f"Optimal value (T = {T}, initial belief = {initial_belief}): 
{best_value:.4f}\n")
print('Robot 1 policy tree:')
print(show_policy(best_pair[0]))
print('Robot 2 policy tree:')
print(show_policy(best_pair[1]))
print(f"\nAfter pruning at depth T + 1 = {T + 1}: |Q1^(T+1)| = {len(Q1)}, \
|Q2^(T+1)| = {len(Q2)}")Running the above Python code yields the following best policy trees of horizon  for each agent, alongwith the pruned policy counts, which represent the number of policy trees retained for each agent for allinitial belief distributions at the �inal horizon after pruning, indicating the ef�iciency of the search. The initialoutput provides the policy tree as a decision rule for Robot 1 and Robot 2. These are the best of the 5policies remaining after pruning.
Optimal value (T = 3, initial belief = [0.5, 0.5]): 28.9927

Robot 1 policy tree:
d = process
 if o = 0:
    d = wait
     if o = 0:
        d = process
         if o = 0:
             d = wait
         if o = 1:
             d = process
     if o = 1:
        d = process
         if o = 0:
             d = process
         if o = 1:
             d = process
 if o = 1:
    d = process
     if o = 0:
        d = process



         if o = 0:
             d = wait
         if o = 1:
             d = process
     if o = 1:
        d = process
         if o = 0:
             d = process
         if o = 1:
             d = process
Robot 2 policy tree:
d = process
 if o = 0:
    d = wait
     if o = 0:
        d = process
         if o = 0:
             d = wait
         if o = 1:
             d = process
     if o = 1:
        d = process
         if o = 0:
             d = process
         if o = 1:
             d = process
 if o = 1:
    d = process
     if o = 0:
        d = process
         if o = 0:
             d = wait
         if o = 1:
             d = process
     if o = 1:
        d = process
         if o = 0:
             d = process
         if o = 1:
             d = process

After pruning at depth T + 1 = 4: ||Q1^(T+1)|| = 5, ||Q2^(T+1)|| = 5For  (evaluated here using a depth  policy tree) and initial belief (0.5, 0.5), the two robotsadopt the same policy tree because the problem data are symmetric. Observation , which stronglysuggests  according to the observation probabilities, typically leads both robots to the processdecision, consistent with the high reward for joint processing when a task exists. In contrast, observation  often leads to wait, consistent with the high cost of processing when , while joint waiting yieldsa positive reward and is also favored by the transition dynamics. After pruning, �ive candidate trees remainper agent (policies that are optimal for different belief points), and the best remaining pair achieves anapproximately optimal value of 28.99 at the initial belief (0.5, 0.5).
9.4 Concluding RemarksThe RMDPs presented in a max-min framework have been developed to generate the worst-case optimalpolicy when MDP parameters, such as TPMs, are uncertain. The addition of an adversary re�lects this andemphasizes the worst-case changes to the TPMs resulting from solving an inner optimization problemwhere the decision variables are the adversary’s choice of transition probabilities within an uncertainty set.There are numerous contributions to this body of work, going back decades. Some recent articles thatprovide a more advanced treatment of this topic include Nilim and El Ghaoui [1] and Iyengar [2], and



references therein. These sources extend beyond the notion of an interval model to include more rigorouslymotivated choices of the uncertainty set, informed by statistical arguments, which lead to ellipticaluncertainty sets and others. These provide a more principled representation of the con�idence region, butthey also lead to a nonlinear formulation of the inner problem (9.2), which can make the RMDP moredif�icult to solve. Other approaches, such as the likelihood model, the entropy model, and the constrainedellipsoidal model formulations described in Nilim and El Ghaoui [1] and Iyengar [2], include parameters tocontrol the con�idence level. A common concern with RMDPs is their focus on the worst-case modelparameters, which can lead to policies that are optimal with respect to extremely unlikely scenarios onlyand thus may not perform well in practice. The medical treatment example of an RMDP in this chapter wasmotivated by Zhang et al. [3].Regarding cooperative MAMDPs, early work for the case of perfect information sharing, which correspondsto factored	MDPs, was published by Boutilier [4]. Many more articles have since �leshed out the details ofvariations on these problems, such as the Dec-POMDP models covered in this chapter. A useful reference forreaders wishing to build their knowledge of this topic is the book by Oliehoek and Amato [5], which coversthe topics of this chapter and extends them substantially to include a variety of other environments thatin�luence model formulations and methods, including heuristics that can more realistically handle larger-scale instances than considered here.The topic of multi-agent decision-making models is an active area of study. This chapter covered thefundamental models that can be understood through the perspectives of MDPs and POMDPs. Multi-agent RLis a natural extension to the above model-based multi-agent problems. In such models, the optimal valuefunction is traded for the  function. As described in Chapter 8, RL requires a blend of exploration andexploitation to update the  functions and successively estimate policies. There is a highly active andgrowing body of research in this area. The interested reader may �ind Amato [6] a helpful introduction tothis advanced topic.The treatment of multi-agent models in this chapter was entirely based on cooperative models. A richliterature exists on competitive multi-agent models that employ game theory and other approaches toderive equilibrium conditions for understanding multi-agent behavior. Shoham and Leyton-Brown [7]provides a very thorough introduction to this interesting topic.
9.5 Practice Exercises1. Suppose you can purchase IBM stock at $50/share today. The stock price is currently $50, and each dayit increases by 5% with a probability of 0.55 and decreases by 10% with a probability of 0.45. You mayexercise the option on any of the next �ive days. What is the optimal exercise policy? How does thepolicy change under the conditions of an interval model for an RMDP where the probability of increaseor decrease could have an error of ±0.15? How do the results change with respect to the size of theinterval?2. If a task is only considered successful if all agents make the “right” decision, describe a scenario wherean agent should not be punished even though the team failed.3. For the Centralized Planning example with debris-removing robots, solve the model assuming a 10 × 10grid with two robots. Evaluate the sensitivity of the results to the number of debris-clearing robots (3,4, 5, …). What do you observe as the number of robots increases?4. Estimate the mean reward for the ranger’s search for a missing hiker. How is the mean reward affectedby the discount factor, or the cost of movements relative to the reward of �inding the missing hiker?Summarize your �indings.5. Consider the example of a Missing Hiker under the assumption that, at each decision epoch withprobability 0.2 the hiker moves to an adjacent sector, picking among the feasible options with equalprobability. Revise the model to account for the uncertainty in the hiker’s location.6. Explain why agents learning simultaneously makes the environment non-stationary from any oneagent’s perspective. Give a simple example.



7. For a cooperative  agent-team task, failure occurs if any of the  agents makes a mistake. If all agentschoose exploration with probability , what is the probability that all exploit the current policy at agiven decision epoch? Explain why this matters for learning coordination and suggest a way to addressthis.8. A hospital deploys two cooperating agents in an emergency room to manage possible sepsis in patientswaiting for admission over a 1-hour window divided into four 15-minute decision epochs, . The random variable  indicates whether the patient has sepsis during thishour. At ,  If , the patient does not develop sepsis during the hour; if , sepsis is present throughout the hour. Sepsis can only be diagnosed with a test. At each decisionepoch, Agent  decides whether to order a diagnostic test or not, , and Agent decides whether to start antibiotics or wait, with decisions , which is an irreversibledecision that extends for the remaining decision epochs. If  is chosen at epoch , then a diagnostictest is performed, and the result, , is observed immediately by both agents (assume a perfecttest). Otherwise, the patient’s status is unknown. Antibiotics are delivered on time only if Agent chooses to start antibiotics for some epoch , and there has been a positive test at or before . Thehospital is testing the two-agent system using the following reward function:
However, there are also cost penalties of −0.5 for ordering a test, −1 for failing to identify and treat apatient with sepsis, and −0.75 for treating a patient who does not have sepsis. Both agents use thefollowing naive learning rule: if the outcome is positive, increase the probability of repeating their lastdecision; otherwise, decrease it.a. Explain why the naive rule can give misleading feedback to Agent  or Agent . Give at least twoscenarios (joint decision sequences) where an agent took a “reasonable” decision but got negativefeedback.b. Propose an alternative reward function that reduces misleading feedback without changing theclinical goal, and check whether your solution improves cooperation.
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Chapter 10
Approximation Methods for Large-scale
Models

10.1 IntroductionThe focus of this chapter is on scaling up the methods from previouschapters to very large-scale problems. As discussed in Chapter 3, the curse
of	dimensionality is a serious problem in many real-world applicationswhen using state-based model formulations based on dynamicprogramming, such as MDPs, POMDPs, and RL. This raises questionsabout whether and when the various approaches are practical and when itmay be necessary to resort to approximation methods. This chapterintroduces approximate	dynamic	programming and several associatedmethods. It revises the goal from �inding optimal policies, the focus ofprevious chapters, to �inding good solutions within a reasonable time. Theoptimal approximation method for a given application may vary with thenature of the models employed. Some applications may warrant the use offast heuristics based on decision-makers’ intuition, whereas othersrequire more advanced approaches. This chapter aims to provide a briefintroduction to the latter case, which is an expansive and rapidlydeveloping research topic. Before discussing methods, however, thefollowing motivating examples illustrate the curse of dimensionality.Consider a software company that is developing a decision supportsystem to manage inventory for a retail outlet that sells 100 differenttypes of shoes. Each week, they must decide whether to order fromthe manufacturer and, if so, how many pairs of each shoe type toorder. Assume that the organization’s inventory policies limit thenumber of pairs of shoes per shoe type to 9. Several considerationsin�luence decision-making for different types of shoes, includingcustomer demand, limited inventory, and the substitutability ofshoes, meaning that some customers who do not �ind the speci�icshoe they want may purchase a similar one. For these reasons, the



ordering decisions cannot simply be decomposed into individualproducts. For an exact treatment of this problem, the state spacemust include 10 inventory states (0–9 units in stock) for each of the100 shoe types, yielding 10100 possible system states.Consider a municipality that is considering implementing a smarttraf�ic system that uses computer vision to detect vehicle traf�ic andmake real-time decisions about traf�ic light changes at intersectionsin the road network. If the overall goal is to optimize traf�ic �low andreduce congestion-related wait times, then decisions at variousintersections within the traf�ic grid are interdependent. Thus, forexample, if there are 60 four-way intersections in a municipality, eachwith as many as 20 cars waiting at any point in time, the number ofpossible states of the system is (214)60, a problem size that nomethods discussed thus far in this book can handle.Consider a team of drones, managed by a central decision-maker, thatseeks to complete cooperative tasks, such as searching an area for aninjured person who is unconscious and unable to communicate. Thearea can be de�ined by a grid of points that the robots can traverseduring their search for the injured person, providing regular updatesto the central decision-maker. Assuming a drone resolution of 10 × 10meters to con�irm the presence or absence of an injured person, a 10km2 region would have 10 million grid points. The state of the systemcould be expressed, in part, using a set of binary variables thatdenote a grid point that has been searched previously (1) or remainsto be searched (0), yielding 21000000 possible states de�ining thestatus of the search, not to mention the location of the drones in theregion and other factors that may be relevant to the state de�inition(e.g., battery charge, weather conditions).The above examples are just a small sample of the types of problems thatarise in a multidimensional context in which the state of the system isde�ined by multiple factors (dimensions). They illustrate how rapidly thenumber of states increases as the dimensionality of the factors thatin�luence the state de�inition increases. For models of this magnitude,�inding exact solutions is computationally infeasible. In the last fewdecades, approximate	dynamic	programming (ADP) methods have beendeveloped. The two main types of ADP are value-function approximations



and policy approximations. The former uses an approximaterepresentation of the optimal value function, such as expressing it as aweighted sum of a �inite number of basis	functions. In contrast, policyapproximations directly estimate policies, often employing simulation toevaluate candidate policies. Each of these approaches is discussed in theremainder of this section.The remainder of this chapter provides a brief introduction to approachesfor approximating solutions to these large-scale problems, emphasizingthe utility of the models and the resulting recommendations with somemotivating examples. A complete treatment of the theory and methods ofapproximate dynamic programming is beyond the scope of this book;however, key points are summarized to provide the reader with afoundation of knowledge. Readers will �ind more thorough and advancedtreatments of this material in recent books by Powell [1, 2] and Bertsekas[3], as well as in the references therein.
10.2 Value Function ApproximationsMDPs and their extensions, such as POMDPs, MAMDPs, and model-free(RL) variants, often exhibit exponential state-space growth for complexreal-world problems when the state is de�ined by multiple factors (e.g.,inventory levels of multiple products, cars waiting at intersections, gridpoints in a geographic region). This issue can be addressed in multipleways, all of which can be viewed as approximation methods that reducethe model’s dimensionality while (ideally) providing closeapproximations to the optimal value function, and hence the resultingpolicy.Regardless of the speci�ic approximation method, the goal is to �ind anapproximate value function , that serves as an approximation to thetrue value function,  for all states . Any suchapproximation serves to provide an approximate policy as follows:



Ideally, the choice of approximation will be ef�iciently computable andyield a suf�iciently close approximation to the true optimal value function.With that caveat in mind, any approach to approximating  could serveto approximate the optimal policy, such as simpli�ied lower-dimensionalmodels that capture the essence of the problem or simulation models thatevaluate expected future rewards. In this sense, the breadth ofpossibilities for developing approximation methods is limited only bycreativity and intuition about the factors that in�luence decisions.
10.2.1 Basis Function ApproximationsOne of the earliest proposed approximation methods uses the fact thatcertain sets of functions that form a complete discrete basis can, in theory,be used to estimate more complex functions. A fundamental example isthe	Taylor	series, which can be used to express a function as an in�initepower series. For instance, the function  can be expressed exactlyas the following Taylor series expansion:
This alone is not very useful because it requires an in�inite number ofpolynomial terms to express  exactly. But limiting the number ofterms gives an approximation that may be easier to compute forcomplicated functions. For instance, retaining the �irst four nonzero termsof the Taylor series expansion yields the following:
Figure 10.1 illustrates the quality of the approximation compared to theexact function. Increasing the number of terms in the Taylor series yieldsprogressively better approximations that converge to the exact function asthe number of terms tends to in�inity.



Figure	10.1	Approximation	of	 	using	 the	 �irst	 four	nonzero

terms	of	the	Taylor	series	expansion.There are many candidates for complete sets of basis functions, including
Legendre	polynomials, Fourier	series, and Haar	wavelets. There are alsouseful basis functions that do not provide exact representations in thelimit because they are not complete in the literal in�inite-dimensionalsense but are nevertheless very effective choices. For example, radial	basis
functions, a class of functions that includes Gaussian functions, have beenused successfully for value function approximation in many applications.The general principles of basis function approximations can also beapplied to approximating the optimal value function, a fundamentalapproach in approximate dynamic programming. Regardless of whetheran optimal value function  can be expressed exactly as an in�inite sumof weighted functions, however, in practice, a �inite set of  basisfunctions  must be selected, yielding the followingapproximation (suppressing dependence on decision epochs, as in thestationary in�inite horizon context, for now):



where  is a vector of coef�icients that must be learned and  is a vector of basis functions evaluated for a given state . Theparameters that form the vector  are sometimes called hyperparameters;they determine the accuracy of the optimal value function approximation,and their values are typically context-dependent. As such, they de�ine an“outer” optimization model that can be solved to choose hyperparametersthat yield good approximations. This itself can be computationallyexpensive, but once the hyperparameters are selected, the optimaldecision for a given state is easy to compute.One of the �irst approximation methods motivated by these concepts isapproximate value iteration (AVI), proposed by Gordon [4] in the RLcontext and by Tsitsiklis and Van Roy [5] in the MDP context. Theapproach uses a combined sample of states at each epoch. It appliesbackward induction over a �inite horizon, as covered in Chapters 3 and 4,to approximate the value function at the sampled states at each epoch,starting from the boundary condition  for all .Backward induction on the optimality equations yields estimates of , then , and so on, for all , moving backwardsrecursively until the �irst decision epoch is reached. These estimates arethen used to determine the optimal parameter values , at each decisionepoch via least-squares minimization. The complete AVI algorithm issummarized in Algorithm 10.1 for a �inite-horizon MDP with immediaterewards and state transitions, where, at each decision epoch, the policy isin�luenced by a vector of random variables .



The quality of the approximation depends on many considerations,including the model and the choice of basis functions. In some cases, itmay be advantageous to select basis functions that are speci�ically relatedto important factors motivated by the problem structure. Thus, effectivelyharnessing approximate dynamic programming methods often requiresan intuitive understanding of the problem at hand. Another choice thataffects the quality of the approximation when implementing AVI is thestate sample set at each epoch . The following example illustrateshow the various choices in�luence the approximation.



Algorithm 10.1 Approximate Value Iteration

Require: Decision epochs, ; state space ; decision space; transfer equation  with  a vector of randomvariables; immediate reward ; basis functions ; sampled states .1: Initialize 2: for  do3:  De�ine the next epoch’s approximation 4:  for  do5:   for each  do
6:   end	for7:   Set 8:  end	for9:  Fit  by least squares:

10: end	for11: return  and 
Python Example 10.1: Stochastic production lot-sizing



Consider a problem similar to that of Section 4.5 for planning productionof a single product over a �inite horizon , with the statede�ined as the amount of inventory, , andproduction decisions, , where  denotesthe maximum possible inventory that can be held at any point in time. Letdemand  at each decision epoch be independent and identicallydistributed according to a Poisson distribution, truncated to have anupper bound  to re�lect the maximum demand that can be covered in asingle decision epoch (since  is the maximum possible inventoryavailable at each decision epoch). Assume any demand that can not becovered immediately in the current epoch , is lost. Therefore, the statedynamics are described as follows:
Each unit is sold at a price , and costs include a �ixed (setup) cost , avariable production cost per unit of , and an inventory holding cost perunit . Following the description from Section 4.5, the reward function is
for , where  is an indicator function that is 1 if  and 0 otherwise, and the terminal reward at epoch  that de�inesthe boundary condition is as follows:
The (exact) optimal value function is de�ined by the standard form of theoptimality equations discussed in Chapter 4. However, to illustrate the useof ADP, apply an approximation of the form:
where  and , , are the basis functions andparameters to be estimated, respectively. For example, for the case of a



linear function , two parameters de�ine the value-function approximation at each epoch . Thus, at each epoch, the weightsfor the constant (intercept) , and the slope , are estimated usingleast square minimization. The following Python code implementsAlgorithm 10.1 to �ind an approximate value function and itscorresponding policy for multiple choices of basis function sets, includinga simple single-parameter constant and �irst through �ifth-orderpolynomials, for a total of six comparisons. The root mean square error(RMSE) and the maximum error over all states for the approximate valuefunction at the �irst decision epoch are reported as measures of accuracy.
import math
import numpy as np
import matplotlib.pyplot as plt

#Input Data
T = 10      # decision epochs
M = 60      # inventory capacity and maximum demand 
fulfilled
lam = 10    # mean daily demand for Poissone distribution
r = 5.0     # revenue per unit sold
c_S = 20.0  # fixed setup cost
c_V = 1.0   # cost per unit ordered
c_H = 0.50  # holding cost per unit leftover inventory

# Basis function 
choice:"constant","linear","quadratic","cubic","quartic", 
"quintic"
BASIS = "cubic"
# Basis functions
def phi(s: int, M: int):
    if BASIS == "constant":
        return np.array([1.0])
    if BASIS == "linear":
        return np.array([1.0, s])
    if BASIS == "quadratic":
        return np.array([1.0, s, s * s])
    if BASIS == "cubic":
        return np.array([1.0, s, s * s, pow(s,3)])
    if BASIS == "quartic":
        return np.array([1.0, s, s * s, pow(s,3), 
pow(s,4)])



    if BASIS == "quintic":
        return np.array([1.0, s, s * s, pow(s,3), 
pow(s,4), pow(s,5)])
    raise ValueError(f"Unknown BASIS: {BASIS}")

#Return value function approximation
def vhat_from_w(w: np.ndarray, M: int): return lambda s: 
float(phi(int(s), M).dot(w))

# Demand model (truncated Poisson): returns probs for 
d=0,...,M-1 and P(D>=M)
def truncated_poisson_probs(lam: float, M: int):
    probs = np.zeros(M + 1, dtype=float)
    for d in range(M):
        probs[d] = math.exp(-lam) * (lam ** d) / 
math.factorial(d)
    probs[M] = max(0.0, 1.0 - probs[:M].sum())
    return probs

# Immediate reward: E_D[ r_t(s,a,D) + v_next(s')] using 
demand truncated at D=M
def expected_future_rewards(s: int,a: 
int,v_next_fn,demand_probs: np.ndarray,
    M: int,r: float,c_V: float,c_H: float):
    sa = s + a  # inventory after order
    total = 0.0
    def contrib(d: int, prob: float):
        sales = min(sa, d)
        leftover = max(0, sa - d)
        s_next = max(0, sa - d)  # lost sales => same as 
leftover
        reward = r * sales - (c_V * a + c_H * leftover)
        return prob * (reward + v_next_fn(s_next))
    for d in range(M): total += contrib(d,demand_probs[d]) 
# Exact mass for d=0..M-1
    total += contrib(M, demand_probs[M]) # Truncation 
correction for D=M
    return total

#Compute max value and argmax decision, for state s at 
epoch t
def bellman_iteration(t: int,s: 
int,v_next_fn,demand_probs: np.ndarray, M: int,
    r: float,c_V: float,c_H: float):



    best_val = -float("inf")
    best_decision = 0
    for a in range(0, M - s + 1):
        val = 
expected_future_rewards(s,a,v_next_fn,demand_probs,M,r,c_V
,c_H)
        if val > best_val: best_val, best_decision = val, 
a

    return best_val, best_decision

# Value Function Approximation: compute value function 
samples, then least squares
def value_function_approx(T: int,M: int,lam: float,r: 
float,c_V: float,c_H: float):
    demand_probs = truncated_poisson_probs(lam, M)
    m = len(phi(0, M))
    w = [np.zeros(m) for _ in range(T+1)] # Weights at t 
(w_T zeros because v_T(s)=0)
    pi = np.zeros((T, M + 1), dtype=int)
    for t in range(T - 1, -1, -1):
        v_next = vhat_from_w(w[t + 1], M)
        Phi = np.zeros((M + 1, m)) # Create regression 
data for all states
        y = np.zeros(M + 1)
        for s in range(M + 1):
            Phi[s, :] = phi(s, M)
            y[s], pi[t,s] = 
bellman_iteration(t,s,v_next,demand_probs,M,r,c_V,c_H)
        w[t], *_ = np.linalg.lstsq(Phi, y, rcond=None) # 
Least squares fit
    return w, pi

# Exact DP for comparison to approximation
def solve_exact_dp(T: int,M: int,lam: float,r: float,c_V: 
float,c_H: float):
    demand_probs = truncated_poisson_probs(lam, M)
    v = np.zeros((T + 1, M + 1))
    pi = np.zeros((T, M + 1), dtype=int)
    v[T, :] = 0.0
    for t in range(T - 1, -1, -1):
        for s in range(M + 1):
            v[t, s], pi[t, s] = 
bellman_iteration(t,s,v_next_fn=lambda sp: v[t + 1, sp],



                
demand_probs=demand_probs,M=M,r=r,c_V=c_V,c_H=c_H)
    return v, pi

# Solve approximate MDP
w_hat, pi_hat = value_function_approx(T, M, lam, r, c_V, 
c_H)

v0_hat_fn = vhat_from_w(w_hat[0], M)
s_grid = np.arange(M + 1)

v0_hat = np.array([v0_hat_fn(s) for s in s_grid])

# Solve exact MDP for comparison
v_exact, pi_exact = solve_exact_dp(T, M, lam, r, c_V, c_H)
v0_exact = v_exact[0, :]
rmse = float(np.sqrt(np.mean((v0_hat - v0_exact) ** 2))) 
#root mean square error
max_err = float(np.max(np.abs(v0_hat - v0_exact)))
print(f"BASIS = {BASIS}")
print(f"RMSE(v_0): {rmse:.4f}   max|err|: {max_err:.4f}")

plt.figure()
plt.plot(s_grid, v0_exact, label="Exact $v_0(s)$")
plt.plot(s_grid, v0_hat, label=f"Approx $\\hat v_0(s)$ 
({BASIS} basis)")
plt.xlabel("State $s$ (inventory)")
plt.ylabel("Value $v_0(s)$")
plt.title("Exact vs Approximate Value Function")
plt.legend()
plt.tight_layout()
plt.show()Running the above code for all choices of basis function sets yields Figure10.2, with six subplots, one for each of the approximations. Theimprovements in the approximation as the number of basis functionsincreases are evident from the plots. The larger the number of functions(terms in the polynomial), the better the approximation. With the �ive-term quintic polynomial (subplot F), the approximate value function hasnearly converged to the optimal value function.



Figure	10.2	 Illustration	of	 the	approximate	value	 function	 for	 the
stochastic	production	lot-sizing	example,	using	six	choices	of	basis
function	sets,	ranging	from	a	single	constant	(subplot	A)	to	a	�ifth-
order	polynomial	(subplot	F).In this example, with a relatively small number of states, it was possible toconsider all states when generating estimates, rather than resorting tosampling, as in Algorithm 10.1, which would be necessary for problemswith very large state spaces, as in the examples described at the beginningof this chapter. In this example, the approximate value function was



compared with the exact value function, which is only feasible forproblems small enough to be solved exactly, such as this one.In practice, when approximations are necessary, decisions must be madewithout knowing the exact value function. Often, these choices are basedon the convergence of the approximation, which serves as a surrogate tothe true approximation error. It can also be helpful to compare resultsagainst a baseline to quantify improvement.Another early approach that employed a basis-function approximationwas proposed by Schweitzer and Seidmann [6], who used the linearprogramming formulation of MDPs, as discussed in Chapter 4. This waslater extended by De Farias and Van Roy [7], who demonstrated thebene�its of the approach for computing error bounds on the approximatevalue function. This linear programming-based approach is particularlywell-suited to in�inite-horizon MDPs for which the backward inductionsteps used in the approximate value iteration steps of Algorithm 10.1 arenot possible because of the absence of a boundary condition. Recall fromChapter 4 that the linear program formulation of an in�inite-horizon MDPcan be written as follows:

where  are strictly positive weights for each state, . Theapproximate linear program replaces  with a linear approximation , resulting in:

This linear program has  decision variables (the elements of vector )and  constraints (one for each state-decision pair). Given this



approximate formulation, solution methods aim to identify the optimalparameter values for the vector , i.e., the vector of basis-functionweights. Algorithm 10.2 illustrates how the approach is implemented.



Algorithm 10.2 Approximate Linear Programming Method

Require: Discount factor ; state space ; decision space ;transfer equation  with independent random variables ; immediate reward ; basis functions ; sampled states ; state-relevance weights  for .1: De�ine the value function approximation 2: for  do3:  for each  do4:   Compute the expected immediate reward and expected nextfeatures:
5:  end	for6: end	for7: Fit  by solving the approximate linear program:

subject to, for all  and ,
8: Construct a greedy policy  using :9: for  do



10: end	for11: return  and 
Python Example 10.2: Linear programming-based approximationThe stochastic production lot-sizing problem above can be recast as anin�inite-horizon MDP by dropping the �inite-horizon boundary condition(since  is unbounded) and by adding a discount factor, , whichis necessary for a well-de�ined in�inite-horizon MDP as discussed inChapter 4. Otherwise, all model parameters remain the same. Using thelinear programming-based approach described in Algorithm 10.2, thefollowing Python code solves the problem as an approximate linearprogram (ALP).
import math
import numpy as np
import matplotlib.pyplot as plt
import gurobipy as gp
from gurobipy import GRB

# Input Data
M = 60      # inventory capacity and maximum demand 
fulfilled
lam = 10    # mean daily demand for Poisson distribution
r = 5.0     # revenue per unit sold
c_S = 20.0  # fixed setup cost (still unused, as in your 
original code)
c_V = 1.0   # cost per unit ordered
c_H = 0.50  # holding cost per unit leftover inventory
Lambda = 0.97 # discount factor

# Basis function 
choice:"constant","linear","quadratic","cubic","quartic", 
"quintic"
BASIS = "quintic"

# Basis functions
def phi(s: int, M: int):
    if BASIS == "constant":
        return np.array([1.0])



    if BASIS == "linear":
        return np.array([1.0, s])
    if BASIS == "quadratic":
        return np.array([1.0, s, s * s])
    if BASIS == "cubic":
        return np.array([1.0, s, s * s, pow(s,3)])
    if BASIS == "quartic":
        return np.array([1.0, s, s * s, pow(s,3), 
pow(s,4)])
    if BASIS == "quintic":

        return np.array([1.0, s, s * s, pow(s,3), 
pow(s,4), pow(s,5)])
    raise ValueError(f"Unknown BASIS: {BASIS}")

# Return value function approximation
def vhat_from_w(w: np.ndarray, M: int): return lambda s: 
float(phi(int(s), M).dot(w))

# Demand model (truncated Poisson): returns probs for 
d=0,...,M-1 and P(D>=M)
def truncated_poisson_probs(lam: float, M: int):
    probs = np.zeros(M + 1, dtype=float)
    for d in range(M):
        probs[d] = math.exp(-lam) * (lam ** d) / 
math.factorial(d)
    probs[M] = max(0.0, 1.0 - probs[:M].sum())
    return probs

# Expected reward and next-state under demand
def expected_future_rewards(s: int, a: int, v_fn, 
demand_probs: np.ndarray,
    M: int, r: float, c_V: float, c_H: float, Lambda: 
float):
    sa = s + a  # inventory after order
    total = 0.0
    def contrib(d: int, prob: float):
        sales = min(sa, d)
        leftover = max(0, sa - d)
        s_next = leftover  # lost sales => leftover 
inventory
        reward = r * sales - (c_V * a + c_H * leftover)
        return prob * (reward + Lambda * v_fn(s_next))
    for d in range(M):



        total += contrib(d, demand_probs[d])
    total += contrib(M, demand_probs[M])
    return total

# Compute max value and argmax decision, for state s
def bellman_iteration(s: int, v_fn, demand_probs: 
np.ndarray, M: int,
    r: float, c_V: float, c_H: float, Lambda: float):
    best_val = -float("inf")

    best_decision = 0
    for a in range(0, M - s + 1):
        val = 
expected_future_rewards(s,a,v_fn,demand_probs,M,r,c_V,c_H,
Lambda)
        if val > best_val: best_val, best_decision = val, 
a
    return best_val, best_decision

#Compute linear program constraint coefficients for the 
approximate LP
def expected_future_reward_features(s: int, a: int, 
demand_probs: np.ndarray,
                                      M: int,r: float, 
c_V: float, c_H: float):
    sa = s + a
    E_reward = 0.0
    E_phi_next = np.zeros(len(phi(0, M)))
    def contrib(d: int, prob: float):
        sales = min(sa, d)
        leftover = max(0, sa - d)
        s_next = leftover
        reward = r * sales - (c_V * a + c_H * leftover)
        return prob, reward, s_next
    for d in range(M):
        prob, reward, s_next = contrib(d, demand_probs[d])
        E_reward += prob * reward
        E_phi_next += prob * phi(s_next, M)
    prob, reward, s_next = contrib(M, demand_probs[M])
    E_reward += prob * reward
    E_phi_next += prob * phi(s_next, M)
    return E_reward, E_phi_next

#Compute linear program constraint coefficients for exact 



LP
def expected_reward_and_next_state_probs(s: int, a: int, 
demand_probs: np.ndarray,
    M: int, r: float, c_V: float, c_H: float):
    sa = s + a
    E_reward = 0.0
    p_next = {}
    def add_mass(d: int, prob: float):
        nonlocal E_reward, p_next
        sales = min(sa, d)
        leftover = max(0, sa - d)
        s_next = leftover
        reward = r * sales - (c_V * a + c_H * leftover)
        E_reward += prob * reward
        p_next[s_next] = p_next.get(s_next, 0.0) + prob
    for d in range(M):
        add_mass(d, demand_probs[d])
    add_mass(M, demand_probs[M])  # truncation mass
    return E_reward, p_next

# Approximate Linear Program solve
def solve_approx_alp(M: int, lam: float, r: float, c_V: 
float, c_H: float, Lambda: float):
    demand_probs = truncated_poisson_probs(lam, M)
    m = len(phi(0, M))
    mu = np.ones(M + 1) / (M + 1) #Objective: minimize 
sum_s mu(s) * vhat(s)
    Phi = np.vstack([phi(s, M) for s in range(M + 1)])
    c = Phi.T @ mu  # c in R^m
    model = gp.Model("ALP") #Gurobi linear program 
formulation
    w = model.addMVar(shape=m, lb=-GRB.INFINITY, name="w") 
# Decision vars, w
    model.setObjective(c @ w, GRB.MINIMIZE)  # Objective: 
min c^T w

    # Constraints: for all (s,a),phi(s)^T w >= E[r] + 
Lambda * E[phi(s')]^T w
    for s in range(M + 1):
        phi_s = phi(s, M)
        for a in range(0, M - s + 1):
            E_reward, E_phi_next = 
expected_future_reward_features(
                s, a, demand_probs, M, r, c_V, c_H)



            model.addConstr((phi_s - Lambda * E_phi_next) 
@ w >= E_reward,
                            name=f"bellman_{s}_{a}")
    model.optimize()

    if model.Status != GRB.OPTIMAL:
        raise RuntimeError(f"ALP (Gurobi) failed. Status=
{model.Status}")
    w_sol = w.X  # numpy array
    v_fn = vhat_from_w(w_sol, M) # Greedy policy induced 
by vhat
    pi = np.zeros(M + 1, dtype=int)

    for s in range(M + 1):
        _, best_decision = bellman_iteration(s, v_fn, 
demand_probs, M, r, c_V, c_H, Lambda)
        pi[s] = best_decision
    return w_sol, pi

def solve_exact_lp(M: int, lam: float, r: float, c_V: 
float, c_H: float, Lambda: float):
    demand_probs = truncated_poisson_probs(lam, M)
    mu = np.ones(M + 1) / (M + 1)     # Weights for LP 
objective
    model = gp.Model("Exact_Discounted_MDP_LP")
    model.Params.OutputFlag = 0
    V = model.addVars(M + 1, lb=-GRB.INFINITY, name="V") # 
Variables: V[s]
    # Objective: minimize sum_s mu[s] * V[s]
    model.setObjective(gp.quicksum(mu[s] * V[s] for s in 
range(M + 1)), GRB.MINIMIZE)

    # Bellman inequalities as constraints: v(s) >= 
E[r(s,a)] + Lambda * E[v(s')]
    for s in range(M + 1):
        for a in range(0, M - s + 1):
            E_reward, p_next = 
expected_reward_and_next_state_probs(
                s, a, demand_probs, M, r, c_V, c_H)
            rhs = E_reward + Lambda*gp.quicksum(prob*V[sp] 
for
                sp,prob in p_next.items())
            model.addConstr(V[s] >= rhs, 



name=f"bellman_{s}_{a}")
    model.optimize()
    if model.Status != GRB.OPTIMAL:
        raise RuntimeError(f"Exact LP (Gurobi) failed. 
Status={model.Status}")
    v = np.array([V[s].X for s in range(M + 1)], 
dtype=float)
    pi = np.zeros(M + 1, dtype=int)
    for s in range(M + 1):
        _, best_decision = bellman_iteration(s, 
v_fn=lambda sp: v[sp],demand_probs=
                        demand_probs, M=M, r=r,c_V=c_V, 
c_H=c_H, Lambda=Lambda)
        pi[s] = best_decision
    return v, pi

# Solve approximate infinite horizon ALP
w_hat, pi_hat = solve_approx_alp(M, lam, r, c_V, c_H, 
Lambda)
v_hat_fn = vhat_from_w(w_hat, M)
s_grid = np.arange(M + 1)
v_hat = np.array([v_hat_fn(s) for s in s_grid])

# Solve exact infinite-horizon LP for comparison
v_exact, pi_exact = solve_exact_lp(M, lam, r, c_V, c_H, 
Lambda)
rmse = float(np.sqrt(np.mean((v_hat - v_exact) ** 2)))
max_err = float(np.max(np.abs(v_hat - v_exact)))

print(f"BASIS = {BASIS}   Lambda = {Lambda}")
print(f"RMSE(v): {rmse:.4f}   max|err|: {max_err:.4f}")

plt.figure()
plt.plot(s_grid, v_exact, label="Exact $v(s)$")
plt.plot(s_grid, v_hat, label=f"Approx $\\hat v(s)$ (ALP, 
{BASIS} basis)")
plt.xlabel("State $s$ (inventory)")
plt.ylabel("Value $v(s)$")
plt.title("Infinite-Horizon Discounted: Exact vs Approx 
(ALP)")
plt.legend()
plt.tight_layout()
plt.show()



Running the above Python code yields a comparison of the ALPapproximation with the exact solution, paralleling the results obtained forthe �inite-horizon version of the problem using Algorithm 10.1. Figure10.3 shows the results from the case of a �ifth-order polynomial, whichprovides a good approximation to the optimal value function.

Figure	 10.3	 Illustration	 of	 the	 approximate	 value	 function	 using
the	 approximate	 linear	 programming	 (ALP)	 approach	 for	 the
in�inite	horizon	 stochastic	production	 lot-sizing	 example,	 using	 a
�ifth-order	polynomial.For large-scale problems, ALP may require careful consideration of how tocontrol the size of the resulting linear program. The challenge ofexponentially large state spaces is addressed by reformulating theproblem as an optimization over basis-function weights, which depend onthe number of basis functions. A parsimonious set of basis functions thatyields a good approximation will result in a linear program with amanageable number of decision variables. However, the number ofconstraints may be prohibitive, since the exact representation imposesone for every state-decision pair. For this reason, care must be taken whenapproximating the resulting linear program. A common approach is to useconstraint sampling, in which a subset of constraints is sampled. Thisapproach was motivated by de Farias and Van Roy [8] in the context ofdynamic programming and has since been applied to many problems.



10.2.2 Kernel-based ApproximationsA related form of value function approximation uses kernel	functions,which specify a class of functions that provide a measure of similaritybetween states. For example, selecting a Gaussian kernel function yieldsthe following:
and the resulting approximate value function is
where  is the current state and  are neighboring states.The kernel function, , is a measure of similarity between states and . In contrast to the basis function approximation described above,where speci�ic functions were selected, with kernel-basedapproximations, the basis functions , are determined by thesampled data points . The parameter  in the kernelfunction is a hyperparameter that controls the extent to which stateproximity in�luences the value function approximation. If  is small, thein�luence of states drops quickly as proximity increases; if  is large, thekernel function drops off slowly, implying that distant states inform theshape of the local value function approximation.In some applications, the state  is naturally quanti�ied, and the notion of“distance” as a measure of similarity is natural. For instance, theproduction planning problems considered above use the inventory levelas the state variable, which naturally has a complete ordering from low tohigh inventory. In other applications, such as those using categoricalde�initions of states, it may be necessary to introduce a feature vector, , to quantify -dimensional states. For instance, in amanufacturing context, the states could be de�ined by the number of jobscompleted, the number waiting in the queue, and the status of machines



(e.g., functioning optimally, under repair). In such situations, customizedfeature vector selection based on expert domain knowledge can bevaluable. An example of kernel-based approximations is deferred to thenext section to illustrate its use in the context of policy	approximation
methods.
10.3 Policy Iteration-based ApproximationA powerful alternative to value function approximations is algorithmsbased on the idea of policy iteration, discussed in Chapter 4 and revisitedin Chapter 8 in the context of RL in the form of Monte Carlo policyiteration (MCPI), which used a system simulator to avoid constructing acomplete MDP model, which may not be feasible for complex systemswith a prohibitively large number of states. In fact, MCPI can be viewed asan approximate policy-iteration method that uses statistical sampling toestimate value functions and update the policy. One of the earliestfoundational policy approximation algorithms was proposed byLagoudakis and Parr [9], called least-squares	policy	iteration (LSPI). Thebasic idea of LSPI is to represent the -function as a linear approximationand to estimate the weights that approximately satisfy the optimalityequations via least-squares minimization. Subsequently, using theresulting -function to �ind an improved policy completes an iteration.The algorithm proceeds iteratively until a stopping criterion based on aconvergence measure is satis�ied. Algorithm 10.3 illustrates the mainsteps of LSPI.



Algorithm 10.3 Least-squares Policy Iteration (LSPI)

Require: Discount factor ; state space ; decision space ;immediate rewards  basis functions , ;batch of sampled transitions ;tolerance ; maximum iterations .1: Initialize  and 2: for  do3:  Policy	evaluation	(least-squares	estimation)4:  Initialize , 5:  for each sample  do6:   Set 7:   Set 8:   Update
9:  end	for10:  Solve  for  to get 

11:  Policy	improvement:12:  Generate improved policy 
13:  if  then14:   break15:  end	if



16: end	for17: return  and policy 
Many examples have been used as a testbed for algorithms like LSPI, suchas the following, which dates back to Moore’s dissertation [10] and wassubsequently popularized as a benchmark problem by Singh and Sutton[11]. Figure 10.4 illustrates the basic idea of the problem, which involvescontinuous state and decision spaces, where an autonomous vehicledrives on a (one-dimensional) road. The agent controlling the carobserves the linear distance to a goal location and determines how much,if any, to apply the accelerator.

Figure	 10.4	 The	 Mountain	 car	 benchmark	 problem	 with	 states
de�ined	 by	 position	 and	 decisions	 by	 positive	 or	 negative
acceleration.

Python Example 10.3: Mountain car



This example is based on the original version of the problem, whichassumed a 1000 m-long road and a pedal height varying between 0 cm(no acceleration) and 10 cm (maximum acceleration). The road passesthrough mountains; thus, the car’s height varies, and the vehicle dynamicsare assumed to be governed by an unobservable physical model. Whenthe car is on an incline, gravity contributes to its deceleration; on adecline, it contributes to its acceleration. This example departs fromprevious examples because an approximation is necessary due to thein�inite number of states and decisions. Furthermore, the exact solutionfor comparison is not feasible to obtain.The Mountain Car problem can be solved using radial basis functions asthe kernel. To demonstrate, this example uses Gymnasium proposed byTowers et al. as a standard interface for RL environments, building upon
OpenAI	Gym, a publicly available software library created by Brockman etal. [12] that includes many benchmark problems, such as the Mountaincar. Moreover, this example uses Scikit-learn, an open-source Pythonlibrary that provides utilities for RL, including standard operations suchas kernel approximation and least-squares linear regression [13].
import time
import numpy as np
import gymnasium as gym
from sklearn.preprocessing import StandardScaler
from sklearn.kernel_approximation import Nystroem
import imageio
import matplotlib.pyplot as plt
from matplotlib import animation

# Input Data
ENV_ID = "MountainCar-v0"
SEED = 0                    #random number generator seed
DATA_STEPS = 1000           # Total number of state-
decision transitions
RBF_COMPONENTS = 30         # Number of radial basis 
functions
L2_REG = 1e-2               # keep
RBF_SIGMA = 1.0             # hyperparameter for RBFs
LSPI_MAX_ITERS = 100        # max allowable iterations for 
LSPI
LSPI_TOL = 1e-6             # stopping criterion for LSPI
DISCOUNT = 0.99             #discount factor



MAX_EPISODE_STEPS = 200
BEHAVIOR_RANDOM_PROB = 0.5  # 50% random, 50% heuristic 
"push with velocity"
EVAL_EPISODES = 5

# Animation settings
ANIMATE_EPISODE_SEED = 123
ANIMATE_MAX_STEPS = 200     # None uses env default
ANIMATE_INTERVAL_MS = 30     # lower=faster playback
GIF_PATH = "MountainCar_lspi_policy.gif" #animation file

#Define mapping from states to radial basis functions
def fit_feature_map(states: np.ndarray,rbf_components: 
int, seed: int):

    scaler = StandardScaler()
    states_scaled = scaler.fit_transform(states)
    rbf_gamma = 1/(2*RBF_SIGMA**2)
    nys = 
Nystroem(kernel="rbf",gamma=rbf_gamma,n_components=rbf_com
ponents,
                   random_state=seed)
    nys.fit(states_scaled)
    def phi_batch(S: np.ndarray) -> np.ndarray:
        S = np.asarray(S, dtype=float)
        S_scaled = scaler.transform(S)
        return nys.transform(S_scaled)  # (N,d)
    def phi_single(s: np.ndarray) -> np.ndarray:
        return phi_batch(np.asarray(s, 
dtype=float).reshape(1, -1)).ravel()
    d = rbf_components
    return phi_single, phi_batch, d

#Convert state features into state-decision features
def build_decision_features(phi_s: np.ndarray, decisions: 
np.ndarray,
                            n_decisions: int) -> 
np.ndarray:
    N, d = phi_s.shape
    D = n_decisions * d
    X = np.zeros((N, D), dtype=float)
    rows = np.arange(N)
    start = decisions * d  # starting column per row
    for k in range(d): # Fill X[rows, start + k] = 



phi_s[:,k] for k=0..d-1
        X[rows, start + k] = phi_s[:, k]
    return X

#Collect greedy decisions for many states at once
def greedy_decisions_batch(theta: np.ndarray, phi_s: 
np.ndarray,
                           n_decisions: int) -> 
np.ndarray:
    N, d = phi_s.shape
    W = theta.reshape(n_decisions, d)        # (A,d)
    Q = phi_s @ W.T                          # (N,A)
    return np.argmax(Q, axis=1).astype(int)

#Collect decision when there is only a single state 
(during evaluation)
def greedy_decision(theta: np.ndarray,phi_s: 
np.ndarray,n_decisions: int) -> int:
    d = phi_s.shape[0]
    W = theta.reshape(n_decisions, d)
    q = W @ phi_s
    return int(np.argmax(q))

#Collect state transitions using random or heuristic 
decisions
def collect_transitions(env_id: str, n_steps: int, seed: 
int,
                        max_episode_steps:int, 
behavior_random_prob: float = 1.0):
    env = gym.make(env_id)
    env = gym.wrappers.TimeLimit(env, max_episode_steps)
    rng = np.random.default_rng(seed)
    obs, info = env.reset(seed=seed)
    transitions = []
    for t in range(n_steps):
        if rng.random() < behavior_random_prob:
            a = int(rng.integers(env.action_space.n))
        else:
            # Heuristic: push with velocity sign (0=left, 
1=coast, 2=right)
            a = 2 if obs[1] > 0 else 0
        next_obs, r, terminated, truncated, info = 
env.step(a)
        done = bool(terminated or truncated)



        transitions.append((obs.copy(), a, float(r), 
next_obs.copy(), done))
        if done: obs, info = env.reset(seed=seed + t + 1)
        else: obs = next_obs
    env.close()
    return transitions

# Least squares policy iteration (LSPI)
def lspi(transitions, phi_batch_fn, d: int, n_decisions: 
int,
                    discount: float, l2_reg: float, 
max_iters: int, tol: float):
    # Unpack transitions
    states  = np.array([tr[0] for tr in transitions], 
dtype=float)
    decisions = np.array([tr[1] for tr in transitions], 
dtype=int)
    rewards = np.array([tr[2] for tr in transitions], 
dtype=float)
    next_s  = np.array([tr[3] for tr in transitions], 
dtype=float)
    done    = np.array([tr[4] for tr in transitions], 
dtype=bool)
    # Precompute features
    phi_s  = phi_batch_fn(states)
    phi_sp = phi_batch_fn(next_s)
    X = build_decision_features(phi_s, decisions, 
n_decisions)
    D = X.shape[1]
    b = X.T @ rewards  #     # Fixed b
    theta = np.zeros(D, dtype=float)
    eye = np.eye(D, dtype=float)

    for it in range(max_iters):
        ap = greedy_decisions_batch(theta, phi_sp, 
n_decisions)        # (N,)
        Y = build_decision_features(phi_sp, ap, 
n_decisions)           # (N,D)
        Y[done, :] = 0.0
        A = X.T @ (X - discount * Y)                        
# (D,D)
        A_reg = A + l2_reg * eye
        theta_new = np.linalg.solve(A_reg, b)
        diff = np.linalg.norm(theta_new - theta)



        theta = theta_new
        print(f"LSPI iter {it + 1:2d}: ||Delta|| = 
{diff:.3e}")
        if diff < tol: break
    return theta

# Policy evaluation + animation of policy application
def evaluate_policy(env_id: str, theta: np.ndarray, 
phi_single_fn, n_decisions: int,
                    episodes: int, seed: int, 
max_episode_steps:int):
    env = gym.make(env_id)
    env = gym.wrappers.TimeLimit(env, max_episode_steps)
    returns = []
    for ep in range(episodes):
        obs, info = env.reset(seed=seed + ep)
        done = False
        total = 0.0
        while not done:
            phi_s = phi_single_fn(obs)
            a = greedy_decision(theta, phi_s, n_decisions)
            obs, r, terminated, truncated, info = 
env.step(a)
            total += float(r)
            done = bool(terminated or truncated)
        returns.append(total)
    env.close()
    return float(np.mean(returns)), float(np.std(returns))

#Run one episode with render_mode='rgb_array' and collect 
frames.
def rollout_frames(env_id: str, theta: np.ndarray, 
phi_single_fn, n_decisions: int,
                   seed: int, max_episode_steps: int):
    env = gym.make(env_id, render_mode="rgb_array")
    env = gym.wrappers.TimeLimit(env, max_episode_steps)
    obs, info = env.reset(seed=seed)
    frames = [env.render()]  # initial frame
    done = False; total = 0.0; steps = 0
    while not done:
        phi_s = phi_single_fn(obs)
        a = greedy_decision(theta, phi_s, n_decisions)
        obs, r, terminated, truncated, info = env.step(a)
        total += float(r)



        done = bool(terminated or truncated)
        frames.append(env.render())
        steps += 1
    env.close()
    return frames, total, steps

def animate_frames(frames, interval_ms: int = 30, title: 
str = "", gif_path: str = "out.gif"):
    fig, ax = plt.subplots()

    ax.set_axis_off()
    im = ax.imshow(frames[0])
    if title: ax.set_title(title)
    def update(i):
        im.set_data(frames[i])
        return (im,)
   animation.FuncAnimation(fig, update, 
frames=len(frames),interval=interval_ms, blit=True)
    plt.show()
    imageio.mimsave(gif_path, frames, duration=interval_ms 
/ 1000.0)
    print(f"Saved GIF to: {gif_path}")

# Run LSPI for training, evaluation; generate animation 
GIF
env0 = gym.make(ENV_ID)
n_decisions = env0.action_space.n
env0.close()
print(f"Collecting {DATA_STEPS} transitions from 
{ENV_ID}...")
t0 = time.perf_counter()
transitions = collect_transitions(ENV_ID, DATA_STEPS, 
SEED,MAX_EPISODE_STEPS,
                                  
behavior_random_prob=BEHAVIOR_RANDOM_PROB)
print(f"Collected in {time.perf_counter() - t0:.2f}s")
states = np.array([tr[0] for tr in transitions], 
dtype=float)
print("Fitting Nyström feature map...")
t0 = time.perf_counter()
phi_single, phi_batch, d = fit_feature_map(states, 
RBF_COMPONENTS, SEED)
print(f"Fit     in    {time.perf_counter()    -     
t0:.2f}s;    d={d},      decision-aug dim={n_decisions * 



d}")
print("Running LSPI ...")
t0 = time.perf_counter()
theta = 
lspi(transitions=transitions,phi_batch_fn=phi_batch,d=d,n_
decisions=
   
n_decisions,discount=DISCOUNT,l2_reg=L2_REG,max_iters=LSPI
_MAX_ITERS,tol=LSPI_TOL)
print(f"LSPI done in {time.perf_counter() - t0:.2f}s")

# Evaluate
mean_r, std_r = evaluate_policy(ENV_ID, theta, phi_single, 
n_decisions, episodes=
EVAL_EPISODES, seed=SEED, 
max_episode_steps=MAX_EPISODE_STEPS)
print(f"Evaluation over {EVAL_EPISODES} episodes: mean 
return = {mean_r:.1f}, std = {std_r:.1f}")

# Animate a single rollout
print("Generating animation...")
frames, total, steps = rollout_frames(ENV_ID, theta, 
phi_single, n_decisions,seed=
                     
ANIMATE_EPISODE_SEED,max_episode_steps=ANIMATE_MAX_STEPS)
title = f"LSPI policy | return={total:.0f}, steps={steps}"
animate_frames(frames,interval_ms=ANIMATE_INTERVAL_MS,titl
e=title,gif_path=GIF_PATH)Running the Python code generates a GIF �ile namedMountainCar_lspi_policy, with an animation of the policy found forcontrolling the car. Experimenting with algorithmic parameters, includingtraining time, provides insight into their in�luence.
10.3.1 Policy Approximation MethodsThere are many approaches that directly approximate policies. The basicidea is to parameterize the policy function that maps states to decisionsand optimize the choice of parameters to �ind a policy that approximatesthe optimal solution well. Many approaches deserve mention, several ofwhich are brie�ly summarized here:



1. Parametric	Policy	Approximations: These approaches pre-specify afunctional form for the policy and optimize it by searching overparameter values. For example, with linear decision rules, the form ofthe approximation can be expressed as
where  a preference	function that serves to rank decisions.The parameters  are learned from sample paths.2. Lookahead	Approximations: These approximations use Monte Carlosimulation to generate sample paths over a subset of the futuredecision epochs. For example, Bertsekas, Tsitsiklis, and Wu [14]proposed rollout	algorithms for sequential decision-making incombinatorial optimization problems. Starting with a baseline policy,lookahead approximations simulate sample paths under it toestimate the value function, which is then used to select an improvingdecision.3. Gradient-based	Approximations: These methods seek to �ind policiesusing gradient following algorithms based on statistical sampling,which is often credited to the work of Williams [15] in the sequentialdecision-making context. The basic idea is to use a search algorithm,such as stochastic	gradient	ascent, to optimize the policy parameters  with respect to an objective measuring policy performance (e.g.,expected discounted return under ).An example of a gradient-based method is proximal	policy	optimization(PPO), which addresses the frequent challenge of high policy variationfrom one iteration to the next, which can be counterproductive. PPOmethods penalize large deviations from the current policy in a singleiteration by adding a penalty term to the objective function. The result isto smooth the path of policies generated at each iteration and increase theef�iciency of the search. The following example illustrates its use byemploying the Stable-Baseline3 (SB3) open-source library, whichprovides implementations of many deep	reinforcement	learning methods.The package is so named because it employs deep	neural	networks toapproximate the policy (or value functions, depending on the selectedalgorithm) by optimizing the neural network parameters using methods



such as PPO to maximize expected return and training on sample paths.While neural networks are beyond the scope of this book, the followingexample is provided to inspire readers to learn more about the topic.
Python Example 10.4: Training an agent to pilot a lunar landerThis example considers training an agent to pilot a lunar lander usingthrusters in a low-gravity environment. The Gymnasium environment(LunarLander-v3) is used in combination with the PPO algorithmimplementation in the SB3 library. The problem itself has an eight-dimensional state space. It is de�ined by the following factors: (1) the two-dimensional lander position coordinates, (2) the two-dimensionalvelocities, (3) the angle and angular velocity, and (4) the contact sensorson the lander legs. The decisions include: do nothing, apply the leftengine, apply the center engine, and apply the right engine. Algorithmicparameters include the training period length, the neural network size,the GIF duration, and the frame rate (FPS). Most of the parameters thatcan be adjusted by the user are set to their default values in the Pythoncode below; however, for other models, it may be bene�icial to adjustparameters such as the number of time steps per episode, regularizationparameters, batch size for the stochastic gradient descent algorithms, andmany others the reader can learn about from the SB3 librarydocumentation.
#Chapter 10, Example 10.4: Training an agent to pilot a 
lunar lander
import os, imageio
import gymnasium as gym
from stable_baselines3 import PPO
from stable_baselines3.common.monitor import Monitor

#Input data
ENV_ID = "LunarLander-v3"
TRAIN_TIMESTEPS = 20_0000
SEED = 0
GIF_OUTPUT_DIR = "GIFS"
GIF_NAME = "LunarLander_PPO_policy"
GIF_MINUTES = 1
GIF_FPS = 30
NET_SIZE = [128, 128]# PPO network size



# Record a GIF animation of back-to-back episodes until 
time elapses
def record_gif(model, env_id, out_dir="videos", 
gif_name="LunaryLander_PPO_policy",
               minutes=1, fps=30, seed=0):
    os.makedirs(out_dir, exist_ok=True)
    target_frames = int(minutes * 60 * fps)
    frames, total_return, episodes = [], 0.0, 0
    env = gym.make(env_id, render_mode="rgb_array")
    obs, info = env.reset(seed=seed)
    terminated = truncated = False
    while len(frames) < target_frames:
        decision, _ = model.predict(obs, 
deterministic=True)
        obs, reward, terminated, truncated, info = 
env.step(decision)
        total_return += reward
        frames.append(env.render())
    if terminated or truncated:
        episodes += 1
        obs, info = env.reset(seed=seed + episodes)
        terminated = truncated = False
    env.close()

    gif_path = os.path.join(out_dir, f"{gif_name}.gif")
    # duration is seconds per frame
    imageio.mimsave(gif_path, frames, duration=1.0 / fps)
    print(f"Saved {gif_path}  (~{minutes} min, 
{episodes+1} episodes, total return:
    {total_return:.1f})")

# Train proximal policy optimization and record animation
print(f"Training PPO on {ENV_ID} for {TRAIN_TIMESTEPS} 
timesteps...")
env = Monitor(gym.make(ENV_ID))
model = PPO("MlpPolicy", env, seed=SEED, 
verbose=0,policy_kwargs=dict(net_arch=NET_SIZE))
model.learn(total_timesteps=TRAIN_TIMESTEPS)
env.close()
print("Recording animation of LunarLandero...")
record_gif(model, ENV_ID, out_dir=GIF_OUTPUT_DIR, 
gif_name=GIF_NAME,
         minutes=GIF_MINUTES, fps=GIF_FPS, seed=SEED)



Running the above Python code yields a PPO policy whose quality varieswith the number of time-steps; <10,000 episodes often yield policies thatcrash the lander, whereas policies with more episodes (e.g., 20,000) oftenlead to a successful landing. The GIF �ile generated by running the code,LunarLander_PPO_policy, gives an easy-to-evaluate animation of thepolicy in action. Many factors can in�luence the approach’s success orfailure, and independent runs with different random number seedsexhibit statistical variation in outcomes.
10.4 Concluding RemarksThis chapter brie�ly covered some fundamental ideas in approximatedynamic programming. Readers interested in learning more areencouraged to explore recent books on approaches to large-scalesequential decision-making, such as Powell [1], Sutton and Barto [16], andBertsekas [3], all of which provide advanced treatments of the topicsdiscussed in this chapter. Many concepts used in approximation methodsare grounded in general optimization. A review by Bottou et al. [17]provides a rigorous overview of stochastic gradient methods for large-scale problems. Other powerful approaches combine ideas from value orpolicy iteration with neural networks (e.g., PPO) to approximate theoptimal value function, thereby giving rise to a body of research known as
deep	reinforcement	learning. Lapan [18] provides a practical introduction,and Plaat [19] offers a helpful textbook-style starting point for readersinterested in the broader concepts underlying Deep RL.As is likely apparent to the reader now, approximation methods for large-scale models extend the conceptual ideas from prior chapters to real-world problems. Success with these methods often requiresexperimentation to identify suitable algorithmic parameters. But thisexperimentation and the subsequent computational effort often yieldpolicies that can be applied ef�iciently to the policy at hand. Of course,training algorithms with models like the examples above runs asigni�icant risk of not accounting for failure modes that may occur in thereal world. Thus, the practical implementation of policies in the real worldtypically requires careful investigation and human oversight, withmultiple training iterations to ensure a safe and successful launch of anew project, particularly when harm is possible.



10.5 Practice Exercises1. Consider a discrete-time single-server queuing system with acapacity limit of 5 customers. The number of customers in the systemat each decision epoch de�ines the state of the system . At each epoch, a customer arriveswith probability , and a service completion occurs with probability  if . When a customer arrives and , a decision-makerchooses to accept (1) or reject (0) the customer, . If nocustomer arrives or  for epoch , then . Indicatorfunctions  and  keep track of arrivals  and departures  with their associated probabilities. The resulting statetransfer equation is:
The immediate reward at epoch  is , where  is the reward for accepting a customer and  is a cost perepoch per customer in the system. With discount factor ,the decision-maker wishes to �ind a stationary policy  thatmaximizes .a. Write the transition probabilities  in terms of  and .b. Propose a feature map  for a linear approximation  and brie�ly justify your choice.c. Use LSPI to approximate an optimal policy and analyze thesensitivity of the method to algorithmic parameters such as thestopping time criterion and the number of basis functions.2. Battery storage can be modeled as an in�inite-horizon MDP. The stateis the battery charge . Decisions are to charge,hold, or discharge, with , respectively. Demandat each epoch is uncertain, leading to possible shortfall, no change, ora surplus, de�ined by  with probabilities 



, , and . The transfer equation is
The immediate reward is avoided grid purchase cost minus a penaltyfor battery charge or discharge
with  and . Use the approximate linear programmingapproach, Algorithm 10.2, with basis functions . Experiment with the number of basisfunctions to evaluate convergence to a near-optimal solution.3. Describe the key differences between the AVI and LSPI algorithms.4. Delta Airlines offers callbacks when agents are busy. Let the numberof customers in the callback queue be . Ateach decision epoch, a new callback request arrives with probability . If , then with probability , one callback iscompleted (and the queue decreases by one). If an arrival occurs and , the manager chooses whether to accept the request or reject it ; if , requests must be rejected. Accepting arequest yields a reward of +3, and a waiting penalty of  perdecision epoch. Assuming a discount factor , answer thefollowing:a. Write a state transition equation for  in terms of , , andBernoulli random variables representing an arrival and acompletion.b. Propose a feature vector  with 4–6 components for alinear approximation .c. Solve the model using the AVI algorithm.
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Appendix

A.1 Mathematical Notation



Symbol MeaningFor allThere existsElement ofNot an element ofProper subset ofSubset or equal toUnionIntersectionSet differenceEmpty setSet of natural numbersSet of integersSet of real numbersEqualsNot equal toLess thanGreater thanLess than or equal toGreater than or equal toPlus-minusDot productCartesian productSummationProductIntegralGradientIn�inity



Symbol MeaningPerpendicularParallelApproximately equalIdentically equalProportional toLogarithmNatural logarithmExponential functionLimit
A.2 Derivation of Newsvendor Model Optimal
SolutionThe newsvendor problem arises in the context of a single decision, , topurchase a supply of a perishable good (e.g., food, vaccines, tickets to asporting event) to meet random demand. The 2-SLP model wasformulated in Chapter 5 as follows. Let  denote the cost for aparticular choice of purchase quantity, , and scenario :
The optimization problem is , where thedependency of  on  is suppressed for simplicity. The function  isthe recourse	function. An alternative closed-form solution to this problemis as follows. Using the fact that  it followsthat:
Letting  and  gives:



Using Leibniz’s rule gives:
the �irst term is:
and the second term is:
Reorganizing these we �ind that  where denotes the inverse of the cumulative distribution function. It can beinterpreted as a function that takes an argument and produces the inputto the function  that would generate the argument, which in this caseis the optimal purchase quantity, .
A.3 Theorem ProofsThis appendix provides mathematical proofs for any theorems covered inthe chapters of this book that are not included in the main body of thetext.



(A.1)

Theorem 4.4 (Bellman, 1957):

If	there	exists	a	vector  that	solves ,	then  is	the	expected
discounted	future	rewards	under	the	optimal	policy, .
Proof:Let  denote expected future rewards under the optimal policy .This proof is in two parts: (a) prove that if  then  and(b) prove if  then . From which it follows that if  then  is the optimal value function, which we denote here as .Part (a): For some arbitrary policy  if  then . It follows that:

Therefore it follows from subtracting  from both sides that:
Since  and  for any  there exists some suf�iciently large:
where  is a vector of ones of dimension equal to that of vector .Since the rewards are �inite and the norm of a transition probabilitymatrix is 1 it follows that:



where  is a �inite upper bound on all elements of the reward vector.Thus, it follows that
where the latter equality is obtained by taking the difference between  and . Using this bound, forany given  there exists  suf�iciently large that:
Using Equation (1) and the above results, it follows that:
Therefore in the limit  and  it follows that . Thiscompletes the proof of part (a).Part (b): If  then there exists some policy  such that . It follows that .Therefore .From parts (a) and (b) it follows that if  then .



(A.2)
(A.3)
(A.4)
(A.5)

Theorem 4.5 (Bellman, 1957):

If ,	then  is	a	contraction	mapping.
Proof:Let  and  be arbitrary vectors. Consider an arbitrary state  suchthat  and
Then it follows that

Thus  for all . Repeating this for thecase in which  yields for all . Therefore, it follows that  since theproperty is true for all states, . Thus, it follows that  is a contractionmapping.



(A.6)(A.7)(A.8)

Theorem 4.6 (Bellman, 1957):

For	an	arbitrary	vector  the	sequence  de�ined	by  converges	to  as ,	where 
Proof:First, show that  converges to a limit point. For some :
Therefore, given  it follows that
and the sequence converges to a limit point, . Next, show that thelimit point  is the expected future discounted rewards under theoptimal policy and a solution to the optimality equations. This followsbecause

The �irst inequality follows from the triangle	inequality, and thesecond follows from  being a contraction mapping, which followsfrom Theorem 4.5 above. From the �irst part of the proof, it followsthat:
from which it follows that in the limit that  the right-hand sideof the above inequality goes to zero. Therefore



and it follows that the limiting point  is the solution to theoptimality equations .



(A.9)
(A.10)
(A.11)
(A.12)

Theorem 4.7 (Bellman, 1957):

Let	the	sequence  satisfy ,	then:

Proof:Drawing on concepts from the proof of Theorem 4.4 and the fact that  is a limit point of  it follows that:

Therefore, it follows that:
Substituting the condition from the theorem, i.e, that
yields the desired result, as follows:



Theorem 4.8 (Howard, 1957):

The	policy	iteration	algorithm	terminates	in	a	�inite	number	of
iterations	with	a	solution	to	the	optimality	equations	and	an	optimal
policy .

Proof:This proof is in two parts. In the �irst part, it will be shown that if and  are successive value vectors generated by the policyiteration algorithm. Then,
To prove this, let
Then it follows that:
since  maximizes the expression on the left-hand side. Therefore,
since . Thus, it follows that:
The matrix  denotes the identity matrix. All entries of  are nonnegative, which can be seen from theNeumann series expansion:



where each term on the right-hand side has nonnegative elements.Hence, the inverse has nonnegative elements, completing the proof.In the second part of the proof, it is shown that the policy iterationalgorithm converges to the optimal policy  in a �inite number ofiterations. From part one of the proof above, the sequence  isnondecreasing. Since there is a �inite number of possible policies (thestate and decision sets are �inite), the algorithm must terminate underthe stopping rule:
At termination,  and therefore,
Thus,  satis�ies the optimality equation
and the policy corresponding to  is optimal for the MDP.
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