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Artificial intelligence (AI) and machine learning (ML) are rapidly growing fields,
drawing great interest among students. Many students in a range of fields, includ-
ing mathematics, computer science, statistics, data science, and more, see Al and
ML as the keys to their futures.

Mathematics for Artificial Intelligence provides the basic mathematics needed to
understand Al and ML. It serves both students of mathematics and those who
want to fill any gaps in their mathematics experiences. It is written as both a text
for a course and as a focused look at mathematics needed for readers hoping to
learn more.

The author has taught every topic in this book, often in different contexts, and
the material and exercises are drawn from lecture notes. The material in the book
represents a curated set of topics from the undergraduate math curriculum, some
first-year seminar material, and some student project topics. Through carefully
chosen examples and discussion in the text, the reader will learn how and where
these tools are applied. Al and ML connections are raised along the way.

It presumes the reader has at least completed the traditional three-semester cal-
culus course. Linear algebra is presented as needed and should not require a com-
pleted course. The book is also well-suited for self-paced learning. Each chapter
can be read independently with the help of the index for cross-referencing. Exer-
cises are included.
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Preface

The rapidly growing fields of machine learning (ML) and artificial intelligence
(AI) are attracting many students to these areas. Some major in mathematics,
while some study or have graduated in computer science, statistics, or other
majors such as data science. This book has two goals. One is to serve as an
introduction to the mathematics used in these fields for mathematics majors,
and the other is to fill some gaps in the mathematical background of those
who want to enter the world of Al It is written both as a text in a course
for mathematics majors and as a focused look at mathematics used by people
working in AT and ML. It can easily serve as a text for other majors.

The author has taught every topic in this book multiple times, often in dif-
ferent contexts, and the material and exercises are drawn from lecture notes.
The material represents a curated set of topics from the undergraduate math-
ematics curriculum, some first-year seminar material, and student project top-
ics. Carefully chosen examples and discussion in the text give an idea of where
the tools are applied. We include in each chapter some material directly re-
lating to the use of the mathematics presented in the field of Al

The background needed to follow the text and master the material is three
semesters of undergraduate calculus (or AP BC calculus plus one additional
semester) and some linear algebra familiarity. The linear algebra is presented
from scratch, with references to relevant texts included. There are six chap-
ters, each containing a wide swath of topics from the areas of calculus, linear
algebra, probability, and graphs. At the end of each chapter are several ex-
ercise sets. The questions posed in the first exercise set of each chapter are
intended to draw the reader in with the material that mathematical science
students encounter in early mathematics courses. Detailed answers are given,
along with relevant background ideas. Therefore, we recommend readers try
these and read the solutions carefully.

The book is also well-suited for self-study, a seminar, or a class where the
material is delivered quickly. Each chapter can be read independently with
the help of the index for cross-referencing. The chapters are: calculus of one
variable, several variables, linear algebra and matrices, probability theory, and
graphs and Markov shifts, followed by a chapter on neural networks. We stick
to topics that arise in Al and ML, pointing out the connections along the way.
The book is devoted to the mathematical exposition, including short proofs,
to provide underpinnings of the new fields for which it is intended.

While the first four chapters, which comprise the bulk of the material
presented, cover many topics that every mathematics major is likely to see,

xi



xii Preface

we add further timely topics and relevant examples. Chapters 5 and 6 contain
more specialized topics that reflect the interests and past courses taught by
the author. At the end of each chapter, we present references, both modern
and classical, for the reader to develop further expertise.

The exercises in the book are organized as follows. The first set of ex-
ercises in each chapter contains background material for understanding the
chapter. There are complete solutions and references for the material. Addi-
tional exercise sets cover the material presented in the chapter. Again, many
detailed solutions are provided. Some exercises are drawn from the preceding
chapter with no solutions provided, affording an opportunity for homework
assignments in a course.

Acknowledgments. It is a daunting but pleasant task to thank all of the
undergraduate students who contributed to my writing of the material in this
book, from the lectures to the exercises and examples, in many mathematics
courses taught for the most part at the University of North Carolina at Chapel
Hill. T want to express my gratitude to my former undergraduate students in
no fewer than ten different courses, each taught multiple times. A thousand
thanks go out to them. Some of the material was presented at the George
Washington University’s Summer Program for Women in Mathematics, espe-
cially the material from Chapter 5, so thanks go to the women students in
the early 2000s for their valuable feedback. As for the new material, I thank
Michael Taylor for discussions on many topics, and I am grateful for the valu-
able input I received from James Hart and Diane Hart on how the material is
used in Al today and how best to convey it to the reader.

Jane Hawkins



Author

Jane Hawkins is a Professor Emerita at the University of North Carolina at
Chapel Hill. She attended the University of Warwick in England as a Marshall
Scholar. There she received her PhD in mathematics under the supervision
of Klaus Schmidt. She has held faculty positions at Stony Brook University,
California Institute of Technology, and Duke University as well. Dr. Hawkins
has published over 50 research papers in the areas of dynamical systems,
ergodic theory, differentiable and complex dynamics, Markov shifts, HIV, and
Ebola virus dynamics. She has also published two books, Ergodic Dynamics
and The Mathematics of Cellular Automata. She is an inaugural fellow of the
American Mathematical Society and was the chair of the AMS Committee
on Science Policy. Dr. Hawkins has testified before Congressional committees
twice on the importance of science and mathematics in the U.S. She worked
at the National Science Foundation as a program director in the Division of
Mathematical Sciences.

Dr. Hawkins has taught courses in multivariable calculus, linear algebra,
differential equations, probability theory, and dynamical systems, using com-
puters as a tool in many of these courses. She supervised 20 PhD and master’s
students, most of whose work included computer output leading to mathe-
matical results. Dr. Hawkins has delivered over 160 research talks on four
continents during her career in academia. She has given many public lectures
on topics ranging from fractals to virus classification and HIV dynamics. She
also taught courses on dynamics, cellular automata, and probability in society
to undergraduates.

xiil





https://www.taylorandfrancis.com

Introduction

Artificial intelligence (AI) is a term that encompasses many models that have
the capacity to show abilities to learn and apply knowledge. The terminology
goes back to 1956, when a mathematics professor at Dartmouth, John Mc-
Carthy, conjectured that all aspects of learning can be done, or simulated, by
a machine. Real advances had to wait for fast computers (and programming
languages) to be developed so that algorithms could be written to showcase
the strength of the field by handling huge data sets.

The definitions and nuances regarding AI, machine learning, and deep
learning vary from author to author. Since the focus in this book is on the
mathematics going on behind the scenes, we will instead describe the mathe-
matical concepts used for specific models, and define many of the models as
we need them.

One major difference between Al and computer programming is that in Al
the computer models are set up to improve in accuracy as more data is input.
This view assumes that the data itself is accurate and complete, which is not
always the case, but mathematical results about convergence and stability
can help with that in many settings. The idea behind a common type of Al
called machine learning is that a model is made with a guess at parameters.
Then data with known properties is run through the model and the model
uses calculus techniques (and massive computational power) to adjust the
parameters until the data returns the correct answers. When satisfied with
the model’s performance, the model is now considered to be “trained” and
ready to produce outputs for new and untested data. In this way the model or
the machine appears to be “intelligent”. One can reword the last few sentences
by saying that when the error function is small enough that it falls below a
prescribed threshold, the parameters that had been varying according to the
test data, are now fixed. Then the model is ready to provide accurate output
on wide swaths of data.

The techniques used in pattern recognition and machine learning involve a
lot of calculus and knowledge about extracting information from large matri-
ces. Also, in order to understand the reliability or predictability of the model
we rely on some results in probability and statistics. When making decision
trees for example, the modeler bases them on the most likely scenarios; for
that, notions of probability and entropy are useful. Finally, it is important
that a computer model can adapt to settings where data is rotated or time
acts on it to change it, so we cover some dynamical systems as well. These
are systems that change over time and many models need to take changing

XV



xvi Introduction

circumstances into account. Our chosen starting points are calculus and anal-
ysis, as history has shown that a little goes a long way in making models.
Moreover, the analysis behind these models is quite accessible, and the goal

in what follows is to present the mathematical backdrop to the large field of
AL



1

Calculus of one variable

1.1 The exponential function and Euler’s identity

The goal of this chapter is to present some calculus material needed for apply-
ing and developing techniques of artificial intelligence and machine learning.
Exercise Set 1.1 at the end of the chapter is a brief problem set with de-
tailed solutions to help review some background material from calculus. The
problems and their solutions provide a self-assessment and review of some
background material useful for the chapter. The rest of the exercise sets are
on the material presented in the chapter. There are solutions given, some very
detailed, for many of the problems. The last set of exercises has no solutions
provided. Other topics discussed in this chapter arise similarly. They are topics
under the larger umbrella of calculus of real-valued functions of one or more
variables, but focused on specific topics that arise naturally in the study of Al
They include Gaussian functions and integrals, Fourier series and transforms.
We also look at sigmoid functions and the gamma function as they arise as
well. Each topic has worked examples or its own exercise set with solutions to
move the reader to a better understanding of these tools.

There is no function more pivotal to the analysis behind artificial intel-
ligence than the exponential function. It appears in one form or another in
virtually every aspect of establishing that the computer models used actually
have measurable precision and accuracy. Therefore, our first chapter is pre-
sented as a brief reminder that to understand the exponential function and
its properties does away with the need to memorize them. We begin with a
discussion about complex numbers since they are of paramount importance in
the fields of artificial intelligence and machine learning, playing a vital back-
ground role. Even with equations whose coefficients are real numbers such as
22 +1 = 0, we encounter complex numbers. Another place where Al and ML
bump heads with complex numbers is when studying eigenvalues. The expo-
nential function and its integral play a key role in all aspects of probability
distributions as well, and since there are very few algorithms in machine learn-
ing that do not use the exponential function in one way or another, we also
include a remark about its approximation and remainder terms. Discovering
cyclic and rotational features of data sets is enhanced through an understand-
ing of the connection between complex numbers and trigonometric functions.

DOI: 10.1201/9781003683308-1 1
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2 Calculus of one variable

Complex numbers have a strong connection to the exponential map dating
back to Euler, and since they appear throughout this book and in machine
learning, we review them here (see also Exercise Set 1.2). We denote the set
of real numbers by R and the complex numbers by C. We write R? for the set
of points or vectors in the plane, so

R? = {(z,y) : =,y € R}.

A complex number z € C is written in the form z = z+iy, with z,y € R, with
i satisfying i-i = 72 = —1. Solving a quadratic equation as simple as 2 +4 = 0
shows the necessity of complex numbers in mathematics. The two solutions
are 1 = 2i and zo = —2i, since 27 = 23 = 4i®> = —4. Writing z = x + iy
we say that x is the real part of z, denoted x = Re(z), and y = Im(z) is the
imaginary part of z. We can identify the complex number z = o + iy € C
with the ordered pair (z,y) € R?, a useful correspondence allowing us to view
complex numbers as points in the plane R2. Therefore, complex addition is
simply vector addition, since

(z +1y) + (a+1ib) = (x + a) + i(y + b),
while for vectors (x,v), (a,b) € R2,
(z,y) + (a,b) = (x + a,y + b).

We can view this in the plane as well, as shown in Figure 1.1.

If z € C, then z has a complezx conjugate, the number z = z—1y. Identifying
z = x + iy with the corresponding vector (x,y), as shown in Figure 1.1, we
consider some vector properties of (z,y). For example, the angle of (z,y) with
the positive z-axis is called the argument of z, and we write it as arg(z) = 6.
Additionally, |z| = /22 + y? denotes the modulus or absolute value of z, the
length of (z,y), so the equation

|21 — 22| = V(21 — 22)2 + (y1 — ¥2)?

gives the Euclidean distance between the points (z1,y1) and (z2,y2) in the
plane as well as the distance between complex numbers z; and zs.
We multiply complex numbers as follows:

(x +1iy) - (a+ib) = (xa — yb) + i(xb + ya). (1.1)
In Exercise Set 1.2 (1), we show the following:
forall zeC, |[z|=]z] (1.2)

In polar coordinates, (x,y) = (r,0), so |z| = r and arg(z) = 6. Using the
coordinates x = rcosf and y = rsinf, we can write

z =r(cosf +isinh). (1.3)
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3% w+v = (0,3) = 3i

25|
2.0.-
151 v=(1,2)=1+ 2i

w=(-1,1)=—1+i [
1.0
os|

o b o N b b
-1.0 -0.5 0.5 1.0
FIGURE 1.1

Adding the complex numbers w = —1 4+ 4 and v = 1 + 27 is geometrically the
same as adding the vectors w = (—1,1) and v = (1,2); w + v = 3i.

Equation (1.3) is so key to mathematics that we derive it in Section 1.1.2;
for example, it makes complex multiplication particularly easy to understand.
Let 21 = ri(cosfy + isinfy) and zo = ro(cosfy + isinfy). Then

2122 = rra(cos(fy + O2) + isin(0; + 6)). (1.4)

That is, the product is obtained by multiplying the moduli and adding the
angles. The proof of (1.4) is as follows: using (1.1), we have that

r1(cosfy + isinfy) - ro(cos s 4 isinbs)

= 71172 ((cos 0y cos O3 — sin 0y sin O3) + i(sin 0 cos Os + cos Oy sinbs)) .

Using a standard trig identity, derived in (1.19), this gives

= rire (cos(01 4 02) + isin(6y + 62)) .



4 Calculus of one variable

1.1.1 Definition and properties of the exponential

From (pre)calculus courses, we have some knowledge about the exponential
function, usually written as e”, for x € R. It is introduced with many different
(equivalent) definitions. Because the normal distribution function, also known
as the Gauss distribution or bell curve function, plays a prominent role in ML
and Al, we take a closer look at the function and its properties.

For this section, we assume we know nothing about exponential maps (that
is, we have no definition in hand). The function arises naturally when we want
to solve a simple ordinary differential equation (ODE); the task is to find a
function y(t) satisfying

y' =y, y0)=1, (1.5)
where y’ is shorthand for the derivative y'(t). When the value of the unknown
function is specified at a particular point, (1.5) is called an initial value prob-
lem (IVP). Restating (1.5), what function is its own derivative?

Having calculus available, we look for a solution to (1.5) by describing what
its Taylor series should be, expanded about the initial point ¢ = 0. Setting

y(t) = ao + art + agt? + -+ apt + = apt”, (1.6)
k=0

the ODE in (1.5) implies that
Y (t) = a1 +2ast + -+ (k+ Dagpat™ + - =D (k+ Dagath. (17
k=0

We now see what the coefficients should be. The initial value condition
y(0) =1 of (1.5), when plugged into the series for y in (1.6), gives ap = 1. Then
since the differential equation tells us that (1.6) equals (1.7), comparing the
two series, the uniqueness of the Taylor series coefficients forces a; = ag = 1
as well. Now the rest of the coefficients are obtained inductively using term-
by-term comparison of the two series in (1.6) and (1.7), which we set to be
equal.

Therefore, a; = 2aq, but a; = 1, so az = 1/2. We proceed using mathe-
matical induction on k to show that

1
ak = 7 for each k € N. (1.8)

The inductive step is as follows. Assume formula (1.8) holds for aj. From the
series,
a 1 1

k+1 K(k+1)  (k+1)

Therefore, the formal series form of the solution to Equation (1.5) is

(k4 1)ag+1 = ax implies ag11 =

oo

s
y(t) =Y o (L9)
k=0
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Since all of the coefficients in Equation (1.9) are positive, we can use the
absolute ratio test to see that for every ¢t € R:

. ag1[t]FH . ke F : ||
m — Y = 1m 5 = l1im —— =

k— o0 ak|t|k k—o0 (k + 1)!|t|k k—oo k + 1

Consequently, the radius of convergence is co and the series converges abso-

lutely for all ¢ € R. This leads to a definition.

Definition 1.1 1. For eacht € R, we define the exponential function written

et or exp(t), by

Lk
P v
|
Pt k!
2. For any z € C, we define

ok
z
z -
€= Z k!

k=0

Moving from (1) to (2) in the definition, we extend a real-valued function of
one real variable to a complex-valued function of a complex variable. We claim
this is a natural progression and leads to some extremely useful tools. To show
the convergence of a series of complex numbers, we begin with partial sums.

Therefore
Sn(z) = Z T
k=0

denotes the nth partial sum (which is a complex number when z is), and we
would like to prove that for each fixed z, the partial sum S,,(2) converges as
n — o0o. We claim that for each z € C, there is a complex number, called e,
such that

nlgr;o Sn(z) = €°.

Since for each fixed n > 1
>

k=0

1S (2)] =

P
= Z W?
k=0
k
the convergence of the real-valued series Y - % gives us absolute conver-
o k

gence of e* =377 2.
Properties of the exponential function. Using only the definition given
above, we are able to obtain the properties of the exponential function that
make it both interesting and helpful in applications. For any fixed b € C, since
(bt)F = bFt* the following function is defined for all ¢ € R:

et =" Ttk (1.10)

N k!
k=0

and it follows from (1.10) that e® = 1.
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Using (1.10), for each t € R,

et =3 Lk, (1.11)
k!
k=0

We note that i* = 1,4, —1 or —i, depending on k so the expression simplifies.
From the series expansion in (1.10), for any b € C

dbt d 242 kk
—ett = (14 bt + 03224 DR
e dt(++/++/+)
=0+b+20%/2 4 - kPR - (1.12)
=b(1+ bt +b%2)2 4+ F R )
= be.
Then the identity
ie_bt:—bebt7 beC
dt

follows immediately.
The next result now follows from the remarks above.

Lemma 1.2 For any b € C, y(t) = e is the unique solution to the initial
value problem
y' =by, y(0)=1 (1.13)

Proof. We first note that by (1.12), y(t) = €* gives a solution to Equation
(1.13). We now show that it is the unique solution. We consider any function
y satisfying the IVP (1.13). We now look at the function e "'y (t) and take
d/dt using the usual product rule:

d —bt

bt
—e
dt

y=—be Uy +y'e”

= —be by +bye " using (1.13) (1.14)

=0
Therefore, e~*'y is constant. Plugging in ¢t = 0 gives 1 = €%y(0), so the

constant value of the function e~**y(t) is 1. Now since y(t) = €% is a solution
to (1.13), it follows that for all t € R,

ettt — 1, (1.15)
or equivalently,
L fallieRbeC

Therefore
e tly(t)y =1=>

elle ly(t) = ¥ = (1.16)
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so the lemma is proved. O

The questions in Exercise Set 1.3 add to the reader’s understanding of the
exponential function.

Useful identities for e*

We prove some classical identities for the exponential function.
1

Lemma 1.3 For every b€ C, — = e for all t € R.
e

Proof. This is just Equation (1.15) from above. O

Proposition 1.4 For any complex numbers a,b (including a,b € R),

Proof. We consider the function
f(t) = e atebtelatt)t, (1.17)

Then using the product rule and Lemma 1.2,

%f(t) — _ae—ate—bte(a—l-b)t o be—ate—bte(a+b)t + (CL + b)e—ate—bte(a+b)t

—emote bty b1 (a4 b))

Therefore, the function f(¢) is constant, and since
f(0) =% e’ =1,
the constant is 1. Multiplying both sides of the equation

e—ate—bte(a+b)t -1

bteat

by e and applying Lemma 1.3 gives the result. (]

For any ¢t > 0 (i.e., t a positive real number), we see from the definition

that
. t2 tk 0
e = 1 t — - J— cee >
+1t+ 5 + -t il +

since the first term is positive and each remaining term in the sum is positive
or 0. Now for ¢t < 0, write t = —s, s > 0. Corollary 1.3 implies that e™%e® =1,
so we must have e~® > 0 as well. Therefore, ¢! > 0 for all ¢ € R, and the same

is true for its derivative.
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We can write it as a function exp : R — (0, 00), which we have shown to
be differentiable, one-to-one and onto (see Exercise Set 1.3). Therefore, there
is a differentiable inverse function, denoted

In: (0,00) = R,

which we call the natural logarithm function. Many properties can be de-
rived about the natural logarithm function, but we mention only a few. Since
In(e?) = et = ¢, t € R, we have the following after differentiating.

K In(e’) =In'(e")e’ =1
dt ’

so writing u = e’,u > 0, we have

@lnu =1/u.

/”” du
Inx = —.
1 u

Some authors write Inz as log z.
Recalling that for all t € R,

Plugging in ¢t = 0, In(1) = 0 so

it = —it,
we consider e'’ as a function of the real variable t. For each ¢t € R, we have
it L
T eit”

That is, the complex conjugate of € is also its multiplicative inverse. There-
fore _ -

le]? = e =1, using (1.2), (1.18)
and the important consequence of Equation (1.18) is the following:

Proposition 1.5 For allt € R, the curve (t) = e lies on the unit circle in

C.

1.1.2 Euler’s identity

Understanding basic properties of the curve (t) = e appearing in Proposi-
tion 1.5 is key to obtaining Euler’s identity. Since 7 is a smooth curve lying on
the unit circle in the complex plane, for each ¢t we can write v(¢) = x(t) +iy(t),
where x(t) and y(t) are real-valued functions such that x2(¢) +4?(t) = 1. The
differentiability of v gives tangent vectors v/(t), and the speed of  at ¢ is

Y/ ()] = lie"| = |ille”] = 1.
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FIGURE 1.2
An angle of ¢ radians.

Therefore, we have a smooth curve starting at the point v(0) = 1 and
moving at unit speed around the circle, and since 4/(0) = 4 the tangent vector
points straight up, so the motion is counterclockwise. At time ¢ > 0, then
7(t) = e has swept out an arc of length ¢, and we define the angle of t
radians to be the length of the arc. From classical trigonometry we know that
the coordinates of v(t) are

7(t) = (2(t), y(t)) = (cost, sint)

(as can be seen easily by drawing the picture). We obtain Euler’s identity in
this way.

Degrees vs. radians. In calculus, we always use radians to measure angles,
and as defined, as we rotate counter (or anti) clockwise around the unit circle,
the radians go from 0 to 27. In high school trigonometry and in most public
settings today, the circle is typically divided into 360 degrees. It is important
not to get bogged down in the fact that in calculus radians will be used, as
shown in Figure 1.2, and
2mn nm .
n degrees = 360 — 180 radians.

While the ancient Babylonians divided the circle into 360 equal parts (degrees)
over 4000 years ago, it was noted during the early days of calculus that using
radians made the calculations much easier. It was another 200 years before
they were called radians. You can try the optional exercise if you want to test
this hypothesis.

sint
t

Optional exercise. Compute lim;_,¢ using both degrees and radians.
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Hint to the solution. In radians, the limit is 1, but in degrees, the limit is
/180 =~ 0.017453, a much more troublesome number to use in computations.
The discussion above now allows for a short proof of the next result.

Proposition 1.6 (Euler’s Identity) For all t € R, e = cost + isint.

Proof. We identify the vector v(¢t) = (z(t),y(t)) with the complex number
z(t) = z(t) + iy(t) on the unit circle. O
We reap some familiar formulas from Euler’s identity.

d d
Corollary 1.7 For eacht € R a cost = —sint and a sint = cost

Proof. Using Lemma 1.2, we have
d it _ it _ . . )
Ee =ie" =i(cost +isint) = —sint + i cost.
Since each coordinate function x(t) and y(t) is differentiable, we also have
@it — & ost+i% sint
—e'" = —cost +i—sint.
dt dt dt

The result follows by setting the real and imaginary parts equal to each other.
O

Corollary 1.8 For § € R, cos® 6 +sin®6 = 1.
Proof. ‘ o
1= |619|2 _ 6196—19
= (cosf +isinf)(cosf —isind)

= cos? 0 + sin® 0

Proposition 1.4 shows the following;:
e = e"0102) = cos(y + 03) + isin(fy + 02), (1.19)
using Euler’s identity to reduce the left side product to
(cos 6y cos s — sin by sin Oy) + i(sin 61 cos B2 + cos 07 sin 6y).

This shows how Euler’s identity yields the angle addition formulas for cosine
and sine without using memorization. We provide some exercises on the ex-
ponential function in Exercise Set 1.3 to test the reader’s understanding of
some commonly used properties of the function.
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1.1.3 Approximating the exponential function

Since the exponential function is a transcendental function, it can only be ex-
pressed in terms of a convergent power series. There have been results about
error terms for Taylor polynomial approximations since the late 1700s, how-
ever we include this simply to show an easy version useful for fast and accurate
approximation on a computer. The remainder result we give here gives an ap-
proximation of e® for z real or complex.

Proposition 1.9 (Approximation for the exponential) For every z €
C, if n > 2|z|, then

3
|
—
IS

k 2| z|™
© Ra(2), with [R(2)] < 2"

9]
I
|

o (1.20)

Il
o
o

J

Proof. Using the notation from (1.20), we see that for a fixed n € N

o zn—Hc
R,(2)= by, ith b, = ——.
(2) JZ:; ko WO R
Then N .
z k+1 z
b = — d =
T M T Tkt
so if n > 2|z|, then
| ol _ L
b, n+k+1 n+1 2

From this it follows using induction on k that |bg| < |bo|27%, and
[Ra(2)] =D lbl <> [bo]27* = 2[bo]
3=0 =0

as claimed. d

In Section 1.5 we give more details about the growth of n!, the denominator
of the remainder term. We note that while (1.20) converges quickly if |z| < 1,
the convergence is slower for large values of |z|. It is efficient then to compute
an approximation by writing

2k
k
o7 = (62/2 ) ,

where k is chosen to make |2ik‘ < 1.
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1.2 Gaussian functions and integrals

Looking ahead to Chapter 4 on probability, we want to evaluate the following
integral to analyze data with a normal distribution. It is referred to as a
Gaussian integral by many authors.

Example 1.1 Show that

/Oo e dx = /7. (1.21)

— 00

We refer to the integrand as a Gaussian function To do this, we set

o0 2
1= / e " dx,
—00
and consider then that

([ ([re),

Using the formula we derived in Proposition 1.4, we have

I’ = /00 /00 e~ (@) gy dy.

Changing to polar coordinates using
r=rcosf,y =rsinb,

along with the identity from Corollary 1.8, we now have

e’} 27 [e’e)
I? = / / e rdrdf = 271'/ e rdr
o Jo 0

(We note that we are using the change of variables formula needed in the
double integral in polar coordinates.) Setting u = 72, so du = 2rdr, we now
evaluate the much easier integral

> 1 [ 1
/ e rdr = —/ e “du = —.
0 2 /o 2

I’=nm so I=+/,

Finally, we have

which is (1.21).
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We refer the reader to Exercise Set 1.4 for extensions of the ideas used in
normal distributions. The integral generalizes to higher dimensions as follows.
If = (z1,...,2,) € R", then using the Euclidean distance (or norm) in R”,

2> = 3.
k=1
From (1.21), we have the following;:
/ eI gy, = 1 = 77/2 (1.22)
where dV,, = dx1 dzs - - - dx,,.
Before leaving the circle of ideas stemming from the exponential function,

we give an overview of Fourier series and the Fourier transform, useful tools
in signal processing, speech recognition, and image compression.

1.3 Fourier series and transforms

We develop this topic in the spirit of the previous material, using the fact that
there is a natural map from the real line onto the circle in the plane given by

ts e’ (1.23)
and for every integer k,
Ok &t 1y H2TRAD) _ pi(2mk) it _ it

as well.

Now suppose that f : R — R is continuous and periodic with period 27.
Then its values are determined completely on the interval [—m, ), and for
every t € R, writing ¢t = 2rm + s with m € Z and s € [0, 27), f(t) = f(s). We
say t ~ s, write [s] = {t € R : t = 2rm + s, m € Z}, and we might as well
think of f as a continuous function on the circle, written T! = R/(27Z) in
this setting. We give some classical definitions here. It is important to keep in
mind that the assumption of continuity is somewhat arbitrary; continuity of f
is not a requirement in what follows. We need some regularity to the function,
but there are many variations on the assumptions.

Definition 1.10 Assume that [ is a Riemann integrable R (or C)-valued
function on T (not necessarily continuous). Then

1. for each k € Z, the kth Fourier coeflicient of f is
1 s

f(k):% i (t)e ™%t dt. (1.24)



14 Calculus of one variable

2. The function f : Z — C is called the Fourier transform of the function f.

3. The (formal) series
F(t)y= Y f(t)e™ (1.25)

k=—o0

is called the Fourier series of the function f.

One overarching question is whether for each ¢ € Tt, F(t) in (1.25) is the
same as f(t); does the Fourier series converge to the original function (or any
function at all)? A second question is, in what sense does it converge, if not
pointwise? And a third question of deep interest is what is the correspondence
between the functions f and f?

The answer to the first question is sometimes no, but if we impose this

additional condition: -

>

k=—oc0

f(k)‘ < o0, (1.26)

we obtain pointwise convergence of the Fourier series to the original function.
We note that the assumption of continuity on f does not guarantee that (1.26)
holds so we cannot guarantee pointwise convergence in that setting. However
the series appearing in (1.26) reduces the problem to a more familiar one of
testing the convergence of a series of real numbers. If f(¢) is real-valued (no
complex values), then we also make the following observations:

e If f(t) € R for all ¢, then

DW= 5= [ st = ),

which implies that the real part of f is even and the imaginary part is an
odd function of k.

e If f is real, then the series in (1.26) becomes a one-sided series to check,
namely (1.26) is replaced by

i )f(k)‘ < 00 (1.27)
k=0

since that will imply (1.26) in this setting.
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e As a simple example, using Euler’s identity from Proposition 1.6, we can
write for each n € N,

1 . )
cosnt = _ (e + e~ ")

1 —int 1 nt
= € + e,
2

2
. 1 . s
sinnt = _ (e™ — e~
24
i . —i .
—int nt
= —e + —e€
2 2 ’
so each Fourier series is written explicitly here, and its Fourier transform

is obvious.

This shows the correspondence between real-valued Fourier series that use
cosnt and sinnt instead of the exponentials. In particular, using f(k) from
(1.24), and setting

ao :f(o)a 2% :f(n)+f(_n)7 bn :z(f(n)—i—f(—n)),

we obtain a trigonometric Fourier series by writing

f(t) =ao+ Z(an cosnt + by, sinnt).

n=1

If we have a periodic function f on an interval [—L, L], then a simple
change of variables leads to the Fourier transform

L
f) = o [ s ar

The Fourier series of f is

FO) = 3 fbemr

k=—00

There is a vast study on convergence of Fourier series and the mathemat-
ical and physical significance of their transforms. We list some sources in the
references for this topic. Before turning to our next topic, we work through an
example. The reader might try to stay a step ahead of the text by attempting
to answer each question before the answer is given.

A worked example of a Fourier series expansion for a noncon-
tinuous function

Let

(1) = 0, O0<t<m
=11, r<t<on
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FIGURE 1.3
The graph of the periodic function g, not drawn to scale.

and extend g to be a periodic function on R of period 27. We show the graph
of the periodic function ¢ in Figure 1.3. We base the following questions (and
solutions) on the function g.

—_

. Without calculating g show that >~ [g(k

—~

)| = oo.

Solution. First, we observe that if (1.26) holds for § then the Fourier
series satisfies:

o0

S ot = 3 Ja()] < o

k=—oc0 k=—oc0

so the Fourier series itself is absolutely convergent. It is a classical result
in advanced calculus that since each partial sum Sy is continuous, with

N

Sn(t)= > 3§

k=—N

)eikt7

—~
&y

then the uniform limit is also continuous. Since g is clearly Riemann in-
tegrable, if (1.26) holds for g, then a pointwise limit exists. This would
mean that g is continuous as well, which is false. The contradiction proves
the result.
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2.

Calculate g.

Solution. By the previous discussion, we have that (§)(k) = §(—k); also,
if k=0, then §(0) = 5~ foﬂ 1dt = 1/2. Therefore, we assume that k € N,

S0
o L =1 g™ [0 keven
g(k) = %/0 e Mt = e | = 1/ikr  kodd

Simplify the expression above to get an expression for Sy (t).

Solution. We use the Euler identity, the symmetry of the positive and
negative coefficients, and cancellation to write the odd partial sums as:

M ..
1 2 sin(2j + 1)t
Sny(t) = -+ — ———, N=2M+1.
n(t) 2+7Tjg() 2511 +

This is written in what is clearly a real-valued form. Note that
SN(O) = SN(TF) == SN(kw) = 1/2,

so we do not get convergence to g(t) at these points. However, at all other
points, imy_,00 SN (t) = g(¢), either 0 or 1. There is another phenomenon
shown in Figure 1.4, referred to as the Gibbs phenomenon.

Looking at Figure 1.4 near the discontinuities in g, we see that the partial

sums Sy always exceed the function g by approximately the same amount (in
this example, around .1), so there is a big oscillation that never disappears,

------------------ Ao o
1 AA/A\‘A[:\/\

NS

FIGURE 1.4
The graphs of S5 (gray), S21 (dark gray) and g (black).
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while the result of the graph has decreasing oscillations away from the jump in
the function. This phenomenon, called the Gibbs phenomenon, can be shown
to exist for functions of this type (with finite jump discontinuities), so results
and workarounds are useful to understand.

Practice exercise. Generalize g to a piecewise continuous function of a dif-
ferent height on an interval of length 2¢. Let

0, —Il<t<0
a, 0<t</

Fo) = {

3

Estimate and/or observe the Gibbs phenomenon for the resulting Fourier se-
ries as a percentage of v, or more precisely, as a percentage of the size of jump
discontinuity.

1.4 Sigmoid functions and their properties

The functions we look at now, called sigmoid functions, arise naturally in
neural network theory as the activation functions in a neural network (see
Chapters 2.4 and 6). Since the sigmoid function maps every real number to a
value between 0 and 1, it is used in decision problems, where the value can be
interpreted as the probability of an event occurring. This is then used to make
a decision (e.g., positive or negative for a disease, spam or not spam). Sigmoid
functions have a more classical origin. A differential equation often studied in
calculus is one that models population growth under the assumption that the
rate of change of a population is proportional to the size of the population.
That is, if S(¢) is size of the population at time ¢, then we have the initial

value problem

d
d—‘f = kS, S8(0) =S, (1.28)

where k is determined by the particular species being studied. Then the pop-
ulation increases or decreases exponentially (depending on whether & > 0 or
k < 0), and we solve for the function S(t) = Spe**. This was shown in Lemma
1.2.

Since a population typically exists in an environment of limited resources
and individuals die off, a common assumption that leads to a revised version
of (1.28) is that the constant k should be replaced by the nonconstant rate
of change (B — kS), where B is the constant birth rate, but the population
growth is offset by a mortality rate that is proportional to the number of
individuals present. Therefore, we revise ODE in (1.28) to the following:

% = (B - kS)S, (1.29)
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which we rewrite as the Bernoulli equation

ds
— — BS = kS 1.30
o (1.30)
Standard techniques yield the solution to the initial value problem
BS
S(t) = 0 (1.31)

(B = Sok)e—F + Sok’

Looking at the solution in (1.31), as t — oo, S(t) — B/k, and while not
relevant for population dynamics, as t — —oo, S(t) — 0. Using this idea, if
weset B=k =38y =11n (1.28) - (1.31), we define the following function.

Definition 1.11 The basic sigmoid function is given by the equation

1 e

o l4et et41°

Some properties of this function are derived in Exercise Set 1.6, and its graph
and graphs of compositions with a few simple functions are shown in Figure

1.5.

S(t)

Using the expression for the ordinary differential equation in Equation
(1.29), we have a simple expression for the derivative of S:

S'(z) = (1 - 8(x))S(x). (1.32)

Another example of a sigmoid function commonly arising in probability,
is the (slight variation of) the area under the curve of the function shown in
Figure 1.9 in Section 1.6 of this chapter. See also Exercise 8c.

s(t)

.,
-

—

-4 -2 . 2 4

FIGURE 1.5
The graph of the basic sigmoid function S and its composition with other
functions as marked.
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Hyperbolic trig functions

Sometimes the basic sigmoid function is compared to, or replaced by, the
function tanh, the hyperbolic tangent function. It is defined as the quotient of
hyperbolic sine (sinh(t)) with the hyperbolic cosine (cosh(t)); i.e.,

sinh(t)
cosh(t)’

tanh(t) =

We omit the classical derivation of sinh(¢) and cosh(t) and refer to a calcu-

t_ ot
lus text for those; it suffices to point out that since sinh(t) = % and
t ot
cosh(t) = %, we have
t_ -t 2t _
tanh(t) = = © = ¢ = 25(2t) — 1, (1.33)

et et 2t 41

where S is the basic sigmoid function. In Figure 1.6, we compare the graphs of
various sigmoid functions. Given the left and right sides of (1.33), the calculus
properties of the two functions are extremely similar. In other settings such as
neural networks, their respective ranges, (0,1) for the basic sigmoid function
s versus (—1,1) for tanh, makes one a better choice to work with than the
other.

The functions described above are examples of squashing functions that
are useful in machine learning. While the concept is more general than what

1.0F L ae====

T T T
A3

T T T

T T T

T T T

FIGURE 1.6
Comparing the graphs of sigmoid functions using S (black graph),the integral

of the Gaussian g(t) = 1/y/m ffoo exp(—?)dz (dashed gray graph), and tanh
(gray graph).
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we present here, we give a definition within the context of this chapter and
refer the reader to other sources.

Definition 1.12 Let s : R — R be a continuous function, which is nonde-
creasing and satisfies:

lim s(t)=1 and lim s(t) =0.

t——+oo t——o0

We call s a sigmoid function or a squashing function.

1.5 The gamma function and Stirling’s formula

Interesting functions historically are born of necessity and the gamma function
is no exception. The gamma function is a higher transcendental function,
which means it is neither a polynomial nor a trigonometric or exponential
function. It provides a fundamental tool in many fields such as mathematics,
physics, and statistics. In machine learning, the gamma function is used to
define and work with various probability distributions crucial for Bayesian
inference. Recall that n! (n factorial) is defined for each integer n > 1, to be

nl=nn—-1)n-2)---2-1.

We know that n! is a fast-growing sequence. Here is a list of properties re-
garding its growth.

The growth of n!

1. It is faster than exponential growth. We claim that

The one-line proof for this is to use the ratio test for the sequence a,, =
e" /nl. Since

. An41 . €
lim 2 = lim =0,
n—oo (O n—ocon + 1

we have the result.

2. It is slower than the growth of n". Here we show

n
lim — = 0.
n—oo n!

To prove this we observe first that lim,,_,.c 13 /6 = oo. Then we write

n-n---Nn-n-n _TL_3 1 n E
n-(n—1)---3-2-1 3! n—1 4)’
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and as long as n > 4, the quantity in parentheses on the right is greater
than 1. This gives the result.

3. Factorials grow even faster than exponential growth in the following sense:

we (2)

For this, we write
n

o0 n
E —— = — + (positive quantity) > —
Pt K ol n!

since all the terms are positive. Therefore, multiplying and dividing, gives

nl >n"e " (1.34)

4. These growth estimates for n! are sharpened further in the next formula,
which is called Stirling’s formula. There are various ways to prove this,
but they are much longer than what we have used above so we omit the
proof. We note that Stirling’s formula shows a precise factor that puts the
brakes on the fast growth of n! exhibited by (1.34):

n!
lm ——— =1. 1.35
n—00 pe=n\/2mn ( )

The gamma function was defined to extend the factorial function to non-
integer complex numbers. The definition given here extends to the complex
numbers (except at countably many points), but here we focus on it only for
positive real numbers.

Definition 1.13 For x > 0, we define
['(x) :/ t* e tat.
0

Here, t*~! = exp((z — 1) log t)
We make some preliminary observations.

Remark 1.14 (Properties of the gamma function.) 1. We do the easy
calculation first:

I‘(l):/ e fdt = lim —e'| =1
0

2. Now we calculate the key to its definition, namely

F(x+1):/ te~tdt.
0
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We have two improper integrals to take into account, so we calculate some
definite integrals first, using integration by parts:

K K
/ te~tdt = —tTe K 4 a:/ t*tetdt.
K

We let k — 0 and K — oo so that the first term disappears and we have
the following identity:
I(z+1) =al'(z). (1.36)
3. (1) together with (2) implies that for every n € N,

I(n+1)=n! (1.37)

4. Another calculation shows that T'(3) = \/m. To show this, use the substi-
tution uw = t1/2, so 2udu = tY/2dt. Then

/ e_tt_l/th:2/ e du.
0 0

Using (1.2) and the symmetry of the integrand in (1.2), we have that
I(3) =/

The graph of I'(¢) on (0, 00) is shown in Figure 1.7. The growth is so fast that
the z-axis needs to be scaled so that the graph can be visualized.

120=5!

24=41

6=3!

FIGURE 1.7
The graph of the gamma function I', where horizontal dotted lines show that
I(n+1)=nl
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1.6 Exercises and solutions

Each set of exercises relates to a topic covered in this chapter. Detailed so-
lutions for each set are given immediately following the final exercise set.
The first set of exercises is recommended as an assessment for readiness for
the material that follows. The rest of the exercise sets are based on material
presented in the text.

1.6.1 Exercise sets

Exercise Set 1.1: Preliminary self-appraisal of calculus of one vari-
able.

1. What is: il_)ml % ?
A
B. 1
C. 0
D

. The limit does not exist.

2. For the functions f(x) =z and g(x) = e~7, for which real numbers ¢ does

f(@) = g(x)?

A. There are no points for which f(z) = g(z).
B. There is one point ¢ € (—1,0).

C. 0

D. There is one point ¢ € (0,1).

3. Using the Taylor series expansion of f(z) = €%, and the values a = e and
b = 8/3, list all of the true statements.

a=1>

a>b

a <b.

It is impossible to estimate the difference between a and b.
|a — b| is bounded above by 1/24.

= o Qs
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4. Give the equation of the line that best approximates the graph of y = t3—1

when t = 1.
A y=3t
B.y=3t-1
C.y=3t-3
D.y=3t+3

If g(t) is a function satisfying ¢'(t) = 2¢g(t), and at time ¢ = 0 g has value
—1, then what is the closest integer value of ¢ when t = 17

Exercise Set 1.2: Complex numbers.

1.

2.

3.

4.

Show that for any z € C, |z] = [Z|.
Show that z -z = |z|? for all z € C.
Show that z +Z = 2Re(z) and z — z = 2Im(z).

|21

Assume z € C is a complex number. What does the series >, o ',

converge to and why does it show that e is well-defined?

Exercise Set 1.3: The exponential map.

1.

Show that for any complex number z = x + iy, |e¢*| = €*.

Show that e’ is a strictly increasing function of + € R and that lim;_,o, ¢! =
00.

Show that lim; ,_ e! = 0.
Show that the graph of y = e’ is convex.

Show that e is a periodic function of z € C in the following sense: e*+¢ =
e” for all z € C by verifying it for ¢ = 2mi.
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1
6. Show that for every integer k, / e?™ it = 1 if k = 0 and equals 0
0

otherwise.

Exercise Set 1.4: Gaussian functions and integrals.
1. We first look at the graph of f(x) = e

(a) Find the critical points if they exist.
(b) Show that it is a local and a global maximum of f on R.

(c) Discuss the concavity of f(z). Plot the graph of the function.

2. Evaluate the following integral for every value of m € R and o > 0.

1 o0 2 2
(x=m)*/20% g0 1.38
V2mo /_oo ‘ v ( )

3. Discuss briefly the dependence of the critical point, the maximum value,
and the inflection points on the constants m and o appearing in (1.38)
using the function

1
flx) = ——elwmm)?/20" g e R, (1.39)

oo

4. Evaluate the integral / xf(z) dz, where f(x) is given in (1.39).

— 00

Exercise Set 1.5: sigmoid functions. Assume for these questions that
S(t) =

_ 1
1+e—t"

1. Give the domain and range of §. Show that for all t € R,
S(—t) =1-8(t). (1.40)

2. Discuss and/or sketch the derivative of S; show it is a “bell curve” in the
sense that 8’ (t) > 0 for all ¢, lim;—, 1, S’(¢) = 0, and S’ (¢) has a maximum
value at ¢t = 0. What is the maximum of S'(¢)?

3. A fized point is a point p € R such that S(p) = p. Show that S has a fixed
point p, and that p € (1/2,1).
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4.

Show that for every t € R if S = So--- 08 (composition with itself j
times), lim;_,o S7(t) = p.

Show that if f(t) = 4¢ — 2, then the function g = S o f has a fixed point
at p=1/2, and ¢'(p) = 1.

Show that for all k > 0 [*, S(t)dt = k.

1.6.2 Solutions

Solutions to Exercise Set 1.1

1. lim

|
M =1 so the answer is B.
z—1x — 1

There are several ways to obtain this answer. The natural log function,
denoted In(x), is defined on the domain (0,00) C R and is 0 at x = 1.

Using the Taylor series expansion, we have that

ln(t):t—l—%(t—1)2+%(t—1)3_i(t_1)4+...7

which has radius of convergence r = 1.

Then the function can be divided by x — 1 to obtain:

t)

Ja—

n
t —

—~

=1—(1/2)(t — 1) +1/3(t —1)* —1/4(t — 1)?

—_

+1/5(t— 1) +-- -,
which has radius of convergence r = 1.

Therefore, taking the limit as ¢ — 1, all terms disappear except the con-
stant term 1.

Another approach would be to use ’'Hopital’s rule on this “improper limit”.
Since d/dt(Int) = 1/t and d/dt(t — 1) = 1, we can evaluate

lim1/t-1=1.
t—1

. D. The functions f(z) = x and g(x) = e " intersect at a point along the

positive real axis for the following reasons. First, f(z) < 0 and g(z) > 0 if
x < 0so A cannot hold. Next, at the point z = 0 we have f = 0 and g = 1,
then f(1) = 1, while g(1) = 1/e < 1/2 using a very crude approximation
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to e. In other words, if 2 < e < 3, then 1/3 < 1/e/1/2. Now looking at
the difference function, diff(z) = g(x) — f(z), we have

diff(0) > 0, diff(1) < Oimplies

there exists some ¢ € (0,1) such that diff(¢) = 0 using the Intermediate
Value Theorem from calculus. So the answer is D.

3. B. Using the Taylor series expansion of f(z) = e*, and the values a = e

and b = 8/3, list all of the true statements.

(o] xn

exp(:zr) = Z mv

n=0
with radius of convergence r = cc.
Therefore, e = exp(1) =14+ 141/2+1/3!4 - -, which can be written as
e =38/3+7(1), where (1) is the remainder term. Since r(1) = e“c*/4! for
some ¢ € (0,1), it is strictly positive. Therefore, B is the only statement
that holds.

4. C. Give the equation of the line that best approximates the function y =
2% — 1 when x = 1. For this we use the line tangent to the graph of the
function f(x) = 2% — 1 at = 1. The line has slope f/(1) = 3 and it must
pass through the point (1,0). Therefore, the line is: y = 3z — 3 as shown
in Figure 1.8

o

+

2:

-1‘.0‘ - ‘-0‘.5‘ — 0‘5
/ -2 ///
~
~ 4
-
_-

—~ 6l

FIGURE 1.8

The graphs of y = t> — 1 and a tangent line to the graph at (1,0), y = 3t — 3.
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5. B. If g(t) is a function satisfying ¢'(t) = 2¢(¢), and at time ¢ = 0 ¢ has
value —1, then what is the closest integer value of ¢ when ¢t = 17 This is a
basic first order linear ordinary differential equation, with initial condition
given. The solution to:

9'=2g,9(0)= -1
is g(t) = —e?!, and g(2) = —e?, so the answer is B.
For a further challenge determine whether the solution to (5) is closer to
the integer -7 or -8, using Taylor’s Theorem with estimates on the remain-
der term. A calculator can easily give you the answer, but the analysis

needed to arrive at the answer is a worthwhile review of estimating error
terms in approximations.

Solutions to Exercise Set 1.2

1. Write 2 = « + iy, with z,y € R. Then z = 2 — iy, and |z| = /22 + y?
while [Z] = /22 + (—y)? = |z|.

2. We calculate: z -z = (z + iy)(x — iy) = 2% + y? = |2|? for all z € C.

3. 2+z = (z+1iy)+ (z—iy) = 2z = 2Re(z). The other calculation is similar.

k
4. For z € C, since |z| € R, the series >, _, % converges to e!?l. (Note that
it follows from Euler’s identity that in general, |e*| # el?].)

By definition, a series of complex numbers ), z is absolutely convergent
if and only if the series ), |z is convergent. For real series, absolute con-

. . . k
vergence implies convergence; therefore for the partial sums ZZ:O Tr we

write ( = 2—]: = ng + i7k, for the real and complex parts. Our assumption
is that ), (x| converges. Then since

el <[] and || < [C],

the real and imaginary parts of >, ( each converge, so the result follows.

Solutions to Exercise Set 1.3

1. If z = z + iy, then e* = @) — ¥ e and |e?| = |e®||e| = €7, since
e* >0 and |e¥| = 1.

2. Set y = et, t € R. Since y’ =y > 0, it follows that y is a strictly increasing
function of ¢. By (1.9), we have ¢! > 1+t for all £ > 0, so it follows that
lim; o0 €F = 00.
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3. To show that limy_, o, €' = 0: if ¢! — oo as t — +oo, then 1/e! — 0, as
t — 00, or equivalently, e® — 0 as s — —oo by setting s = —t.

4. Show that the graph of y = e’ is convex. This follows from the second
derivative test and the fact that y” =y > 0.

5. By 1.4, e*T¢ = e?e€. Using Euler’s identity, e2™ = cos2r+isinm = 1+0 =
1 so e* is periodic with period 27i.

6. Using 1.2,
1
/ e?™ R dt = (1/2mik)e*™ ikt e=0
0

unless £ = 0. In that case we are integrating the constant function 1 so
the integral is 1.

Solutions to Exercise Set 1.4

2

1. flx)y=e""":

(a) there is exactly one critical point at x = 0.

(b) Since f”(0) = —2 < 0, at 0 we have a local maximum. The critical
value is 1. Tt is also a global maximum since for z # 0, 0 < f(z) <
1. Alternative, since f'(z) = —2ze~*", on (—00,0) the function is
increasing and it is decreasing on (0, co).

(¢) Since f"(z) = 6_12(4562 — 2), there are inflection points at z = :I:‘/T5
and the concavity changes at these points. The graph is shown in
Figure 1.9.

FIGURE 1.9
The graph of f(z) =e .
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2.

The constant is chosen so that the integral is exactly 1. We use a change
of variable y = 22 5o y?> = —(x —m)?/20? and dy = 1/(v/20) dz. The

V2o’
integral becomes the following:

1 [ 2
N Y d
\/E /_OO e Y,

which equals 1 from Example 1.2.

The critical point moves to & = m, the maximum value is now 2, and
’ V2no’

the inflection points have moved to the points m + ¢ and m — o.

. For f(z) = \/21706(90_’”)2/ 2"2, using standard substitution techniques, and

setting © = (z —m) + m, the integral / xf(x)dz, is m.

— 00

Solutions to Exercise Set 1.5

Assume that S(t) =

1.

1
1+e—t"

The domain is R, and since e~* > 0, the range of the function is (0, 1).
By choosing ¢ to be a large negative number, the denominator is large
and S(t) is small. Clearly lim;_, S(¢#) = 1 since the denominator gets
arbitrarily close to 1.

Fort e R, S(—t) = ﬁ, while

C14et 1 et 1

T ldet l14et l1det 14et

1-S(t)

We use the Intermediate Value Theorem applied to the function f(t) =
S(t) — t. We have that S(0) =1/2 so f(0) > 0. Then

1
S)=——<<1/ |14+ < | =3/4,
so f(1) < —1/4 < 0. We use the fact that e < 3 for this step. By the
Intermediate Value Theorem there exists a point p € (0,1) such that

f(p)=8(p) —p=0.So pis a fixed point for S.

Since 2 > /e >1,1/2 <1/y/e <1,503/2 < (1+1/y/e) < 2 and therefore
S(t) > 1/2. By the same reasoning then, f(1/2) >0, so p € (1/2,1).

We first compute that S'(t) = ﬁ = §'(—t) using (1.40) from (1).
Then we see that S’(t) > 0 for all ¢ € R, and by the definition we also see
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FIGURE 1.10
The graphs of S(z) (solid line) and &’(z) (dotted line).

that lim; 1., §'(t) = 0. We note that S(x)S(—z) = §'(z) = S'(—x) by
the derivation given in Section 1.4.

We need to compute S”(¢) to find the maximum derivative.

etlet —1)

(1+et)3’

which is 0 when ¢ = 0 and nowhere else. If ¢ < 0 then S”(¢) > 0, then we

have a critical point where S'(t) = 1/4 achieves its maximum, and then
S"(t) < 0 for all t > 0.

The graphs of S(t) and its derivative are shown in Figure 1.10.

S”(t) —

4. To show that for every ¢ € R if lim; o S/(t) = p, use the Mean Value
Theorem. Details are left to the reader.

5. Let f(t) =4t — 2, and set g = S o f. Then

o) =S -2 = s (1/2)=50) =172

g(t)=484t—-2), ¢'(0)=48(0)=

6. For k > 0, using the identity in (1),

/Sdt /Sdt+/$dt
:/( dt+/$
:Akldt:k.
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Calculus of several variables

In this chapter we start with basic ideas of limits of functions in higher di-
mensions, and then move to directional and partial derivatives, gradients and
extreme points of real-valued functions of many variables. We tie these ideas
to the Hessian matrix and Newton’s method, since minimizing functions such
as a cost function or error function is important in optimization problems.
Using a higher dimensional version of the sigmoid function from Chapter 1,
we give examples of uses of calculus in AI. We finish the chapter with a discus-
sion of the chain rule with an application to the simplest version of a neural
network.

2.1 Differentiable maps f: R" — R™

We move on to discuss some basic ideas in calculus of several variables. We
present some notation first, as it represents some higher dimensional exten-
sions of (slightly different) notation used in Chapter 1. The space R", n > 2
is called n-dimensional Euclidean space, and a point € R" is an n-tuple
of real numbers written typically as © = (x1,22, -+ ,2,). We can consider
x € R™ as a point in space or a vector starting at the origin and ending at the
point whose coordinates are (z1,- - ,2,) (see Figure 2.1). The dot product of
vectors in R™ is given by:

n
T-w = inwi, forall z,w e R".
k=1

The Fuclidean distance between x and w in R™ is given by

o —w|| = /(21 — w1)? + (z2 — w2)? + -+ (20 — wn)?.

Each z € R™ has a Euclidean length or norm given by

n 1/2
]| = [l — 0l = (Zx2> ~
i=1

Therefore, ||z|| = vz - x.

DOI: 10.1201,/9781003683308-2 34
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20
I v=(1,2)
1.5;
-1 1 10+
U:(—,—) L
V2 A2 .
: x=(1,1/2)
05 °
‘-0‘.5”” ““015““1.‘0‘

FIGURE 2.1
A direction u, a vector v, and a point = in R?, all given by an ordered pair of
coordinates.

We define what it means for a function F : R2 — R to be differentiable at
a point. First, the notion of limit in two (or more) dimensions is the same as
in one real dimension, namely:

lim z,y) =1L
(r,y)%(a,b)f( v)

if whenever ||(x,y) — (a,b)|| is small enough, it follows that | f(z,y) — L] is also
small. (Note that |u| is used when u is a real number.) The formal definition
looks the same in all dimensions but with more coordinates. The function does
not necessarily need to be defined at (a,b) for the limit to exist. However,
it needs to be defined in a neighborhood of (a,b) with that point removed.
Second, in dimension 2 (and higher), the points (z,y) can approach (a, b) from
any direction. This can ruin the existence of limits or make the limit harder to
compute; Exercise Set 2.1 brings out these ideas and readers are encouraged
to try some of those problems.

To define differentiability we need the notion of linear maps in higher
dimensions. Linear maps are discussed in more detail in Chapter 3.

Definition 2.1 A map L : R™ — R is linear if there exist constants
ai,...,a, € R such that for every x € R™, written as © = (x1,x2,...,%y),

n
L(z) = Z AT = 171 + G2%2 + -+ + GnTnp. (2.1)
k=1
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A map F : R" — R is differentiable at ¢ € R™ if there exists a linear map
L:R" = R such that

lim F(z) = F(c) = L(x — ¢)

e [l — ¢l

=0, (2.2)

noting that the limit is a real number since the numerator and denominator
are both real.
If L exists we denote it by DF(c). We introduce other notation in Section
2.1.1, but it is important to note that for each ¢ in the domain of F, the
domain of DF(c) is R™. The differential mapping for F at ¢ is the linear map
DF(c)=L.

We compare this to the classical one-dimensional definition that says a
function f : R — R is differentiable at ¢ € R if the following limit exists:

TG R A (2.3)

T—cC xr—cC

If L exists, we write L = f’(¢), and we see that (2.3) is equivalent to

i T@ = (@) = F(©)( =)

Tr—cC xTr — C

=0.

We refer the reader to Exercise Set 2.1 to see some subtleties that arise
in higher dimensions. The questions in 2.1 test the reader’s understanding of
limits and continuity of functions of several variables. We finish this discussion

with an example.
Example. We show, using only Definition 2.1, that the map

F:R* 5 R, givenby F(z,y) =y
is differentiable at (1,0). (Note that F' is not linear.) We compute
F(z,y) - F(1,0) = zy,
and observe that assuming L exists, we apply it to the vector
(z,y) = (1,0) = (z = 1,y),
and it should have the form:

L(z—1,y) =a(x — 1) + by.
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Near x = 1, it seems that F'(x,y) is nearly y, so we make an educated guess
to set L(z,y) = y using a = 0 and b = 1. Putting it into (2.2) of Definition 2.1,
we show our guess is correct. Therefore, DF(1,0)(z,y) = y for all (z,y) € R

xy—0— Lz —1,y)

lim
(2,y)—(1,0) [(z—1,9)|
_ Ty —y
1m o -
(z.y)—(1,0) [[(x — 1, )]
= lim —(x — 1)y
(@9)—=(1,0) \/(z — 1) 4 32
_ 1 2 2
> lim —(ar ) +y =0.
(z,y)—(1,0) 2

The last inequality comes from applying Equations (2.33) and (2.34) using
w = x—1 and u = y, Therefore, F is differentiable at (1, 0) with the associated
linear map being L(z,y) = y.

2.1.1 Directional and partial derivatives

In the space R™, we consider an element x = (x1, z2, ..., x,) as either a point
whose coordinates are (z1,2,...,2,) or equivalently, a vector starting at
(0,...,0) and terminating at the point with coordinates (x1,xa,...,2,). It is
useful to be flexible in our thinking about this subtle difference in emphasis.

For © # ¢ in R™, the distance function was defined earlier: dist(z,c) =
lx — ¢||. We define an open ball in R™ as follows: for r > 0, and ¢ € R™,

B,(c) = {x € R" : dist(x,¢) <7}.
This defines the open ball of radius r centered at c.
Definition 2.2
1. A unit vector u € R™ is a vector u such that ||ul| = 1.

2. A standard unit vector is a unit vector whose coordinates are all 0 except
for one coordinate, which is a 1. The jth standard vector is the standard
unit vector e; = (0,0,...,1,...,0). Standard unit vectors are often called
standard basis vectors of R"™ (see Chapter 3).

3. When we refer to a direction in R™ we mean a unit vector u, as shown
in Figure 2.1, and the terminology refers to the direction of the half line
starting at (0,...,0) and passing through wu.

We assume that F': R" — R; however the domain of F' can be any open
subset of R™. An open set U C R™ is a set with the property that for every
x € U there is some r > 0 (dependent on x) such that B,(x) C U. For
simplicity and to make note of the dimension, we typically write F' : R™ — R
to mean that the domain is an open set in R"™.
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Definition 2.3 If F : R" — R, ¢ € U, let u € R™ be a unit vector. Set
g(t) = F(c+tu), sog: R —R.

1. The directional derivative of F at c in the direction u exists if

, . F(c+tu)— F(c)
9'(0) = lim .

exists in which case we write

duF(c) = B, F(c) = lim LLeH ) = Fle)

t—0 t
2. We define
_OF , . F(c+te;) — F(c)
9;F(c) = %(C) = lim . ;

if it exists, to be the jth partial derivative of F. It is the directional deriva-
tive in the direction of e;.

3. The gradient of F' at ¢ is given as follows.

VE(c) = (g—i(c),...7g—i(c)> .

Note that for each ¢ € U, VF(c) € R" as well.
4. If F is differentiable at c, then for every x € R™

~ OF
VF(c) -z = ;a—x](c)xj

(See Theorem 2.4.)

5. A point ¢ € R™ such that VF(c) = 0, where 0 = (0,...,0) € R™, is called
a critical point.

Notation. A brief discussion is in order about the many variations of the
notation used for derivatives. Assume that F : R” — R.

1. The directional derivative in the direction u, at the point ¢, is denoted by
D,F(c) =dyf(c) = O,F(c).

2. If F is differentiable at ¢, then the derivative of F' at c is a linear trans-
formation L : R™ — R, also written as

DF(c) =L =dF(c) = F'(c),

so we write DF(¢)x = DF(c)(x) when we apply the derivative to a vector
e R".
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3. In the directions of the coordinate axes, we use the standard basis direc-
tions, and write

%(e) — 00, F(c) = O F(c) = D;F(e) = ds (c).

The version used is author and setting dependent.

The following result is proved in many mathematics courses and texts, for
example, in [3], [8]. The proof is obtained by putting together the definitions
given here.

Theorem 2.4 If F: R™ — R is differentiable at c, then the derivative is the
linear transformation L defined by dot product with the gradient. That is,

L(z) = DF(c)(z) = cx = Z 8a:k

where the symbol - is the dot product of two vectors in R™.

The following also holds, offering a partial converse. We refer to [8] or [2]
for a proof and encourage the reader to go through one of these proofs.

Theorem 2.5 Assume that U C R"™ is open, F' : U — R, and the partial
derivatives exist and are continuous in a small ball containing c, then DF(c)
exists.

We illustrate the above results with a few examples. The first example is a
simple calculation of the gradient and the second example shows that Theorem
2.5 does not hold if the partial derivatives are not continuous. The third
example shows that not all differentiable functions have continuous partial
derivatives.

Example 1.3

1. Suppose F(x,y) = coszsiny. Then F is differentiable at all points (z,y) €
R? and
VF(z,y) = (—sinzsiny, cos x cosy).

Therefore, at (0,0), for each (a,b) € R?, DF(0,0)(a,b) = b; that is, the
linear transformation at (a,b) is the dot product with the vector (0,1).
We usually write this as VF(0,0) = (0, 1), but it is important to connect
the gradient to the derivative correctly.

2. Suppose F(x,y) = B (x,y) # (0,0). Since

lim F(x,y) =0,
(z,y)—(0,0) (@9)
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FIGURE 2.2

The function F(x,y) = ;279%
(0,0), and g(z) = z%sin(1/x) (right) is continuous and differentiable at 0 but
the derivative at 0 is not continuous.

(left) is continuous but not differentiable at

we define F(0,0) = 0 so that F is continuous on R?, as shown in Figure
2.2. Away from (0,0), we compute that

G Y U ’
VF(z,y) = (($2 +y2)3/2 + (2 _|_y2)1/27 (22 —|—y2)3/2 + (22 +y2)1/2 '

Calculating directly using Definition 2.3 (2),

oF 0+t)0—-0

7(0’0):imL

Ox =0 ¢ /(0 + £)2 + 02 (2.4)
= e =0

and the calculation is the same for %—5 (0,0). Therefore, both partial deriva-

tives exist at (0,0), but F is not differentiable there. Along the line 2 = y,
we have F(z,x) = T30 50 9L (t,t) = 1/V/2 for all t. What is missing is the
continuity of the partial derivatives at (0,0).

3. The converse to Theorem 2.5 is false, even when n = 1. On U = (—1,1),
we set g(z) = a?sin(1/x), if z # 0, and g(0) = 0. It is a classic and
worthwhile exercise to show that ¢’(0) exists but is not continuous. This
phenomenon is easily extended to higher dimensions, but we illustrate the
concept on the right side of Figure 2.2.
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2.1.2 The Jacobian matrix for maps F' : R" — R™

We begin by generalizing the definition of differentiability given earlier.

Definition 2.6 A function L : R™ — R™ is linear if L(z 4+ y) = L(x) + L(y)
forallz,y € R, and for alla € R, L(az) = aL(x). A function F : R — R™
is differentiable at ¢ € R™ if there exists a linear function L : R™ — R™ such
that

lim F(z) = F(c) — L(x — ¢) _o,
e [l = <]
exactly as in (2.2). We write DF(c) = L for the linear transformation.

If F is differentiable at ¢ € R™, there is a natural matrix to associate to
the differential, namely the matrix of partial derivatives. We first define the
matrix.

Definition 2.7 Assume that F : R™ — R™ is differentiable at ¢ € R™. Then
the matriz defined by:

JF(C) = (aij)) with A5 =

1s called the Jacobian matrix of F' at c.

We give an important theorem connecting the differentiability of F' at ¢ to
JF (C)

Theorem 2.8 If F : R™ — R"™ is differentiable at c, then
DF(c)(x) = Jp(c)x,

where the righthand side is matriz multiplication, and if all partial derivatives
F.

a—l exist and are continuous in an open set in R™ containing c, then F is
Lj

differentiable at ¢ and DF(c) = Jp(c).

2.1.3 Extreme points and the gradient descent method

We take a closer look at the gradient and discuss an application to artificial
intelligence. For vectors in u,v € R™, setting w = u — v,

[wl* = (u = v) - (w =) = [ull® + [[o]|* — 2(u - v). (2.5)

Since any two vectors u and v that are not multiples of each other deter-
mine a unique plane passing through the origin, we have the classical Law of
Cosines (proved using variations on the Pythagorean Theorem):

[wl* = [lul® + [lol* = 2fjul]|v] cos, (2.6)
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o) ILv|lcos & l_u_uu;u_\aj_mﬁ»

FIGURE 2.3
The Law of Cosines says that ||v — u* = |[u|* + [[v]|* — 2| ul|||v]| cosf.

where 6 is the angle between u and v, as suggested by Figure 2.3. Setting
(2.5) and (2.6) equal to each other, we have the identity

u-v = [luf[v] cosd, 0 <8<, (2.7)

which uniquely determines the angle between the vectors. We revisit this in
Section 3.4.1, and a different derivation appears in the exercises, but for now
return to differentiable functions.

2.1.4 Gradient vector properties

Assume that U C R™ is open and F' : U — R is differentiable. For the use of
this method in artificial intelligence, the dimension n (the number of variables)
is often extremely large, and F represents an error function, a loss function,
or a cost function. This impacts considerations about the implementation
of this method, but in our present discussion we stick to the mathematical
underpinnings. If v € R™ is a unit vector, and x € U, then the directional
derivative satisfies

dyF(z) =VF(z) - u. (2.8)

To show (2.8), consider z € R™ and a unit vector u € U. To compute the
directional derivative in the direction u we parametrize a line passing through
x in the direction of u by v(t) = x+tu. We define g(t) = Foy(t),sog : R — R.
By our assumption F is differentiable at x = «(0), so we apply the chain rule
using v/(t) = u. Then

duF(z) = g'(0) = DF((0)) - v/(0) = VF() - u. (2.9)

Claim. At each point x € U, the gradient vector points in the direction of
fastest increase of F' and its length is the rate of increase in that direction.
The maximum rate of decrease at = is —VF(x).
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Proof of the claim. The directional derivative of d,F(z) is the rate of
change of F' in the direction of the unit vector u. Applying Equation (2.7) in
this setting,

VF(z) -u=|VF(x)|||lu] cosd = | VF(x)]| cosb, (2.10)
where 6 is the angle between u and VF(x). If we assume that VF(z) #
(0,...,0), consider the unit vector u, that points in the same direction of
V(F); i.e., set

" VEF(z)
*VE@)

In this case § = 0, so 9, F(x) = |V(F)(z)||. Using any other direction for
u yields cos 0 < 1 and ||0, F (x)]| < ||0u, F(2)||, so this proves the first part of
the claim. The maximum rate of decrease occurs in the opposite direction by
repeating the calculations with —u,. This proves the claim.

In optimization problems, finding the minimum or maximum of a function
of many variables is often one of the goals. We recall some facts about extreme
points of functions F' : R™ — R. We define ¢ € R™ to be a minimum (respec-
tively, mazimum) point, and F(c¢) is a minimum (resp, maximum) value, if
there is a ball B,.(c) centered at ¢ with the property that € B,.(c) implies
F(z) > F(c) (resp. € B,(c) implies F(z) < F(c)). These points are called
extreme points and extreme values.

The next result plays a key role in the gradient descent method in opti-
mization problems.

Lemma 2.9 If F : R — R has a minimum or maximum value at ¢ € R™
and if F is differentiable at ¢, then VF(c) = (0,...,0).

Proof. If ¢ is a minimum and u € R™ is a direction, then VF(¢)-u = d, F(c).
This is a one-dimensional derivative, and since

F(c+tu)— Fl(c) 0= VF(0) - u

/ .
9(0) = fim t
¢ being an extreme point of F' implies that 0 is an extreme point of g. Since
u was arbitrary, it follows that VF(c) = (0,0,...,0) € R™ O
If VF(c) = 0, by Definition 2.3, ¢ is a critical point; Lemma 2.9 shows that
if ¢ is an extreme point and F' is differentiable at ¢, then c is a critical point.
As in the one dimensional case, the converse is false, not every critical point
is an extreme point.
Example 1.4 Consider the function of two variables given by:

F(z,y) = 22% — 2zy + o>

We outline two methods to find the minimum of the function.
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FIGURE 2.4

To illustrate the method of gradient descent, we show the contour plot (level
sets) of the function F(z,y) and the negative of the gradient vector at (1,1).
When using this method, the optimal step size is a subject of interest. On
the right, a larger step size, while seemingly faster, does not converge to the
minimum value of F in (3).

Method 1. Find VF(z,y) to find the critical points if any exist. Use basic
analysis to determine if the critical point(s) are minima. For a function as
simple as this one, this will yield the answer.

Method 2. This method works for more complicated functions where pencil
and paper analysis is too time-consuming.

1. Make a first guess that the minimum of F'(z,y) occurs at the point py =
(1,1). Evaluate F(1,1) and VF(1,1).

2. Since F' is differentiable and VF(1,1) # 0, improve the first guess by
moving in the direction opposite to the gradient and setting py = pg —
25V F(p1).

3. Continue this method, using:

Pr+1 = Pk — -25VF (py),

and explain why the answers are closer to the minimum at (0, 0).

Method 2 remark. Show that if you try to speed things up and use pi+1 =
pr — DV F(py), the method fails.

Solution using Method 1. We solve the problem by noticing that for all
(z,y) € R?,
0 < (aj_y)Q < F(Q?,y),



Differentiable maps f : R™ — R™ 45

F(px) F(pi)
1.0 o 1.0F .
0.8 09
0.6 0.8
041 0.7F . °
0.2+ . 0.6 .

1 2 3 2 5 6 1 2 3 4 5 6 "
FIGURE 2.5
When using the method of gradient descent, the optimal step size is a subject
of interest. On the left we illustrate that step size h = .25 converges, but
h = .4, while seemingly faster, does not converge to the minimum value of F’
in (3).
so the minimum value of F(z,y) is 0 and is achieved only at (0,0), which can

also be easily shown to be a critical point since VF(z,y) = (4dx—2y, —2x+2y).

However, the method of gradient descent is needed for the more compli-
cated functions that are used in the setting of minimizing an error function
of many variables.

Sol
1.

ution using Method 2. We first follow the algorithm given.

F(1,1) =1 and VF(z,y) = (4o — 2y, —2z + 2y), so VF(1,1) = (2,0) #
(0,0).

. The direction opposite VF(1,1) is given by the vector u = (—1,0). We

choose a step size to scale the gradient, and starting at the initial candidate
Po, we move in the direction of steeping decrease of F' by a small step. p; =
(1,1) = .25(2,0) = (.5,1), and F(p1) = .5. We calculate that VF(.5,1) =
(0,1) and repeat. We obtain py = (.5,.75) with F(p2) = .3125, and p3 =
(3/8,5/8) with F' shrinking again to F'(p3) = .2031. We continue this way
and the values shrink of F' shrink to 0. This works because at each step
we move the point to a new one in the direction of steepest descent of the
values of F. This solves the problem since limy_,~ pr = (0,0).

. We consider taking a larger step ideally to move the clever guesses faster

to the critical point. However it is possible to overshoot the target point
if the step size is too big. In Figure 2.5, we show the values of F(py),
k=0,...,5 using the step sizes .25 and .4 respectively. The first appears
to converge, the second does not. We observe that theorems are needed to
fine tune choosing the optimal step size.
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The gradient descent method

We summarize the method described by Method 2 in Example 2.1.4. Assume
F : R"™ — R is differentiable on some open set U C R™. In order to find a local
extremum of F, an initial guess py € U can be used to locate a critical point
as follows:

Pr+1 = px — NV F(pr), (2.11)

where 7 € (0, 1] is referred to as the learning rate or training rate. The value
of 7 is chosen to help the algorithm work more quickly and/or accurately. The
procedure in (2.11) is called the gradient descent method. .
A set V C U is a level set of I if for a value « in the range of F' we can
define
Vo={xe€U: F(z)=a}.

Saying v : [a,b] — U is a curve lying in V, means v : [a,0] — R" is a
continuously differentiable function and ~v(t) = z¢ € V,, for all ¢t € [a,b].
Suppose that v(t9) = xo and 7'(tp) = v # 0. Then we view v € R™ as a
tangent vector to the image of v at zo. We set H(t) = F(v(t)), and apply the
Chain Rule to see that

H'(t) = VF(7(to)) - v'(to)
=VF(xg) v (2.12)
=0,

since H(t) = « for all t € [a,b] so is constant. We summarize what was
shown in (2.12). If F(x0) = a and VF(zo) # 0, then the vector VF(xg) is
perpendicular to every vector tangent to a curve lying in the level set V,, and
passing through xg. This is illustrated in Figure 2.4.

We turn to a higher order method, using second partial derivatives. The
higher the order of a method, the faster the convergence as will be, as clarified
in what follows. We need a definition first. We also refer the reader to Section
3.2.2 in Chapter 3.

Definition 2.10 Assume U C R" is an open set and F: U — R. We say F
is C1 if it F is differentiable and all partial derivatives are continuous. We
say F is C% if all of its partial derivatives of order k exist and are continuous.

2.2 The Hessian matrix and Newton’s method

For background on some of the techniques of matrices we invoke in this section,
we refer to Chapter 3 and the index of this book for needed definitions. We
include the material here because it relates to the material in this chapter.
This section can be omitted until Chapter 3 has been covered if needed.
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Let U C R™ be open and assume we have a C? real-valued function F :
U — R. Assume also that we have a critical point ¢ € U, so 0;F(c) = 0
for each i« = 1,...,n. It is a classical result that if the second order partial
derivatives exist and are continuous, then the order in which we take them
does not matter; that is, for each u = (uq,...,u,) € U,

under the assumption that each

o [0F .
% (axl) (u),i,j=1,...,n

is continuous at u. A proof can be found in [8] and in many other sources. We
write, for the common value of partial derivatives shown in (2.13),

0*F )
8xi8xj '

Definition 2.11 Under the assumptions above, the Hessian matriz of F at
x € R™ is the n X n matriz with entries

0?°F .
HF(x):(ax‘ax-(g”))’ i,j=1,...,n.
0T

Often the main diagonal entries of Hp (when i = j) are denoted by

or
Ox?

J

(),7=1,...,n.

The properties of the square matrix Hp(c) can reveal what type of critical
point occurs at ¢; that is, Hp(c) is used to determine if an extremum of F
occurs at c. The first observation is that the matrix Hp(z) is symmetric for
all x € U; the matrix is equal to its own transpose. By Proposition 3.31 of
Section 3.7.2, Hp(c) has real eigenvalues A; and eigenvectors v;, j = 1,...,n.
We have the following results.

Proposition 2.12 Assume that U C R" is open and F : U — R is C? on U.
Let ¢ € U be a critical point of F' and assume that the eigenvalues of Hp(c)
are Ay ..., A\p.

1. If Xj > 0 for all j, then F' has a local minimum at c.
2. If \; <0 for all j, then F' has a local mazimum at c.

3. If X\j; > 0 for some j and A\, < O for some k, then F' has neither a local
mazimum nor a local minimum at ¢ and we say ¢ is a saddle point for F'.
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In Exercise Set 1.6 on the Hessian matrix, we work out some of the details
in low dimensional examples. We give one more useful application of the Hes-
sian matrix, namely it improves the speed and accuracy of the gradient descent
method by using the Hessian, making it into a second-order approximation
method (see (2.16)).

Newton’s method

Let U C R™ be an open set and assume we have a real-valued function F :
U — R which is C2. Our goal is to locate a critical point ¢ € U in order to
quickly minimize or maximize the function F'. Therefore, we want to locate a
zero of the function:

VF:U — R". (2.14)

The method can be made rigorous, but the idea is to emulate Newton’s method
for finding a zero of a function f of one variable ¢, which is to iterate a first
guess using the following algorithm:

try1 =ty — ;,((tt];)) =te — f(te)(f'(tr)) 7,

assuming that f’(¢x) # 0. To that end we use the formula on U C R"™, where
ug € U is some reasonable starting point, and

Uk4+1 = Uk — VF(uk)HF(uk)_l e R". (2.15)

In (2.15) Hp(ug)~! denotes an n x n matrix, the inverse of the Hessian of
F at ug, and the expression on the right is the product of a row vector and
a matrix. This method works well if Hp(ux) is positive definite, and does
not work if Hp(uy) is not an invertible matrix. The output of (2.15) can be
thought of as a direction in R™. The goal is that

lim up =¢, with VF(c) =0, alocalminimum.

k— o0

Suppose ¢ € R™ is the critical point we are searching for in (2.15). Using

Taylor series methods with remainder terms, we can show that there is some
e > 0and C € [0,00) such that for all 0 <r <¢,

|up —¢|| <r implies |jups1 — c| < Cr?, (2.16)

so the convergence is rapid.

However, it may be the case that at the start of the process there is no
reason to believe that the first guess is anywhere near a minimum. In case the
iterations head to a maximum using this, or lead into an overshoot situation,
it is often convenient to use a learning rate n (or a sequence 1), so that we
use the modified Newton’s method

g1 = up — VF (ug) Hp (ug) ™ g (2.17)
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2.3 Higher dimensional sigmoid functions and
classifications

In Chapter 1.4, Definition 1.12 gives a sigmoid function S : R — R. A relevant
feature of any sigmoid function, also known as an activation function is that
it converts the real line into a bounded interval, usually (0,1). Moreover,
the functions are differentiable so derivatives can be calculated. One higher
dimensional setting in Al occurs when a higher dimensional data point is
used in a binary classification problems, that is, putting objects into one of
two categories (positive or negative, domestic or wild cat, etc.). An Al model
based on several features of the object then uses a function 1) on R™ and gives
it one value using the sigmoid function. Given a point z € R", viewed as a
vector or also as an n-tuple of nodes in a network, in the simplest models we
first assign a weight w; to each coordinate to show the relative importance of
a coordinate.

The weights for nodes are variable and depend on a number of criteria,
so we write the collection of weights as w = (w1,...,w,) € R™. In models,
the coordinates x; represent the input to the ith node in a network, and the
coordinates w; are the weights applied to the inputs. Then since the basic
sigmoid function has some symmetry about 0, it is common to offset that so
we use a value 5 € R to represent an offset value.

We define the activation function

Pz, w) = S(x-w+p),

with = - w the usual dot product or inner product on R™. The function % is
a map from R™ to R, if we fix the weights and consider v (z). In the training
phase of a model we consider 1)(w) as a map of the weights for a fixed x € R™.
However, most generally,

¥ R* x R" = (0,1),

if both the weights and the input vary. Both the focus and notation vary for
activation functions depending on the setting, see Figure 2.6 where ¢ (x) is
shown for fixed values of w and f.

There are several ways that the sigmoid function is used to give higher
dimensional output in the setting where the classification is not binary, but
has m possible outcomes. One is to apply the sigmoid function S coordinate
by coordinate, so that

S(x1,29,. .. x,) = (S(21),S(x2),...,S(xn)). (2.18)

The notation is been abused a little because now we consider S : R™ — R™.
When applying one of the two sigmoidal functions, in the context of a neural
network, the dimension is made clear at the beginning.
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FIGURE 2.6
On the left is the graph of 8. On the right is the graph of 1 (z), z € R?, using
w=(2,1) and g = —3/2.

Sometimes a soft classification is the goal. Typically a soft classification
assigns to each data output point y € R™ a vector u € R™, where each
coordinate w; is the probability that the input data point x € R™ should be
placed in class i, i = 1,..., m. The function S from (2.18) would not achieve
this goal because there are m coordinates in the output, and each coordinate
is between 0 and 1. In this case we use a version of S to obtain a probability
vector, of the form

1

St R™ = (0,1)™,  S(z1,...,%m) = W(
k=1

vt ety

The factor 1/(> ;" e®*) appears in order for all the coordinates in S to
add to 1, and therefore acts as a probability distribution (see Chapter 4 if
needed).

Example 1.5. Applying sigmoid functions to geobotanical prospect-
ing.

In some areas of rough terrain a sought after mineral is only found beneath
the ground in locations where a commonly occurring plant can (or cannot)
grow due to the presence of the mineral in the soil [1]. The sigmoid function
can act as a filter to show where to look. If we obtain data about the plant,
possibly by satellite imaging, then filter it through the sigmoid function above
the relevant threshold, a map can be drawn of the most likely areas in which
to dig for the mineral. In Figure 1.5, we show how the sigmoid function S can
narrow down a search.
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FIGURE 2.7

On the left we show the raw data of the presence of the plant, plotting its
density as a function of its location, call it é(x,y). On the right we show the
contour plot of § o §(x,y), the processed data. The dark areas on the right
show where to dig for the mineral.

The success of artificial intelligence during the recent decades has de-
pended on the vastly improved speed of computation, and also on the fact
that functions of the type used approximate many continuous functions. The
next theorem is over 25 years old, but it still provides incentive for using neu-
ral networks as we see in Chapter 6. There are many variations and extensions
of this result, but this version is from [4].

Given a sigmoid function s, and a fixed n € N, we consider the following
space of functions:

K
U, ={¢:R" >R : ¢(x) = > a;s(x-y;+8), y; € R",0;,; € R}, (2.19)
j=1
where x - y; denotes the usual dot product in R™ and K € N. Then ¥, is the
space of linear combinations of a scaled (fixed) sigmoid function.
Theorem 2.13 Let I,, denote the unit cube in R™, so
I, =[0,1] x [0,1] x -+ x [0, 1]

(n times). Then given any continuous f : I, — R and any € > 0, there is a
¢ € U, such that

sup |f(z) — ¢(x)] <e.

zel,
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2.4 Backpropagation: chain rule and automatic
differentiation

Building a complicated function from a finite number of simpler functions
is very common in creating AI models. This construction in turn is used
to approximate arbitrary (often unknown) functions. The chain rule is the
calculus method for taking the derivative of a composition of functions. We
begin with a reminder of the chain rule learned in early calculus courses.

Theorem 2.14 (Chain Rule in one variable.) Assume f,g: R = R. Ifg
is differentiable at a and f is differentiable at g(a) = b, then the composition
h = f og is differentiable at a, and

h(a) = f'(b)g'(a) = f'(9(a))g(a). (2.20)

We recall that for this to make sense and be correct, we need g to be defined
on some (maybe small) interval containing the point a, and we require f to
be defined on some small interval containing g(s) = b. The idea behind the
proof of the chain rule is simple.

The idea of the proof of the chain rule. As in 2.3, we write

o H@) = h@) _ L (g(a)) = flg(@)

L @)~ @) e —gla)
e=a  g(z) —g(a) T-a (2.21)
W)= 1) @) —g(a)
z—a Yy —>b r—a

=f'(b)g'(a),

with y = g(x), observing that as x — a, g(x) — g(a) soy — b. The technicality
to overcome to make this a proper proof is that g(z) — g(a) could be zero at
some points. There is an easy repair, namely replacing the quotient with the
illegal denominator by f/(b) = f'(g(a)) as needed, but we omit the details to
keep the idea simple.

The difficult aspects of using the chain rule are the notation and the time
it takes to compute derivatives through layers of functions. We build up the
dimension on the domain, to set the stage for our functions of interest.

Theorem 2.15 (Chain Rule for Gradients) We give two versions.

1. Assume f: R™ - R and g : R — R. If f is differentiable at a and g is
differentiable at f(a) = b, then the composition h = g o f is differentiable
at a, and

Vh(a) = g'(0)V f(a) = ¢'(f(a))V f(a) = ¢'(b)Df(a). (2.22)
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2. Now assume that f : R™ — R and g : R® — R™. If g is differentiable
at a € R™ and f is differentiable at g(a) = b € R™, then the composition
h= fog:R"— R is differentiable at a, and

Vh(a) = Vf(b)Dg(a) = Vf(g(a))Dg(a) = Df(b)Dg(a). (2.23)
That is, Vh(a) gives a linear transformation defined by

Vh(a)(z) = V[(g(a)) - Dg(a)(x),

for each © € R™, where the expression on the right is the dot product of
two vectors in R™.

The proofs of these results are all basically the same, but we need to do
careful bookkeeping on the dimensions in (2.23) to see that Vh(a) is a vector
in R™; it is the matrix product of the m-tuple (vector) V f(b) with the m x n
Jacobian matrix Dg(a) = (aij) = (0g9:/0z;(a)),1 <i < m,1 < j < n.ltis
now a small step to the general setting for the chain rule.

Theorem 2.16 (The Chain Rule.) Let f : RF — R™ be C! at b = g(a)
and let g : R* — R* be continuously differentiable at a € R™. Then the
composition h = fog:R" — R™ is continuously differentiable at a, and

Dh(a) = Df(b)Dg(a). (2.24)

The expression Dh(a) is a linear transformation which can be written as the
product of two matrices as follows:

k
Z 89@ i=1,...,mj=1,...,n.
8@

We note that since h : R® — R™, its Jacobian matrix at a, Jy(a) =
Oh;/0x;(a)) is an m x n matrix that determines the linear transformation
J

Dh(a)(x) = Jp(a)z, =€ R™

Details on matrix multiplication appear in Chapter 3.

2.4.1 Automatic differentiation

Automatic differentiation refers to an efficient method for implementing the
chain rule. It helps with computer implementation in particular.

Suppose a function is made up of the composition of several functions, for
example assume

L2\ 1/2
F(z) = /er* /3 — 22 = (2) — 2. (2.25)
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Then using basic calculus techniques such as the chain and product rules,
we plod through the calculation of the derivative as follows:

Flx) =1/2(e" /3)"1/2 (6362 : %) —2, (2.26)

and after a bit of simplifying we can write (2.26) as
fl(x) = -2+ iv er?. 2.27

If we define intermediate variables, then the computation is broken into
smaller steps that a computer can handle faster and more easily. Therefore,
we define the following:

2

a =x

b=—-2x

w3 (2.28)
f=u'"?+0b.

Then we differentiate each piece separately, obtaining

da/dr =2x
db/dx = — 2
du/da =e®/3.

df Jdu =u=1/? /2.

Then
df /dx =df /du - du/da - da/dx + db/dx

= (u712/2) - (e/3) - (20) - 2,

which reduces to the same expression as in (2.27). The point of this method
is that the simpler expressions that appear in (2.28) are easier to deal with
than those in (2.26), when you need to do thousands of them quickly by
computer. This viewpoint for, or method to implement, the chain rule is what
is referred to as automatic differentiation, especially when it is accompanied
by a diagram showing the individual components that go into a composition
of functions such as f.

2.4.2 Backpropagation and training: the first look

While some of the usual examples using the chain rule appear in the exercises,
we turn to an example of interest in artificial intelligence. For that we introduce
some convenient labels for the functions and variables; further explanations
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will appear in Chapter 6. The examples here are to illustrate a special case of
automatic differentiation called backpropagation. The example we give here
provides the first step in showing how a model can “learn” in the sense of
shrinking the error between a solution given by a model, its output, versus
the actual answer. We illustrate using a model of a perceptron defined in the
late 1950’s by Frank Rosenblatt [6], but we first present the mathematics. In a
later chapter we generalize this idea to a more modern setting, but for now we
isolate the idea and assemble some functions presented earlier in this chapter
to avoid the extra notation.

Preliminary setup. We consider a composition of functions that most
computers can compute quickly, ¢ : R™ — R,

dx) =w-x+ B =wix) +wors + - wpxy + S = u,

where w € R" is a vector of weights, 5 € R is called the bias. We compose
¢ with the sigmoid function § introduced in Section 1.4. The vector z € R”
is viewed as an input to the system, and x undergoes the transformation
So¢(x) =y. Then y is the output. Recalling that the sigmoid function tends
to return a value very close to 0 or a 1 for most values of u € R, this type
of composition is used to model some binary classification problems (where
the output should be Yes or No, True or False, Positive or Negative, etc.).
Thresholds are set so that if the final output y is close to 1 we say the final
output is 1, and if it falls below a small value, the output is 0.

The problem. The goal is to select the optimal weight vector w € R", since
different weights give different outputs, possibly causing erroneous outputs to
occur. Therefore, the model is run or trained on some data first where the
output is known. For the training the weights are treated like variables and
better versions of weights are given before setting the model free to classify
unknown data. The method is simply to compute the error function on the
known data and then minimize the error using the weights as variables.

The functions. These functions have already been discussed in this book in
one form or another, but we solidify the notation for the application of the
chain rule.

1
e The sigmoid function on R: S(u) = = and using (1.29), its deriva-
e u
tive satisfies:

S'(u) = (1 - 8(u)S(u). (2.29)
We write S(u) = y.

e A dot product function ¢ : R™ — R, which can be considered as a function
of 2 or w (or both) by defining for a fixed vector w € R, and 8 € R,

oY) =z -w+p, or ¢Y(w)=x w+ L.
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For the training of a model, we use the second viewpoint and write ¢*(w) =
¢(w, x) = u. We then have

Vo (zx) =w or V¢*(w)=x.

e An error function: £ : R — R given by E(y) = (y — a)?/2. Here, a € R
represents the actual value of the output quantity and y is the computer
approximation of that value. F'(y) = y — a.

e The composition of these functions, called T" for training: for a fixed = €
RTL

)

T(w,z) = E oS8 o¢(w,x). (2.30)
Proposition 2.17 Under the assumptions above,

DT (w,z) = E'(8(¢(w)))S" (¢(w)) Dg" (w),

or equivalently
VT(w,z) = (y —a)y(l —y)x

or in terms of the variable w,
VT (w,z) = (Sp(w) — a)(Sp(w) (1 — Sp(w))x = az,x € R", a € R. (2.31)
Training.

1. We begin with a list of K data vectors z(*) where we already know the
correct output list {a®},k = 1,..., K. At the outset, we make a guess
at what the vector of weights w should be. This is an analog of the first
guess in a Newton’s method calculus problem. This yields an output list:
U(1), y(1), and the actual correct answer, alt). We use the gradient descent
method iteratively, one data vector at a time, until the process stabilizes.
Therefore, we fix one data vector z in what follows.

2. To use this training vector, the only quantities we can adjust are the
weights, so we fix = (1), and we view T as a function of w = w® (our
initial guess). We then calculate the gradient as in 2.31 yielding

VT (w,x)(v) = (y —a)y(l —y)z-v
for every v € R".

3. Using the method of gradient descent, the learning step is to then replace
w = w" = (wy,ws,...) by a new value by heading in the opposite direction
from the gradient, so

w' =w’ —n(y® —a)yM (1 —yh).
Recall that in the gradient descent method the step size n is dependent
on specific aspects of the problem and its setting. We use the data vector
x for the next iteration (or we could switch to z(?)| or we could add z(?
output to z(!) output and average the error function).
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FIGURE 2.8

We show a diagram of a perceptron with input vectors (x1, x2, x3) and weights
(w1, wa, ws). The weights are modified by testing them on real data and using
the gradient descent method as described.

4. We then use the values w!, with the data vector x, comparing the output
under the map S¢(w!) to a(M again, and repeat the process recursively
until an acceptable error threshold is achieved. We then repeat the process
on z(® and continue until we run out of data vectors with known outputs.

5. Once the weights have stabilized at desirable values, with the weights
minimizing the error function 7" “well enough”, the model is ready for
input. At this point, we return to considering the function ¢ as a function
of the varying input = for the fixed final set of weights w.

We illustrate the perceptron example in Figure 2.8. In settings with more
layers of weighted input, the same error minimizing techniques involve more
applications of the chain rule, and backpropagation adds efficiency to the pro-
cess. We address this broader setting in Chapter 6; the mathematics, especially
the use of the chain rule, remain the same.
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2.5 Exercises and solutions

Each set of exercises relates to a topic covered in this chapter. Detailed so-
lutions for each set are given immediately following the final exercise set.
The first set of exercises is recommended as an assessment for readiness for
the material that follows. The rest of the exercise sets are based on material
presented in the text.

2.5.1 Exercise sets

Exercise Set 2.1: Partial derivatives.

You should feel free to use a computer to help you, but be aware that
computers can give erroneous results for these.
n 2)1/2

For x = (x1,22,...,%,), we use the norm |z|| = (37, 3

1. For each of the following functions, compute the limit or explain why it
does not exist.

LYy

li A
(@) ()5 (0.0) 72 + 112

l’yg

b li LA
(b) ()5 (0.0) 72 + 1/
3
. xy
1 g
© ()5 (0.0) T + 1/

2. Compute the limit as z — 0, and determine if the function is continuous
and differentiable at 0 € R™:

F(2) = o,z € R".

Exercise Set 2.2: The Hessian matrix at a critical point.

1. Consider the function F(x,y) = (sinz)(siny) on the open rectangle U =
(=1/4,7) x (—m, ) (See Figure 2.9.).

Calculate all critical points of F in U and use the Hessian matrix to
compute if the extreme points are local maxima, minima, or saddle points.

2. Calculate the values of F' along the x and y axes, along with their gradients
by considering F on all of R2.
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FIGURE 2.9
The graph of F(z,y) in Exercise Set 2.2 (1).

3. Assume F : R™ — R has a minimum or maximum value at ¢ € R™. If F'is
differentiable at ¢, then show VF(¢) = 0.

4. Show that the partial derivatives exist and F' is differentiable, but
2 2 .
FE(0,0) # 2(0,0), if

3

F(LE,y) = xgzi_:’g_yga ($7y> 7& (050)7

and F(0,0) = 0. Therefore, F' is not C? at (0,0) (using Definition 2.10).

Exercise Set 2.3: Composition of functions and the chain rule.

1. If F(z,y) = (23 + zy + 1,y%> + 2), and G(u,v) = (u + v, 2u,v?), setting
h=go f, find the matrix representing Dh(1,1).

2. If F: R™ — R™ is of the form F(x) = L(z) + 8, with L a linear trans-
formation and 5 € R™, show that DF(z) = Lz. If S : R™ — R™ with
S(x1,. . yxm) = (f(z1), f(z2),..., f(zm)), with f : R = R continuously
differentiable, then compute D(S o F')(x)
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Exercise Set 2.4: Miscellaneous - solutions are not included.

1. Determine whether or not the following limits exist (giving a proof or
explanation).

(a) lim, oo sin n,
(b) lim,,— sin (n7/2).

(¢) For every x # —1, show that the following limit exists

f@) = tim (”””‘1)27

n—oo \ ™ 41

and f(z) is continuous everywhere except at 2 points. Extend f to
be defined and continuous at x = —1.

2. Show that for any number = # 1,

[k |

l4z+-+a"="——"
r—1

and determine for which ¢t € R
Dt
t=1
defines a differentiable function.
3. A function f : [a,b] — R is defined to be Lipschitz with Lipschitz constant

C if for all z,y € [a,b],

[f(z) = f(y)| < Clz —yl. (2.32)

Prove that every C! function on [a, b] is Lipschitz, and show that f(x) =
1/z is differentiable but not Lipschitz on (0, 1).

4. Show that there is no complex number z = x + ¢y for which e¢* = 0, but

for any 8 # 0, (8 € C)
e =p

has infinitely many solutions.
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5.

6.

8.

ict
(a) Show that for every ¢ € R, ¢ # 0, /emdt S
ic

2m
(b) Show that for every ¢ € N, ¢ # 0, / e“tdt = 0.
0

(c) Why don’t (a) and (b) contradict each other?

Suppose f : R — R is an even function (i.e., f(z) = f(—z)) Show that
all its Fourier coefficients with respect to sinnz are 0, and equivalently,
using the notation of (1.24), that f(—n) = —if(n). Give the corresponding
statements if f is an odd function (—f(x) = f(—xz)).

If ,y € C", for example, if x = (1,7) and y = (2 + 4,1 — @), then the
Hermitian inner product or dot product is defined by
(r,y) =2y =a1y1 + - + TnYn.

Show the following: (z,y) is not always the same as (y,x), and (z,z) =
[l

(a) Show that the basic sigmoid function S satisfies S(—z) = 1 — S(z)
for all z > 0.

(b) Determine whether or not the tanh function has that property.

(c) Show that g(t) = 1/\/7 fioo exp(—2?)dz is a sigmoid function, ac-
cording to Definition 1.12 in Section 1.4.

2.5.2 Solutions

Solutions to Exercise Set 2.1

1.

The limit for (a) does not exist. If x = y and the values are approaching
0 along that line, then we are looking at the function 2?/22? and we have
the constant limit 1/2. However, if we approach (0,0) along either axis,
then the limit would have to be 0. So the two-dimensional limit does not
exist.

Similarly, the limit in (c) does not exist. If we approach the origin along
either the x or y, the limit is 0. If we approach along the line x = y we see
either the limit 1/2, and if © = —y, we obtain the limit —1/2.

For (b), we claim the limit exists and is 0. We show that

.’L'y3

2 + y?

or equivalently we can assume that y > 0.

)

im
(z,y)—(0,0)
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2

Since for all real numbers w,u, the quantity (w — u)* is always non-

negative, we have the following set of inequalities:

(w —u)? = w? — 2wu +u? >0, (2.33)
o)
w? + u? > 2w, (2.34)
and therefore
WU - 1
w2 +u2 2

Since y > 0 set 42 = u and w = x so that we now have

2
a1
x?2+yt T2
This gives us that
3
im . < M =0
(z,9)—(0,0) |22 + y*| = (z,9)—(0,0) 2

so we see that (b) converges to 0.

If n = 1, then the function is F(x) = |z|. We know that F' is continuous
at 0, but not differentiable. It is an easy exercise to show that so we
omit it. In fact this is true in all dimensions for similar reasons, which
we present below. However here is a simple calculation in dimension 2.
Suppose we set ¢t > 0 and then setting z = y = ¢ > 0, along the line (¢, 1),
F(t,t) = v/2t. If F were differentiable at (¢,t) = (0, 0), then the derivative
should be multiplication by /2. However, if instead we let ¢t < 0, then
F(t,t) = —/2t, which would give a different derivative at (0,0).

For the general case in R™, we use Definition 2.1 and set ¢ = 0. By the
definition of F, F(0) = 0. We consider a point x # 0 in R", and analyze
what happens to tx for t > 0 and t < 0 if F' is differentiable at 0. In the
first case,

— L(t
hm“x”(x)=1—L<x>:(o,...,0), (2.35)
=0 ||tz ]

and in the second case
. [te]| = L(tx) ( x )
lim T g p () = (0, 0). (2.36)
=0 ||tz ]

Equation 2.36 holds since when ¢t < 0, ||tz|| = —¢||z|| and the linear map L

satisfies L(tx) = tL(x). Since (2.35) and (2.36) cannot both hold, no such
L exists and the function F' is not differentiable at ¢ = 0.



FExercises and solutions 63

Solutions to Exercise Set 2.2.

1. VF(x,y) = (cosxsiny,sinx cosy). Setting cosx siny = sinz cosy = 0, in
the set U we have critical points at

a = (w/2,7/2),co = (n/2,—pi/2), and ¢3=(0,0).

The critical values of F are F/(¢;) =1, F(c2) = —1, and F(c3) = 0, but we
continue with the rest of the analysis to verify what might be an obvious
guess at this point (see Figure 2.9).

We compute

— sin z sin COS & COS

cosrcosy —sinzsiny

yielding the three matrices

Hp(c1) = [(1) (1)]’ Hr(es) = [_01 —OJ and Hr(ca) = [(1) (1)]

There are two positive eigenvalues at ¢; so the point is a local minimum,
two negative eigenvalues at co so it is a local maximum, and since the
eigenvalues are +1 for Hp(c3), we have a saddle point at the origin.

2. F(0,y) = F(z,0) =0, so F is constant along the axes (and lines parallel
to the axes). However, along the z-axis, when y = 0, we have

VF = (0,sinx),
and along the y-axis, when x = 0, we have

VF = (siny,0).

4. Given F(z,y) = %, (x,y) # (0,0), and F(0,0) = 0, we have messy
calculations showing that

VF(IE y) _ y3(—$2 + yQ) $(3$2y2 + y4)
) (22 +42)2 7 (a2 +y?)? )
We can see that along the y-axis, when z = 0, a lot of terms are reduced,

and
VF(an) = (y,O)

Similarly, along the z-axis, when y = 0,

VF(z,0) = (0,0).
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This shows that things are fine at the first order level. Now taking the
mixed partial derivatives, we obtain after some work, that

at (0,0), while
32212 4
oo (TELY V)N
(22 + y2)?
at (0,0).
Away from (0,0) the mixed partial expression we calculate is the following:
at (z,y),
—3x4y2 + 633‘2y4 +y6
(22 + 42)3
You can visualize the discontinuity at the origin in the mixed partial ex-
pression, or just note that along the z-axis it is always 0 and along the
y-axis, it always 1.

0*F/0z0y =

Solutions to Exercise Set 2.3.

1. If F(z,y) = (3 + 2y + 1,9> + 2), and G(u,v) = (u + v, 2u,v?), setting
h = go f, find the matrix representing Dh(1,1). Set h(x,y) = go f(x,y),
S0 Dh(]-? 1) = Dg(f(mvy))Df(mvy)‘(x,y)z(l,ly
Then f(1,1) = (3,3) and

1 1
Dg(u,v) =12 0
0 2v

Also
2r +
Df(x,y) = [ xo Y m}

so the resulting matrix is

3 3
6 2
0 12

2. Let F : R® — R™ be of the form F(x) = L(x) + 8, with L a linear
transformation and g € R™. Also, let S : R™ — R™ be defined by
S(z1,y. o yzm) = (f(z1), f(@2), ..., f(zm)), with f : R — R C'. Setting
h=SoF, for each x € R",

Dh(z) = DS(F(x))DF(z);
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we note that L has an m X n matrix representation and is a linear transfor-
mation from R™ to R™ so DF = L. We have 05;/0y; = 0 unless ¢ = j, and
then 0S;/0y; = f'(y;), where F(z) =y = (y1,...,Ym). Call the m x m
square diagonal matrix f/(y). Then
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3
Matrix Algebra

Matrices provide valuable tools for data representation, manipulation, and
aid in pattern recognition. They are also used in data compression and neural
networks. In order to fully appreciate their usefulness we take a closer look at
matrix algebra in this chapter. We begin with the basic ideas in vector space
algebra, including inner product and norms. We use the law of cosines to es-
tablish the definition of cosine similarity and its use in query matching and
information retrieval. We discuss determinants, eigenvalues, and eigenvectors
to set up our treatment of matrix factorizations. We give several useful fac-
torizations and their applications, along with the least squares method. We
finish with convolutions of matrices to set the stage for convolution neural
networks in Chapter 6.

3.1 Systems of linear equations

We start by reviewing a basic skill that most readers have picked up already,
namely solving small systems of linear equations. Our preliminary example,
as well as Exercise Set 3.1, provide options to establish the reader’s readiness
for this chapter.

Preliminary example. Solve the system of linear equations.

2z4+y = 0

A (3.1)

The analysis behind solving this, taught to us in algebra class is that
if a point (z,y) satisfies both equations in the system given in (3.43), then
multiplication by a constant and adding equations, yields equalities that also
hold. We learn the following:

if a=0b+c¢, then ka=kb+ kc forany keR.

For example, if
r—y=3
holds for some x and y, then

—2z+2y = —6
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holds as well. Also assuming (3.1) holds for some (z,y), then the equation:
3z=3

holds for the same pair, by adding the equations together. Then z = 1 and by
inspection y = —2.
For the last step we used the following principle:

a=>band c=dimpliesa+c=b+d.

We proceed with these basic rules, keeping in mind that complications occur.
Exercise Set 3.1 brings out the complications that arise even in small systems.
Large systems of linear equations naturally have more idiosyncrasies.

More generally we frequently consider the problem of solving a system of
m linear equations in n unknowns:

1171 + 1222 + - + A1pT, = by

211 + ag9Ts + -+ + agpxy, = b
(3.2)

Am1%1 + AmaT2 + -+ + AppTn = bm

All the coefficients ai1, a1, - - ., Gmp are assumed to be (known) real numbers,
and a solution to the system is an n-tuple (z1,xo,...,z,) satisfying each
equation in (3.2). If by = by = --- = by, = 0, then (3.2) is called a homogeneous
system of equations. If we have another system of k equations in n unknowns:

1121 + c19x2 + -+ + Cc1pxy = dy

2121 + Coaxo + -+ + Copxy = da
(3.3)

Cr1T1 + Crao + -+ + CppTy = di

we say (3.2) and (3.3) are equivalent if they have exactly the same solutions.
We usually solve a small system of linear equations by an elimination method,
using one of three operations to change to an equivalent system that is easier
to solve. The operations used in the elimination method are the following;:

1. Interchange the ith and jth equations.
2. Multiply an equation by a nonzero constant c.

3. Using equations 7 and j, ¢ # j, replace equation i by ¢ times equation j
plus equation 1.
This method, often called Gaussian elimination, can be used to solve the

systems appearing in Exercise Set 3.1. There is a convenient way to describe
and work with linear systems of equations using matrix notation.
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Definition 3.1 A matrix is an array of numbers presented as follows:

aii 12 - Qln
azi @22 -t G2n

A= o , (3.4)
am1 aAm2 .. Gmn

Unless otherwise stated we assume all a;js, the entries of A, are real num-
bers. If A has m rows and n columns we say A is an m X n matrix. In this
case we write A € My, where M, denotes the set of all m x n matrices
(with real entries).

By representing the coeflicients of a linear system in matrix form, we can
also solve systems like (3.3) using equivalent matrix operations. Here we recall
the definition of matrix multiplication in the present setting, as it is used
throughout the chapter. It is often referred to as matriz-vector multiplication.

Definition 3.2 We define the operation of multiplying a vector in R™ by an
m X n matriz. If

ail @12 A1n
azi Q22 -+ G2n
A= | | . . (3.5)
am1 Am2 Amn,
is an m X n matriz, and
Z1
€2
X = . (3.6)
T

18 a column vector, then AX is a vector in Y € R™, with entries given as
follows:

n
Y = Zajkxk, 7=12,...m,
k=1

Therefore, Y = . € R™, typically written as a column vector.

More generally, if A is m xn as in (3.5), and B is an n x p matrix, then the
matrix product AB is an m X p matrix. In Section 3.4.2 (3.15), we give more
detail about arbitrary matrix products. The product of two n x n matrices is
again an n X n matrix.
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This provides a useful tool for problems in Exercise Set 3.1, where we
transform a problem such (3.1) into a matrix problem written as:

E —llHng} (3.7)

In most applications in machine learning and artificial intelligence, the
matrices involved are huge and in terms of computation time, it is unrealistic
and often impossible to solve linear systems using these techniques as pre-
sented. So we turn to simplifications of the matrices and the systems in the
next several sections of this chapter.

3.2 Vector spaces

Vectors play a prominent role in machine learning, especially in data simpli-
fication procedures. We give the mathematical definition of a vector so that
we can apply the same algebraic structure of vector space to many settings
including matrices, spaces of functions, and solutions to homogeneous sets of
equations.

Definition 3.3 A real vector space V' is a collection of objects called vectors
with two operations, addition and scalar multiplication, satisfying the follow-
ing properties.

Addition. (Adding vectors)
1. If v,w € V are any two vectors, then v+ w is a vector in V;

2. Addition is associative; if v,w,u € V are any vectors, then (v + w) +u =
v+ (w+ ).

3. Addition is commutative; for any v,w € V, v +w = w + v.

4. There exists a zero vector, written 0 € V', with the property that 0 + v =
v+0=w forallveV.

5. Each vector v has a negative, —v such that v+ (—v) = (—v) + v = 0.

Scalar multiplication. (Stretching or shrinking a vector)

i. For any scalar (real number) ¢, and any vector v, c¢- v, also written cv is
another vector in V;

1. For any scalars b, c, and any vector v, b(cv) = (be) v;

1. 1 -v = for every vector v.
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Distributive laws. (Pulting the two operations together)
a. For any vectors v,w and any scalar ¢, ¢ (v +w) = cv + cw.

b. For any vector v and scalars b,c, (b+c¢)v=bv+ cv.

The scalar 0 shrinks a vector v to the zero vector. Since the context is
usually clear, we use 0 to denote the zero vector in a generic vector space,
even though it often has a specific form such as (0,0,0) € R3. We use the
specific form only if seeing the distinction between the zero vector and the
zero scalar is relevant. (See also Examples 3.8-3.10.)

Proposition 3.4 For anyv € V.0v =0¢€ V.

Proof. Write
0v = (04 0)v = 0v + Ov.

Adding the vector —(0v) to the left and right side of the equation gives 0 = Ov,
using Definition 3.3 (4). O
The proof of the following statement is left as an exercise.

Proposition 3.5 If v € V is a vector and c is a scalar, then cv = 0 if and
only if c=0 or v =0 or both.

We refer to V' as a vector space throughout, omitting the word real in front
of vector space, since all the scalars are in R. However there are complex vector
spaces as well, where scalars are taken from the field of complex numbers C.
Though the list of axioms that define a vector space is long, there are many
basic examples of vector spaces with the defining properties easy to verify.

3.2.1 Familiar and useful examples of vector spaces

We review some vector spaces we encountered in early mathematics courses
that carry over to Al and ML.

Example 3.1. The real numbers, with the usual notions of addition and
multiplication, form a vector space.

Example 3.2. The Cartesian plane, denoted by R2, is a vector space. Each
vector is represented as an ordered pair of real numbers z = (z1,22). We
refer to each number z; or xo as a coordinate, or entry of x. Addition and
scalar multiplication are defined coordinate by coordinate. In other words, if
x = (z1,22) and y = (y1,y2), then

r+y= (1 +y1,22 +y2),
and for any constant ¢ € R,

cx = (cxy, cxa).
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Furthermore it is easy to see that the vector 0 is (0,0), the origin of R? and
that the negative of each vector is just obtained by taking the negative of each
entry: —x = (—x1, —22).

The fact that all of the axioms of a vector space are satisfied is easy to
check and we leave it as an exercise.

Example 3.3. Euclidean n-dimensional space, denoted by R™, for any n > 1
provides an example of a vector space. Each vector is an ordered n-tuple of
real numbers and is denoted © = (z1, z2, ..., z,) or sometimes is written as a

column vector
Z1

€2

Ln

(See the comment and (3.8) below regarding the notation.) Just as in R?
addition, scalar multiplication, the zero vector and the negative of a vector in
R™ are all obtained coordinate by coordinate.

Example 3.4. Let M,,,, denote the vector space of m by n matrices with
real entries. We define the vector space operations entry by entry for matrices
A, B € M,,,, as follows. If a;; denotes the (4, j)th entry of the matrix A and
b;; denotes the (¢, j)th entry of the matrix B, then we define (a;; + b;;) to be
the (¢, j)th entry of A+ B. Also, for any ¢ € R, (ca;;) is the (4, j)th entry of
cA. With respect to these operations M,,, is a vector space. As an example,
the 0 € Ma3 looks as follows:

0 0 0
0= [0 0 0} '
Notation for vectors. In Chapter 1, we introduced and discussed vectors in
R"™ using the row notation. Therefore, © = (z1, 2, ...,z,) denotes a vector

and a point in R™. It is sometimes useful and integral to what follows to
view x € R™ as a 1 x n matrix, so we will not distinguish between =z =
(x1,22,...,2,) and & = [z 22 - - 2,], the associated matrix. However, for
reasons that will be apparent, if they are not already, we often need to write
the vector  in column format using the following notation:

=1 . (3.8)
Tn

When the context is clear, for example in an expression of the form Az = b,
with A an m X n matrix, we simply write x as a vector in R™, and only worry
about its presentation when necessary. However, the default assumption is
usually that = is a row vector.
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3.2.1.1 Vector spaces of functions

We now turn to an important vector space which arises in the study of Fourier
series, and in many optimization problems. Let I denote any interval in R,
open or closed, bounded or unbounded. Let C(I) be the set of all real-valued
continuous functions defined on I. We claim that C(I) is a vector space. In
order to show this, we need to define the operations of addition and scalar
multiplication. We will see that these are already familiar operations on func-
tions which we have been using for years. A vector f € C(I) is a continuous
function, so f(t) = t2, ¢!, or sint are all examples of vectors in C(R).

Addition in C(I): if f,g € C(I), we define (f + g) to be the function whose
value at each point ¢ € I is the sum of the values of f(t) and ¢(¢). Therefore,
we define:

(f +9)@) = f(t) + 9(t).

Scalar multiplication in C(I): if f € C(I), and c is a real number, we define

¢ f to be the function whose value at each point ¢ € T is the product ¢ - f(¢).
Therefore, we define:

(c)(t) = c- f(b).

The zero vector in C(I): we define 0 € C(I), to be the function whose value
at each point ¢ € I is 0. Therefore, we have for every f € C(I),

(f +0)(&) = (0+ f)(t) = f(?).

Additive inverses (negative vectors) in C([): if f € C(I), we define —f
to be the function whose value at each point ¢ € I is just — f(¢) Therefore, for
each t € I, we have:

(f+ (=M@ = FO) + (=HE) = Ft) = f(t) = 0= O(1).

Since we defined the vector space operations by pointwise evaluation of
the function, to verify (or prove) that C(I) is a vector space, we simply check
the axioms at real numbers. We already know that the real numbers satisfy
the axioms, that adding continuous functions gives a continuous function,
and that multiplying a continuous function by a constant does not affect its
continuity, so there is nothing left to prove.

There are many useful vector spaces whose vectors consist of differentiable
functions, so the next group of examples are related to C(R).

Example 3.5. Let P denote the set of all polynomials with real coefficients,
and let addition of polynomials and multiplication by real numbers be defined
as in an early algebra course. Then P is a real vector space. A vector p € P is
of the form: p(t) = ag+art+ast®>+- - +axt®, with a; €R, forallj =1,--- ,n,
and n € N. We define the degree of a polynomial to be max{k > 0|ay # 0},
with the convention that degree 0 polynomials are constant functions.
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Example 3.6. Let U C R™ denote an open set. For k € N, we define C"(U) to
be the set of all continuous functions f : U — R that satisfy the following: for
all 1 < j < n, all jth order partial derivatives are continuous on U. Then C"(U)
is a vector space, using the operations of addition and scalar multiplication
defined as for C(U). The main properties to check are the following:
Addition in C™*(U): if f,g € C™(U), we define f + g as before, and we just
need to recall that the sum of differentiable functions is again differentiable.
This holds for each of the order j partial derivatives.

Scalar multiplication in C"(I): if f € C"(U), and c¢ is a real number, then
clearly ¢ f is again k times differentiable.

The zero vector in C"(I): we use 0(z1,...,2,) = 0, which is obviously
infinitely differentiable.

Additive inverses (negative vectors) in C"(I): if f € C"(I), the function
—f is as differentiable as the original f. The rest of the axioms are inherited
for free as we have used the structure from R, where the axioms are known to
hold.

3.2.2 Multi-index notation for jth partial derivatives

To describe the higher order derivatives of a C* function f : U — R, where
U C R” is an open set, fix some integer j such that 1 < j < k. Let J =
(i1,12,...,1;) be a j-tuple of integers between 1 and n, not necessarily distinct.
Then )

o' f

8xi1 8{,61‘2 T 8:%

9 ()

Since |.J| = j, we say f/)(z) is a jth order partial derivative of f at = € U.
There are other multi-index notations available for this setting.

As we saw in Chapter 1, using differentiable real-valued functions to cal-
culate loss, utility, or cost in an optimization problem allows for the gradient
descent method to be used. Therefore, staying within the vector space C*(U)
when adjustments are being made is extremely important.

3.2.3 Linear combinations of vectors

When taking into account computing time and costs, we try to describe math-
ematical objects in as concise a manner as possible. We give terminology for
defining new vectors from a smaller set old ones using the allowable operations
of addition and scalar multiplication. This provides an indispensable tool in
pattern recognition problems.

Definition 3.6 IfV is a vector space and v,w € V are any vectors, and c1, ca
any real numbers, then c¢1v + cow = u is another vector in V and u called a
linear combination of v and w. More generally, every finite sum of the form

C1V1 + CoV2 + -+ + CprUy
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with vi,ve,...,v, € V, and c1,¢2,...,¢c, € R, is called a linear combination
of the vectors in V. Every linear combination is a vector in V.

There is a notion of vectors being independent from each other; for example
not scalar multiples of each other. It is also used to choose a small set of vectors
whose linear combinations produce a large set of interest.

Definition 3.7 If V is a vector space, the nonzero vectors vi,va,...,v, € V
are linearly independent if setting

c1v1 +covo + -+ v, =0

implies that ¢; = co = --- = ¢, = 0. Otherwise, there exist real numbers
C1,C2,...,Cp, not all zero, such that

c1v1 +covo + -+ v, =0

and we say that the vectors are linearly dependent.

3.2.4 Subspaces

A subspace of a vector space is a collection of vectors in a vector space, which
is, in its own right a vector space. One main point of studying subspaces of a
vector space is that a subspace inherits the properties of the vector space for
free, so verification of axioms is not needed. Here is the formal definition.

Definition 3.8 A subset W of a vector space V' is a subspace of V if W is
itself a vector space under the same operations of addition and scalar multi-
plication as defined for V.

On one hand, there are many axioms to check to determine if a space
forms a vector space. On the other hand, if we start with a vector space and
look at a collection of vectors in it, there is much less to check to determine
if they form a vector space in their own right. There is an important yet easy
criterion for determining if a collection of vectors is a subspace. We prove it
here.

Theorem 3.9 Subspace Criterion. A nonempty subset W of a vector space
V' is a subspace if for every pair of vectors v,w € W, and any constants
c1,co € R, the linear combination

v+ cow e W.

Proof. We first check that the sum and scalar products of vectors in W are
again in W. We consider any v,w € W, and we choose scalars ¢; = 1 and
co = 1. By our assumption,

cqvtcw=1lv+lw=v+weWw,
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so the sum stays in W. Similarly, for any scalar ¢ and vector w € W, choose
c1 = 0,c0 = ¢, so that

avt+cw=04+cw=cweW
By choosing ¢; = ¢o = 0, we see that the zero vector is in W:

av+cw=0W+0w=0ecW.

Furthermore, we can choose ¢; = 0,¢3 = —1, so that —w = (=1)w € W as
well. Finally, we see that the rest of the axioms are satisfied for vectors in W
since they are also vectors in the vector space V. O

This theorem shows that a nonempty subset of a vector space is a subspace
if it is closed under addition and scalar multiplication. Here are some subspace
examples that arise in artificial intelligence models.

3.2.4.1 Subspaces of M,,,

We consider some subspaces of matrices that come up in a variety of math
and Al contexts.

1. If A e M,,, then the set
K ={x e R"| Az = 0},

i.e., the set of solutions to the system Ax = 0 with 0 € R™, is a subspace.
This is proved by using Theorem 3.9 and noting that if Az = 0, then
A(ex) = ¢(Azx) = 0 for all ¢ € R, and if Ay = 0 also holds, then A(z+y) =
Ax + Ay =0+ 0 =0 as well. The subspace K is called the kernel of A.

2. If A € M,,,,, we can write it as A = (a;;), where g;; is the entry in the
ith row and jth column. We say that A is symmetric if a;; = aj; for all
i,7 = 1,...n. The space of real symmetric matrices is a subspace of M,,,.

3. If Ae M,,,, and X € R, then the set

E\ ={x e R"| Az = Az},

is a subspace. To show this, that if Az = Az, then A(cz) = ¢(Ax) = cha =
Mcz) for all ¢ € R. If Ay = Ay also holds, then A(x +y) = Az + Ay =
Az + y) as well. The space E) is an eigenspace of A, and depends on A.

4. If A € My, then the set
R={yeR"|y= Axforz € R"}

is a subspace of R™.
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Definition 3.10 Given a vector space V', and a collection U of vectors in V
(either finite or infinite), the set of all linear combinations of vectors in U is
called the subspace spanned by U; we write this subspace as S(U) (for span

of U).
In mathematics, we look for a finite collection of vectors that spans a subspace
of interest. We give a few exercises, for which we give the answers at the end
of the chapter.
Subspace exercises.
1. Which of the following subsets are subspaces of R??

(a) All vectors of the form v = (0,y),y € R.

(b) All vectors of the form v = (x,1),z € R.

(¢) All vectors of the form v = (x,—x +4),2 € R.

2. Which of the following subsets are subspaces of the vector space P =
{all polynomials of t}?

(a) The set consisting of the zero polynomial and all polynomials of even
degree.

(b) The set of all polynomials of the form p(t) = t? - q(t), where ¢(t) is
any polynomial in P.

(¢) The set of all polynomials of degree exactly 4 and the zero polynomial.

3. Which of the following subsets are subspaces of the vector space C(I),
where I = [—1,1]? Explain or prove each answer.

(a) The set of all functions f € C(I) such that f(0) = 0.

(b) The set of all functions f € C(I) such that f(—1) = f(1) = 1.

(¢) The set of all functions f € C(I) such that f is infinitely differentiable
at all t € (—1,1).

4. Prove that v = {0,—3,4} and w = {1,—1,0} span the same subspace
of R® as s = {—1,4,—4} and v = {1,2,—4} by showing that any linear
combination of the vectors v and w can be written as a linear combination
of s and u and vice versa.

5. Prove that the functions sin® z, cos? z, sin z cos z span the same subspace
as 1, sin 2z, cos 2.
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6. (a) Show that if L is a line through the origin in R? then L is a subspace,
but if L is a line in R? that does not pass through the origin L is not
a subspace.

(b) If L is a line through the origin of R? and A is a linear transformation
of R?, determine whether or not A(L) C L.

3.3 Bases and dimension

One of our main goals of this section is to offer a method for choosing the
smallest collection possible to describe a large set of vectors. Such a collection
is called a basis for the vector space.

Definition 3.11 Let V' be a vector space and B = {by,ba,...b,} be a finite
collection of vectors in V. We say that B is a basis for V if the vectors in
B are linearly independent and every vector in V' can be written as a linear
combination of the vectors in B. That is, S(B) = V.

Both properties - linear independence and spanning - are necessary for every
basis of V. A vector space can have more than one basis. For example, R?
has the standard basis consisting of the three vectors e; = (1,0,0), ea =
(0,1,0), and ez = (0,0,1). However, we can easily see that the three vectors
by = (1,1,0), by = (0,1,—1), and b3 = (—1,0,1) span R® and are linearly
independent so they also form a basis.

The notion of dimension has now emerged. If a vector space has a basis
with n elements in it then V' should have dimension n. However, this raises
the following question: if V' has a basis of n vectors, is there a basis with n+1
vectors in it? The next result shows this cannot happen. Since the notion of
dimension is fundamental to choosing minimal spanning sets of vectors, we
include a proof.

Theorem 3.12 If V has a basis with n vectors in it, then any collection of
n+ 1 vectors is linearly dependent (and therefore cannot form a basis for V).

Proof. Suppose that B = {b1,ba,...,b,} is a basis for V and the set C' =
{wy,wa,...,wy4+1} is another collection of vectors, all nonzero. We show that
C is a linearly dependent set. Since B is a basis, we can write each vector in
C as a linear combination of vectors in B:

Cllbl + 612b2 + -+ Clnbn = w1
621b1 + CQQbQ + -+ Cann = W2
Lo+ e+ =
Cnlbl + CnQbQ + -+ Cnnbn = Wnp
Cnt11b1 + cpg12ba + -+ Cup1nbn = woga



78 Matrixz Algebra

Since the w;s are not zero, we can order the basis vectors by, . .. so that ¢11 # 0,
and then solve the first equation for by in terms of b, ..., b,, and w;. We now
substitute this into the remaining equations above and get that

d21b2 + d22b3 + -+ dQn’LUl = W2
dziba + dzgbs + -+ dz,wr = w3
: + + .-+ = :

dnlb2 + anbB + -+ dnnwl = Wnp
dpt11b2 +dpg12b3 + - + dpp1nw1 = Wpg
We continue this way; we can reorder bs,...b, so that do; # 0. Then we

solve for by in terms of the remaining vectors, and substitute into the second
equation, obtaining now new coefficients giving the linear combinations:

e31bs + ezbs 4+ 4+ ezwy = w3

ea1bs + eabs + - 4+ espwas = wy
o+ 4+ =

€nl b3 + 6n2b4 + 0+ eppWa = wp

En+1 1b3 + En+1 2b4 + -+ En4+1nW2 = Wnp+1

We repeat this process n times. Each time we eliminate one of the b;s, and
write it in terms of the remaining vectors. After the nth step we have used up
all the b,s. Because the vectors are all linearly independent sets, we always
get one nonzero coefficient, until finally we can write:

Sp411W1 + Spt12W2 + +++ + Spt1nWn = Wnil,

with some coefficients (at least one) s,41; # 0. But then w,41 can be written
as a linear combination of the vectors wy,ws,...w,, which contradicts the
assumption that wiy,ws,...w, form a linearly independent set. Therefore,
they are linearly dependent, and the set C' = {wy, wa, ..., wy41} cannot form
a basis. O

Corollary 3.13 If V has a basis with n elements in it, then every basis has
n elements in it.

We can now define dimension of a vector space.

Definition 3.14 If a vector space V' has a basis of exactly n vectors, then we
say that the dimension of V is n, or that V is n-dimensional. If there is no
basis for V. with finitely many vectors, we say V is infinite dimensional.

We check the dimension of the examples of interest to us.
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Example 3.7.

1. The vector space R™ is n-dimensional. The standard basis is the one defined
by B = {e1,e2,...,€e,}, where e; = (1,0,...,0),e2 = (0,1,0,...),...e, =
(0,0,...,0,1). There are many other bases one could use for R™. In fact
any set of n linearly independent vectors forms a basis for R”.

2. The vector space P, the space of all polynomials, is infinite dimensional.
If there were a finite basis B, then there would be a polynomial of highest
degree in the basis. Suppose the highest degree occurring among the basis
vectors is degree d. Then it is easy to see that any polynomial of degree
d 4+ 1 cannot be in the span of the vectors in B, so B cannot be a basis.

3. The vector space P,, the space of all polynomials of degree < n, forms
a finite dimensional subspace of P. The standard basis for P, is: B =
{1,t,#2,...t"}; thus the dimension of P, is n + 1.

4. The vector space C(I) is infinite dimensional. There is no way to construct
a finite basis for this vector space.

5. The vector space M,,,,, the space of m x n matrices with real entries, has
dimension mn.

Many of the function spaces that form vector spaces we have looked have
infinite dimension, or in other words, there is no finite basis.

3.4 Inner products and norms

In R™, a pair of vectors x = (z1,...,z,) and y = (y1,...,y,) has an inner
product or dot product given by

TY=T1Y1 + - Tpln. (3.9)
Using (3.9), we can define the norm or length of z, denoted by ||z|| using

lz|? =2 -2 =234+ - 22, so that

n

(3.10)
lall = /a2 + - a2

The Pythagorean Theorem shows that ||z| is the distance of the point
(x1,...,2,) from the origin. We can extend this definition to vector spaces of
functions. For the vector space C(I) with I = [a,b] (or (a,b), we can define an
inner product. For f,g € C(I), we write the inner product by (f,g) and it is
given by

b
Mm:/f@%W% (3.11)
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giving the norm

b 1/2
171 = VD = ( / f(:c)g(:v)d:v> . (3.12)

Definition 3.15 If V is a vector space (over R), then an inner product is a
function on pairs of vectors x,y € V,
z,y— (z,y) €R
and satisfying
1. (x,2) >0, and (x,2) =0 if and only if x = 0;

2. (z,y) = (y,2);
3. (ax +bv,y) = alx,y) +b(v,y).

4. Additionally, if (x,y) are both nonzero vectors and (x,y) = 0, we say x
and y are orthogonal or perpendicular.

It is straightforward to check that for pairs of vectors in R™, the dot product
satisfies the conditions of Definition 3.15 so is an inner product.

3.4.1 Cosine similarity and an AI application

In the spirit of Definition 3.15 (4), if z,y € R™ are nonzero vectors, then we
define angle between x and y by the formula

(@,y) = ||zl - [ly]l cos 0, (3.13)

We note that if  and y are perpendicular to each other, then the angle between
them is 7/2, so (3.13) is consistent with Definition 3.15. We illustrate this in
Figures 2.3 and 3.1; we give a derivation of (3.13) in Exercise Set 3.3 (4), see
also Chapter 1, (2.7).

Given a pair of vectors x,y € R™, it is useful to understand the significance
of the cosine between x and y. To this end, we define a related notion. We
define the cosine similarity between vectors x and y by

~ (zy)
]yl

In Exercise Set 3.3, (1) - (3), we discuss connections between cosine simi-
larity and the Euclidean distance for a pair of vectors z,y € R™ along with
various interpretations. We observe that nearly parallel vectors x,y have a
small angle between them so 1 — cosf(z,y) ~ 0, even if the Euclidean dis-

tance between them is large. As a simple example, setting 2 = (0, 1,2, 3) and
y = (0, 100, 200, 300) gives

o(z,y) =1

O(z,y) =1 —cosb(x,y) =1 (3.14)

R C U
V14-100v/14
while ||z — y|| = 99v/14.
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Iyl Cos[£] I >

FIGURE 3.1
An equivalent version, and derivation of, the Law of Cosines is in Exercise 3.3
(4), using this picture. See also Fig 2.3.

Query matching and text mining application

Text mining or information retrieval refers to methods for extracting useful
information from a large set of documents and texts. The process usually starts
with a query, a set of key words relevant to a particular search. Prior to setting
up vectors of information for which the cosine similarity can be measured, a
large amount of processing is done on the texts to remove spurious words,
for example all of the “ifs, ands, or buts” (to mention just a few). Some key
terms are then made into coordinates related to the query and the actual
coordinate entry in the vector is the frequency, often scaled, of a key term
in a document. This gives large vectors v;, and j ranges over the number of
documents inspected, so j is also large. Given that the query itself determines
the coordinate labels, the query can be embedded into a vector @ of the same
dimension, and then the cosine similarities §(Q, v;) reveal relative frequency
of the same terms. If §(Q, v;) is small enough, then the key term vectors are
nearly parallel, and document j is likely to be returned in the search. Often
a single document does not contain some terms labelled as coordinates, so
these coordinates are entered as Os. In these circumstances, the computation
of the numerator (Q, v;) in (3.14) is fast because there are many zeros. Overall,
information retrieval is a huge computational task and there is much more to
be said about methods that illustrate how the Law of Cosines can provide a
helpful tool. More can be found on text mining in ([1] Chapter 12).

3.4.2 Norm and rank of a matrix

An m x n matrix A can be thought of as a linear transformation from R"” to
R™ given by A(x) = Ax =y, for x € R® and y € R™, where the action is just
matrix multiplication. It can be regarded as a vector in the dimension mn
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vector space. It is important in applications to get the “size” of a matrix in
various senses of the word. There are several useful norms in the vector space
My, of m x n matrices with real entries. We list a few here, recalling that a
norm of a vector is a function that measures its size. What all norms have in
common on a vector space, are these three properties.

Definition 3.16 Let V' be a vector space. We define a norm on V to be a
function || - || : V= R such that

1. J|z|| = 0 for all x, with ||z|| = 0 if and only if x = 0 (only the zero vector
has norm 0);

2. for any scalar ¢, ||cz|| = |c|||x|| (scalars pull out of the norm with their
absolute value), and

3. the triangle inequality holds for all norms, ||z + y|| < ||z|| + ||y||-
A concept related to, but not the same as, a norm is a metric.

Definition 3.17 Let X be a space (not necessarily a vector space). A metric
on X is a function d : X x X — [0,00) that measures the distance between
two points x and y in X and satisfies the following conditions:

1. d(z,y) =0 if and only if v = y;

2. d(z,y) = d(y,z) for all z,y € X;

3. d(z,z) < d(z,y) + d(y, z) for all x,y,z € X (Triangle Inequality ).
The function d(z,y) denotes the distance from x to y.

For matrices A, B € M,,,,,, every norm defines a metric as follows:
d(A,B) = A~ B| = |B - Al.

3.4.2.1 Norms on M,,,

1. The operator norm. Using |z|| to denote the Euclidean norm of a vector
x € R" if A€ M,,,, then the operator norm, or matrix norm, is given by

A
14] = sup 1421

2. We can also identify A with a vector in R™™ and give it the norm

m n
2
E E az;-

i=1 j=1

Al =
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There are other matrix norms we will present as needed, such as one in Section
5.5. Since linear transformations can be composed with each other, in the
appropriate vector spaces composition is realized as multiplication of matrices.
We recall the formal definition of matrix multiplication.

Multiplication of matrices. If A € M,,p, A € My,, m,n, £ € N, not nec-
essarily distinct, then the matriz product AB € A € M., is defined by
AB = (Cij), with

14
Cij = Zaikbkj- (3.15)
k=1

In this setting the product matrix AB represents a linear transformation from
R” to R™, the composition of B : R® — R’ and A : R — R™. We can show
that for all matrices A, B that can be multiplied, using the operator norm,

IAB|| < [[AllllB]-

Rank and nullity of a matrix. Suppose that A € M,,,,. There are two
vector subspaces of interest to us: K C R is the set

K ={v e R" : Av =0}, known as the kernel of A and

3.16
W ={w e R™ : w= Avforsomev € R"}. (3.16)

While K and W are not subspaces of the same vector space unless A is
square, we say dim(W) is the rank of A and dim(K) is the nullity of A. Rank
and nullity of an m x n matrix are connected via the following result.

Theorem 3.18 If A € M,,,,, then
dim(K) + dim(W) = n.

Note that rank and nullity of a matrix A can be any integer between 0
and n, but one determines the other.

3.5 The determinant of a square matrix

We assume that the reader has computed the determinant of a 2 x 2 or 3 x 3
matrix using techniques from earlier courses. (If not, it is reviewed after the
discussion.) Determinants play an extremely important role in mathematics, in
finding eigenvalues for example, and computing determinants of large matrices
is complicated and costly in terms of computations. Luckily many important
concepts do not rely on the computation of a determinant even though the
concept is of critical importance.
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It is a well-known result that n vectors in R™ are linearly independent if
and only if det A # 0, where each column (or row) of A is one of the vectors.
The proof of this fact uses that A is invertible if and only if the column (or row)
vectors form a linearly independent set. If a matrix A € M,,, is invertible,
then there exists a unique matrix A~! € M,,,, such that

AAT P =ATTA= 1.

If A=! exists, then by multiplying both sides of the equation Az = 0 by A~!,
we see that the system linear system of equations Ax = 0 has x = 0 as its
unique solution. Therefore, the determinant provides useful information about
the nullity of a matrix. The details appear in linear algebra texts or can be
worked out as an exercise.

Let M,,,, denote the vector space of n by n matrices with real entries. We
typically write A = (a;;) where a;; is the entry in the ith row and jth column.
If A e M,,, we can view each row of A as a vector in R". Therefore, we write

ai
a2
A= . ’
an,
where a; = (a1, a52,...,a;,) € R

By I (or sometimes I,,), we denote the n x n identity matrix,

10 ... 0

01 0
I =

00 ... 1

Using the notation of Example 3.3, we can also write I using the standard
basis of R™:

€1
e
€n
Definition 3.19 A real-valued function denoted by any of these,
det(ay,as,...,a,) = det(A) = |A|

defined on ordered n-tuples of vectors in R™ is called the determinant of A if
and only if it satisfies the following conditions:
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1. det(I) =1;
2. If a; = a;, j # i, then det(A) = 0.
8. The function det is linear in each row, which means that
det(ay,as,...,aa; + Bb;,...,an) =
adet(ar,ag,...,a;,...,a,) + fdet(ar,az, ..., by .. an)
for all real numbers o, B and all vectors ay,...,a;,b;,...,a, € R™.

These properties define a unique function, which is not obvious. We can
show this easily in the case when n = 2.

Example 3.8. Suppose A = [ i Z } Write the two rows of A as a3 =

ael +bes, and as = cey + des, so each row is a vector in R?. Suppose that
det is a function defined on all pairs of vectors (a1, a2) satisfying the properties
of Definition 3.19. Then det(I) = det(ey,e2) = 1, and

det(ay,as) = adet(er,as) + bdet(es, az) =
a(cdet(er, e1) + ddet(er, e2)) + b(cdet(es, e1) + ddet(ez, e2)) =
=ad -1+ be det(ea, eq).
Now if we show that det(eq,e1) = —1, then
det(aq,as) = ad — be,
which agrees with the definition we usually see in this case.

Example 3.9. In this example we show, using only the defining properties
of determinant as a function on vectors, and not the ad — bec formula, that
det(ez,e1) = —1. We claim the following:

0 1
det [1 0} =-1
Proof. Consider the matrix A = E H ; by Definition 3.19, (2), det(A) = 0.

By (3), we can also write: det(A) = det(e; + e2,e1 + e2) =0, and
0 = det(e; + e2,e1 + e2) = det(er, eq + e2) + det(ea, e1 + e3) =

det(e1, e1) + det(e1, e2) + det(ea, e1) + det(eq, e2) =
=0+41+0+det(ez,eq).

Therefore, det(ez,e1) = —1 and the claim is proved. (]
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Example 3.10. The proof given in Example 3.5 shows the following property
holds for every matrix:
Property 4. of Definition 3.19:

_al - _al -
ag ag
aj aj
det . = - det . B
aj aj
L@n | L@n |

for all ¢ # j. Therefore, if the rows of one matrix are simply rearranged to
form another matrix, it is necessary to count the number of exchanges of two
rows to find out how the determinant changes. In other words, exchanging two
rows k times in a matrix A to form a new matrix A’ yields |A’| = (—=1)¥|A|.
There is a subtle but important point to think about: namely, can an even
number of row swaps yield the same matrix as an odd number? The answer
is no but we leave the discussion of this to Section 3.5.1.

The examples above help to illustrate that the definition of a determinant
defines a unique function. It is a theorem that the determinant exists for every
square matrix. Definition 3.19 does not make computing a determinant easy
except in a few cases. However, using techniques like those in the examples,
it is possible to compute the determinant of any matrix A using only the
properties of Definition 3.19, and therefore the existence and uniqueness of
det(A) follow. One needs only to write every row as a linear combination of
standard basis elements and proceed from there.

There are other definitions of determinant that look more concrete, and
we offer one alternative. Theorem 3.20 is sometimes given as the definition of
determinant instead of Definition 3.19 given above. We refer to the discussion
in Section 3.5.1 below for more explanation of permutations and the sign (sgn)
of a permutation. Recall that we sometimes write det(A) as |A].

3.5.1 Permutations of finite sets

We consider bijective mappings (one-to-one and onto) on finite sets of integers
as follows:

j:{1,2,...,n} = {1,2,...,n} andwrite
To simplify notation, the n-tuple (j1,j2,...,jn) represents the map j. (Note
that there are other notations for permutations.) Equivalently, j is a rear-
rangement of the digits 1,2,...,n and is called a permutation of the set
X = {1,2,...,n}. Each permutation is assigned a sign, sgn(ji,jo,--.,jn);

(3.17)
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+1 or —1 according to whether j is realized by an even or odd number of
swaps of 2 numbers, respectively. There are a few subtleties to consider here,
but we postpone them until Remark 3.5.1.

Theorem 3.20 Let A = (ai;) be an n x n matriz. Then the determinant of
A is:
det(A) = Z sgn(jl,jQ, . ,jn)aljl a2j2 e &njn, (318)

where the sum is taken over the n! different permutations (j1,j2,---,jn) of
the integers 1,2,...,n.

The most formal approach to calculating determinants is rarely used, but
we define the determinant rigorously in the hope of increasing our under-
standing of it. Perhaps of equal importance are the simplifications that follow
from our results. For example, both Definition 3.19 and Theorem 3.20 can be
rephrased using column vectors instead of row vectors. Therefore, we have the
first result.

Proposition 3.21 If A is an n x n matriz, then det(A) = det(A?), where
At = (aji).

In Problem 3 of Exercise Set 3.3, Proposition 3.21 is proved by hand for small
matrices. An important consequence of the definitions, which we do not prove
here, is the following.

Proposition 3.22 If A, B € M,,,, then
det(AB) = det(A) det(B). (3.19)

We recall the definitions of low dimensional determinants, often the only
ones we see in lower division courses.

Definition 3.23 If A= | ¢ Z

A, written interchangeably as |A| or det(A), is: det(A) = ad — be. If

18 a 2 X 2 matriz, then the determinant of

a1 a2 ais
A= axn ax as
a3l a3z a33

is a 3 X 3 matriz, then |A| is given by:

21  A22
a31  as2

a1 a23
a3y ass

a2 A23
a3z2 ass

det(A) =ai + a3

— a2

In Example 3.5, we showed that the 2 x 2 formula is the right one. It is a useful
exercise, which we do not repeat here, to derive Definition 3.23 from either
definition for 3 x 3 matrices. We consider the context in which determinants
arise in what we have covered so far.
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Example 3.11. In order to see if the nonzero vectors v = (a, ¢) and w = (b, d)
are linearly independent in R2, we start from the definition and write

c1(a,¢) + ca(b,d) = (0,0)
and solve for ¢; andcs. We obtain the system of equations

aci +bey =0
ccp +dea =0

If we assume first that a # 0, then in the first equation we can solve for ¢; in
terms of the rest as:
b Co
g =—.
a

Substituting this expression for ¢; into the second equation gives:

b
c-—ﬁ—i—ch:O7
a

or,

_ad—bc
a

CQZO.

If

a b
ad—bc=det[ . d}#O,

then we must have co = 0,and therefore ¢; = 0 as well, so the vectors are
linearly independent. If ad — bc = 0, then we can choose c¢s to be any nonzero
number, and choosing ¢; = —202, we have that the vectors v and w are
linearly dependent. If ¢ = 0, then ¢ # 0, and we can do the same thing using
the second equation first.

Since determinants are subtle, we add some more detail before moving on.
However, these next remarks can be skipped on the first reading.

A few subtleties regarding permutations

We label a permutation by j, as at the beginning of Section 3.5.1, (3.17). If
Jj=(j1,J2,---,7n), then we write sgn(j) for sgn(ji,ja,.--,Jn)-

1. If j swaps two digits and leaves all other digits untouched, then we call j
a transposition. For example, (3,2,1,4,5) is a transposition since only the
digits 3 and 1 are swapped.

2. Every permutation j is obtained by a finite number of transpositions.
This is proved by using a finite induction argument. We first perform the
transposition that exchanges 1 and j;; we next swap 2 with jo. This process
stops after at most n — 1 transpositions (it could be fewer than n — 1 if
Jr = k for some k, and we do not swap any digits).
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3. We need to show that the sign of a permutation, which appears in Theorem
3.20, is well-defined. This is key to avoiding circular arguments later when
we discuss permutation matrices. As a simple illustration of the issue,
we consider the permutation: j* = (3,1,4,5,2). Writing a transposition
as j = 7 if jo = k and jir = ¢, we see that j = 759 Toq To1 731, Where
Tab Ted (k) = Tap(Tea(k)), the composition of two maps. We realized j* with
an even number of transpositions, so sgn(j*) = 1. How do we know that
there is not another realization of this in 3 swaps, giving a sign of —17 We
have raised the issue, now we need a solution. Solutions to and discussions
of this issue abound in the literature. We consider the polynomial of n

variables:
plar,zz, .. zn) = [ (e — ),
1<t<k<n

and for each permutation j, we permute the variables accordingly to get
the following (different) polynomial

pi(1, 22, ..., 20) = H (@5, — j,)-
1<f<k<n

The factors that appear in p and p; are identical up to £1, since for i # j,
either (x; — x;) or (z; — x;) appears exactly once as a factor. Moreover,
i < j if and only if the factor (x; — x;) appears in p.

We claim that if 74 is a transposition, then

Dy, ({E17$27 .. .7£L'n) - —p(x1,x2, - 7{En).

Assuming the claim is true, then

pj(T1,x2,. .., xn) = (sgnj)p(z1, T2, ..., 2n).

The last details for this appear in the exercises. Proof of the claim:
Assume 0,k € {1,...,n} with £ < k. Writing 7 = 7y, we look at the factors
appearing in p,, relative to those appearing in p. The factor (z, — xy)
appears in p, while —(xy —x) = (zr — ) is a factor of p,. For each i < ¢,
the factors (z; —xy) and (z; —x¢) both appear in p and p,. For each i > k,
the factors (xy — 2;) and (z¢ — ;) both appear in p and p,. The last case
is if £ < i < k. Then for each such 7, (z¢ — z;) and (z; — x)) are factors of
p, but (because we swap them), we see the factors (zj — z;) and (x; — 2¢)
in p,. The negative signs cancel each other out.

Therefore, only the “swap factor” —(xy — ap) = (2 — x,) affects the
product, and the claim holds.

Proposition 3.24 If D = (d;;) is an n x n diagonal matriz, i.e., di; = 0
unless i = j, then det(D) = dy1dag - - - dpp -
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Proof. Using Definition 3.19 (1) and (3), write each row as d; = dj;e;, and
then

€1 €1

€2

|D|:d11 —"':d11d22"'dnn .
dn €n

O

Definition 3.25 For an n X n matric A, we say A is upper triangular if
ai; = 0 for every i > j. If a;; = 0 for every i < j, then we say A is lower
triangular. If A € My, and a;; = 0 for every i > j, then A is strictly upper
triangular, and if a;; = 0 for every i < j, then A is strictly lower triangular.

In general |A| is time-consuming to compute, by hand or computer, so
results like the next one are useful.

Proposition 3.26 Assume A € M, is upper or lower triangular. Then
|A| = 11G022 ** * Unn-

Proof. We use Theorem 3.20 to calculate |A|. Assume that A is upper tri-
angular; the proof for lower triangular matrices is similar. If we have any
permutation (j1,J2,...,jn), then either j, = k for all k = 1,...n (and the
permutation is the identity) or ji < k for some k. If k > jji, then ag;, =0
by our assumption. Therefore, every term in the sum (3.18) is zero unless the
permutation is the identity, in which case we obtain the result. O

3.6 Eigenvalues, eigenvectors, and eigenspaces

We assume throughout this section that A is an n X n matrix, i.e., for some
n € N, A € M,,,. Using the notation convention from (3.8), if there is a vector
v €R™ v#0, and A € R such that

Av = v (3.20)

then we say v is an eigenvector for the eigenvalue A. If (3.20) holds for some
A, then the set of vectors

E) = {w € R" such that (3.20) holds},
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is a vector subspace, keeping in mind that 0 € E) since it satisfies (3.20), but 0
is not an eigenvector. We refer to F as the eigenspace for A (see Example 3 for
more details). Some authors call eigenvectors and eigenvalues characteristic
vectors and characteristic values. Despite our assumption that A only has real
entries, eigenvalues can be real or complex as we will see shortly. Moreover
if there is a complex eigenvalue, then the corresponding eigenvector(s) must
have some complex entries in order for (3.20) to hold. While our focus is on
real eigenvalues and eigenvectors, we cannot ignore these simple facts about
eigenvalues and eigenvectors.

Writing o.(A) to denote the set of eigenvalues of a matrix A, we have that

A€o (A) ifandonlyif det(4A—AI)=0. (3.21)

Here, I is the n x n identity matrix, so AI is the matrix with As running down
the diagonal. Therefore, (A— Al )x = 0 if and only if Az = Az, which is used in
(3.21). In general, eigenvalues are difficult to find (computationally); luckily
many applications deal with matrices for which some simplifying tricks can
be applied.

Worked examples to illustrate eigenvalue computations. We recom-
mend reading through these examples as they are chosen to illustrate a variety
of issues to take into account when working with matrices and their eigenval-
ues.

2

1. To find the eigenvalues of A = [0

5}, write A [l} = A [I} and solve
1 Y Y
the system for A\, z, and y.

20 —by = M\

0ty — Ay (3.22)

In (3.22), the equation y = Ay gives A = 1 as a solution. Substituting y = 1
into (3.22) for A yields the eigenvector v = (5,1). Similarly, we consider
the first equation (2 — A)z — 5y = 0, and (1 — )y = 0 together and we
see that if A = 2, then the vector w = (2, 0) satisfies (3.22) giving another
eigenvalue and eigenvector for A.

For a 2 x 2 matrix, once we have found 2 linearly independent eigenvectors,
we can stop our search. An n xn matrix has at most n real eigenvalues. One
way to see this is that if v generates a vector subspace, and w generates
a subspace, then there is a basis of R? with 2 vectors, and then can be no
additional eigenvectors added (see Lemma 3.28 below).

2. To find the eigenvalues of A = [g g] , solve the system for A\, z,y:

20 +0y = Az

Ox+2y = Ay~ (3.23)
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It is easy to see A = 2 is a solution, yielding eigenvectors v; = (1,0) and
ve = (0,1) satisfying (3.23). In this case we have a basis of eigenvectors
with the same eigenvalue; there can be no additional eigenvectors that are
linearly independent of these.

We need to be careful about generalizing the previous example however.

Even the matrix of A = ? g] presents a potential problem and a new

idea. As above we have that A = 2 works giving us an eigenvector v =
(0,1). However the vector (1,0) is not an eigenvector for A. There can be
no other eigenvalues for A (the algebra shows this), so we do not have a
basis for R? made from eigenvectors of A.

If we are working in a setting where the matrix A arises from measurements
or data, the issue in (3) does not arise if we use this matrix instead:

_|12+€ O
s

We compute that the eigenvalues for A, are 2 and 2+¢ with corresponding
linearly independent eigenvectors vy = (—¢,1) and vy = (0,1). This type
of workaround has its place but is not recommended in all settings. We

. . 2 .
need to point out that the matrix B, = [1 te (2) still has 2 as a double
eigenvalue with only one eigenvector, so adjusting matrices by adding ¢ to

entries to create new eigenvectors needs care.

While by definition the zero vector cannot be an eigenvector, 0 is possible
for an eigenvalue. For example, any time a row is repeated, we have 0 as
an eigenvalue. We give the proof of this. If A is n x n and two rows are
the same, then by Definition 3.19,(2)

det(A) = 0 = det(A — 01),

which shows 0 is an eigenvalue. To find eigenvectors we solve Av = 0, and
from those solutions extract a linearly independent set of eigenvectors for
the eigenspace Wy.

If we only use real numbers A in (3.20) then we quickly obtain an example
with no eigenvalues. However this is another very simple example where

things appear to go wrong. In the next subsection we will solve some of

these issues. We consider A = [02 g . Using (3.21), we are left to find

solutions to this equation to determine the eigenvalues:

A +4=0.

We would like to write down A = £2¢, but this would result in complex
entries for our eigenvectors.
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It is useful to consider complex eigenvalues and eigenvectors, but in many
applications the real parts of these calculations are what we need, so we
look more closely at this situation. First, consider what the effect is on a

0 1]. We have that

vector B] when multiplied by the matrix R = {_1 0

R B} = [—yx]’ which is a vector of the same length and rotated by 90

degrees (since the dot product (x,y) - R(x,y) = 0.) Fortunately Euler’s
identity sorts out matrices of this type nicely, and we revisit examples like
this in Section 3.8.

7. Whenever M is a matrix of the form

a

b
M_[ , a], a,b€R,b £ 0,

our calculations lead to the complex eigenvalues A2 = a + bi, giving
complex eigenvectors as well. Since planar rotations arise in many Al and
computer graphics settings, we discuss this type of matrix in Section 3.8.

Since the left hand side of the equation
pa(\) =det(A—AI) =0 (3.24)

is a polynomial in the variable A, we call p 4 the characteristic polynomial of A.
That the determinant can be written as a polynomial follows from Theorem
3.20 by replacing every term of the form a;; with a;; — A. A result called the
Fundamental Theorem of Algebra states that every polynomial has a complex
(or real) root; that is, there is some A € C such that p4(A) = 0. Here are a
few consequences.

Theorem 3.27 (Fundamental Theorem of Eigenvalues) Assume A €
My has real entries. Then

1. A has at least one eigenvalue, which may be complex.
2. If (3.24) has a real root X\, then there is a real eigenvector for A.
3. If n is odd, then A has at least one real eigenvalue.

4. If A has n distinct real eigenvalues A1, Ao, ..., A\, then the eigenvectors of
A form a basis for R™.

Statement (4) results from this lemma.

Lemma 3.28 If \; # Ao are eigenvalues of A, then corresponding eigenvec-
tors v1 and ve are linearly independent.
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Proof. Assume that civ1 + cov9 = 0 for some nonzero ¢y, ¢co. Then
(A—=XMDvy =0= (A— X MI)(c1v1 + cava) = (A — A\ I)cova =0,

S0 cov9 is a (nonzero) eigenvector for A1 as well, which is a contradiction. O

We turn to some forms of matrices of special interest in the next section.
The reader should look at Exercise Set 3.5 to set the stage for some specific
forms of matrices.

3.7 Special types of matrices and useful factorizations

In this section we focus on types of matrices that arise naturally in appli-
cations. We assume throughout that a matrix in M,,, has real entries, but
the preceding discussion shows that we must allow for complex eigenvalues
and eigenvectors. We have already discussed permutation matrices, those cor-
responding to row exchanges; and most students learn about matrix row re-
duction early on in linear algebra courses. This is a method of performing
elementary row operations on a matrix to reduce it to a simpler form. Rather
than repeat that well-studied topic in any detail, we review it in Exercise Set
3.6. Therefore, the next theorem requires no proof.

3.7.1 The LU factorization of a square matrix

Assuming that A € M, is invertible, we can permute its rows so that the
resulting matrix can be written as the product of a lower triangular and an
upper triangular matrix. Stated as a theorem, it looks like the following.

Theorem 3.29 If A € M, is invertible, there exists a permutation matrix
P, a lower triangular matriz L, and an upper triangular matriz U, such that

PA=LU.

The proof of this theorem is nothing more than doing some basic elemen-
tary row operations on A (which make up the matrix L) so that A ends up
in upper diagonal form, so that it is simpler to work with (that is the matrix
U, the upper triangular part). If some Os appear as entries in inconvenient
locations, we swap some rows (this gives the matrix P). The matrix P is a
permutation matrix, but it is not unique. Once having chosen P, we are stuck
with it, which can cause some issues with extremely large matrices. Instead of
slogging through an abstract proof, the questions in Exercise Set 3.6 illustrate
how this theorem works on a matrix. When we row reduce a matrix A into
its upper diagonal form, the leading non-zero entry in a row of U is called a
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pivot. When we rearrange the rows of a matrix using row permutations, the
process is often called partial pivoting because we are trying to line up the
rows so that the resulting U has its pivots in the correct places, i.e., is upper
triangular.

Advantages and pitfalls of the decomposition. We mention briefly a few
features, good and bad, about the LU factorization.

1.

Assume the matrix A is large, and the goal is to solve many systems of
equations of the form
Ax = b,

for some possibly large collection of b € R™. If we write PA = LU, then
we solve PAx = b then since P is its own inverse, the solution we seek is
Pzx.

Writing Ay = PA, then Ag = LU, and we solve Ly = b (for y), which is
simple now since L is lower triangular, and then find w such that Uw = y.
The solution we seek is therefore

x=PU L.

This allows us to compute a fast set of solutions as b varies.

. The method of obtaining the factorization is basically the Gaussian elim-

ination method, so most people learn it early on. No new techniques are
needed.

. One disadvantage, is that it is sometimes difficult or impossible to find a

P so that PA has the LU factorization. It could happen that part way
through the process you wished you had chosen a different permutation
P, but since matrix multiplication does not commute, you typically have
to go back to the start.

. An easy observation to illustrate the point is that the invertible matrix

A= {_01 g} cannot be written as A = LU, but permuting the rows with

P = {(1) (1)} , we see that PA is upper triangular already.

. There are methods for finding the correct P, but we do not discuss the

methods here and instead refer the reader to another source from the
references.

The limitations of this method lead us to other factorizations of matrices

that are useful in many applications. After some preliminary results we give
another version, perhaps more useful, of the LU decomposition known as the
Cholesky Factorization.
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3.7.2 Symmetric matrices

We frequently encounter symmetric matrices whose definition was given in
Section 3.2.4, Example 2: a;; = a;; for all 4,5 = 1,2, ..., n. Equivalently A =
A, so only square matrices can be symmetric. While our focus is on matrices
with real entries, even in this setting eigenvalues (and hence eigenvectors)
cannot be assumed to be real. With that in mind, we use the notational

U1
Vo

convention of (3.8) in what follows. If v = .|, v; €C, then v = (w;) is
Un

the column vector with w; = v;; here v; denotes the complex conjugate of the

entry v;.
The next lemma gives a list of simple properties that can easily be verified
by hand.

Lemma 3.30 Suppose A € M,,, . Then the following hold. Assume v is a
column vector with (possibly) complex entries.

1. Av=X v = Av = \v, so complex eigenvalues and eigenvectors occur
m conjugate pairs.

2. The inner product of two (row) vectors x,y € R™ can be written in matriz
form as (z,y) =z -y = xy’.

3. Foraz,y € R", Aw-y=uax- Aly
4. For A€ My, (A" = A.
We are now ready to prove the following result about symmetric matrices.

Proposition 3.31 If A € M,,, is symmetric then all the eigenvalues are
real.

Proof. Assume that Av = A\v for some A\ € C and some v # 0, possibly with
complex entries. Assume v is a column vector. Then using Lemma 3.30 and
the extension of dot product to vectors in C",

Av-v)=v-Xv
- Av

1l
> o <
TS g
4 S @

I
>
~—
S|
<
S

Since v # 0, v-v # 0, s0 A = A and hence A € R. (]
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3.7.3 Cholesky factorization

Assume that A € M,,,, is symmetric and positive definite (see Section 3.7.4),
then we claim that we can write A = LU as

A= LDL' = (LDY?)(LD?)t, (3.25)

where D is diagonal with real entries, and L is lower triangular with 1s along
the main diagonal. This has a straightforward proof. In the LU decomposi-
tion given above, we obtain a lower triangular matrix L with 1s along the
diagonal and U has real values di1,...,dy,y, along its diagonal, with d;; > 0.
We rewrite U = DV, by setting D = (d;;), dj; coming from U, and all the
rest of the entries are 0; the matrix V' now has 1s along its main diagonal and
the rest of the entries are determined by D. The matrix v/D has \/@ >0
along the diagonal and Os everywhere else. This gives a variation of the first
decomposition into the following factorization:

A= LDU, (3.26)

where D is diagonal with real diagonal entries, L is lower triangular, and U
is upper triangular, both with 1s along the main diagonal.
If A' = A, then U = L* and we obtain the Cholesky decomposition of A.

We note that for reasons given earlier, it could happen that we need to reorder
the rows of A first using a permutation matrix P, in which case we need to
modify (3.25) and (3.26) accordingly.

3.7.4 Positive definite matrices

An n x n (real) matrix A is positive definite if it is symmetric and for every
z€R™ ©=(x1,...,2p)
Azt > 0. (3.27)

We say that A € M, is positive semidefinite if it is symmetric and for every
xR = (r1,...,25)
rAzt > 0. (3.28)

First we note that a symmetric matrix with positive (or nonnegative) entries
is not necessarily positive definite (or positive semidefinite).

Example 3.12. Let A = E ﬂ and z = (—2,1). Then

anfy A5



98 Matrixz Algebra

so A is not positive definite. Computing the eigenvalues in the example above,
we see that the characteristic polynomial is p(A) = A\? — 2\ — 8, so the eigen-
values are —4 and 2. Indeed, the word positive in positive definite refers to
the eigenvalues of A being positive, not the entries. We sketch of a proof of
the following result.

Theorem 3.32 If A € M,,, is positive definite, then there exists an or-
thonormal basis for R™ consisting of eigenvectors of A.

Proof. By Proposition 3.31, there is a real eigenvalue A\; € R and therefore a
unit length eigenvector v,,. Consider the (n — 1)-dimensional subspace

Wh—1={weR" : vy -w=0}.

Every vector in W,,_; is orthogonal to vy, so we can continue inductively to
obtain a second eigenvector since A : W,,_; — W,,_1 (due to A = A?). This
follows since w € W,,_1 implies

vy - Aw = Avy -w = A\ (v1 -w) =0, implying that Aw € W,,_;.

After finitely many steps we are left with 17, a 1-dimensional space containing
vectors that are orthogonal to all the vectors chosen earlier. We label v,, to
be a unit length vector in W7, and the desired basis is B = {v1,va,...,v,}. O

We move to a key result.

Proposition 3.33 A symmetric matric A € My, is positive definite if and
only if each of its eigenvalues A1, Ag, ..., A, satisfies A; > 0.

Proof. Given x € R", using Theorem 3.32 there is a basis B = {v1,va,...,v,}
such that for each j, ||vj|| =1, v; - v; = 0if i # j, and Av; = A\jv;. We then

write
n
xr = E a;vj,
Jj=1

and note that

zAzt =z Az = Az -2’ = Z(aj)Q/\j >0
=0

for arbitrary x if and only if A\; > 0, or equivalently, if A is positive definite.
O

Remark 3.34 We have an immediate corollary saying that a symmetric ma-
triz A is positive semidefinite if and only if each eigenvalue \; satisfies \j > 0

There are some useful applications of these results.
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Lemma 3.35 If A € M,,, is invertible, then the matrizx B = A'A is sym-
metric and positive definite.

Proof. We have B! = (A'A)! = A'A, since more generally,
(CD)' = D'C*, for C € Mk, D € Myy,. (3.29)
Using (3.27), to show B positive is definite, we consider for x € R", z # 0,
Bz’ = xA' Azt = Az - Az = || Ax||?, (3.30)

using Lemma 3.30(3) and (4). Since A is invertible, for any non-zero z, the
expression in (3.30) is positive and B is positive definite. 0

We can push this to a more general result. It is not always the case that
we deal with a square or an invertible matrix. From (3.29), we immediately
obtain the next result.

Lemma 3.36 If A € M,,,, then the matrices B = A'A € M, and C =
AA € Mo, are both symmetric.

Moreover the non-zero eigenvalues of B and C' are identical. We cannot
say that B and C' are positive definite, but they are positive semidefinite (also
called nonnegative definite) in the sense of the next result.

Proposition 3.37 If A € M,,,, then B = A'A € My, and C = AA* €
M satisfy:

1. X # 0 is an eigenvalue of B if and only if \ is an eigenvalue of C.
2. All eigenvalues of B (and hence C') are non-negative.
Proof. Statement (1) holds since

Bv = AtAv = v
implies

C(Av) = M(Av).
We use A # 0, and v # 0 to ensure that Av # 0. Similarly, Cw = AA'w = \w
implies

B(A'w) = A(A'w).

The second statement follows from Remark 3.34. O

A useful aspect of Proposition 3.37 is that if A is a matrix of data, say
it is a 350 x 3 matrix, then the matrix B is 3 X 3, symmetric and positive
semidefinite so there are at most 3 positive eigenvalues of B, and the same is
true for the 350 x 350 matrix C' as well. The square roots of these eigenvalues
carry useful information about the data in A. We take the square root since
B and C are sort of like 42, and A is the matrix of interest. We make that
precise here.
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Proposition 3.38 If B € M,, is positive semidefinite, then there ezists
S € My, such that S? = B and S is positive semidefinite. Equivalently, we
say that B has a positive square root.

Proof. We list the nonnegative eigenvalues {);} of B, and find an orthonormal
basis of R™ such that Bv; = Ajv;. We define Sv; = /Ajv;. We then write
B =52 O

3.7.5 Orthogonal matrices and polar decomposition

There are a variety of standard forms for simplifying matrices. We solve a
worked example to illustrate, not prove, the following commonly cited result.
A fairly comprehensive treatment of this topic is given for example, in Strang’s
book [2]. We first give a definition that appears also in Exercise Set 3.5 (4).

Definition 3.39 We say A € M,,, is orthogonal if AA* = I = A*A. Equiv-
alently, if A' = A=, If det(A) = 1 also, we say A is a rotation matrix.

We refer to Exercise set 3.5 (4) to show that if A is orthogonal then
det(A) = £1.

Proposition 3.40 If A € M, is invertible, then A can be written uniquely
as
A = RP, R orthogonal, P symmetric and positive definite.

Ideas behind the proof

1. Recall that if A = RP as claimed, then P! = P and R* = R™!, and
therefore
A'A = PYR'R)P
S0

AtA = P2

2. Using Lemma 3.35, we have that A4 is symmetric and positive definite,
with positive eigenvalues {A1,..., A\, }, and a corresponding orthonormal
basis B = {v1,...,v,} so we define the matrix P by having it act on B by

P’Uj = )\1/2Uj,
which extends to all of R™. This idea is suggested by the previous remark.

3. We then define R = AP~!, and can show the proof works out from here.
In other words, R is defined in the natural way described above, and the
remaining step in the proof is to show R is orthogonal. We have that
R =PA~! and R! = P'A so R'IR = (P~ 1)t AtAP~ =T



Special types of matrices and useful factorizations 101

4. The factorization A = RP is called a polar decomposition, since the polar
decomposition for a complex number is z # 0, z = re? = 7, with r > 0.
The positive definite matrix P is the analog of . The matrix R, a matrix
of determinant +1 plays the role of €? (see Section 1.1.1). Continuing the
analog with complex numbers, writing A = RP, the orthogonal matrix
R is the rotation (or reflection) part of the matrix, while P gives the
stretching factors of the matrix A.

5. If A € M, is not invertible, the factorization holds using the same proof,
but as noted above, P will only be positive semidefinite.

O

We now turn to perhaps the most widely discussed factorization of a ma-
trix. All the references in this chapter, [1],[2], and [3] treat the subject of
singular value decomposition in slightly different ways and many details can
be added to what we present here by consulting them.

3.7.6 Singular value decomposition of a matrix
Assume that A € M,,, is invertible. Then we can write

A=UDV" with U,V orthogonal matricesand D diagonal. (3.31)

The factorization in (3.31) is called the singular value decomposition of A.
We give a short proof that a singular value decomposition exists, since all the
pieces are already in place.

A proof that A € M,,,, can be written as in (3.31):
The polar decomposition of A gives

A= RP,

with R orthogonal and P positive definite. Therefore, we apply Theorem 3.32
and write
P=VDV

with D diagonal and V orthogonal (the diagonal elements are the positive
eigenvalues and the columns of V' are the eigenvectors of P.)
Finally, setting U = RV, we have (3.31). This concludes the proof. O

While by now there are many computer packages that can calculate the
SVD decomposition of a matrix A € M,,,,, we mention one more result that
can be helpful to understand what is behind the decomposition.

Theorem 3.41 If A € M, is invertible, then A can be written as a product
of matrices as in (3.31), where each column of U is an eigenvector of AAY,
each column of V is an eigenvector of A*A, and the diagonal matriz D has
the square roots of the eigenvalues of A'A and AA along the diagonal.
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The nonzero diagonal entries are called the singular values. We add to
the discussion with a long worked example, followed by some remarks on how
this decomposition extends to noninvertible, and more generally non-square
matrices. The goal of the example is to illustrate the theory and give a bit of
practice of the ideas in this chapter. While we begin with an invertible 3 x 3
matrix A with integer entries, as we get into the factorizations, we quickly lose
the nice integer properties. Since in practice matrices typically do not appear
with integer entries, we did not reverse engineer an example to find one with
convenient factorizations.

Therefore, we had to make a decision to round off the matrix entries to
3 digits of accuracy, should the reader try to replicate our example either by
hand or by computer. In case you want to try your hand at this using paper
and pencil or a computer, we provide the answers with explanations. We give
a simpler example for the reader to work out by hand in Exercise Set 3.6.

Example 3.13.

1. Given the matrix
1 3
A=10 2 4},
2 3 0

calculate its determinant to see that it is invertible.
2. Calculate its eigenvalues and eigenvectors.

3. Using the eigenvectors as columns for a matrix C, show that
A=CDC™,

where D is diagonal. In other words, show that A is diagonalizable.
4. Find the LU factorization of A.

5. We now turn our attention to the matrix B = A'A. Confirm, citing a
theorem, that it is symmetric and positive definite.

6. Find the Cholesky decomposition of B = A!A.

7. Use the information above to write the polar decomposition of the original
matrix A.

8. Use the information to find the singular value decomposition of A, and
give its singular values.



Special types of matrices and useful factorizations 103

9. Show that if A € M,,, is symmetric, and A; # ), are eigenvalues with

Av; = \j and Avy, = )i, show v; is orthogonal to vy.

Solutions to Example 3.13

1.

Using any method, we compute that det(A) = —48.

. A has 3 distinct eigenvalues: A\; = —4, s = 4, and A3 = 3. The cor-

responding eigenvectors are obtained by solving: Av = \;v, for nonzero
solutions. We obtain

U1 = (_37273)7 U2 = (_1727 1)7 U3 = (_97872)

These can be solved for by hand, using Gaussian elimination, or by com-
puter.

Having 3 distinct eigenvalues implies several important properties of the
matrix A. First, it is diagonalizable, meaning

A=CDC™,
—4 0 0
with D=10 4 0], and C the matrix obtained from the correspond-
0 0 3

ing eigenvectors.

Setting Av = A\jv, j = 1,2, 3, and solving, we obtain nonzero vectors vy, va,
and vz as columns of C'. Therefore

-3 -1 -9
c=12 2 8/,
3 1 2

and
~1/14 —1/8 5/28
ct=1]1/2 3/8 3/4
-1/7 0 =17

Using Gaussian elimination on the matrix A gives us the matrices to form

1 -1 3
the LU factorization. We look at A = |0 2 4|, and by multiplying
2 3 0

the first row by -2 and adding it to the third row yields this elementary
matrix:
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1 0 0
Si=10 1 0|, we have
-2 0 1
1 -1 3
S1A=10 2 4
0 9 6

We then use the pivot 2 in the second row to eliminate the 9, which is
implemented via the matrix

1 -1 3
Sy =10 2 41,
0 —-9/2 1
1 -1 3
giving 5251A= |0 2 4| =U. Finally, we solve for
0 0 6
1 0 0
L=(88)"t=5"S"'=]0 1 0
2 9/2 1

5. We note that since A is not symmetric, we cannot find a Cholesky de-
composition for it. We consider B = A'A, which is positive definite and
hence symmetric, using Lemma 3.35. Up to now our numbers have easy
to work with by hand. However, this is where things get dicier. First

5 3 3
B=13 22 -1
3 -1 25

6. We can find the Cholesky decomposition of B by hand by row reducing
the matrix just as we did for the matrix A. Using matrices

1 00 1 0 0
Si=1-3/5 1 0|,8=1]0 1 0
~3/5 0 1 0 14/101 1

as above, we obtain that

1 0 ][5 3 3
B=|3/5 1 0| [0 101/5 —14/5
3/5 —14/101 1| [0 0  2304/101

giving the LU factorization. Then splitting the main diagonal of U between
L and U as described above, gives

)

B = EE",
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with E the lower triangular matrix

V5 0 0
3/V5 101/5 0 .
3/V/5 —14/y/101 48/4/101

(Note that 482 = 2304.)
This is the Cholesky factorization of B.

7. Going back to the original matrix A, we want to factor A into a product
A = RP, with R orthogonal and P positive definite. Since A itself is clearly
not symmetric, the matrix B helps us do this, since B = P?. The matrix B,
hence P? is diagonalizable, so P2 = QDQ™!, with D = (d;;), shorthand
for the diagonal entries being specified and the rest of the entries d;; = 0.
Under our hypotheses, each d;; > 0.

Once we find Q and D, then P = QEQ™', where E = v/D = (\/dj;).
Then we set R = AP~! and we have the polar decomposition of A.

With a computer, it is easy to finish off this problem. If using a computer,
care needs to be taken to obtain eigenvectors of unit (Euclidean) length.
Approximating, we obtain

25.400 0 0 0.117  —.177 0.977
D = 0 22.440 0 |, @=10193 0969 0.152
0 0 4.020 —-0.974 0.171 0.147

From here we invert () by taking its transpose, and take the product:

2.148 448 429
QEQ™'=| 448 4667 —0.124| =P,
429 —0.124  4.980

and we can see that P is symmetric and invertible, hence positive definite.

8. We can read the singular values of A from the diagonal of the matrix v/ D,
so they are the following: 5.054,4.737, and 2.005. The singular decompo-
sition of A can be written as:

A=UEQ",

with @ as above and U = R(Q, the product of two orthogonal matrices, so
also orthogonal.

9. Assume A € M,,,,, A = A® and Aj # A are eigenvalues with Av; = A
and Av, = \i. Then

Aj (v, v) = (Avj, k) = (v5, Avg) = A (v, v8).
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Since at least one of A; or Ay is non-zero, then we conclude that
(vj,vg) = 0.

3.7.7 An extension and an AI application of SVD

Some examples and proofs given above were about specific types of matrices.
Here we state a several results that require little or no proof. We begin with a
formal statement of the singular value decomposition, in its most general form
for matrices with real entries. It has a version for complex-valued matrices as
well that can be found in the references given.

Theorem 3.42 Assume A € My,,,. There is a factorization of A as follows:
A=UDV"' U € M, orthogonal, V & M., orthogonal, (3.32)
and D € M, diagonal with d;; > 0, and d;; = 0 otherwise.

Again, the nonzero diagonal entries d;; are called the singular values of A.
In this setting each column of U € M,,,, is an eigenvector of AA?, each
column of V € M, is an eigenvector of A*A.

Follow up results and examples

The matrix A in Proposition 3.40 need not be invertible, in which case A can
be written as

A = RP, R orthogonal, Psymmetricand positive semidefinite.

In this case the polar decomposition might not be unique. A simple example,

given in [3] is the noninvertible matrix A = _11 _11 , which has P = E ﬂ .
Both of the following orthogonal matrices work in the factorization A = RP:

1 0 0 1
Rl = |:O _1:| and R2 == 1 0
singular value decompositions. One SVD for A is obtained using

o[ - Y-l )

and we leave it to the reader to find a different SV decomposition.

Some pitfalls that can occur in calculating these factorizations are failing to
use eigenvectors of length (norm) 1, and assuming that the singular values of a
square matrix A are its eigenvalues. A major advantage of this decomposition
is that the matrices A do not need to be either invertible or square in order
to get information from the decompositions discussed in this chapter. A nice
corollary of this work is that given A € M,,,,, the nonzero eigenvectors of the
square matrices A*A and AA? are the same even though the matrices might
have drastically different sizes. The number of nonzero eigenvectors cannot
exceed the rank of A.

} . This fact, in turn, propagates to the
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Image processing using SVD

We can apply the singular value decomposition to image processing. If a pic-
ture is taken and is stored as a 1920 x 1080 grid of values between 0 and 1, then
it is encoded by a matrix A € Mjgag 10s0. If we compute SVD (A4) = UDV?,
then we can use the largest diagonal entries of the matrix D and discard the
rest. In other words, transmitting a much smaller matrix captures enough
detail since the other singular values fall below a certain threshold. It is not
unusual to send a 480 x 270 image matrix for the original, capturing all of
the relevant features with a file size 1/16th that of the original. There is more
discussion available in [2] for example.

As for why ignoring some nonzero diagonal terms in the matrix D is reli-
able, a mathematical result supports this. One result is given here, with more
details available in [3]. Let A € M,,,,, be such that SVD (A) = [U,V, D]. We
list the diagonal entries of D by dj;, with dj; > 0, j = 1,...,k. By D; we
denote the matrix Dy € M,,, diagonal with d;;, if j < J < k and d;; =0
otherwise. Then we write Ay = UD;V*.

Theorem 3.43 For any (small) s > 0, we can find a J such that j < J
implies dj; > s. Then
A=Al <,

using the operator (matriz) norm.

The norm used is defined in Section 3.4.2.1.

3.8 Quaternions and rotation matrices

We return to Euler’s identity from Chapter 1 and extend it to a higher di-
mensional vector space in order to produce a matrix method for computer
programming of motion in R3. First we discuss a matrix interpretation of
rotations in R2.

Planar rotations. We showed in Section 1.1 that a complex number z =
x + iy is rotated in the plane by the angle t when we multiply z by w = e =
cost + isint. To implement this rotation using a matrix, we identify z with

the vector
z= ,
Y
and perform the multiplication using the matrix

(3.33)

_|cost —sint
" |sint cost |’
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FIGURE 3.2
Complex multiplication by e’ induces a rotation by t radians about the origin.

Therefore
_|costw —sinty
"~ |sintx + costy|’

which is equivalent to saying

e’z = (costx — sinty) + i(sintx + costy)
via Euler’s identity. The geometric interpretation of the rotation is shown in
Figure 1.2, namely the point with coordinates (z,y) in the plane is rotated by

t radians about the origin.

Quaternions.

We give a brief overview of quaternions here, as understanding them follows
naturally from the treatment of the exponential function given in Chapter
1, and they are used widely in robotics, autonomous vehicles and other Al
driven fields. Quaternions afford a computationally efficient and stable way
of describing rotations in 3-dimensional space. We discuss some mathematical
aspects of them here, referring the reader to other sources for more on their
use in applications.

Just as R denotes the real numbers and C is used for complex numbers,
we use H to denote the quaternion number system. We write

H={¢=r+uvi+v,j+v.k}, with rv,,v,,0v. €R, (3.34)
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and analogous to the complex numbers (except a bit more complicated),

i? =2 =k*=—1, and

%) :k = — "7
M (3.35)
Jk =i = —kj,
ki =j = —ik.

How should we think of quaternions? The most convenient way in our setting
is to write
g=r+v, 1R, (vg,vy,v,) € R (3.36)

However when we add two quaternions we add them component by compo-
nent, so we have

if g =1r+vyt+vy] + vk,
(= p+wyi+ wyj+w.k, then
q+C=(r+p) + (va +wy)i
+ (vy +wy)j + (v: +w,)k.

We also define scalar multiplication as we do for complex numbers, namely, if
c e R, g€ H, then cq = cr + cv.

We note that each quaternion ¢ has 4 coordinates so can be identified
with a point ¢ = (7, v5,vy,v.) € R*; with the operations just defined, H is a
4-dimensional vector space. Nevertheless for our current purposes we focus on
viewing it as a pair r € R, and v € R3. If r = 0, we say q is purely vectorial
and if v = 0, we say ¢ is real. All three interpretations, H as an interesting
algebraic system of numbers, H = R%, and H = R x R? are correct. In any
interpretation, we define conjugation as follows: if ¢ = r+wv, then the conjugate
of g is ¢ = r — v, just as in the complex case.

Multiplication of complex numbers allows us to multiply points in RZ.
Similarly in the process of trying to find or define a usable definition of mul-
tiplication on R?, Irish mathematician William Hamilton realized that using
R* yields a version of multiplication in R* with useful properties in R? (nearly
200 years ago). Multiplication of ¢ = r + v and { = p + w, can be expressed
as follows:

g =r+v)p+w)=(rp—v-w)+ (rv+ pw+ov X w), (3.37)
where v - w = vy W, + vywy + v,w, is the dot product and
VX W= (VyW, — VzWy, Uy Wy — UgWs, Vg Wy — UyWy)

is the cross product of two vectors in R®. We see then that (rp — v - w) gives
the real part of the product and (rv + pw + v X w) gives the vector part.
It is useful to define the distance between ¢ and ¢ to be

g = ¢l = /(r— ) + (00— wi)? + (v —w,)? + (0: —ws)?,
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the Euclidean distance between the points ¢ and ¢ in R*. With this notation,

if ¢ € H, we write |¢| = |¢ — 0| for the length of ¢. Using the same definition
as in Definition 1.1, we define for any ¢ € H,
ok

PR S

N k!
k=0

(3.38)

Of course we need to make sense of the formula and address convergence, but
we have given the bare essentials above to see that the infinite series converges
in R*. We omit the details, which are both interesting and technical, though
some are added in Exercise Set 3.8.

Euler’s identity for quaternions and 3D rotations. We can compare
this next result with Proposition 1.6.

Proposition 3.44 Suppose u € R3, |u| = 1 (or equivalently, let u € H be
purely vectorial with length 1). Then for all 6 € R,

e = cosf + usinb.

Since the first term (k = 0) in the series (3.38) is real, and even powers of
u are real while odd powers are not, e?® € H is a quaternion that is usually
not purely vectorial. To translate this result to a rotation on R?, suppose
p = (0,2,y, 2z) comes from the vector v = (z,y,z) € R3. Then we have the
following result.

Theorem 3.45 1. If g € H, |q| =1, and p = (0,z,y, 2), then Ry(p) = qpq
gives a rotation of p in R3.

2. If lu| € H, |u|] = 1, is purely vectorial, then for all € R, R /2 (p) gives
the rotation of p through the angle 0 about the axis u in R3.

Adding to the first statement, given ¢ = r + v of unit length, the resulting
rotation uses

(v$7vy7vz)

02 102 1 2
vz + vy vy

Summarizing the second statement, the rotation of p € R? about the unit
vector (or direction) u € R? through angle 6 is given by e(?/2)upe(0/2)u,

In the other direction, given a unit vector in R? (an axis) u = (ug, uy,u.) €
R3, with |u| = 1, and a rotation about u through 6 € R radians, we use the
quaternion

angle : § = 2arccos(r), andaxis: wu=

q = cos(6/2) + sin(6/2)u,
represented as r + v as described above. In this way, # parametrizes rota-
tions about w. Via Euler’s identity, we write ¢ = e(?/2)* and the rotation is
implemented as follow: if p € R? is a point, viewing it as p = 0 + p,
Rq(p) = apa.

and we see that R(u) = u for any choice of 6.
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Much more can be gleaned from what we have presented here but we defer
to sources such as the first four or so chapters of [4] for many more details.

Rotation matrices for R3 as elements of M.

Most of the work has been done already, but we summarize it here. A
rotation matrix is an orthogonal matrix in M,,,, with determinant 1; a square
matrix A is a rotation matrix if and only if A* = A~ and detA = 1. A
consequence of the defining condition is that A’A = I, so all columns are
orthogonal to each other and each has length 1. There are other orthogonal
matrices, but the determinant 1 gives a rotation. In particular, given a vector
u = (a,b,c) € R3, with |u| = 1, we refer to u as the Euler azis . Then for each
angle 6 € R radians, to implement the rotation around the axis u by 6 we use
the quaternion

q = cos(0/2) + sin(0/2)u = /2,

The resulting rotation transformation is given by

Ry(p) = qpq = Ap, (3.39)

whose matrix representation is as follows: writing v = (a, b, ¢) with
a®> +b%2+c2 =1, we have A =

a? (1 —cos®) +cos ab(l—cosf) —csin® ac(l—cosh)+ bsind
ab (1 —cos®) +csinf b (1 —cosf) +cosf be(l—cosf) —asind
ac(l —cos®) —bsinf be(l —cosf) +asinh ¢ (1 — cos) + cosf

While it is not clear from the matrix expression, looking at (3.39) and
using the series expansion of e?, for ¢ € H from (3.38), it follows that

Ry(u) = e(O/Duye=0/2u = 0/2ue=(0/Duy — 4

and Au = u. Therefore, the points on the Euler axis are fixed by the rotation.
Graphics processing units (GPUs) were developed to put this matrix theory
to good use and show three dimensional graphics moving in real time.

3.8.1 The least squares method

We return to the problems discussed in the first section of this chapter with
better techniques in hand. Assume that A € M,,,, and m > n. Recall that
A can be thought of as a linear transformation from R™ to R™, and also
as a presentation of the system of equations Ax = b, with b € R™ known
and x unknown. We assume that the rank of A is the largest possible, so
rank(A) = n. Then Theorem 3.18 implies that A gives an injective, but not
surjective, transformation. Suppose we want to solve

Az =b, beR™. (3.40)
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Since the rank of A is strictly less than m, it can occur that b is not in the range
of A; that is, there is no solution to Az = b. One setting of interest is where
the entries of A come from data and maybe are imprecise measurements, so
when no solution exists, it is useful to consider a “best solution”, one which
achieves the minimum error

E = inf ||Axz —b|,
rER”™

where || - || denotes the Euclidean distance in R™. The choice of y € R™ such
that || Ay —b|| = E is called the least squares solution. The next several results
lead to a method for finding the least squares solution.

Lemma 3.46 Suppose A € M, and m > n and suppose rank A = n. Let
WCR™"W={veR"|v= Az, x € R"}.
We fir b€ R™, b ¢ W. Then for each vector x € R™,
E(z) = ||Ax — b]| > 0.

Proof. E?(z) = (Az — b, Az — b) > 0 and is 0 only when Az — b = 0, which
cannot happen by hypothesis. O

By the discussion above, we know that W is an n-dimensional subspace
of R™, and that for any ¢ € W, the system Az = ¢ has a unique solution.
However Lemma 3.46 shows that solving (3.40) exactly (with no error) is
impossible. We then turn to a substitute for an exact solution.

Implementing the least squares solution

There are two equivalent approaches to the problem now, assuming our goal
is to minimize the nonzero error. Either we find a vector x; € R™ for which
E(zp) = E is a minimum, or we replace b by a new vector b,, € W, and then
find the solution to Az = b,,. It turns out that these give the same solution
as long as b, is carefully chosen. The connecting thread is the orthogonal
projection of b € R™ onto W via a linear transformation P : R" — R™, with
P(R™) = W, called the orthogonal projection. The projection P is given by
an m X m matrix, so it is enough to specify the matrix. Recall that the matrix
At A is n x n, symmetric and invertible by Lemma 3.35 and our hypothesis on
A.

Proposition 3.47 Suppose A € My, and m > n, and suppose rank A = n.
Define P € Mm by
P=A(A'A)T1A (3.41)

Then P(v) € W, for all v € R™ and P is the orthogonal projection onto W,
the range of A.



Convolutions of matrices 113
Proof. We verify that if w = Ax, then Pw = w. We have
w= Az, 1 €R" = Pw = A(A'A)"1A'(Az) = Az = w.

In addition we have that P? = P and P! = P. Finally, if (w,v) = 0 for an
arbitrary w € W, then Pv should be 0 since we claim P is the orthogonal
projection onto W. Set w = Ax; then

0= (w,v) = (Az,v) = (x, Alv),
so A'v = 0 and therefore Pv = 0. O

Set b = Pb. Then b € W so a (unique) solution to Az = b exists. and the
solution we seek is y € R™ such that

Ay =b.

We call y the least squares solution since E(y) = E. It is now clear from
the construction that
y=(ATA) 1A

gives the least square solution.

The idea behind this method is illustrated for low dimensions (m = 3,n =
2) in Figure 3.3. Detailed proofs for these statements can be found in (2, Chap.
3) for example.

3.9 Convolutions of matrices

In a later chapter when we define neural networks, we will have a need for
some transformations or maps of a special type. We recall the definition given
once or twice earlier, but we build upon those simpler definitions so we repeat
it. Let V and U denote (real) vector spaces. A map L : V — U is a linear
transformation if for all scalars a,b € R and vectors vy, v € V,

L(avy + bvg) = aL(vy) + bL(v2).
A map £ :V — U is affine if there is a constant vector § € U such that
L(v) = L(v) + B.
We note that if a is a scalar other than 0 or 1 and 8 # 0, then
L(av) = aL(v) + p # aL(v),

so £ is not linear.
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FIGURE 3.3
Illustration of the least squares method.

Examples relating to Al.

1. In the first example of interest, V = R™ and U = R, and we fix a vector
w € V. Then
Ly (v) =v-w,

the usual dot product, is a linear transformation.

2. In another example of interest, V' = R"™ and U = R". Then every linear
transformation L is given by

L(U) =Av, A= (aij) € M.
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3. In this example, we use V.= M, and U = My, h < m, ¢ < n. We want
to define a convolution operator on V, written Cx(A) = B € My By
operator we mean a linear transformation, so if A1, As are m X n matrices,
and ¢ € R, then Ck (cA1 + As) = ¢ Ck (A1) +Ck (As). The transformation
Cx depends on a kernel matrix K; in convolutions, the kernel acts as a
filter to accentuate or blur various features. To begin, we fix a (usually
small) matrix K, often 2 x 2 or 3 x 3, but we write it as a k1 X ko matrix.
We let it operate on a matrix A € V, A = (a;;) as follows.

k1 ko

bij = (A * K)ij = Z Zai_q+1,j_b+1qu. (342)
q=1 b=1

While there are some variations on the indices in the presentation of
(3.42), each entry b;; of the convolved matrix A with K is the sum of
k1ko weighted entries of the original matrix A, coming from a ki X ko
subgrid of A, with each weight an entry of K. It is not hard to show that
convolution is a linear transformation and £(A) = Ck(A) + S is affine.

At the edges of the matrix A (entries involving aij, @i1,an;, Gim, Where
you are at the beginning or end of a row or column), it is the convention
to treat the needed extra terms in the sum as 0. This is called padding the
matriz with 0s. There are other ways to pad the matrix A, like periodic
conditions; i.e., place the last row of A above the first row and last column
in front of the first column. If no padding takes place then the image of
Ck (A) is a smaller matrix, which can cause problems if iterated too often.
However in practice the matrix A is much larger than the kernel, so a
small reduction in size is not a problem.

When implementing the convolution by hand or computer, you overlay the
matrix A with patches of the kernel matrix, and replace each entry with
the entry obtained by “averaging” by the matrix K. We illustrate (3.42)

with an example, using K = [ 0} , a simple matrix for transparency,

1 0
and
1 0 3 0
A=15 0 7 0
9 0 11 O

Without any padding,

poaek=[8 0 ]

14 0 18



116 Matrixz Algebra

X x|x x X|x x|x X X|x x
X x|x x X|x x|x X X|x x

XX XX X XXX XX XX

FIGURE 3.4
Going from left to right we show which entries to weight and sum to obtain
the first row of the unpadded convolved matrices.

which is a 2 x 3 matrix, obtained by setting

b11=1-140-04+5-1+0-1
=ai1k11 + ai2ki2 + az1ka1 + asokas

bo1 =5-1+0-04+9-1+0-1
=ao1 k11 + azekiz + azikar + azokas

=14

S,

bos =7-14+0-04+11-14+0-1
=ao3ki1 + agaki2 + azszkar + azakan
=18.

Padding the matrix edges with Os gives

0 1 0 3
AxK=10 6 0 10|,
0 14 0 18

which has the same dimension as A.

Different choices of kernels highlight different features of the matrix A,
which is often a large array of pixels representing an image. The first
choice we gave retained the vertical 0 stripes in A, but to blur them we
1/4 1/4
1/4 1/4

3/2 5/2 5/2
7/2 9/2 9/2

might choose K = [ } , yielding the unpadded convolution

Ax Ky = [ ] , where the vertical features of A are gone.

In Figure 3.4, we show pictorially which blocks are used to weight and sum
entries in these examples; we show how to obtain row 1 of the convolution
matrix B.



FExercises and solutions 117

3.10 Exercises and solutions

Each set of exercises relates to a topic covered in this chapter. Detailed so-
lutions for each set are given immediately following the final exercise set.
The first set of exercises is recommended as an assessment for readiness for
the material that follows. The rest of the exercise sets are based on material
presented in the text.

3.10.1 Exercise sets

Exercise Set 3.1: Preliminary self-appraisal on systems of linear
equations

1. Solve this system of linear equations:

|
o

2z + 3y

—4dr+y = 1 (3.43)
2. Show there are infinitely many solutions are to:
2243y = 0
dr—6y = 0 (3.44)
3. Solve this system of equations:
2c + 3y + z= 0
-2 — y + z=-4 (3.45)
r + y + z=-1

4. Determine whether each system of equations has no solution, one solution,
or infinitely many solutions. Give the solutions if they exist.

(a)
3z + y + =z =1
2 + y — 3z=0
r — 2y — 2z =5

Ty + 2o + x3 + wx4= 0
T — To 4+ x3 — wx4= 1 (346)
1 + T2 + x3 — XT4= -1
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r — 2y + z=-2
2 + y — z= 1
3 — gy = 4

5. Rewrite each of the above systems in matrix notation.

6. If _
1 1 1 1
A=11 -1 1 -1}, (3.47)
1 1 -1
find all solutions to
_ Z ;
A o | = 0 (3.48)
- d O

Exercise Set 3.2: Vector spaces
1. Let I = [a,b], a closed interval. With addition and scalar multiplication

defined as for C(I), determine which of the following sets of functions is a
vector space?

(a) All continuous functions f such that f(a) = f(b).

(b) All continuous functions f such that f(a) = f(b) = 0.
(c¢) All continuous functions f such that f(a) = f(b) = —1.
(d) All continuous functions f such that f (‘IT“’) =0.

(e) All constant functions on [a, b].

2. (a) Express the vector (6, —4,7) € R? as a linear combination of (4, —2, 1)
and (—3,1,2).

(b) Determine the linear dependence or independence of the vectors
(6,—4,7),(4,2,1) and (—3,1,2) € R3.

3. Show that each of the following sets of functions is linearly independent
in C(I) for the given interval I.
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(a) o,z Inz,2? Inx on (0, 00)
(b) e sinbt, e cosbt,b # 0 on (—o00, 00)
(c) ekt emt with k,m € N and k # m on (—o0, o0)

4. Show that the vectors (a,b) and (c,d) are linearly independent in R? if

and only if
ad — bc # 0.

5. Show that two nonzero vectors v,w in any vector space V are linearly
dependent if and only if v is a constant multiple of w.

Exercise Set 3.3: Law of cosines

These problems refer to (3.13) and Figure 3.1. The cosine of the angle between
two vectors in R™ is often used in data mining to test how close they are to
each other.

1. We define the cosine distance between vectors = and y by

(z,9)
Nl vl

cosf(z,y) =

Give the range of cosf(z,y), and describe geometrically what it means for
two vectors when

(a) cosf(z,y) =0
(b) cosf(z,y) =1
(c) cosO(x,y) =—1

2. Show that the “distance function” known as cosine similarity,

§(z,y) =1—cosb(xz,y) (3.49)

is not a mathematical metric using Definition 3.17. Prove § is not a metric
even if restricted to unit length vectors.

3. If x and y are unit length vectors, show that

|z —yll = V/20(z,y), (3.50)

where ||z — y|| is the usual Euclidean distance between vectors in R"™, and
d comes from (3.49).
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4. We derive the cosine law (3.13) in this question. This treats one case (the
figure shows 6 € (0,7) and |ly|| < ||z||, but all other cases can be dealt
with the same way.)

(a) Using Figure 3.1, assume that x,y are not multiples of each other,
and labelled so that ||z|| > ||y||. Let z denote the perpendicular vector
to x starting at y. Setting x,, = x/| x|/, show that ||a,| =1 so that z
hits the ray through x at the vector

w = (cos byl zu-

(b) Write y = w + z and then compute (z,y) = (x,w + 2) to arrive at
(3.13).

Exercise Set 3.4: Determinants

1. Evaluate the determinants of these matrices.

wa=[3 7

(20 4 -8
by B=|-5 -1 2
1 -3 7
(3 5 —1
c)C=13 1 0
-1 0 7

2. Determine if the vectors u = (2,—1,3),v = (1,—-2,4), and w = (0,3, —1)
are linearly independent in R3.

3. If A = (a;j), then A* = (aj;) is defined to be the transpose of A. Show
that for every n x n matrix, when n = 2,3, det(A) = det(A").

4. Show that

a1 0 0 a1 aiz a3 a1 O 0
0 a2 0]=|0 ax ax3|=|a a2 O
0 0 as3 0 0 as3 az1 asz ass
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5. We denote by S,, the group of permutations on the set X = {1,2,...,n},
or equivalently, a set of n labelled elements. For each permutation j € S,,,
it acts on the space of polynomials of n variables by:

pi(x1,...,n) =p(z;, Ty, ..., xj,).
If 74, € S, is a transposition with ¢ < k, then show that

Prj(@1, o Tn) = D(Tjy s Ty oo Ty T s oy T T s - - 1 T )-

(3.51)
If £ =1 or k = n, then adjust the formula in (3.51) accordingly.

Exercise Set 3.5: Eigenvalues
Give arguments or proofs of the following statements. Use Definition 3.25
for the first two questions.

1. Show the eigenvalues of an upper or lower triangular matrix are its diag-
onal entries.

2. A matrix A € M, is nilpotent if there is some positive integer k such that
AF = 0, where 0 here is the n x n matrix with all entries 0. Show that if A
is strictly upper triangular, then A is nilpotent and the only eigenvalues
are 0.

3. We say an n x n matrix A is similar to an n x n matrix B if there exists
a nonsingular matrix P such that B = PAP~!. Show that A and B have
the same eigenvalues.

4. If A € M, satisfies A® = A~1, then A is an orthogonal matrir. Equiva-
lently, AAt = A* A = 1.

e Show that if A is orthogonal then det(A) = £1. In our setting of real
entries for the matrix A, A is also called a unitary matriz. (Aside:
for matrices with complex entries, a unitary matrix is one such that

At = A=, where A = (aj;).)

e Prove also that if an orthogonal matrix A has a real eigenvalue A,
then A\=1or A = —1.

5. In what follows, we observe that it is often useful to change the order of the
rows or columns in a matrix. We define a permutation matriz as follows.
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Denoting the identity matrix as

€1
€2

€n

if j € S, is a permutation, then the corresponding permutation matrix is
given by

Notice that this means that the rows have been rearranged according to
the permutation j, and each row still consists of all zeros except for a 1 in
the specified location.

e Show that a permutation matrix is orthogonal.
e Show that det(P;) = sgnj.

e Prove that 1 is always an eigenvalue of P;, but all of the eigenvalues
are not necessarily real.

6. Use the ideas from the previous two problems to prove the following: an
n X n matrix is orthogonal if and only if its rows are orthonormal vectors,
where by that we mean |la;|| =1, and a; - af = 0,7 # j, and a; - a, = 1.

Exercise Set 3.6: PA = LU factorization The goal of this set of exercises is
to walk through a simple row reduction problem to determine the factorization
claimed in Theorem 3.29. We consider the matrix

0 2 4
A=|1 -1 3|,
2 3 0

and all questions pertain to the matrix A.

1. Establish that A is invertible.

2. Since the goal is to write A as the product of a lower triangular and an
upper triangular matrix, with 1s along the diagonal of L and nonzero
diagonal entries for U, we first produce a permutation matrix so that the
leading entry is non-zero. Find P so that A* = PA has aj; # 0.
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3.

We next need to perform elementary row operations, which is also referred
to as Gaussian elimination, and implement each operation by an invertible
3 x 3 matrix. If we refer to these matrices as Si,...,5;, then find L from
these operations. Specifically, we make sure all the entries below aj; are
zeros and the entry below a3,, namely a3,, is 0.

Assemble the pieces to write PA = LU.

Show that if a different P is chosen then different answers can occur.

Exercise Set 3.7: An example of matrix factorizations

1.

Given the matrix

1 -1 3
A=10 2 4],
2 3 0

Calculate its determinant to see that it is invertible.
Calculate its eigenvalues and eigenvectors.

Using the eigenvectors as columns for a matrix C, show that
A=CDC™!,

where D is diagonal. In other words, show that A is diagonalizable.
Find the LU factorization of A.

We now turn our attention to the matrix B = A'A. Confirm, citing a
theorem, that it is symmetric and positive definite.

Find the Cholesky decomposition of B = A A.

Use the information above to write the polar decomposition of the original
matrix A.

Use the information to find the singular value decomposition of A, and
give its singular values.

Show that if A € M,, is symmetric, and A\; # ), are eigenvalues with
Av; = \; and Avy, = )i, show v; is orthogonal to vy.
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Exercise Set 3.8: Properties of quaternions.

1. Show that multiplication of quaternions is not commutative by showing
that there exist ¢, p € H such that gp # pq.

2. Show that for every ¢ € H, 1¢ = q1 = q.

3. Show that ¢1(g2q3) = (¢1¢2)gs, where ¢1,¢2,¢3 € H.

4. Show that if ¢ =r 4+ v and ( = p + w, then
¢ = Cq.
Exercise Set 3.9: Miscellaneous - solutions are not included.

1. We use the matrix norm for A € M,,,,

A
4] = sup 1421
S0 el

to answer the following:
(a) Show that B = A*A is positive semidefinite, and

IAI* = [|A*A].

(b) Show that
| Al = max{\2: X € 0.(B)}.

(¢) Show that
D:P—7P, Dpx)=7p(x)
is a linear transformation on P, the vector space of polynomials.

2. Prove that if A is symmetric matrix, then eigenvectors v, vo for distinct
eigenvalues A\ # Ay satisfy

(’Ul, UQ) =0.

3. Assume 0 is an eigenvalue of A € M,,,. Show that there exists an or-
thonormal basis of eigenvectors for the kernel subspace K,

K = {z e R"| Az = 0}.
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4. In this question, the goal is to illustrate many of the ideas from the previous
chapter on a matrix that is extremely easy to work with by hand.

1 2
Let AzL 2}

(a) Show that the rank of A is 1, by calculating the kernel of A, call it
K4 C R2. Find a unit length vector that spans K 4, and label it v.

(b) Calculate the eigenvalues of A, B = A'A, and C = AA?, verifying B
and C have the same eigenvalues.

(¢) Calculate the singular value decomposition of A, and write it as:
[U,D,V] = SVD(A). We walk through some steps to arrive at this.

i. Consider the matrix B = A*A and find the eigenvalues and eigen-
vectors of B.

ii. Show that v (from (a)) is an eigenvector for B, and if w € K4
(the kernel of A), then Bw = 0 as well. Find an orthonormal
basis {vq, v} for R? using vy = v. Use these vectors for V.

iii. Find a set of eigenvectors for C' and use them to construct U.

iv. Verify that A = UDV, where D has the correct diagonal entries.

v. Use this decomposition (or a direct method) to find P = v/B.
(Hint: The matrix P = VDV works.)

5. Consider the vector space V = R2.

(a) Show that every linear transformation of V' can be written as a 2 x 2
matrix.

(b) For each fixed 6 € (0,27), consider the matrix

__|cos® —sind
" |sinf  cos@ |’

Draw a triangle 7" with 2 vertices along the positive real axis (not at
(0,0)), and draw the image under the linear transformation defined
by A. See Figure 3.5.)

(c) Suppose the vertices of a triangle T are: v; = (a,0),a € (0,1),v2 =
(1,0), and vs = (1, a). Give the matrix A that would reflect T" about
the z-axis and shrink the area of the triangle by a factor of 2.
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~V/

FIGURE 3.5
Starting with the gray triangle, we show the effect of applying various linear
transformations to it.

6. Assume you have a square S in the plane with its lower left corner at the
point (a,b), then if a third coordinate of 1 is appended to it, so the square
sits in R? with z = 1 and corner (a, b, 1). Describe the image of the square
under the matrix

1 0 3
B=10 1 4
0 0 1
Hint: It is still a square, but what has changed?

7. Prove by direct computation that it is impossible to translate a square in
the plane by applying a 2 x 2 matrix to its vertices.
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3.10.2 Solutions

Solutions to Exercise Set 3.1

127

1. We solve
243y = 0
—4r+y = 1L
If
20 +3y =0

holds for some x and y, then
2ax 4 3ay =0

holds for every a € R. Also assuming (3.43) holds for some (z,y), then the
equation:
—2x+4y=1

holds for the same pair, since
2x+3y)+ (—dx+y)=—2x+4y=0+1=1.

We multiply the first equation by 2 and add it to the second, yielding
Ty = 1 soy = 1/7. Plugging in to the equations in (3.43) gives that
x=-3/T7.

. Multiplying the second equation by 1/2 and adding to the first in the
following:
20+3y = 0
—4dx—6y = 0

gives us 0 = 0, so the method does not work here. By just looking at the
top equation we see that y = —2/3x. Therefore, setting = a, the pair
x = a,y = —2/3a gives a solution and there are infinitely many.

. We can add the first two rows to obtain 2y + 2z = —4, and put that with
twice the third row added to the second, which is y + 3z = —6. Solving
the new system of 2 equations in 2 unknowns, yields y = 0,z = —2, and
then plugging into the original system gives x = 1.

2¢c + 3y + z= 0
-2z — Yy + z=- (3.52)
r + y + z=-1

We can replace the second equation by the sum of the first two equations
to obtain:
2z + 3y + z= 0
2y + 2z2=-4
r + y + z=-1
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We next add —1/2 the first equation to the third line, so we now have

2¢ + 3y + z= 0
y 4+ z= =2
-3y + zz=-1L
and adding 1/2 Equation 2 to 3 gives us
2 + 3y + z= 0
y + z= -2
z= =2

2c + 0 — 2= 0
y — 2=-2
z= -2

so we obtain the solution to (3.45): z =1,y =0,z = —2.

(a) There is a unique solution and it is (z,y, z) = (1, —2,0).

(b) There are more unknown variables than there are equations so there

will be infinitely many solutions (or none). We explore this further to
describe the solutions, because there are infinitely many in this case.

First, some manipulation such as what was done above reveals that
(z1,22,23,24) = (1/2,-1,0,1/2) is a solution. However, this is not
the only solution so we need to look more carefully. Here is an infinite
family of solutions: fix a # 0 to be any real number. Consider the
4-tuple given by

(1‘1, x2,T3, 134) = (CL, 07 —a, O) + (1/27 _17 Oa 1/2) (3 53)
= (a+1/2a07_a71/2) .
From the earlier discussion, we know that if (a, b, ¢, d) is a solution to
Ty 4+ xo 4+ x3 4+ x4 =0
Ty — Ty 4+ x3 — x4=0 (354)
1 + 12 + x3 — x4=0
and if (z1,x2, x3,24) solves (3.46), then

(a4 21,0+ a9, ¢+ w3, d + 24)

is a solution to (3.46) as well. Solving (3.54) using the techniques from
above shows that a 4-tuple of the form (a,0, —a,0) for any a € R is
a solution to (3.54) so (3.53) holds.
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(c¢) This system of equations has no solutions. If we add equations 1 and
2, we arrive at: 3x —y = —1, but the third equation is 3z — y = 4.
Since both cannot hold simultaneously, there is no solution to the

system of equations.

We use matrix format to solve the next several questions.

Example 3.48 The system of equations in (3.45) can be written as:

2
-2

3 1 T 0
-1 1 y | =1 —4 (3.55)
1 1 z —1

and matriz techniques can be used to solve it.

This allows us to answer question 5.

5. This is an exercise in matrix multiplication.

3 1

2 1

1 -2

1 1 1
1 -1 1
1 1 1
2 3
-2 -1
1 1

1 T 1
-3 y | =10
-1 z 5

1] ™
—1l =] 1
1| | *» ~1

Ty

1 T 0
1 y | =| —4
1 z -1

6. This system has infinitely many solutions of the form (a,0, —a,0) for any
a € R. This is solved using the techniques given above.

Solutions to Exercise Set 3.2

We will not give all the details to these solutions, as they are simple.

1. All of (a) - (e) form vector spaces except for (c). In each case, it is enough
to check that for ¢ € R, and vectors f, g, c¢f + g still satisfies the criteria.
This is repeated in Theorem 3.9 below.

In the case of (¢), choosing ¢ = 1 shows that (f + g)(a) = —2 # —1 so the
sum of two vectors does not stay in the space.

2. (a) (6,—4,7)=3(4,-2,1)+2(-3,1,2).
(b) This triple of vectors is linearly independent.
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3. This is shown as follows, though there are several approaches. Suppose
we have 3 (or any finite number n) differentiable functions defined on an
interval I = (a,b) and we suppose that

c1fi(w) + caf2(x) + e3fa(z) =0
for all z € I and some constants c1, ¢o, c3. Then we can differentiate both
sides of the equation to see that

c1fi(@) + cafa' (@) + esfs/ (x) = 0

for the same values of ¢j,7 = 1,2,3. Similarly, we can differentiate again
and

cufy () + cafo” (x) + esfs” (x) = 0.
So for example, for part (a) this would give us the equations

car + crlnxy + csx’lne =0
a + c(l+hhz) + c(z+2zxlnz) =0 (3.56)
0 + c2(1/z) +  ¢3(3+2nz) =0

This should hold for all z € (0,00), so we plug in z = 1 into (3.56) to
obtain the system of equations

ct + c-0 + ¢c3-0 =0
c1 + co + cs =0 (357)
0 + ca + 3cs =0

and we see that ¢y = co = ¢3 = 0 is the only solution so they are linearly
independent. For the remaining two parts, you only need to calculate one
derivative to reach the same conclusion.

4. Write ¢1(a,b) + c2(c, d) = (0,0). Working with each coordinate we obtain

aci + cco =0
bcy + des =0

We consider nonzero vectors only, so (a,b) # (0,0) and (¢, d) # (0,0). We
first assume that none of a, b, ¢, d are 0. As you try to solve for ¢; and co,
the condition appears. We leave the rest to the reader including taking
care of the cases.

(3.58)

5. Suppose two nonzero vectors vy, vo € V are linearly dependent. Then there
exists some cq, ¢, not both 0 such that

C1U1 = —CVU2.

If either constant is nonzero, then both are. Therefore, v1 = (—ca/c1)va
and the claim holds. If on the other hand we assume that vy = awv; for
some real number «, then choosing ¢; = —a and ¢ = 1, we have

c1v1 + v = (—a+ a)vy =0,

so v1; and ve cannot be linearly independent.
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Solutions to Exercise Set on Subspaces

1.

6.

(a) Subspace
(b

) Not a subspace; not closed under addition or scalar multiplication.
c¢) Not a subspace; there is no zero vector.
)

(
(a) Not a subspace: p(t) = t2 +4t +1,q(t) = —t> =Tt +4, p+q(t) =
—3t + 5, which does not have an even degree.

a

(b) Subspace

¢) Not a subspace for a similar reason to (a).
b
(c

This can be worked out by hand. For scalars a, b, av + bw = %(—a —b)s+
H(—a+b)u.

)
()
(a) This is a subspace.
(b) Not a subspace.

)

Subspace.

Use trig identities such as

sin2z = 2cosxsinz, cos2z = cos®x — sin’

and

cos?z +sin?z =1

to write each triple of functions as a linear combination of the other triple.

(a) If Lo is a line through the origin of R?, then Ly = {(z,mz) : x,m €
R, m # 0}. This is a subspace. Otherwise, assume L = {(x, ma +b) :
x,m € R, m,b # 0}.. Then multiplying a vector (x,y) by a scalar
gives

2(x,y) = 2(x,mz + b) = (2z,2max + 2b) ¢ L.

(b) The linear transformation A(x,y) = (2z —y, x +y) does not leave Lg
invariant since

A(x,mx) = (22 — mz, x + mx) # (u, mu)

for any w. If Lo has slope 2, then y = 22 and A(Lg) is a vertical line
as shown in Figure 3.6.
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-3 -2 -1

FIGURE 3.6

1 2 3

L e S

We show the line L passing through the origin and A(L) with A(x,y) =
(22 — y,z + y).They intersect only at the origin.
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Solutions to Exercise Set 3.3
1. For every pair of vectors, cos6(z,y) € [—1,1] due to the range of cosine.

e cosf(z,y) = 0 means that x and y are perpendicular, so “ far apart”.

e cosf(xz,y) = 1 means that the angle between them is 0 so y is a
positive multiple of x.

e cosf(xz,y) = —1 means that the angle between them is m so y is a
negative multiple of x.

2. The function 6(z,y) = 1—cosf(x,y) is not a metric since (a) is not satisfied
using (1). If we restrict to unit length vectors in R™, then the Triangle
Inequality can be shown to fail. An example comes from the unit vectors
in the plane: z = (1,0),y = (v/2/2,v2/2), and z = (0,1). 6(x,2) = 1, but
§(z,y) =(y,2) =1 —+/2/2 < .3 (or without any fuss or computer we see
that 1 —v/2/2 < 3/8), so

1=6(z,2) >3/4>68(x,y) + 6y, 2).
3. We have that

e —yll> = (x —y, 2 —y) = (z,2) + (y,y) — 2(z,y) = 2(1 — (2, 9)),

yielding

|z —yll = V24(z,y), (3.59)

4. Using Figure 3.1, assume that z,y are not multiples of each other, and la-
belled so that ||z|| > ||ly||. The cases where cos @ = 1 and where 0 ¢ (0, 7)
can be treated separately or by re-labelling. Let —z denote the perpendic-
ular vector from y to the ray through = so z points to y and we can write
y = z + cx, where the constant c is yet to be determined. We note that
the first reduction is the following:

(z,y) = (v, 2 + cx) = c(x,2) = c||=|?. (3.60)

Setting x, = x/||z||, clearly ||z,|| = 1 and by using trigonometry of right
triangles, z hits the ray through x at the vector

w = (cos O|y[|)xu.
Then ¢ = (cos8||y||)/||z|| in (3.60). Finally, plugging ¢ into (3.60) gives
(z,y) = cos Ol|yl [|=[],

as claimed.
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Solutions to Exercise Set 3.4
1. It is helpful to not overthink or overcompute these.
(a) det(4) =2 —(—15) = 17.
(b) det(B) = 0, since the first row is (—4)- row 2, so we can apply
Definition 3.19 (2) and (3).

(c) Expanding around a row or column that includes both a —1 and a 0

yields —85.
2. We consider the matrix where each row in a vector, u, v, and w respectively
2 -1 3
so C = |1 —2 4| and compute that det(D) = —18. Therefore, the
0 3 1

matrix is nonsingular and the vectors are linearly independent.

3. If A = (a;j), then A" = (a;;) is defined to be the transpose of A. Show

that for every n x n matrix, when n = 2,3, |A| = |AY].
For n = 2 the determinants are ad — bc = ad — ¢b so this is obvious. For
n = 3, you can likewise work out the formula by hand. The formula for a
3 x 3 matrix is as follows:

aip  aiz2 a3
If A=laz1 a2 a3,

as1 as2 as3

a1 a22
a3y ass

21 a23
asy ass

a22 A23
det(A) = a1l — a12 —+ a3
a32 A33

which is called expansion around the first row. This yields the same answer
as expansion around the first column; in both cases the we obtain

|A| =a11022033 — 411032023 — 412021033

(3.61)
+ a12a23a31 — A13Q21032 — Q13022031 -

4. Tt is straightforward to show from the various definitions given, that the
common determinant for all the matrices given is:

|A| = a11a22a33.

5. We will add a little notation here. Let S,, denote the group of permutations,
with the group operation being composition, since the composition of two
permutations is again a permutation. Then S, induces an action on the
space of polynomials of n variables, denote that by poly(n), which we write
as follows.

If j € S, then

®;(p(x1,22,. .., 2n) = P(2)y Tjs, - - -, Tj,)-
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In other words,
®, : poly(n) — poly(n), Vje€S,.
So Exercise (5) rephrased, is to verify that
Qo i (P(1, 72,0, T0)) = P(Tr(5)Tr(in)s - > Tr(jn))-

Equivalently, it is to show that if 7,5 € S,,, then for every p € poly(n),
q)roj (p) =&, 0 q)j (p) (362)

This is accomplished by simply writing out the left and right sides of

(3.62).

For g, € S, is a transposition with 1 < £ < k < n, then the permutation

Tk, © 7 yields

{172737"‘7”} — {jl?j??"'7jk7j€+17"'7j€7jk7+1 7.711}

Solutions to Exercise Set 3.5

1. We use the fact that if A is upper triangular, then so is (A—AI). Therefore,
by Proposition 3.26, det(A — AI) is the product of its diagonal entries, so

det(A — )\I) = ﬁ(ajj — )\),

j=1

giving the characteristic polynomial
pO) =[] (a5 =N,
j=1

which has as its roots the eigenvalues a1y, ..., Gnp.

2. The same argument shows that if A is strictly upper triangular, then
p(A) = A", so 0 is the only eigenvalue. There are a number of ways to
show the nilpotence of A. Here is one, minus some details that it is useful
to be able to fill in.

First, for any A € M,,,,, and a standard basis e, € R™, the matrix product
Aej € R™is the kth column of A. We solve the problem by computing that
the dimension of the image space of A is strictly lower than n since Ae;y
is the zero vector. Notice that Ae; = 0, and Aes only has a nonzero entry
at the first coordinate. Using an induction argument on 7, the dimension of
the image of A7 on the set of basis vectors is at least one less than that of
AJ=L by at each step applying A to the n vectors {47 tey, ..., AT e, }.
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Eventually (after at most n steps), we have collapsed the dimension of the
image space of A* to 0 so A* must be the zero matrix.

Another way to show this is to show that if A is strictly upper triangular,
then A2 has only Os in the entries ij where j > i+ 1. You can work directly
with the formula for multiplication to show this. It is not very pretty.

3. Assume A, B,P € My, and B = PAP~!. If Av = \v for some X € C,
then writing w = Pw,

Bw = (PAP ' )w = PAv = APv = \w,

so A\ is an eigenvalue for B with eigenvector Pv. A similar calculation
shows that if A\ is an eigenvalue for B with eigenvector v, then it is also
an eigenvalue for A with eigenvector w = P~ tw.

4. Assume that A is orthogonal.
e By definition, A* = A!, so
1 = det(I) = det(A") det(A) = | det(A)[*.

The result follows.

e Suppose A € R is an eigenvalue of A, and let v = (vy,v9,...,v,) be
an eigenvector. Then

ol =v-v=1Tv-v=A"Av-v = Av- Av = |\J*||v|*
Therefore, ||A?|| =1, so if it is real, it is 1. We used the fact that
w-Av=Aw-v (3.63)

for all vectors v, w € R™ and A € M,,,, which can be seen by writing
out the summation formulas for each side.

5. For j € S,, a permutation, and

e To show that P; is orthogonal, we calculate PfP;. Noting that Pf
is also a permutation matrix (because each row consists of all zeros
with a 1 in one location, it is not hard to show that Pjt = Pj-1.
The notation is tedious, but we look at the first row of Pjt to get the
idea. In P;, we see the entry 1 appearing as the first entry only in
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row ji. Therefore, in PJ’?7 its first row has a 1 appearing only in the
jist place. In the matrix P;, we have 1 as the first entry in row j;
and all other rows have a 0 in their first entry. Consequently, in the
product matrix, say A = PjP;, we have that a;; = 1. Every other
entry in the first row of A is a 0, since e;, - e, = 0 unless k = j;. We
repeat this argument n times to obtain A = I,,.

e Using the vector v = (1,1,1,...,1) in column form, we see that for
any permutation matrix P;, Pjv = 1. So v is an eigenvector for the
eigenvalue 1. If we consider the matrix
01 0

A=10 0 1], then its characteristic polynomial is
100
pa(A) = =A% +1,

whose roots are the 3 distinct cubes of unity. Therefore, 1 is the only
real eigenvalue. A = P; for j = (3,1,2).

6. We leave this to the reader.

Solutions to Exercise Set 3.6

1. For
0 2 4
A=11 -1 3],
2 3 0

since det(A) = 32 # 0, A is invertible.

0 1 0
2. We have that a;; = 0 so we use the matrix P = |1 0 0| to exchange
0 0 1
the first two rows.
1 -1 3
Now PA= |0 2 4].
2 3 0

3. We multiply the first row by -2 and add it to row 3 to eliminate the digit
2 appearing in the third row.

This elementary operation is implemented by the matrix: S; =

1 0 0
0 1 O0f.Note that we have now reduced the matrix so that S;(PA) =
-2 0 1
1 -1 3
0 2 4
0 5 -6
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Similarly, to eliminate the digit 5 appearing, we use the following matrix:

1 0 0
Sy = |0 1 0|, resulting in
0 —-5/2 1
1 -1 3
SoS1PA= 10 2 4 | =U.
0 0 -16

4. Then PA = LU, with L = (S251)~! = S; 'S5 *. Inverting matrices coming
from elementary operations in the row reduction process is simple.

1 00
S;t=10 1 0], since it is just undoing what S; has done, and Sy ' =
2 01
1 0 0 1 0 0
0 1 0}. Their product gives L = S;'S;* = [0 1 0], a lower
0 5/2 1 2 5/2 1

triangular matrix with 1s along the diagonal.

5. Different goals are achieved by rearranging the rows using different per-
mutations. The convention is to call the entry aj; the pivot, or even the
first pivot, which by definition should be a non-zero number. In a large
and dense matrix A (dense here means there are not many 0 entries),
sometimes the rearrangement is chosen so that the first pivot is as large
as possible (to reduce computational errors).

0 0 1
We could have chosen P = [0 1 0| Then we repeat the process to
1 00
1 0 0 2 3 0
obtain PA = LU with L = |1/2 1 Of,andU = |0 —5/2 3
0 —4/5 1 0 0 32/5

Solutions to Exercise Set 3.7

1. Using any method, we computer that det(A) = —48.

2. A has 3 distinct eigenvalues: A\; = —4, o = 4, and A3 = 3. The cor-
responding eigenvectors are obtained by solving: Av = \;v, for nonzero
solutions. We obtain

U1 = (_37273>7U2 = (_1727 1)7”3 = (_97872>

These can be solved for by hand, using Gaussian elimination, or by com-
puter.
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3. Having 3 distinct eigenvalues implies several important properties of the
matrix A. First, it is diagonalizable, meaning

A=CDC™,
—4 0 0
with D=10 4 0], and C the matrix obtained from the correspond-
0 0 3

ing eigenvectors.

Setting Av = A\jv, j = 1,2, 3, and solving, we obtain nonzero vectors vy, v,
and vz as columns of C'. Therefore

-3 -1 -9 —-1/14 —-1/8 5/28
C=|2 2 8|,andC =] 1/2 3/8 3/4 |,
3 1 2 -1/7 0 -1/7
4. Using Gaussian elimination on the matrix A gives us the matrices to form
1 -1 3
the LU factorization. We look at A = |0 2 4], and by multiplying
2 3 0
the first row by -2 and adding it to the third row yields this elementary
matrix:
1 0 0
Si1=10 1 0|, we have
-2 0 1
1 -1 3
S1A=10 2 4
0 9 6

We then use the pivot 2 in the second row to eliminate the 9, which is
implemented via the matrix

1 -1 3
So = |0 2 41,
0 —-9/2 1
1 -1 3
giving S3S1A= [0 2 4| =U. Finally, we solve for
0 0 6

L= (88"t =85715" =

N O =

0
1
/

0
0
9/2 1
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5. We note that since A is not symmetric, we cannot find a Cholesky de-
composition for it. We consider B = A'A, which is positive definite and
hence symmetric, using Lemma 3.35. Up to now our numbers have been
integers across the board. However, this is where things get dicier. First

5 3 3
B=13 22 -1
3 —1 25

6. However, we can find the Cholesky decomposition of B by hand by row
reducing the matrix just as we did for the matrix A. Using matrices

1 0 0 1 0 0
S;=1-3/5 1 0,5 =10 1 0
-3/5 0 1 0 14/101 1

as above, we obtain that

1 0 0] |5 3 3
B={3/5 1 0| {0 101/5 —14/5 |,
3/5 —14/101 1| |0 0 2304/101
giving the LU factorization. Then splitting the main diagonal of U between
L and U as described above, gives

B = EE",
with E the lower triangular matrix

V5 0 0
3/V5 101/5 0 .
3/V/5 —14/y/101 48/4/101

(Some good luck for us is that 48% = 2304.)
This is the Cholesky factorization of B.

7. Going back to the original matrix A, we want to factor A into a product
A = RP,with R orthogonal and P positive definite. Since A itself is clearly
not symmetric, the matrix B helps us do this, since B = P2. The matrix B,
hence P? is diagonalizable, so P? = QDQ ™!, with D = (d;;), shorthand
for the diagonal entries being specified and the rest of the entries d;; = 0.
Under our hypotheses, each d;; > 0.

Once we find Q and D, then P = QEQ~!, where E = /D = (\/d;;).
Then we set R = AP~! and we have the polar decomposition of A.
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With a computer, it is easy to finish off this problem. If using a computer,
care needs to be taken to obtain eigenvectors of unit (Euclidean) length.
Approximating, we obtain

25.400 0 0 0.117 =177 0.977
D= 0 22.440 0 |, @=10193 0.969 0.152
0 0 4.020 —-0.974 0.171 0.147

From here we invert @) by taking its transpose, and take the product:

2.148 448 429
QEQ™ ' =] .448 4.667 —0.124| =P,
429 —0.124  4.980

and we can see that P is symmetric and invertible, hence positive definite.

8. We can read the singular values of A from the diagonal of the matrix v/D,
so they are the following: 5.054,4.737, and 2.005. The singular decompo-
sition of A can be written as:

A=UEQ",

with @ as above and U = R(@, the product of two orthogonal matrices, so
also orthogonal.

9. Assume A € M,,,,, A = A" and \; # )\, are eigenvalues with Av; = \;
and Av, = \,. Then

Aj(vj,vk) = (Avj, vk) = (v), Avg) = Mg (v5, vg).
Since at least one of A; or Ay is non-zero, then we conclude that (v, vg) =

0.

Solutions to Exercise Set 3.8

1. To show that multiplication of quaternions is not commutative, we pick
g =1 and p = j. These are purely vectorial quaternions, and by (3.35)

ij = —ji=qp # pq.

2. Let ¢ =7+ v € H, then writing 1 = 1 4 Ow,

lg=(1r—0-v)+lv+r0+0xv=r4+v=gq.
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Similarly

gl=(rl—v-0)+r0+1lv+vx0=r+v=q.

3. To show that multiplication is associative, we first leave it to the reader to
show the following: (¢q)¢ = ¢(q¢) = q(c() for all ¢ € R, ¢,¢ € H and that
(@1 + 42)¢ = @1¢ + 426, (G + G2) = €1 + q¢2. Hint: use the definition.

Then it is enough to show the result holds for 1,4, j, k. We showed in 2 it
will hold for 1, so now we consider it for various combinations of ¢, j, k.

4. Set ¢ =r + v and ( = p+ w, then we claim
q¢ = Cq. (3.64)

We can show by setting § = 7 — v and { = p — v, that both sides of (3.64)
are equal to
(rp—v-w)—rw—pv+ (vXxXw),

since —v X —w = v X w.
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4
Probability

Most computer models of physical phenomena need to take some uncertainty
into account. Not every event is predictable, but many fall within a predictable
range. Typically, artificial intelligence models deal with minimizing errors in
the face of uncertainty. The uncertainty is introduced both through the lim-
ited scope of the data (finite sets instead of infinite ones) and incomplete or
spurious information contained in data sets. In this chapter we discuss basic
ideas in probability ranging from random variables and their distributions to
some laws of large numbers. We begin the chapter with a set of preliminary
material helpful for the chapter. If the reader has some familiarity with the
basic principles of counting and rudimentary probability, the problems in Ex-
ercise Set 4.1 will provide a brief review and solidify the notation used here. If
not, the solutions given immediately after the exercise set contain some rele-
vant background details. We use the notation n! = n-(n—1)---1 throughout,
and refer the reader to further discussion of n! in Chapter 1, Section 1.5.

4.1 Some basic probability

We begin with some terminology used in probability theory. If you have a back-
ground in measure theory, this setting is very similar, but the nomenclature
is somewhat different, see for example [1] or [5]. If not, this is a self-contained
overview.

4.1.1 Set notation used

Let A, B, be arbitrary sets.
e A C Q) means that if x € A, then z € Q.

e Suppose that A € Q and B C 2. The set AU B is the union of A and B,
e,z c AUBifxec Aorz e B. If Aj Ay, ..., Aj,... are sets in 2, then

we write
o0
HAS U Aj
j=1
if # is in at least one set A;.
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e We denote the intersection of sets A and B, by AN B and x € AN B if
xr € Aand x € B. For sets A1 As,..., A;,...1in Q, we write

oo
HAS ﬂ Aj
j=1
if v € Aj for every j.

e For aset B C Q, B¢ = Q\ B denotes the complement of the set B (in Q).

It is a valuable exercise to write a short proof of DeMorgan’s Laws: if

A1As, ..., Aj, ... are sets in 2 and n is a positive integer.
c
n n
U4 | =45
j=1 j=1
. (4.1)
n n
N4 =UA4
j=1 j=1

Definition 4.1 If A1Ay,..., A, ... is a sequence of sets in §), we define the
following limiting sets:

liminf A, = (] | () 4

n>1 \j>n
limsup A, = m U Aj
n>1 \j>n

The Borel-Cantelli Lemma 4.8 below highlights an important use of this
concept.

4.1.2 Definitions and examples of probability spaces

The setting for probability is that one performs a task or an experiment whose
outcome is not known or easily predictable. However the set of all possible
outcomes is known.

A. Sample Spaces and Probabilities. By ({2, B, P), we denote a sample
space §2 consisting of all possible outcomes of the experiment. The notation
B refers to a collection of events, i.e., each B € B is a subset of €. In the
case where 2 is a countable or finite set, B is just the collection of all
possible subsets of 2. More generally (for example if } = R) the collection
of sets B should always satisfy the following:
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(a.) Qe B;
(b.) if B € B, then B¢ € B. (A set in B has its complement in B as well.)
(c.) Finally, if By, Bs...,Bj,... € B is a countable collection of sets in
B, then
UjZlBj cB
as well.

We call B a o-field of sets. Events A and B in B are mutually exclusive
(or disjoint) if AN B = ). We define a probability P to be a function with
domain B, and P(B) represents the probability that event B occurs. A
probability P should satisfy the following:

i. for every event B, 0 < P(B) <1 and P(Q2) = 1.
ii. If ANB =0, then P(AUB) = P(A) + P(B).

iii. More generally, if By, Bs...,Bj,... € B, and for each ¢ # j, B;NB; =
(?, then

oo

(Uj>1B;) ZP

Property (iii) only makes sense if © is infinite.

The set or event B = Q is a “certain event” and the event B = () is
considered to be an “impossible event”. It is useful to have terminology
for events in a sample space that have no connection to each other. For
this, we say that two events A, B € B are independent events if

P(ANB) = P(A)P(B).

An easy example of independent events can be seen with the experiment
of tossing a fair coin 3 times. Then

O={(H,H,H),(H,HT),(HTT),(HT H),
(T H,H),(T,H,T),(T,T,T),(T,T,H)},

and one can easily compute that if A is the event that the first toss is heads,
and B is the event that the second toss is heads, these are independent
events. The event A N B is that the first two coin tosses are heads, and
1/4 = P(ANB) = P(A)P(B) = 1/2-1/2. In measure theoretic terms,
P(B) is the measure of the set B € B. We refer to the triple (Q2, B, P) as
a probability space.

B. Examples of probability spaces. Useful examples of probability spaces
include the following.
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1. Suppose (2 consists of finitely many elements, each of which represents a
possible outcome. Then using mathematical conventions, we write ) =
{0,1,...,n— 1}. Assuming that each outcome can occur, a probability
P satisfies: for each j € 2,1 > P(j) =p; >0, and

n—1
> pi=1. (4.2)
=0

If each outcome is equally likely to occur, then p; = 1/n for each j.

Using the same sample space €2, we could omit the assumption that
each outcome is possible and then some p;s could be 0. In this case our
assumptions on P are

n—1

1> P(j)=p; 20, and ) _p; = L.
j=0

If each p; = 1/n and B is an event in Q then we have the following
formula, which is sometimes taken as the definition in this setting. Let
|A] denote the cardinality of (or number of elements in) a set A.

_ 1Bl _ 1Bl

P(B) = o " 0 (4.3)

Worked Examples 4.1

1 2 —1
i. For each n € N, if 4, = 0,—,—,...,n ,1}, calculate
n

liminf A; and limsup A;. Use Definition 4.1.

ii. Assume € is a sample space (finite or infinite) and P is a probability
function defined on the collection of events B in Q. If A, B are
events, then

e show that P(AU B) = P(A) + P(B) — P(AN B).
e Show that if A C B, then P(A) < P(B).

Solutions to Worked Examples 4.1

i. liminf A; = {0,1} and limsup A; = QN[0, 1]. This is a calculation
that we leave it to the reader. The discussion preceding Lemma 4.8
may be helpful.

ii. e Toshow that P(AUB) = P(A)+ P(B)— P(ANB), use a Venn
diagram as shown in Figure 4.1 and write out the corresponding
probabilities.
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FIGURE 4.1
The Venn diagram that offers a proof of Worked Example 4.1 B(1)ii.

e Assume A C B, then we write B = AU (B N A°). Since A and
(BN A°) are mutually exclusive, by (ii) above,

P(B) = P(A)+ P(BNA°),
so the assertion holds since P(B N A¢) > 0.

We return to our list of examples of probability spaces.

2. Let © = [0, 1], the interval with endpoints 0 and 1. We consider the set
of events to be the set B containing all open intervals of the form (a,b),
with 0 < a < b < 1. We then add sets to B so that B is closed under

countable unions and complements, i.e., so that B is a o-field. Then if
A= (a,b),

P(A) :P([aﬂb]) :P([aﬂb» :P(avb}) =b—a,

the common length of these intervals. We can extend P to all sets in
B even though they are not all intervals, but we refer to a measure
theory text for that such as [1] or [5]. With this structure ([0, 1], B, P)
is a probability space. Not every subset of [0, 1] is in B; there are some
classical “bad sets”, but B contains all open and compact subsets (and
many more).

3. Consider 2 = R. Then we define Bg, the collection of events in R, to
be the smallest o-field containing all open intervals of the form (a,b),
with a < b. We call this collection of sets or events the Borel o-field
on R.

There are some key technical details to take into account when defining
a probability on the sample space R (or R™); to start with, the notion
of length used in the previous example will not work since the length of
(a,00) is infinite. We need to define P so that P(R) = 1; one approach



148

Probability

is to define a probability (measure or function) on Bg as follows. Let
f R — R be a (Riemann) integrable function such that f(z) > 0 for

all z € R and such that
/ f(z)dx = 1.

Then for every event A = (a,b) C R with possibly a,b = 00, we set

b
P(A) = /Af(x)dx :/ f(z)dx < 1. (4.4)

Since Bg contains many more sets than intervals, it requires some work
to extend P to arbitrary sets in Br. Details are in measure theory books
such as [1] or [5]. There are other ways to define candidates for P as
well and other notation for this construction.

A specific example of a probability function on B, giving R the structure
of a probability space is given by setting

1 [~
f(z) = ﬁ/_ooe dx. (4.5)

Since Example 1.2, (1.21) shows that [~ f(z)dz = 1, the resulting P is
a probability function; its graph is shown in Figure 1.9. An interesting
feature of this probability function is verifiable using calculus (or a
computer):

P((=2,2)) > .99 and P(—.5,.5)> .5,

so the probability of events of the form (a,b) occurring when say 3 <
a < b is extremely tiny.

Given a probability P on R, we define F' to be the distribution function
of P by setting for each a € R,

Fla)=P{teR: —x<t<a})= /_‘1 f(z)dz. (4.6)

The function F obtained using f(x) given in (4.5) is called the normal
distribution function. This is discussed more below in the context of
random variables.

C. Conditional probability and Bayes Formulas. For this discussion we

restrict to finite sample spaces ). Suppose that A and B are two events
in €, both occurring with positive probability. They may or may not be
related to each other. For example, if §2 is the space of all possible outcomes
of rolling 2 fair dice, one blue and one yellow, then assume we are interested
in the probability that we roll a sum greater than 7. We call this event A.
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Using the method outlined in problem 6 in Exercise Set 3.1, we compute
that P(A) =15/36 =5/12.

We now suppose that B is the event that the yellow die roll is a 4. Knowing
that B has occurred changes the predictability of A occurring. If the blue
die is a 4,5 or 6, then the sum is greater than 7. So knowing B already
occurred, we have that A is likely to occur with probability 1/2. The
upshot is that the information about event B changed the probability of
A occurring, increasing the chance of A occurring.

In essence we recalibrate the space to reduce it from €2 to the smaller space
B C Q. In doing so, we need to scale the new space by P(B) (to make the
smaller space a probability space). Here is the formula: if A, B C 2 satisfy
P(B) > 0, then the conditional probability of A given that B occurred, is:

P(AN B)

PAIB) = =55

(4.7)

Looking at the example, P(AN B) = 3/36 = 1/12 while P(B) = 1/6; so
P(AIB) = Y72 =1/2.

Bayes formulas. There are some far-reaching consequences of the formula
for conditional expectation given in (4.7), We list a few.

(a) Equation (4.7) is not symmetric with respect to events A and B.
Reversing the positions of A and B in (4.7), we can write

P(AN B) = P(B|A)P(A), (4.8)

yielding 1/12 = P(B|A) - 5/12 so P(B|A) = 1/5. Here, P(B|A) is
interpreted as the [likelihood of A times the prior probability of A
(before B has been known to occur). Why is it called the likelihood?
If we are interested in the probability of the event A, then knowing B
has occurred would lead us to ask the following: are we still looking
for a needle in a haystack (event A in the whole space ) or are we
now looking for a needle in a pincushion (event A in event B)?

We change the example above a bit to see the significance of this.
Suppose C' is the event that the yellow die we rolled is a 6. Now
leaving A and B as above, P(C') = P(B) = 1/6, but P(A|C) is larger
than P(A|B) since it is much easier to roll dice summing to a number
greater than 7 if one is a 6. So we compute

5/36

1/5

quite a bit higher than P(A|B). We see that P(C|A) = 1/3, which
makes the numerator in (4.7) larger (using (4.8)) for the event C'
rather than B because C' increases the likelihood of A.

P(A|C) = =5/6,
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In the setting above, Equation (4.7) puts the focus on the occurrence
of event A. Viewing B as “evidence that becomes known” helps decide
if A can occur or not. In this context, we can rewrite (4.7) as follows:

P(B|A)P(A)

PAIB) = ==

(4.9)

In machine learning (4.9) leads to improving models as more data
become available. Bayes Formula and Bayesian statistics, which push
these ideas much further, are named after Thomas Bayes, an English
statistician, philosopher and Presbyterian minister who lived in the
early 1700s. There are many sources of Bayesian methods but they
all stemmed from (4.9).

Another property of note is an obvious property with some useful
repercussions. Suppose A; and As are mutually exclusive events, with
A UAy = Q and B is a fixed event. Then

P(Aq1|B) + P(A2|B) =1, (4.10)
i.e., P(+|B) is a probability satisfying (i)-(iii) in A. above.
Now suppose B; and By are mutually exclusive events with
By UBy =9,
and A is a fixed event. In general
P(A|B;y) + P(A|B2) # 1. (4.11)

i.e., P(A|) is not a probability.

Worked Examples 4.2

(a)

(b)

Show that in the dice example above, setting 41 = A, A2 = A¢, (A
is the event that sum of the dice is > 7) the first statement in Bayes
Formula (c) holds for B.

Now using B; = B, and By = B¢ (the yellow die is not a 4), show
that
P(A|By) + P(A|Bz) # 1.
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Solution to Worked Examples 4.2

(a) We prove (4.10) of Bayes Formulas (c¢), which implies the result. For
an event A, with A; and Ay as above,

P(A;NB)+ P(A2 N B) = P(B).

Then
P(A1|B) + P(As]B) = ﬁ (P(A1 1 B) + P(As 1 B))
1
= s B =1

(b) This question illustrates (4.11) of Bayes Formulas (c). We already
computed that P(A|By) = 1/2. Since By is the event that any number
other than 4 occurs on the yellow die, simple counting arguments give
P(B3) =5/6, P(AN By) =1/3, and P(A|Bg) = 2/5, so P(A|By) +
P(A|Bs) = 9/10 # 1.

4.2 Random variables and distributions

A random variable is a real-valued function X on a sample space ) with the
property that for every set A € By,

X HA)={weQ: X(w)e A} cB. (4.12)

The condition (4.12) puts no restriction on a finite or infinite discrete sample
space, but if the space is R for example, it means that random variables cannot
be extremely pathological. Random variables are not necessarily continuous.
A random variable taking on at most a countable number of possible values
is a discrete random wvariable. A notational oddity is that in mathematics X
often refers to a space and not a function, but a random variable in probability
is typically written as X instead of f. The expectation, expected value, or mean
of a random variable X is written as E(X) and is defined as follows:

B(X) = /Q X (w)dP. (4.13)

We need a mathematically valid interpretation of the integral appearing
in (4.13), an integral on the probability space (2, B, P). If Q) is a finite space,
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50 || = n, then X takes on only finitely many values and (4.13) has a simple
definition, namely, if X (w;) = a;, then

n

B(X) =) X(w)p; =Y a;p;. (4.14)
j=1 j=1

Since some of the a;s might be the same, we can list the possible distinct
values of X that occur, say {a1,...,a,,} with m < n, and rewrite (4.14) as

Yo arP(X =ar) =Y ap(pj, + - +pj)-
s k=1

Here, we have p;, = P(X (wj,) = ax), for ji,...,ji, and foreach k =1,...,m.

In this way we shift the integration from the sample space 2 to the finite
set {a1,...,am,m} C R where X takes its values. Along the way we can define a
function on R, denoted by px to show its dependence on the random variable,
by

px(t) = P(X =t), whichis (pj, +---pj,)if t = ag,0 otherwise.  (4.15)

The function px is called the discrete density function or probability density
function and is sometimes referred to as the probability mass function of X.
Using px allows us to clean up the notation and rewrite (4.13) as

EX) = Zapx(a) = Z apx (a) < oo, (4.16)

a€R {a:px (a)>0}

since this is a finite sum and ), px(a) = 1.

If X is a discrete random variable on §2, for example, if € is an infinite but
discrete probability space, then we can list the values as X (w) € {t1,t2,...}.
The functions E(X) and px are defined exactly as in (4.14), even though this

sum might be infinite:
Z px(a) = 1.

{a:px (a)>0}

In the most general setting, it is possible that F(X) is infinite. It is useful to
think of the expectation of a random variable as a weighted average of the
possible values of X, each value weighted according to the likelihood that X
takes on that value. The definition of F(X) is motivated by the likely average
value of X if X is based on a random experiment repeated over and over.

Not all sample spaces and random variables are discrete. In fact, from the
examples in Section 4.1.2 we see that random variables and the structure of
) as a probability space are integrally connected through probability density
functions. Suppose € is a sample space, then we say a random variable X on
Q) is a continuous random wvariable if there is a nonnegative density function
px, defined on R such that for an interval I C R,

o0

PXel) = /Ipx(x)dx, and / px(x)de = 1.

— 00
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For continuous random variables, for every ¢t € R,

P(X =t)= /t px(x)dz =0, (4.17)

compare with (4.15). In both the discrete and continuous random variable
case, we have both a probability density function and a distribution function
defined by

a

F(a)=P(X <a) = / px (t)dt (4.18)

A random variable with finite pth moment is a random function X on
(Q, B, P) such that X? (pth power) satisfies E(XP) < oo.

Definition 4.2 Suppose X is a random variable on  with expected value .

1. The variance of X, written 02 = o2(X) or V(X) is given by V(X) =
E ((X - u)2). We note that the variance is always non-negative, and be-
comes larger the more that X spreads out from ils average value. Given
that E(X) = p, X has a finite second moment if and only if V(X) < co.

2. The standard deviation, of X is defined as

(fox- m?dP)m,

the square root of the variance. Traditionally we write the standard devia-
tion as o since it is the square root of o%. We define the integral appearing
here in the same way as in (4.13) - (4.16) above.

A random variable X on Q with E(X) = 1 defines a probability Px on
Borel sets in R, called the distribution of X, determined by X, and given by

Px((—00,t]) = PQw e Q : X(w) <t}) = F(t). (4.19)

The notation
P(X <t) = Px((—o00,1])

is commonly used. The function F(t) in (4.19) is called the cumulative dis-
tribution function of X. Every cumulative distribution function is increasing
and right continuous, and satisfies

lim F(t)=0and lim F(t) =1

t——o0 t—+o0

Looking back at (4.13), we define the expected value of a continuous random
variable X with a probability density function px, by

mmzﬁxwwz[zmwm, (4.20)

the continuous analog of (4.16).
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FIGURE 4.2
The density function and the cumulative distribution function for the uniform
distribution on [0, 1].

4.2.1 Examples of distributions

We give a description of some distributions that occur naturally in various
settings.

Uniform Distribution. If Q = = [0, 1] with the usual notion of length
on it and if X : Q@ — [0, 1], then we say X is uniformly distributed on [0, 1], if
for every event A = (a,b) C Q,

P(XcA)=P{wel:Xw) eA)=b—a. (4.21)

In the notation of (4.19), then Px is b — a, and

0 ifz<0
Fit)y=<¢ o if0<a<l1 (4.22)
1 if x> 1.

Normal Distribution. A random variable X is normally distributed with
expected value u and variance o? if

px(t) = ﬂl_m exp(—(t — 1)2/20%), tER,

and therefore .

F(t) = / px(s)ds. (4.23)
The distribution function is a Gaussian, whose graph is shown in Chapter
1, Figure 1.5 and properties discussed in Exercise set 1.2, and Section 1.4.
Its graph is the familiar bell-shaped curve that is symmetric around p. The
standard normal distribution has ;1 = 0 and o2 = 1.

Worked examples 4.3

Show that if X is normally distributed with mean and variance p and o2,
then the random variable

Y =aX +b,a,b € R
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is normally distributed with mean and variance ap + b and a?0?. Therefore,

the random variable X — ; has mean 0 and variance o2.

Solution to Worked example 4.3
Using Equation (4.19)

Fy(t)=P(Y <t

t—a
= <
P<X b )

t—a
= I ( b (4.24)

(t—a)/b 4

e
oo V2o

(t=a)/b
_ L mu(anth)?/2a%0) gy,

oo V2mao

using the substitution v = ax + b. There are a few details left for the reader.
We turn to a few commonly occurring discrete random variable distribu-
tions.
Bernoulli Distribution. Suppose X is a discrete random variable with two
values: 1 (standing for success, positive, yes, etc.) or 0 (representing failure,
negative, no, etc.) If the probability of 1 occurring is p € (0,1) then this dis-
tribution is called the Bernoulli distribution or sometimes the (fair or unfair)
coin toss distribution. We see from the definitions that

~(@=1)?/(20) g

BE(X)=p and o*X)=p(1l-p). (4.25)

The cumulative distribution function from (4.19),is P(X <t)=F(t)=1—p
if t € (0,1), and 1 if ¢ > 1. We show this for several values of p in Figure 4.3.

FIGURE 4.3
The cumulative distribution function for the Bernoulli distribution showing 3
parameter values from the bottom up: p = .8,.5,.25.
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Binomial Distribution. The binomial distribution is used when there are
two possible outcomes of a finite sequence of trials (success or failure, repre-
sented as 0 or 1) and the probability of 1 occurring is always p € (0, 1). Starting
with a single trial that results in a success (X = 1) or failure (X = 0), as with
the Bernoulli random variable, we consider n trials done independently, as
if it were n independent coin tosses. We then have n random variables, all
identical except for the index, where X; = 1 means that the jth trial results
in success. Then the binomial random variable is Y = Z;’:l X, which gives
the number of successes among the n trials, i.e., 0 <Y < n. The sample space
€2 consists of all possible (ordered) n-tuples of 0s and 1s, so 2 = {0,1}". The
sample space contains 2" points.

To compute P(Y = k), we start with the easiest cases. If Y = 0, it means
that all trials ended in failure, i.e., X; = 0 for all j. Therefore

P(Y =0)=P(X1 =0,X2=0,--+, X, = 0)
= P(X1 =0)P(X2=0)--P(X, =0)
=(1=p)"

A similar calculation shows that P(Y = n) = p™ since all trials result in
successes.

For all values of k between 0 and n, there are k successes and n — k failures,
but they can occur in many different ways. By that we mean that of the n
trials, there are different sequences of outcomes for which exactly k successes
occur. Therefore, we need to count the different ways this can happen, which
is the same as choosing k indices from among the n occurring as subscripts
on Xj, as these denote which experiment or trial we are considering. This
is a counting problem of the type discussed in Exercise Set 4.1 (2), and its
solutions below, so we give the formula and refer to the exercises for more

detail. Namely there are
n\ n!
k) kl(n—k)!
different ways of exactly k successes occurring in n trials. Therefore, we have

P(Y =k) = <Z>p’“(1 —p)"*

for all K = 0,1,...,n using the standard convention that 0! = 1. It follows
from basic properties of integration, (4.25), and Section 4.2.2 below that

EY)=E(> X; :ZE(XJ):npv

and
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FIGURE 4.4

The discrete density function (left) with n» = 30 and the cumulative distribu-
tion function (right)for the binomial distribution, showing 3 different values
of p, and k is shown along the x-axis.

since each X; is Bernoulli and they are independent trials. We show the graphs
of the discrete density function py (k) and the cumulative distribution function
F(t) when n =30 and p = .8,.5, and .25 in Figure 4.4.

If Xi,...,X, are random variables, we can define P(x,
(X1,...,X5) : Q@ — R™ and setting:

x,) by viewing

.....

F(tht% ey tn)) :P(Xl,...,Xn)((_OO7 tl] X -+ X (—OO7 tn])

(4.26)
=P(X1 <t1,Xo <ta, -, X, <tp).

The probability P(x, .. x,) is called the joint distribution of Xi,..., Xp.

4.2.2 Independent random variables

Independent random variables are simply special cases of independent events,
defined earlier. We recall that two events A and B are independent if P(AN
B) = P(A)P(B). If X; and X, are discrete random variables, then X; and
X5 are defined to be independent if for all real numbers a and b,

If {X,}nen is a family of random variables such that
Px, = Px, forall jkeN (4.27)

(as defined in 4.19), then we say the Xj’s are identically distributed. If for
every n, we have

the random variables {X,},cn are independent. In other words, the joint
distribution is the product of the individual distributions for independent
random variables.
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Independent random variables have interesting properties, some of which
are discussed in Section 4.4. The following result is used as the definition of
independence by some authors.

Proposition 4.3 Given a sample space (2, B, P), a family of random vari-
ables { X, }nen is independent if and only if for every Borel set B C R, the
events { X, € Blnen = {X,;1(B)}nen are independent events in 2.

Definition 4.4 There are quite a few notions of convergence of random vari-
ables. We mention two.

1. We say a sequence of random variables converges almost surely (written
a.s.) if the convergence is for all points except possibly on a set of proba-
bility zero.

2. We say that a sequence of random variables X, converges to a limit L in
probability if for every e >0

lim P(|X, — L| > ¢) = 0.

n—oo

Remark 4.5 Consider an arbitrary sample space (Q,B, P) with a random
variable X. If B C Q is an event, the random variable Y = xp, defined by

x(w)=1ifwe B, 0 otherwise,

1s called the indicator of B.

a) Since X : Q — R is a measurable function, meaning it is only defined
if B € B, we can view the probability distribution of X, Px on R, as
the pushforward of the probability P (sometimes denoted as X.P), so the
standard change of variables formula applies. In particular,

PX(B):/RXBdPX :‘/QX(Xfl(B))dP:/;Z(XGB)dP' (428)

One can extend the integrand in (4.28) to arbitrary measurable functions
¢ : R — R. Then Equation (4.28) leads to the next several identities for
a random variable X on 2.

b) For a (measurable) function ¢ : R — R and a random variable X on Q,

/R¢dPX = /Q(¢oX)dP; (4.29)

(both might be infinite).
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¢) We immediately obtain the following:

E(X):/QXdP:/thPX(t),

ando?(X) = /R(t—E(X))2 dPx (t).

(4.30)

In AI, often random simulations are run to obtain data or to choose small
subsets of data randomly from large batches of data. The output from these
trials yields sequences of random variables. Therefore, results on independent
random variables gives information on how to interpret the output and refine
the guesses. We start with a few results about mean and variance of the
sequence of trials.

Proposition 4.6 Suppose { X, }nen is a family of independent random vari-
ables, and E(X,,) < oo for each n. Then for each m € N, the random variable
on Q™ given by

Y(wiy .oy wm) = H X (wn)

=1

3

satisfies E(Y) < oo, and

E(Y)=E(]] x.) =[] EX.).
n=1 n=1
Proof. Define ¢ : R™ — R by ¢(t1,...,tm) = [I]"|ta]; then

#(X1, X, ..., Xy) =[1]"|1Xn|. By a slight variation on (4.29) above, we can
write

E(lY]) = A GdPx,,. .. X,

(e

_ H/R [ta] dPx, (tn) = [] E(Xa])-

1

This proves that E(]Y|) < oo, and the second statement follows from using
the same proof, substituting ¢ with []}" ¢,. O

Corollary 4.7 If {X,, }nen is a family of independent random variables with
0%(X,) < oo for all n, then

02(X1+X2+"'+Xn) :ZUQ(Xk)-
k=1
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Proof. We define a new family of independent random variables {Z}, with
mean zero, by Z = X — E(X}). Therefore, for all j # k,

E(Z; 7)) = E(Z;)E(Zy) = 0. (4.31)

‘We now calculate that

o2 (iXk> =F ((i Zk)2> = iiE(ZjZk)a

k=1 j=1k=1
so using Equation (4.31),
DL SEEOR e
k=1 k=1 k=1
as claimed. O

Stochastic process. A collection of random variables indexed by time, dis-
crete or continuous, is called a stochastic process. A discrete time stochastic
process { X, bnen is called a Markov process if the number of possible outcomes
of each random variable is finite or countable, and the outcome of X, de-
pends only on the value of the random variable X,,. (This is discussed more
in Chapter 5.)

4.3 The Borel-Cantelli lemma

A result from probability theory that is used regularly in dynamics, artificial
intelligence, and machine learning is called the Borel-Cantelli Lemma; it deals
with sequences of events (or sequences of sets). Assume that {B,} is a se-
quence of events in 2. Recall that the events are independent if for all distinct
ni,No,...,np € N, k> 2

k
P(By, NN By,) =[] P(Bn))
1

Moreover we need to use the notion from Definition 4.1, namely
limsup B, = (°_, (Up>mBy) and the statement z € limsup B,, is some-
times worded as = € B, infinitely often, and is abbreviated x € B, i.o.
We also use its counterpart liminf B,, = J;_; (Mp>mBn), so the statement
x € liminf B, is sometimes worded as z € B,, for all but finitely many n’s.
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Lemma 4.8 (Borel-Cantelli Lemma) Let {B,}n,eny be a sequence of
events. If ZP(BH) < oo, then P(limsup B,) = 0. If the By,’s are inde-

pendent and Z P(B,) = oo, then P(limsup B,) = 1.

n=1

Proof. From Definition 4.1, we have that for every m € N,
P(limsup B,) < P (U3, Bn) < Y P(By),

and the righthand sum tends to 0 as m tends to oo if Y.°- | P(B,,) < oo. This

proves the first statement.

n=1

We now assume that Z P(B,) = oo and that the B,s are independent
n=1
events. We need to show that
P ((limsup B, )¢) = P(liminf By,) =0,

using 4.1 so it suffices to show that P(NS, BS) = 0 for all m. Since the BS’s

are independent and for t € R, 1 —¢ < e~ ", we have
N N
P(ﬂﬁ[ mez) = H (1 - H —P(Bn) = =e~ Yrem P(Bn)

The assumption implies that the exponent on the righthand expression
tends to —oo, so the expression tends to 0 as N tends to oo, and the result
follows. O

We give a classical illustration of the power of the Borel-Cantelli Lemma.
Random Walk on Z. We consider the random walk on the integers defined
as follows. We start at 0, and flip a fair coin; if the coin turns up heads, we
take one step in the positive direction, and if it is tails, we take one step in the
negative direction. This defines several sequences of random variables. First,
we define the independent identically distributed sequence X,, € {—1, 1} with
P(X,=1)= % Next we set Sy = 0, and define S, = > _, X,,, for each
n € N. S, gives the position of the walker on the integer lattice at time n.
This process is called the nearest neighbor walk on Z.

We let W,, = (w1,...,wy,) be a finite sequence from {—1,1}", and set
N(W,) = #{k : wp = 1}. We have

P(Xl = Wi, 7Xn:wn):2_na

(it is independent of our choice of W,,), and it is easy to see that S, =
NW,)—(n—-NW,)) =2N(W,) —n.
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The question we ask is: does the random walker return to the starting state
of 0 infinitely often? We formulate this in terms of events. The question posed
is equivalent to asking: let A,, be the event that S,, = 0; does lim sup A,, have
positive probability? Clearly S,, = 0 precisely when, after n steps, half have
been to the right and half have been to the left, so the walker is at 0. By the

o0
Borel-Cantelli Lemma, it is enough to compute Z P(A,,), and the answer to

n=1
the recurrence question is yes with probability 1 if the sum diverges. We make
the observation that if we start at 0, then Sogi1 # 0, so P(Agg41) = 0 for all

k. Therefore, Z P(A,) = Z P(Asy,). We can then give a simple counting
n=1 n=1
argument to show that

P(Asn) = P(Say = 0) = 2% (2")

n

Using Stirling’s formula to approximate n! ~ v/27n*1/2¢=" (see the discus-
sion in Chapter 1, Section 1.5, and also [1]).

1 <2n> V21 (2n)2nt1/2e=2n 1
(

22n \ n

\/%nn+1/2€—n)222n - ma
so the sum Y7 | P(As,) is divergent, and with probability 1 the random walk
returns to the state 0 infinitely often by the Borel Cantelli Lemma. There has
been a lot of analysis done on random walks, and it can be shown that using
a coin that is not fair, the probability of returning to 0 infinitely often is 0
(see e.g., [4, Chapter 1]).

Another useful identity is Chebyshev’s Inequality.

Lemma 4.9 (Chebyshev’s Inequality) Let X be a random variable on )
with (finite) mean p and variance 0. Then for a > 0

PIX—pl>a) < (4.32)

5"

s}

Proof. First note that P(|X — u| > a) = P(|X — pu|* > a?). Then define the
random variable Y = x g to be the indicator of the event B = {|X —pu|? > a?}.
Therefore )
v < X -4l
S 2

BE(Y) = P(IX - uf* > a®)

1
< S E(X —up)

3

SO

aiga
and (4.32) follows.
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4.4 Weak and strong laws of large numbers

The laws of large numbers we present here are results about convergence of
families of independent identically distributed random variables on a sample
space €2 to the mean. The types of convergence are what differ among these
results. These results are used for example, when estimating error functions.

Theorem 4.10 (Weak Law of Large Numbers) Let {X, }nen be a fam-
ily of independent identically distributed random variables on 2, each having
finite mean p and variance o%. Then given € > 0,

1 n
lim P(—ZXk—u 25)20.

Proof. Since each X has mean p, it follows that F (% Sory Xk) = 1, SO
%Zzzl X% — p has mean 0. Using Proposition 4.6, it is straightforward to
calculate that

1 — o2
2 [ L _ _7
g (n Z Xk u) n
k=1
Then using Chebyshev’s Inequality,
ollisex
n 2= k= H

and the righthand side goes to 0 as n — oco.

0_2
S 4.33
e < (4.33)

O
Writing S,, = Z?:l X, the Weak Law of Large Numbers says that S, /n
converges to the common mean p of the Xys in probability. Under some hy-
potheses, the convergence is a.s. We state a stronger law, for which a short
proof using ergodic theory is given by the author in ([2], Appendix C]). There
are proofs to be found in the other references listed as well.

Theorem 4.11 (Strong Law of Large Numbers) If {X,},en is a fam-
ily of independent identically distributed random variables on €2, each having
finite mean , then

P Y Xj=p]=1 (4.34)
=1

Jj=

1

lim —
n—o0o N
so L3 X, converges to the mean a.s
n J=1“%J 9 cor

We mention one more striking result about the convergence of random
variables in this setting. We want to convey the notion that a family of
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independent identically distributed random variables, {X,, },en behaves like
a normal distribution in some very precise ways. We give just one result in-
dicative of a body of theorems that can be explored. We point out that the
hypotheses in each of the results in this section, while similar, have key dif-
ferences.

Theorem 4.12 (Central Limit Theorem) Let {X,,},en be a family of in-
dependent identically distributed random wvariables on §2, each having finite
mean p and variance o®. For all s € R

1 n 1 s 2
lim Pl —— (X, —p)<s|=— e /24t
n—o00 O’\/’ﬁ J;( M) B 2T [w

The Central Limit Theorem shows convergence of ali\/ﬁ Z?Zl(Xn — ) to

the normal distribution, using (4.5) and (4.19) in a way that is made even
more precise in other versions of this result given in the references below. The
result is remarkable since the distribution of the random variables X,, could
be quite general, but the distribution of the weighted average has a limit to
the normal distribution in the sense given in Theorem 4.12.

Monte Carlo simulations and Random Number generators

The usefulness of the laws of large numbers is that in machine learning, when
simulating a hard to predict scenario, Theorems 4.10 - 4.12 help understand
how close computer output will be to the true value of what is being approx-
imated. The theory also gives estimates on how long a random simulation
needs to be before the output statistically resembles the exact output, see
e.g., (4.33). When applying the laws of large numbers to the computer mod-
els, other problems creep in. We mention a few because they greatly impact
the fields of AT and ML.

We define a Monte Carlo method or Monte Carlo simulation as a com-
puter algorithm for simulating the properties of a random variable X through
random sampling. To evaluate the mean of a random variable, we turn to com-
puter generation of a partial sequence of independent trials of X, all having
the same probability distribution. The Strong Law of Large Numbers implies
that the mean of these random samples should converge to the mean of X,
and the histogram can show the probability distribution of the possible out-
comes. The term is also used in more general settings, but random sampling
is always involved.

Regarding a basic recurring example of this chapter, if we roll a fair die
over and over we expect the value of 6 to occur 1/6 (or .166...%) of the
time. Theorem 4.11 tells us this should hold, and in fact the Borel Cantelli
Lemma reinforces this fact (see Exercise Set 3.2 to work this out). However,
the expected value or mean of the (collection of) die rolls is 3 1/2, even
though 3 1/2 has probability 0 of occurring, see Figure 4.6. To compound
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FIGURE 4.5

On the left we show a Monte Carlo simulation of rolling a fair die 18 times,
and on the right 6000 times. The vertical axis shows the percentage of rolls
showing the die labelled on the x-axis.

the difficulties, a die is never perfectly made, we never roll it forever, and a
computer does not generate a random integer between 1 and 6 with perfect
randomness. Moreover, speed of computation, reproducibility of outcomes,
and good statistical behavior are all important in a good working machine
learning model.

If we think of the probability theoretical models presented in this chapter as
forecasting models, then a Monte Carlo simulation predicts a set of outcomes
based on the assumption that a fair die roll is the same as generating a random
integer between 1 and 6. The computer simulations in Figures 4.5 and 4.6
repeat the number generation and record the output over and over, each time
using a different random integer generated between 1 and 6. In a typical
Monte Carlo experiment, this exercise can be repeated as often as is needed

S S S S S S S |
200 400 600 800 1000

FIGURE 4.6

We show the output of a Monte Carlo simulation of rolling a fair die n
times, with n shown on the horizontal axis. For each n, we calculate and
plot % 22:1 X.. X is the die value on the kth roll. The black line represents
the true mean value of 3.5.
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according to all the variables discussed: theoretical expectation, accuracy of
the generator, and machine and time limitations.

In Figure 4.5, we show the output from two Monte Carlo simulations of
rolling a fair die. While probability theory says that 16 2/3% of the time we
would roll a 6, we do not see that percentage on a small number of rolls of the
die. In Exercise Set 3.2 we draw more parallels between theory and practice
in the topics in this chapter.

4.5 Exercises and solutions

Each set of exercises relates to a topic covered in this chapter. Detailed so-
lutions for each set are given immediately following the final exercise set.
The first set of exercises is recommended as an assessment for readiness for
the material that follows. The rest of the exercise sets are based on material
presented in the text.

4.5.1 Exercise sets

Exercise Set 4.1: Preliminary self-appraisal of counting and basic
probability

1. A. How many different 6-place airline booking codes are possible if the
first 3 places are assigned letters and the final 3 by numbers?

B. If an airline instead chooses either a number or a letter for each of the
6 places, are there more or fewer possibilities for different codes than
in A?

2. A. We consider the domain X = {A, B,C, D, E}, the 5-point space. We
define functions on X to have values of either True or False; i.e.,
f(A) = True, or f(A) = False, and this holds for every point in the
domain. How many different functions are possible?

B. Under the same hypotheses on the domain and range of each function,
assume that at most one value of False can occur. How many functions
are possible?

3. Darby has 10 books to put on a bookshelf. Four are on computer program-
ming, 3 are on linear algebra, 2 are on geometry, and 1 is a dictionary.
Darby will shelve the books so that books in the same subject are shelved
together. How many different arrangements are possible?
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4.

There are 4 red balls and 2 yellow balls; all the red balls are identical as
are the yellow balls. They will be put in a line in some order. How many
different orderings are possible of the balls?

There are 20 songs on an album. Three will be played each day by Darwin
for a daily playlist; the order is not important. How many daily playlists
are possible? (This is a version of the following general question: From a
set of n distinct objects, how many different groups of size r are possible?)

If a pair of fair dice are rolled (all six sides equally likely to appear), what
is the probability that a 7 will be rolled?

Exercise Set 4.2: Mean and variance

1.

We have the simple experiment of rolling a fair die. This gives a family of
independent identically distributed random variables defined by X, is the
result of the die on the nth roll. Therefore, X,, € {1,2,3,4,5,6}.

(a) Calculate the mean pu,, of X,.
(b) Calculate the variance and standard deviation 0 and o of X,,.

(¢) Explain in words why, even though for all n, X,, — p # 0, this does
not violate the weak or strong laws of large numbers.

. Show that if we have a sequence p,, C R,n > 1, if lim,,_, o, t, = L, then

N
Jn 2= L

Let X1, Xo,... X, be independent random variables, each with probability
density function

0 otherwise.

Fla) = {Cx2 fo<z<l

Determine what C' is and show that

converges in probability to a constant as n — oo, finding the constant.
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Exercise Set 4.3: Borel Cantelli Lemma

1. If a fair die is rolled over and over (infinitely many times) what is the
probability of rolling infinitely many 6s?

2. Let { By, }nen be a sequence of events. Show that if P(limsup B,,) = 0 then
P(limsup BS) = 1.

3. Show that the converse to (b) is false. P(limsup B,,) = 1 does not always
imply that P(limsup BS) = 0 by giving an example.

4.5.2 Solutions

Solutions to Exercise Set 4.1: Counting and basic probability

1. The basic principle of counting is that if two experiments are performed,
and experiment 1 results in p outcomes, and experiment 2 has q possible
outcomes, then there are pg possible outcomes of the two experiments.

By combining experiments, this principle works for any finite number of
experiments.

A.

For this problem, there are 26 letters of the alphabet, so 26 possible
outcomes for each choice of letter, and 10 digits possible, so there are:
26-26-26-10-10-10 = 17,576,000 possible booking codes possible.

. Choosing either a digit or a letter in each spot yield 36 possible out-

comes for the first spot and each of the others. Therefore, there are
365 = 2,176, 782,336 possible booking codes possible, so there are
many more than in A (more than 120 times more in fact).

. Let j € {A, B,C, D, E}. Given a function f on X, for each j, there are

2 possible values, True or False, so there are 2° = 32 distinct functions
possible.

. We note that of the 32 possible functions, under the restriction that at

most one False is a value, most cannot occur. The function that assigns
True to every value is possible, and there are exactly 5 locations to
place a value of False, if one occurs. Therefore, there are 6 possible
functions.

3. We first count that there are 4! different arrangements of the computer
programming books, 3! of the linear algebra books, 2 ways to order the
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geometry books. Next, the subject areas themselves can be ordered in 4!
different ways. Therefore, there are

41-41-31-2 = 6912

different ways the books can be ordered on Darby’s shelf.

If the symbol in the first sentence is unfamiliar, the notation n! refers to
the product n-(n—1)-(n—2) - - - 2-1. We used above that 2! = 2 and 1! = 1.
We also used the principle that to count the number of arrangements of
the computer programming books, there are 4 choices for the first book
chosen to be on the left. For each of those 4 choices, there remain 3 books
to choose from for the book next to it, then for each of those choices, 2
remain. Once one of those 2 books is chosen, there is only one book left
and that goes on the right end of the book arrangement.

4. If all the balls are distinguishable there would be 6! = 720 ways to arrange
the balls. However, many arrangements are the same, so we divide by the
number of different arrangements possible for the identical red balls and
then the arrangements of the yellows. Therefore, there are:

6! 720
_— = = 1
412! 48 g

different arrangements.

The principle used here is the following. We define a permutation of n
objects to be an ordered arrangement of them. We can also view a per-
mutation to be a map f : {1,2,3,...,n} — {1,2,...,n}. See 3.5.1 for
more details. The value of f(1) is what ends up in the first place, f(2) is
what is second, and so on. If there are n objects, and n; are identical, ng
are identical, etc., until n, are identical, then the number of permutations
possible for the objects is given by the following formula:

n!

nilng! - ny!’

5. There are 20 possible choices for the first song. There are now 19 for the
second song, and 18 for the third. In addition though, the order in which
they are chosen does not matter, so we divide out by the fact that the
choices of songs appearing in different orders in the selection process still
give the same playlist. There are 3! = 6 permutations for 3 songs, so the
answer is:

20-19-18 20!

= — = 1140
3! 37!

possible playlists.
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If we start with n objects and want to count the number of different groups
with r elements possible, with r < n, then we write the answer, using the
reasoning we just gave, as follows:

(:) - (n_”;)w (4.35)

6. We may as well assume that the dice are different colors, say yellow and
blue, so that we can easily compute that for each of the 6 possible values for
the yellow die, there are 6 different rolls of the blue die possible. Therefore,
there are 36 possible rolls of the two dice, and 6 of the rolls yield a sum
of 7. The answer is therefore 1/6.

Solutions to Exercise Set 4.2: Mean and variance

1. (a) The X,s are independent so the means fu,, are the same, call it p.

1 7

(b) The variance is

=g (R e P+ 5)
1 35

Since 02 ~ 2.912, the standard deviation o ~ 1.307.

(¢) Since p is not an integer, it is not a possible outcome of X, so the
difference |X,, — | # 0. However the laws of large numbers states
that on the average the difference goes to 0 in two different senses of
limiting operations.

2. Since limy, o0 ftn = L and 2 37 | L = L, we write

1 n
|ﬁZMk - L=
k=1
1 n
:E|Z“’f —nlLl|
k=1

1
< = Ll o — I

%(MN+(TL—N)€)§$+%

<

for large enough N and n > N.
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3. For the probability density function

fa) = {Cx2 fo<z<l1

0 otherwise,

we must have [ f(z)dz = 1. Therefore

1
C/ 22dr =1
0
3 j—
1‘7}1:1 _ 1,
3 =0

so C' = 3.

Then we have for each j the mean of X; is u = fol 3z3dx = %. By the
weak law of large numbers,

1 > o Xj converges to 3/4 in probability.

Solutions to Exercise Set 4.3: Borel Cantelli

1. If By, is the event of rolling a 6 on the nth trial, P(B,) =1/6and ), 1/6 =
00, so P(limsup B,,) = 1. Since the events B,, are independent, then a 6
is rolled infinitely often.

2. Write out the definitions to show this. We do not need the events to be
independent.

3. Consider Q = [0, 1] with the probability measure of length. For all k£ € N,
set Bar, = [0,1/2] and Bag—1 = [1/2,1]. Then P(limsup B,,) = 1 since
every point is in some B,, for n arbitrarily large infinitely often, but also
every point is in some B¢ infinitely often so P(limsup BS) # 0.
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Graphs, shifts, and stochastic matrices

In this chapter we give an overview of graphs, shifts, and Markov chains, and
discuss several prediction and learning models related to these, namely deci-
sion trees, early page rank methods and some current uses of these methods.
We focus on the mathematical tools used for a wide range of applications, and
suggest that the reader try the preliminary problems in the first exercise set
after reading the definitions and terminology given here. Because this chapter
deals with topics that are presented using a wide variety of notation, we stan-
dardize some of the notation for this chapter at the outset. We begin with a
preliminary look at the underlying ideas in graph theory.

5.1 Graphs

Definition 5.1 A graph G is an ordered pair G = (V, E), where V represents
a finite set of nodes or vertices, and E is a set of edges. Each edge connects a
vertex pair (v;,v;), and if the vertex pair is ordered then we say G is a directed
graph. Otherwise it is undirected.

In many settings a directed graph is referred to as a network, but sometimes
the term network refers to a directed graph with weighted edges (see Chapter
6), while other authors use it as a synonym for a graph. The visual presentation
of a graph is important and this is especially important for examples that we
study later in this chapter. A directed graph is drawn with an arrow on an
edge showing which vertex comes first in the ordered pair. An undirected
graph contains no arrows on its edges. To understand moving from one vertex
to another, we think of the vertices as states, locations, or other relevant pieces
of data that change over time or are connected to other states.

Definition 5.2 If G is a graph, we list some common terminology.
e A loop is an edge from a vertex to itself.

e Multiple edges is a term that refers to more than one edge going from
vertex v; to vj.

e An undirected graph with no loops or multiple edges is a simple graph.
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e A path is a list of vertices connected by directed or undirected edges. In a
path on a directed graph, consecutive vertices must obey the arrows on the
edges.

e A path from a vertex vy to itself, with all vertices different from each other
except for vy, is a cycle.

e A directed graph is irreducible (also called strongly connected in graph the-
ory) if there is a path between any two vertices v; and v;. In an undirected
graph, if any two vertices are connected via some path, it is connected.
A directed graph is called weakly connected if replacing all of its directed
edges with undirected edges yields a connected graph.

e The graph G is called bipartite if its vertices can be split into two groups
and there are no edges between any two vertices in the same group.

A tree is a graph that contains no cycles.

The length of a path from vy to v, is the number of vertex pairs (with an
edge connecting them) starting with v; in the first coordinate of the first pair
and ending with v, in the second coordinate; then a loop is a path of length
1 connecting a vertex v; to itself. It is also useful to associate a matrix to a
graph in order to analyze it.

Definition 5.3 Given a graph G with vertex set V.= {vy,vs,...,0,} we de-
fine the adjacency matrix of the graph, call it A, by specifying its entries:
ai; =k, k € N, if there are k edges from vertex i to vertex j, and 0 other-
wise. Sometimes an adjacency matriz is called a transition matrix or incidence
matriz, though these terms have other meanings too.

In Figures 5.1 and 5.2, we show several graphs with their associated adjacency
matrices to their right. The adjacency matrix for the graphs shown in Figure
5.3 is given by

A:

— = =N
_ o O =
— o NN O

1
1
1

as long as the ordering of the vertices is understood. Conversely, given a square
matrix such as

B— B ﬂ, (5.2)

there exists a corresponding graph denoted G that has B as its adjacency
matrix. We show a graph for the matrix B in Figure 5.4; other versions of this
graph are possible, but the paths and loops are the same.

An artificial neural network, henceforth called a neural network is shown
in Figure 5.5 and is usually drawn as a directed graph with a horizontal
tree structure, meaning the graph arrows point from left to right rather than
pointing down or up.
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FIGURE 5.1
A directed graph and its adjacency matrix.

FIGURE 5.2
The undirected graph from Fig 5.1 has a different adjacency matrix.

FIGURE 5.3
Vertices are uniquely labelled and ordered in each graph, and there can be
multiple edges or loops.



176 Graphs and shifts

FIGURE 5.4
The matrix B from (5.2) gives rise to the graph Gp shown.

Vy >

Vi ‘4> Output

FIGURE 5.5
The basic structure of an artificial neural network.
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5.2 Entropy and decision trees

A decision tree is a directed tree graph with one root at the beginning rep-
resenting an entire data set, and a tree graph is used to separate or classify
data at its ends as shown in Figure 5.6. Decision tree construction and anal-
ysis use ideas from tree graphs and probability theory. Decision trees provide
mathematical models that are used to make informed choices regarding data
sets such as predictions about outcomes, or a classification of the data into
several larger outcomes. The model splits a data set consisting of some data
points with attributes that have been recorded, based on some conditions.
The model, when set up optimally, can predict the value of a variable (such
as “infected” vs. “not infected”, “safe credit risk” vs. “unsafe credit risk”),
or variables with more outputs such as the classification of a virus. Decision
trees are commonly used in data mining. The goal is to create a model that
predicts the value of a target variable based on several input variables.

To build a decision tree model, we start with a large data set, usually
comprised of some population of objects (such as people, cars, a genome, or
any group that has data associated to it) to which several attributes form part
of the data set on each individual member of the data population. A typical
goal is to split the data one or more times into a small number of groups

FIGURE 5.6

An example of a decision tree to determine whether to go ahead (light gray)
or stop and do some treatment (dark gray), based on making a few choices of
branch along the way.
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(like age bracket, color, symptom) in such a way as to maximize the chances of
making a correct prediction about or classification of the population. We then
follow the tree along some decision branches to the end of the appropriate
branch as shown in Figure 5.6. The importance of this model is that once
constructed, a computer can sort the data and make the classifications in an
optimal way. We turn to the mathematics that optimizes the branching in a
decision tree.

5.2.1 Partitions

We assume X is an arbitrary set, but it is particularly useful when it is the total
collection of data (thousands of pieces of data) in what follows. We partition
X into a number of smaller sets labelled by the attributes of interest.

Definition 5.4 If X is a set, then a partition of X is a collection P =
{A1, Az, As, ..., A} satisfying Aj € X for each j with

k
JAi =X, and A; N A; = 0ifi # . (5.3)
=1

Each individual set Aj; in a partition is an atom.

In a setting in which we want to classify data, each feature gives a partition of
X into disjoint sets. The labelled choices form distinct branches of a decision
tree as needed, according to the setting. For example, an urgent care clinic
needs to determine quickly if someone needs additional testing or treatment. If
a lot of data exists on ¢ relevant attributes (like fever or not, headache or not,
age bracket, positive or negative fast test, etc.), we sort it into groups. The
ordering of the sorting is key when making a decision tree. We have multiple
partitions into disjoint sets: for each j =1,...,¢q,

kj
Pj = {Aj,l, Aj’Q, ceey Aj,kj}, and U Aj’l' =X. (54)

=1

We now assign a value to each partition, called the entropy of P (we
omit the subscript for now). Entropy can be thought of either as disorder
in the data, or information gained by knowing which atom of a partition an
individual data point belongs to. While entropy was defined many decades ago
by Shannon (see [9] or [5]) to gain information in the setting of communication,
we give a brief derivation and description here. Some refer to this simple
form as information entropy or Shannon entropy. When we assign a value of
entropy to a partition, we make the computation at the level of an atom in the
partition, where we define a (relative) size function or measure of each atom.
For our notation we use the standard convention that if X" is a finite set |X|
denotes the number of elements in X, its cardinality. The measure function,
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denoted by p is a probability whose domain is the collection of all subsets of
X and given as follows: if P = {43, As, As,..., A} is a partition of a finite
set X', then for each 1,

| A

i=1,2,... k.

We note that we use the notation i instead of P used earlier to avoid confusion,
but 1 is a probability function on subsets of X'. Therefore, for any set B C X,
we define u(B) = %. We always have p(A;) € [0, 1] with the endpoints 0 and
1 occurring as values if A; is empty or A; = X. From this we see that p(A4;)
is the probability that a point from X (the entire data set) has the attribute
Ai.

A function € : [0,1] — R is convez if for all A € (0,1) and z,y € [0,1],

EAz 4+ (1= A)y) < A(x) + (1 = A)é(y), (5.5)

and ¢ is said to be concave when £ = —¢ is convex; equivalently, ¢ is concave
if and only if for any A1,..., A\x > 0 with Ele Ai =1, and 21, ..., 2% € [a,],

k n
i=1 =1

We now consider the function that is used to define the entropy of a par-
tition. To define this, we bring in the function ¢ : [0,1] — R given by

6(z) _{ —zlogz if xz € (0,1]

0 if x=0.

We use the convention that 0log0 = 0. More details of the derivation of ¢ are
given in various places, including [5] and the graph is shown in Figure 5.7.

031
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FIGURE 5.7
The concave function ¢ used for entropy.
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Lemma 5.5 The function ¢ has the following properties:
1. ¢ >0 and is continuous on [0, 1].

2. ¢(x) =0 if and only if =0 or z = 1.

3. ¢ is concave.

4. There is one critical point at which ¢ achieves its marimum value.

The proof of this lemma uses calculus of one variable and is an exercise in
Exercise set 5.2. By using partitions, we consider X as a much smaller set of
inputs by using a coarse-grained view: namely for each fixed j, we fix a finite
partition P; = P and use ¢ defined above. Entropy is then a measure of the
randomness intrinsic to the data using this coarse lens, to optimize this type
of reduction.

Definition 5.6 Given a finite partition P = {Ay, As, As, ..., Ax} of a finite
space X, the entropy of P is

k k

H(P) =Y ¢(u(Ai) = = n(A;)log, u(As). (5.7)

i=1 i=1
Properties of H(P) for a partition P.

1. If P is a partition into k sets of equal size, then H(P) = log, k = 1. This
represents the most random phenomenon possible.

2. Otherwise, 0 < H(P) < logn.

3. To prove (1) and (2), use the concavity of ¢ from (5.6). For a finite partition

k k k
H(P) = _Z d(u(A)) = k Z %sb(u(Ai)) <k (Z iu(&)) = logk,
since ¢ (]1{;) = loik.

4. At the other extreme, H(P) = 0 if and only if one of the atoms of P
contains the entire population and therefore the rest are empty; this rep-
resents no uncertainty in the outcome.

We have all the pieces in place to describe how decision trees can be con-
structed. We start with a data set with various attributes that have been
recorded next to each individual that needs to be sorted. To each attribute
we assign a partition and calculate its entropy. We make the first branch in
our decision tree using the partition with the highest entropy. This splits the
data into several sets. We continue each branch using this method (calculate
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the highest entropy within the atom of the partition we are in) until we run
out of attributes, or, if choosing another branch will not add any new infor-
mation. Then assign the relevant value to each individual in the population
after following it down to the end of a branch, sometimes called a leaf.

5.2.2 Example of a decision tree

We describe a hypothetical data set that can be used to illustrate how a
decision tree can arise giving Figure 5.6. An urgent care clinic collects data on
1000 of its patients who come in complaining of certain symptoms. For each
patient, the following data is collected and this collection yields the following
partitions:

1. Does the person have a fever? (400 yes, 600 no)
2. Does the person have muscle pain? (800 yes, 200 no)

3. Does the person have a positive fast viral test, done in-clinic, taking 10
minutes (910 negative, 90 positive)

These questions are to assist with answering the question: does the person need
further testing and/or treatment? Each patient is then represented as a data
point with four coordinates: the first symptom (shared by all 1000 patients),
and three others from 1-3 above, yielding data represented by (S,F/NF, A/NA,
TP/TN). There are 8 different data quadruples possible - all first coordinates
are the same and form the basis for the tree. After calculating the entropies
of the resulting 3 partitions, the first split in Figure 5.6 yields the branches
A=fever, B = no fever. Now these sets are subdivided to obtain the rest of
the tree. Of the 400 patients in Group A, there is a breakdown as follows:

1. Does the person have muscle pain? (350 yes, 50 no)

2. Does the person have a positive fast viral test? (320 no, 80 yes).

For this group after computing entropies, we set a=positive fast test and
b=negative fast test. Then o« = muscles ache, and 8 =no muscle aches. There
were 45 patients from this group that were given further treatment and testing,
all of them with fever, muscle pain, and a positive test result.

Of the 600 patients in Group B (no fever), there is a breakdown as follows:

1. Does the person have muscle pain? (450 yes, 150 no)

2. Does the person have a positive fast viral test (590 no, 10 yes).

Calculating the entropies of these partitions puts the focus on the muscle pain
as the next branch. Therefore, ¢ = muscles ache and d = no muscle aches. The
group in (d) was sent home as it contained no patients with positive tests,
and no further branches were needed. Indeed all 10 of the people who tested
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positive, are in the branch with muscle pain. The patients from this small
group were given further treatment and testing, all of them with muscle pain
and a positive test result.

The raw data looks like the following:
Group A: 400
(S,F,A,P): 45
(S,F,A,NP): 305
(S,F,NA,P): 35
(S,F,NANP): 15
Group B: 600
(S,NF,A,P): 10
(S,NF,A,NP): 440
(S,NF,NA,P): 0
(S,NF,NANP): 150

The example demonstrates one of the many uses of entropy, and shows that
if the decision tree is used, of the 1000 patients who arrived to be checked for
the virus, only 55 end up requiring further testing (which is both slow and
expensive). Larger and more detailed data sets, as well as more analysis of the
factors impacting the outcome, lead to better decision tree models and there
are many versions of this algorithm used. It is an exercise in Exercise Set
5.2 to work out the details of this example, including computing the relevant
entropies.

5.3 Coding information with symbols

A code is a rule for converting information from a source into symbols
to be communicated and analyzed. There are many ways this can be ac-
complished; in the previous section we converted data into labelled or en-
coded vertices. For example, a series of coin tosses can be encoded by
HHTHTTHTTHHHT ..., with very little ambiguity, and we can accu-
rately translate the shorthand for the outcome of this experiment.

If an experiment could be (theoretically) be repeated forever, a point in
the space of potential outcomes is an infinite mathematical sequence. Mathe-
matically we typically represent the experiment of an infinite coin toss using
binary digits:

r=0010110110001....

The sequences of Hs and T's, or Os and 1s, represent the possible outcomes of
an experiment of tossing a coin over and over. A fair coin toss is one where
0s and 1s appear with equal frequency as the experiment is repeated over
and over. The “unfair coin toss” setting, where the occurrence of a 0 has
probability p with p € (0,1), p # 1/2 is also of interest. In this context we
impose a formal mathematical framework on this coding process.
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FIGURE 5.8
Use of color (shades of gray)to show altitude changes in a map is an example
of coding.

Topographical maps show the 3-dimensional terrain of a region, manmade
or natural, on a 2-dimensional surface. These maps often use a color coding
scheme for information. In Figure 5.8, different colors represent bands of values
of the altitude function whose contour plot is shown. The functions used in
Figure 5.8 were generated randomly, but the interpretation of the information
is fairly unambiguous.

Sometimes data is encoded in matrix form, as was discussed in the case
of incidence matrices for graphs above. However the matrix entries can have
many meanings, often with the common goal that data is shown in matrix
form so it can be compressed or classified. The next example provides a simple
illustration of a tool in pattern recognition. With 0 representing a black pixel
or dot, and 1 a white one, matrices can be used to recognize digits. The
matrices A; and As represent two variations of the digit 3 as transcribed in
Figure 5.10. Most combinations of these two matrices would still be recognized
as the digit 3, as opposed to say, 7, which has its own set of possible matrix
representations (see Figure 5.9). The matrices

Ay

Il
e e e e e e e
e e e e e e e
H R ORPFRPROREFHRORRF
HO R R ORORHRREFE O
OR R PRPRORORRFRF~O
— O, PO, OFRRF O
H R, OO RFRFR OO
e e e
e e e e e e e
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FIGURE 5.9
To facilitate zip code recognition for example, numbers are digitized.

and

As

Il
= e = = e R e e e
— o R R R e s e
O R = FEFORFKFFEFO
O = HF= M= OF = F = O
O === OF =M 2= O
O = HFEFORFFFE O
DO DD DD OO O
el el el e e e
el el el e e

FIGURE 5.10
Two matrices representing the number 3.
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FIGURE 5.11
The average of the matrices in Figure 5.10. Gray is the value 1/2 in the
corresponding matrix.

start to form a collection of matrices that define the digit 3 for purposes of
classification. Each digit 0 through 9 gets assigned a collection of matrices.

Suppose we have matrices A;, A, ..., A, all representing some version of a
handwritten or typed 3. Then we average to obtain:
14
Dy=_> A
q =

whose entries are between 0 and 1. Once we have some “average digit ma-
trices”, one of the easiest ways to recognize a handwritten digit is then to
digitize and compare it to the matrices Dy, ..., Dg to find the closest match
(using one of several matrix norms available).

5.3.1 Symbolic dynamics and the shift map

The goal of symbolic dynamics is to follow the coding of a point under suc-
cessive iterates of a map or process that often represents the passage of time.
The shift map o plays a central role in the field of symbolic dynamics; it often
represents the passage of time or movement in space. We begin with a finite
alphabet A = {0,1,...,£ — 1}, which represents a list of ¢ possible states or
“letters”, often coded as integers 0 through ¢ — 1 for the ¢ different states.
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We have already seen that A may be a list of ¢ different colors or letters (H
and T) for example. Then the space ¥, is the space of bi-infinite or two-sided
sequences of elements from A. A point in ¥, is often referred to as a config-
uration since it is an infinite string showing what state each coordinate is in,
and collectively the coordinates of = give a configuration of the space ;. If
r € Xy, we write it as

T=...%j ... T 2@ 1. ToT1X2...Th.-. (5.8)

with each coordinate z; € A. The dot to the left of £y marks an “origin” (Oth
coordinate) for the point. The (left) shift map is denoted o and is defined by

0'($):O'( T—j...T-1+TOT1 )

= ... X120 L1X2...

The coordinate xy often represents the present state, so x( is the state of
the experiment or process now, while the negative coordinates reveal the past
states and the positive coordinates are the future states.

Therefore, the map o is also described coordinate-wise as

0’(1’)1 = Ti+1
for each ¢ € Z. The shift can be interpreted as saying that if
O-k(x) =Y, Yi = Titk,

then after the passage of k units of time, the coordinate yo (the present state
of y = o%(x)) is xy, a state k steps into the future of the point z.

It is useful to consider one-sided sequences for configurations of the space.
In this case we write the space as EZ, and we write points as follows:

Sf={z=.2071 ...} (5.9)

with each coordinate an element of the alphabet A. Typically a point whose
present and future are shown by the coordinates of x € EZ’ can have infinitely
many different pasts.

We denote points in Xy and X as in (5.8) and (5.9) respectively. While the
notation is reminiscent of a decimal (or base £) expansion of a real number, and
there are occasional important connections to real numbers, the dot appears
only to indicate where the Oth coordinate of a sequence is located.

To extract a finite list of coordinates, known as a finite block, string or
word, from a point z, we use the following notation: if £ < j, then

x{l@j} :xkxk+1...xj. (510)
We call a finite block of states,

w=w Wy ... Wy = (W1,...,Wy), wjEA, (5.11)
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H m
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4 0%(x)

0 m1 m2

FIGURE 5.12
The orbit of a single point under iterations of the shift map o.

a word of length n or an n-block. . If w is a word of length n, then
Oy ={z : 2k pn-1y = w0} (5.12)

denotes the set of configurations with the word w appearing starting at the
kth coordinate.

The shift map o keeps a word w intact by moving it to the left as we iterate
the shift map, as shown in Figure 5.12. We describe more precisely what is
shown there. In this way, the shift map can move data around while keeping it
ordered. The top line shows the following point in the space ¥5 = {0, 1, 2}:

r = .0001020120....

The digits are shown as white for 0, gray for 1, and black for 2. Beneath x
we have 4 rows showing y1 = o(z), y2 = o(y1) = 0*(x) yz = o(y2), ya =
o(ys) = o*(x). We see that the word w = 012 is shifted to the left but does
not get broken apart under the shift map . We use the convention that if w
is a word, then x = w means © = www - - -, infinitely often. When working
with symbolic dynamics on a computer, only part of the point x appears, as
in Figure 5.12; for this example, we assume the segment shown repeats over
and over. In other words, we assume x = .0001020120. In applications, there
are various ways to extend the point x beyond its finite window, including
surrounding the part of the word shown with infinite strings of Os.

Dimensions. Because a point in the space ¥y is a string of symbols from an
alphabet A that can be displayed in a 1-dimensional array, we refer to the
space Yy as being a one-dimensional shift space. We can consider the shift
map(s) on higher dimensional arrays of symbols and these are used in image
editing for image recognition problems, viral spread modeling, and population
migration to name a few. For the shift map, it is sometimes useful to consider
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FIGURE 5.13

The orbit of a single point under iterations of a symbolic map that determines
the ith coordinate by looking to its nearest neighbors as indicated. F' returns
the value at x; that represents the majority of the coordinates x;_1,x;, and
Zi+1 as shown below the grid of points.

the top line of symbols represented by colors in Figure 5.12 to be the same as
the bottom line, even though the colors are clearly not in the same place. If
the problem is to search for strings with “a white symbol flanked by a black
on the left and a gray on the right”, then shifting the top line to the bottom
would show all iterations to have that property. There are more complicated
rules that can govern how one configuration of symbols is iterated. We show
the evolution of a point consisting of a string of Os and 1s in Figure 5.13. The
function F' takes a coordinate z; of the point =z = (..., z0,..., 2, ..., ), to
the majority value of the coordinates x;_1,z;, and x;41; then [F(z)]; is the
majority value. Variations of this are used to model disease spread (see [6].
We turn to some connections between graphs and shift maps.

5.4 Markov shifts and subshifts of finite type

We describe in what follows topological Markov shifts, also called Markov
chains. These are used to model systems whose next state depends only on the
present and not on the past. Markov shifts are used to make stock predictions,
perform weather forecasting, and are used in some text generation.

We begin a finite alphabet A = {0,1,...,n — 1} denoting the possible
states of a system and an n x n matrix M = m;; of 0’s and 1’s. From this we
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FIGURE 5.14
The directed graphs corresponding to the Markov shift given by the matrix
M in (5.13) on the left and M? on the right.

obtain the space Xp; C %, (or Xpy C X.7) defined by:

Xm = {ZC €Xy Mgz, = 1Vie Z}

As before, o denotes the left shift on X);. For example, the matrix

M= B (1)} (5.13)

corresponds to the shift invariant subset of ¥y consisting of sequences with no
consecutive 1’s.

Associated to M and Xj»; we have a directed graph written as Gy;. The
vertices Gps are labelled by the states in A and a directed edge connects
vertex i to j if and only if m;; = 1. A finite or infinite sequence of vertices is
an admissible path if any two consecutive states in the sequence correspond
to vertices connected by a directed arrow. The directed graph G, for M
as in (5.13) is shown in Figure 5.14. The length of a finite admissible path
is the number of vertex pairs in the list. Every admissible path of length 1
corresponds to a pair of vertices ¢ and j such that m;; = 1 so that one edge
links state i to state j.

If we want to work with an infinite path, we mark an origin and then
the shift map o corresponds to moving the marked origin to the next vertex
in the sequence. The kth power of M is M* = (mgf)
matrix product of M with itself k times. The integers appearing in M* show
the number of paths of length & connecting vertex i to j, usually labelled so
1,7 =0,...,n— 1. This is shown in Lemma 5.7, whose proof is an exercise.

Lemma 5.7 If Nikj = # of (allowable) paths from i to j of length k, then
ij ij

) and represents the

Starting with the adjacency matrix M from (5.13), we have

M? = {2 1} . (5.14)
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We show the graphs Gy, and Gy in Figure 5.14. Both the matrix and the
graph for M? show that you can always transition from state i to j, with
1,7 € 0,1 if you can use a path of length 2.

5.4.1 Subshifts of finite type

We describe a mathematical tool that is of use in gene mapping. In the def-
inition of a Markov shift, if a 0 appears in the transition matrix M; i.e., if
m;; = 0, then the 2-symbol block ij cannot appear in any point x € Xj;.
This idea can be generalized as follows.

Definition 5.8 Let F be a finite set of words made from the alphabet A. A
subshift of finite type is a space Xr C X, which is defined by the property
that no word in F can appear anywhere in any point x € Xx. A subshift of
finite type or SFT, is the dynamical system consisting of the shift o acting on
Xr.

Example 5.9 1. The full shifts 3, and X are shifts of finite type corre-
sponding to F = {0} since all blocks can occur.

2. The Markov shift given by (5.13) is an SFT with F = {11}.

3. If A =1{0,1,2} and F = {00,222}, then we can also describe the forbidden
set using words of length 3 by setting

F' = {000,001, 002, 100, 200, 222}.

Given F, if p is the longest word appearing in F, then we can rewrite the
list of forbidden words to have a finite list of words all of length p.

Words that do not occur at all in a specific genome are often called minimal
absent words (MAWSs). Further details on this appear for example in [7].

5.5 The Perron-Frobenius theorem and applications

We now discuss a theorem that provided the fundamental mathematical prin-
ciple to set internet searches in motion. The theorem we give here exploits the
connections between graphs and matrices, and utilizes some matrix algebra
to assign rankings to vertices in a graph. Suppose A = (a;;),4,j = 1,...n is
a square matrix and each a;; > 0. We write A > 0, and call A a nonnegative
matrix. If a;; > 0 for all 7, j, we write A > 0, and say A is positive. For a
vector v € R", v > 0 and v > 0 mean v; > 0 and v; > 0 for all j, respectively.
We use I to denote the n x n identity matrix. On finite dimensional spaces
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all norms are equivalent; we use the following norms on matrices and vectors,
convenient for the setting in this chapter.
For v € R", define
olloc = max o],

and for A an n X n matrix, we set
[Alloo = sup{||Av[lec : [[v]|oo = 1}.

We write |v|| and ||A| for these norms here for simplicity in what follows.
When we need to change left multiplication of A by v to right multiplication
of A*, we use (vA)! = A'v! and vice versa, where A" = (a;;) is the transpose of
A = (a;;). For two vectors v, w € R", as defined earlier (v, w) = v - w denotes
the usual inner product (dot product) in this setting.

Of particular interest in dynamics are nonnegative matrices whose rows
all sum to 1. These are called stochastic matrices and a stochastic vector is
a nonnegative vector whose coordinates add up to 1. When associated to a
directed graph, a stochastic vector gives the probabilities of initial states in the
process being modeled and the (ij)th entry in a stochastic matrix represents
the probability of going from state ¢ to state j in one time step. The next result
states that multiplication by a stochastic matrix typically shrinks a vector.

Proposition 5.10 Suppose A € M, is a positive stochastic matriz. If a
vector © = (x1,...,2,) € R™ is not of the form x = (a,a,...,a) for any
a € R, then ||Az| < ||z.

The proof appears in [5] and in Exercise Set 5.2, and we present a simple
corollary about eigenvalues and eigenvectors.

Corollary 5.11 If A € M, is a positive stochastic matriz, then 1 is an
eigenvalue of A with a 1-dimensional eigenspace spanned by v = (1,1,...,1).

Proof. (Av), =Y., agv; = 1 for each k. By Proposition 5.10 there is no
other vector z € R" such that Az = x apart from scalar multiples of v. O

For A a square matrix, the ¢-fold product of A with itself is written as
Al = (al(f)),z’,j = 1,...n. A nonnegative matrix A is irreducible if for each
i,7, there exists some ¢ = £(i, j) such that al(-f) > 0. A stronger condition is
that A is primitive, which is defined by the property that there is some ¢ € N
such that az(f) >0 foralli,j=1,...,n,ie., A’ is positive. We present our
first version of the Perron-Frobenius Theorem.

Theorem 5.12 (Perron-Frobenius Theorem) Assume that A > 0 is an
irreducible n X n matriz.

1. A has an eigenvalue v > 0, which is a simple root of the characteristic
polynomial of A. There exists an eigenvector v > 0 such that Av = rv.
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2. Every other eigenvalue X of A satisfies |\| < r.
3. If A is primitive, then every eigenvalue X\ # r satisfies |\| < r.

Proofs of this theorem can be found in sources such as [5] or [8]. We give some
intermediate results and tools used in the proofs.
The matrices

01 0 1 0
0o 1 0

provide low dimensional examples of stochastic matrices which are irreducible
but not primitive. Since each matrix has both —1 and 1 as eigenvalues, the
last statement of Theorem 5.12 fails to hold.

5.5.0.1 Exponentiation of matrices

Just as we defined the exponential of real and complex numbers, we defined
the exponential of quaternions. The common thread among the definitions is
that we exponentiated vectors (or numbers) in vector spaces where multipli-
cation of the vectors is defined. Likewise, we can define the exponential of a
square matrix, since M, is also a vector space with a multiplication opera-
tion defined on matrices. For any square matrix A, we define the exponential
of A by

A = Ak
e :kzﬁ, (5.15)
=0

where the convergence is in the matrix norm.

We note that if Av = Av, then ev = e*v. In addition, each eigenspace
(and generalized eigenspace) for A and ) is also an eigenspace (and generalized
eigenspace) for e and e*. Suppose A > 0; an important observation is that
eA — 1 >0, and if in addition A is irreducible, then e — I > 0, since for each
1,7 =1,...,n, we have afj > 0 for some k € N. Then (5.15) gives

2 2 j

eA:I+A+A—+...¢e1“—I=A+A—+-~~+£~~
2! 2! J!
Therefore, each entry will eventually be strictly positive in the matrix sum
on the right. This plays an important role in the proofs of the next several
results. We have the following lemma about the action of A and A* on non-
negative vectors when A is irreducible. If r is an eigenvalue for A, then it is an
eigenvalue for A! as well, and we say v is a left eigenvector for r if vA = rv,
or equivalently if Aot = 7ot

Lemma 5.13 Given an irreducible n x n matrizc A > 0, let C = {v € R :
v; > 0,1=1,...,n} denote the positive quadrant of R™ (called the positive
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cone in higher dimensions). If v € C, then both Av € C and Atv € C, and if
v # 0, then both Av and A'v are nonzero.

Moreover if v € C\ {0}, and Av = rv, r > 0, then v > 0. Similarly, if u is an
eigenvector for At in C, for r > 0, then u > 0 (all coordinates of u and v are
strictly positive).

Proposition 5.14 An irreducible n x n matriz A has an eigenvalue r > 0,
with an eigenvector v* > 0. Moreover, r is the only eigenvalue for A with an
eigenvector in C. Additionally the matriz A® has an eigenvector w* > 0 for
r and r is the only eigenvalue for A' with an eigenvector in C. Equivalently
there is a left eigenvector x > 0 such that A = rx.

The next two versions of the Perron—Frobenius Theorem are often used
in applications. If A € M, is stochastic and irreducible, then by Corollary
5.11, 1 is always an eigenvalue with an eigenvector v such that v > 0. By
Proposition 5.14 there is also a left eigenvector for 1 with the same property.
The extra assumption of A being primitive insures that all other eigenvalues
are strictly smaller in absolute value, and the next result shows that therefore
the eigenvector ¢ is dominant under repeated applications of A

Theorem 5.15 Suppose A is primitive and stochastic with left eigenvector
q > 0 for the eigenvalue 1, normalized so that q is stochastic (its coordinates
add to 1). Let E denote the matriz where each row of E is identically q.
Then for any vector x € R", A*x — Ex exponentially fast. In particular,
|A* — E|| = 0 as k — oo.

Corollary 5.16 Let A be a primitive stochastic matrixz. Then for every row
vector x > 0, with Z?:l x; =1,

lim zA* = ¢
k—o00

where q s as in Theorem 5.15.

Proof. We set v = 2! to be a column vector, and then limkﬁoo(xAk)t =
limy o0 (AF)tv = Et(v) = q. O

5.5.1 Applications to PageRank methods

In 1998, Brin and Page developed a search engine that formed the first Google
platform. Now, Google uses multiple ways to address an internet search query
from a user, but PageRank is one of the oldest techniques and has found other
uses. Many believe that the method is still part of the Google search engine
toolkit but their methods are proprietary and not shared. The technique itself
is now widely used so we take a closer look. Further discussion and references
appear in [4].
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The PageRank method uses the Perron-Frobenius Theorem at its core. A
Google search begins with a query input by the user. PageRank is a score
associated to a web page that assesses its importance in a particular search
and is usually conducted only on web pages that contain data matching the
original query. We give a short account of the original method of Brin and
Page to determine PageRank.

From a list of potentially relevant pages containing the queried word or
phrase, a page ranking is obtained by first constructing a nonnegative stochas-
tic matrix as follows. Suppose there are N pages Uy, --- ,Uyn to rank, each
being relevant to the search. The method used to determine importance of
a page Uy is to count how many pages point to U, weighted by their own
importance. Therefore, the PageRank of U, which we write as PR(U;) should
satisfy the following;:

PR(U;)
PR = — .16
(U:) _Z #links out of U, (5.16)
Uj links to Uy

We observe that this takes into consideration that if the page U; has a huge
number of links going out from it, then the impact of it linking to the page of
interest, Uy, is lessened. This can be rewritten in matrix form, and the links
among pages are shown by a directed graph such as the one shown in Figure
5.15. In the graph shown there an arrow from U; to U; denotes a link from
page U; to page Uj.

Let A = (a;;) denote the (usually very large) N x N matrix where a;; =0
if page U, has no link to Uj, and 1/(#links out of U;) if it does. We seek a left

FIGURE 5.15
The links among 4 pages relevant to an internet search, where a directed arrow
denotes a page link.
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eigenvector for the eigenvalue 1 for A if it exists, since if vA = v, then writing
v = (v1,...,0,...,0n), vy = PR(U;) as defined by (5.16). Even though A
has row sums of 1, we do not necessarily have a stochastic matrix, since row
sums of 0 also occur. Brin and Page made a few adjustments to A to yield an
irreducible (positive) stochastic matrix to which the Perron—Frobenius applies,
which we describe here.

The N x N matrix A contains many zeros, in particular, a dangling node
is a page with no outgoing links and corresponds to a row of zeros in A. To
take care of this issue, each row of zeros is replaced by a row of entries of
1/N. We call the new matrix B, and B is a stochastic matrix. There is no
obvious reason for it to be irreducible, but since there is always a very small
probability that a browser might arrive at page U; by chance, we make one
more adjustment which results in a primitive matrix C; in fact C' > 0.

We assign a weight f < 1, but close to 1, to the matrix B, and the
weight (1 — ) to the matrix with each entry %; denote this by Fy. We
define C' = B + (1 — B)Fn. The PageRank vector vp is then defined to be
the left eigenvector of C, for the eigenvalue 1, normalized so that [|vp|; = 1.
The entry of vp with the highest value determines the most important page,
or, in a simple system, the page that is returned in a search.

Example 5.17 As an example, we consider a tiny internet consisting of only
4 pages. They are interconnected via the graph shown in Figure 5.15. This
example is from 5.

The matrix A that would result from the algorithm given in Figure 5.15 is

0o 0 1 0
12 0 0 1/2 |
12 0 0 1/2 |’
1/3 1/3 1/3 0

A= (5.17)

since A is already stochastic we have no need of matrix B, and using 5 = .85,
we get the matrix

0375 .0375 8875 .0375
4625 .0375 0375 4625
4625 .0375 0375 4625
3208 3208 .3208 .0375

We now have C' > 0, and from Corollary 5.16 above, we can take powers
of C' to converge to the matrix whose rows are the left eigenvector for the
eigenvalue 1. Direct computation also show that

vp =~ (.3012,.1040, .3600, .2347)

gives the PageRank vector we seek. Therefore, Page 3 would appear first in
the search, followed by Page 1. The implementation of this algorithm for the
internet is another interesting problem not covered in this chapter.
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5.5.2 Other applications of the PageRank algorithm

The number of pages available for linkage on the internet grew quickly and
the PageRank system became unwieldy due to the number of nodes. There is
a related notion of “localized PageRank” that focusses on a smaller part of the
graph of interest, either focused on pages only on a certain topic or related
to an individual user. An individual user often has limited set of interests
that gets reflected in their use. Additionally, in the graph in Figure 5.15, an
arrow from U; to U; denotes a link from page U; to page Uj;, making U;
an “important page”. The adjacency matrix puts a 1 in the entry a;;. If we
consider the matrix B = A?, where A is the matrix given in (5.17), then
b;; = 1 if a link goes from U; to U;. Since the focus is on (the important page)
Uj, then this reverse PageRank analysis (on B) shows “why U; is important”.

Using this idea, Netflix, Amazon, and many other retail giants nowadays
have an algorithm to predict movies and products, respectively, that their
users might choose to purchase, based on past choices. Localized PageRank,
focused on a single user’s internet clicks, assists in these prediction systems.
If we assign a node of a graph to a social-network-active person, and the
edges represent social relationships among them, then the PageRank method
can help identify influencers, people with an significant online presence that
can persuade others to try something, vote a certain way, or purchase certain
products.

The PageRank method is also helpful in identifying images to display as
a visual summary of a larger set of images returned from an image search.
The method matches earlier searches for the same object and then prioritizes
them so that a “typical” image is provided of the object. For example, if
someone asks “What are the Elgin Marbles?”, a method referred to as the
VisualRank system, based on the Perron—Frobenius theorems, should return
the most recognizable image of the collection. The use of PageRank methods
in biology is quite common as well. In biological applications, nodes represent
genes with edges showing relationships, or the nodes might be proteins and
the edges represent interactions. There is more detail on these applications
given in [4] and the references mentioned there.

5.6 Exercises and solutions

Each set of exercises relates to a topic covered in this chapter. Detailed so-
lutions for each set are given immediately following the final exercise set.
The first set of exercises is recommended as an assessment for readiness for
the material that follows. The rest of the exercise sets are based on material
presented in the text.
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5.6.1 Exercise sets
Exercise Set 5.1: Preliminary problems on graphs

The questions in this first set of exercises pertain to the graphs shown in
Figures 5.16.

1. Assign each of the four graphs all of the following labels that apply to
each one: simple, directed, undirected, tree, bipartite (Most have multiple
labels.) Which of these graphs have: loops and/or cycles? A tree graph is a
connected undirected graph with no cycles. Show that (c) is a tree graph.

® @ @

FIGURE 5.16
A variety of graphs, which we label (a),(b),(c),(d) moving clockwise from the
upper left.
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2. This question refers to the graph in (a).

(a) Write down the 3 x 3 adjacency matrix A for the graph in (a).

(b) What do the entries in A* signify in terms of paths?

3. This question refers to the graph in (b).

(a) Write down the adjacency matrix B for the graph in (b). Count (list)
the cycles of length 2 as well as the cycles of length 3.

(b) Writing A* = (agf))7 show that the number of cycles of length 2 is:
Zj’:l aﬁ) and the number of cycles of length 3 is: 25:1 agi’-).
4. Let G be a graph with adjacency matrix A and let £ > 0. Show that the

number of paths of length &k from vertex i to vertex ¢ is al(-f ). What does
it mean if A¥ = 0, the zero matrix, for some k?

5. How is connectedness or disconnectedness reflected in an adjacency ma-
trix?

Exercise Set 5.2: Entropy and decision trees

1. Prove the properties of ¢ given in Lemma 5.5.

2. We label the partitions at Pg, Pr, P4, and Pr for the partitions involving
initial symptom (S), fever (F), muscle aches (A), and fast test outcome
(T). Compute the entropy of these and the subsequent partitions occurring
later to develop the lower branches.

Exercise Set 5.3: Perron-Frobenius

1. Prove that if A is an n x n matrix such that ||A|| = r for any norm for A,
then if A is an eigenvalue of A, real or complex, |A| < 7.

2. Prove Proposition 5.10: show that if A € M,, is a positive stochastic
matrix and = (z1,...,2,) € R™ is not of the form = = (a,a,...,a),
then for any a € R, then [|Azx| < |||
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3.

Assume that A has an eigenvalue A = 1, with eigenvector z* =
(x1,--,xn) > 0. Define D = d;; to be the diagonal matrix with
dj; = xj > 0. Show that C = D™'AD is stochastic.

. Given that A € M,,, is irreducible set B = e — I. Define C* = {z €

R™\ {0},|z; > 0}. Show that if x € C*, Bz € C* and Ax € C*.

Prove that if M > 0 is a primitive incidence matrix for a graph, then the
associated Markov shift o on ¥, satisfies the following property: for any
two words W = wy---wy, and U = wujus---u; that can occur in Xy,
there is a path in 3, that contains both words W and U.

Given a square matrix M of Os and 1s, with associated shift space X,
and graph G, show that if

Nikj = # of (allowable) paths from i to j of length k,

then N{? = ml(.;-c).

5.6.2 Solutions

Solutions to Exercise Set 5.1

1.

Using the definitions from Section 5.1, we see that (a) and (d) are directed
graphs while (b) and (c) are undirected. Graph (a) is the only one shown
with a loop. In Figure 5.16, we see that both (¢) and (d) are bipartite.
Since (c) is connected but contains no cycles, it is a tree; (d) is a tree as
well. For a cycle, we need to exclude just reversing a path that goes from
v; to vj. Tree graphs should look a bit like trees, with branches.

In order to compare and contrast directed graphs to undirected graphs,
we offer solutions to both (2) and (3) at once.

For the graph (a), we have the adjacency matrix
01 0
A=10 1 1
1 0 0

We note that the loop at the vertex 2 gives a nonzero diagonal entry.
For the undirected graph in (b) with no loop, we obtain the symmetric
adjacency matrix

B =

—= = O

11
0 1
10
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In general, if there are no loops in a graph, then the diagonal of the
adjacency matrix is always 0, and when a graph is undirected the matrix
is symmetric. In particular, for the adjacency matrix of a graph, a;; is the
number of loops at vertex j. Therefore, the total number of loops is the
sum of the diagonal entries of A, which is the trace of the matrix A.

3. The entries of the k-fold products A* (B*) show the number of allowable
paths of length k. Writing AF = (a(-f))7 each al(-f) represents the number

.

of paths from vertex ¢ (or v;) to j of length k.

Using the graph in (a), we look at A% as an example:
1 1 1
Ad=11 2 1
0 1 1

A path from vertex i to vertex j has length n if going along n edges (or
loops) starting at ¢, ends at j. The entry a;; represents the number of paths
of length 3 that go from the node labelled ¢ to node j. For example, to get
from node 2 back to itself, we can traverse the path 2 -+ 3 — 1 — 2 and
we are back at 2 again. Alternatively we can just keep looping around at
2 (three times) to obtain the path 2 — 2 — 2 — 2. The zero entry at ag)
means that there are no paths of length exactly 3 going from vertex 3 to 1,
even though there are paths of length 1,4,5,... (any length greater than
4). In general, directed graphs have fewer allowable paths than undirected

graphs.

4. Suppose there are n vertices in the graph G. Then the adjacency matrix A
is n x n and the ith row of A has a positive entry only where v; connects
to other some vy; otherwise the entry is 0. Similarly, the jth column of A
only has a nonzero entry where an incoming edge links to v;. Therefore,

az(.? ) is the sum of the number of paths from v; to v, and then v, to v; for
all £ =1,...n. That is, paths of length 2 from v; to itself are counted. To

formalize the proof, we use induction on k as follows.

For k = 1, this is the definition of the entry a;;. Assume the statement is
true for A*, then consider what entries appear in A¥*1. Using the argu-
ment above, the induction step follows. If A x k is zero, there are no paths
of length k, so assuming A*~! #£ 0, it means that all paths ended up at a
vertex with no outgoing edges.

5. In a matrix A associated to a graph G, if there exists some 7, j such that
al(-f) = 0 for all £ € N, then this means that there is no path of any length
that connects v; to v; so G is not (strongly) connected. If the graph G
is undirected, the adjacency matrix is symmetric and again we look for

persistent Os in powers of A.
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Solutions to Exercise Set 5.2

1. Ttems (1) and (2) follow from the formula, extending to 0 to make ¢
continuous there, and (4) is a calculus exercise. Showing (3) is equivalent
to proving that £(z) = xlogx is convex on [0, 1]. Suppose we have z < y
in [0,1], and A € (0,1); set 8 =1— \. If z = 0, then we need to show that

£(By) < BE(y). We have

§(By) = Bylog(By) = Bylog(By)) < Bylog(y)) = BE(y),

since logz is strictly increasing on (0, 1]; a similar proof works if y = 1.
Therefore, assume that 0 < x < y < 1. The Mean Value Theorem implies
that

ly) — €+ By) = £ ()A\y — ) (5.18)
for some ¢ € (Ax + Sy, y) and
§z + By) — &(x) = ')Ay — ) (5.19)

for some b € (z, Az + By). Since £’ (z) = —i5 > 0, we have &'(c) > £'(b).
Therefore, using the right side of each equation,

B+ (5.18) = ABE () (y — x) > ABE'(B)(y — 2) = A~ (5.19).

From this it follows, using the left sides of (5.18) and (5.19), that

E(A\x + By) < N(z) + BE(y)-

2. Since Ps = {X,0} (since someone without symptoms does not go to an
urgent care clinic) H(Ps) = 0 so we ignore it. Then we have the following
computations for the first level of branching, using the natural log and
rounding off to 3 digits: H(Pr) =~ .673, H(Pa) ~ .500, and H(Pr) =~
.303. Therefore, we choose branches A and B to correspond to Pr. We
now split branch A. We use an entropy formula relative to the partition
Pr ={Pry, Ppn}, and since pu(Ppy) = 400/1000 = .4, the formula is as
follows:

_ (p(PanPpy) . pu(PanPry)
H(PalPr) == ( M(PF,YJ;Y o8 M(PF,YI;Y )
L—pu(PanPry), 1—uPanPry)
" ( w(Pry) log 1(Pr,y) )

(5.20)
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It is simpler to calculate these entropies by counting, so we could rewrite
(5.20) by

bl P Tl Pl
200 °% 200 T 100 °® 200
80 o 80 _ 320 320
400 %400 " 400 ® 400 )’

350 350 50 50
H(Ps|Pry)=— ( 1 ) ,

H(Pr|Ppy) =— (

yielding H(Pa4|Pry) ~ .377, and H(Pr|Ppy) =~ .500. Therefore, we
branch further at a, with the positive test result, and find the entropy
of the partition into the final symptom. Referring to another source for
the proper notation, we simply count from among the 80 people in Group
A who also tested positive, splitting them into muscle aches or not, we
have

35 35 45 45
HO) = — [ Z21og 22 + 2 1og
(@) ( g 25t 50 18 80) :

~.686.

There are no more symptoms recorded so it is decided to move the 35
patients in the group a to further testing and treatment, and send group
3 home to rest.

Moving to Group B, consisting of 600 data points (patients), none with a
fever, we perform similar calculations

2 oo o= 4 22 o 2
600 °% 600 T 600 % 600
590,590 10 - 10
600 2600 " 600 2600)°

yielding H(Pa4|Pr n) ~ .562, and H(Pr|Pr ) ~ .085.

450 450 150 150
H(Pa|Pp,N) = — ( > )

H(Pr|PpnN)=— (

Solutions to Exercise Set 5.3

1.

Assume that A € M,,,, and ||A]| = r for some norm for A. In Section 3.4.2
we defined several norms for matrices. Suppose that A is an eigenvalue

for A and v is an eigenvector with ||v|| = 1. Then |Av| = |A|||lv| < 7.
Therefore, Spec(A) < r, where Spec(A) = max{|A| |\ € g.(4)}.

. If A € M, is stochastic and positive, and 2* = (1,1,...,1), then Az € R"

with .

j=1
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By hypothesis, assume z # (0,...,0) and let ||z|| = b > 0; then b = |z}, |

for some jo = 1,...,n. By using —x instead of z if needed, assume b = x;,.
We want to show that ||Ax| < b. We can write

b= Z Afi L jg -
i=1
Also, for each k,
(Az)el =Y agii.
i=1

Since not all coordinates are b, there is some x,, # x;,. If ,, <0, then

n
E Qi L
i=1

the last inequality following since each ay; > 0 for each k, including m.
Therefore, |(Az)g| < b.

Otherwise, if all z,, > 0, and

n

n n
< E agiri| < E agi|z;| < E kiTjy,

i=1,i%m i=1,i#m i=1

|(Az)x| =

n n n
(A)i] =Y ariwi < Y apii + Grm@m < Y aridjy,

i=1 i=1,itm i=1
then again |(Ax)| < avsince z,,, < x,. Therefore, || Az|| = maxy, |(Az)i| <

b as claimed.

3. Assume that A has an eigenvalue A\ = 1, with eigenvector z* =
(x1,--,xn) > 0. Define D = d;; to be the diagonal matrix with
dj; = xj > 0. Show that C = D='AD is stochastic.

A nonnegative matrix C' is stochastic if C't = t, where t is the vector of
all t € R, t # 0. In particular, it is enough to test it for ¢ = 1 since

Ct =tC1.

If Av* =a*,2* > 0, set 2* = (21, -+ ,z) and D = d;; to be the diagonal
matrix with d;; = x; > 0. Then

D1 =2 AD1=2z*, and D 'z*=1.

Then C = D' AD is stochastic.

4. For A € M,,,, nonnegative and irreducible, the matrix

K
= K

B=et—T=
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satisfies B > 0 since every al(-]?) > 0 for some k, hence b;; > 0. Then for

each z € K, it follows that Bz > 0.

If there is some = € R™ with Az = 0, then by definition of B, Bx = 0 as
well. Therefore, z € K implies Az # 0, and Az > 0, so Az € K.

5. Prove that if M is a primitive incidence matrix for a graph, then the
associated Markov shift o on ¥, satisfies the following property: for any
two finite words W = wy ---wy, and U = ujug---u; that can occur in
Y, there is a path in ¥j; that contains both words W and U. Since M
is primitive, for some k > 1, there will be a path of length k£ from w,, to
wy. Write the shortest such path as a new word:

Wmarag - ap—2U7.

Then the word
w ai - Qrp—2 U

has length m+ &k — 2+ 5 and by concatenating the 3 paths that make these
words, following one by another, we have the desired path.

6. For a square matrix M of Os and 1s,and associated Markov shift, show
that if

Nikj = # of (allowable) paths from i to j of length k,
then Ni’;- = ml(-f).
We prove it by induction on k. It is clear that

Nl-lj = # of paths of length 1

(5.21)
= Myj (Z 0 or 1).
Before showing the induction step, we claim that
n—1
N =" Nfmy;. (5.22)
£=0

For each ¢, consider the N}, admissible paths of length k connecting z; to
2. Then each such path gives an admissible path of length £+1 connecting
x; to x; if and only if my; = 1. Summing over all £ = 0,1,...,n — 1 proves
the claim in (5.22).

The induction step gives us that

k). -
Nikj = ml(»j) Vi, 7,
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which combined with (5.22) implies that

n—1
k+1 (k) (kD)
Nij = E My, My =my; " .
0
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Neural networks

The formal study of probability has strong historical ties to gambling, in the
sense that while games of chance had existed for millennia, it was the formal
attempts of avid gamblers to increase their winnings that quantified probabil-
ity into mathematical existence. In an analogous manner, the desire of video
gamers to have the best possible renditions of 3D motion on a flat computer
screen led directly to advancements in computer chips. These advances in
chip construction and programming allowed mathematics that we are about
to discuss in this chapter to flourish and be widely used in AI and machine
learning. All the mathematical ideas used in this chapter have been discussed
in earlier chapters, but the ubiquitous use of these tools in neural networks
warrants its own chapter. We give references to the relevant material and ex-
ercises presented earlier. Artificial neural networks, which will be referred to
as neural networks in what follows, have undergone explosive growth during
the past 3 decades. The name refers to the analog of human brain activity,
but in some sense the name is a misnomer as the development of Al and brain
dynamics have followed different paths. A few common traits between biolog-
ical and mathematical networks are that they are systems that can learn and
improve by adjusting connections (weights between nodes). Our emphasis is
on the theoretical and mathematical aspects of feedforward neural networks
and backpropagation.

We describe some models that are able to mimic activities that could be
executed by a person if enough time and patience were available, but for
which some tools are lacking to perform the task efficiently and with optimal
accuracy. For example, Cornell University has developed a bird identification
app called Merlin that improves as more users upload sound and photos of
birds they see. A typical digital image of a bird contains over 1,000,000 pixels
(at 1200 x 960 pixel resolution), and each pixel contain 3 color coordinates
(red, blue, and green). A program that attempts to classify birds by this huge
number of parameters would be virtually impossible. Neural networks give
approximate classifications, and then update the approximating parameters
to shrink the error between actual values assigned and approximate ones.
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6.1 Mathematical structure of a neural network

Using our definitions from Chapter 5, a neural network is a directed tree
with weighted edges. We describe what is often called a feedforward network.
The flow of the graph is through ordered layers of nodes, where a layer is
a collection of nodes with arrows entering only from the previous layer and
pointing only to the next layer as shown in Figure 6.1. Each layer consists
of a fixed number of nodes, a number that can vary from layer to layer, and
each node holds some piece of information (changed to numbers when used
in the program). The input layer is the first layer, and it contains the values

Va

O °

C

Input (Layer 1) Layer 2 Output (Layer 3)

FIGURE 6.1

A 3-layer network is shown. Only edges from layer k — 1 terminate at layer k
nodes, and layer k nodes only go out to layer k + 1. Layers 2 — (N — 1) are
“hidden” layers.
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of the data to be processed, classified, or transformed into an output. The
values of the ng nodes in the kth layer serve as the input for the k4 1st layer.
Typically the input into layer k is then represented as a vector in R™*. It is
then transformed via some simple functions (to be described below, though
most have been discussed already in earlier chapters) into a vector in R™+1.
This vector is stored and also used as input for the next layer. The simplicity
or fast computability of the functions between layers is key to the efficiency
of the neural network.

6.1.1 Width and depth

Assume that the network is comprised of N layers. The input and output
layers (k=1 and k = N) are known to the user; all other layers, from level 2
through N — 1 are referred to as hidden layers, a bit of a misnomer since they
are layers set up in advance. The number of hidden layers is often referred
to as the depth of the network. While the program does not produce output
for the hidden layers, it often stores the intermediate values during training.
Sometimes the nodes are called neurons, for a brain analogy. A deep network
or deep learning refers to a network with many hidden layers, but the number
can range from 3 to thousands. The width of a layer refers to the number of
nodes. A good balance between depth and width is considered for speed and
accuracy and varies considerably among applications.

6.1.2 Weights and biases

At the initial level in a neural network, the input comes from a data set.
A layer typically holds one data sample represented as a possibly very large
vector v! € R™. We first discuss how the vector v* € R™, a layer of nodes,
is transformed into an output of layer k to be used as an input vector v**+1 €
R™+1, Each edge from v¥ to a node vf“ is assigned a weight wfj7 a real
number, positive, negative or 0. We use a matrix to represent the collection
of weights as follows:

k k k
wkl wk? . wk’l’bk
Way Wa2 T Wan,,
Wy = . . . . (6.1)
k k k
Wnprl Wnppg2 oo Whyiny

Therefore, Wy, is an njy1 X ng matrix, inducing a linear transformation. How-
ever since every linear transformation maps 0 to 0, we add a bias vector
bk € R™+1 to better reflect properties of the underlying data at that layer.
We compose the resulting affine function with a sigmoid function of the type
studied in Chapter 1.4. We first pause for a mathematical result to motivate
this action.
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Proposition 6.1 If A; : R" — R™ and Ay : R™ — RY are both affine maps,
then Ay o Ay : R™ — RY is also affine.

Proof. Using the definition from 3.9, we assume there exist matrices B €
Mpnn and C € My, and vectors v; € R™ and vy € R satisfying

Ai(x) = Bz +wv;, and As(y) = Cy+ va,
for all x € R*,y € R™. Then
A0 Ai(z) = C(Br+v1) +v2 = (CB)x + (Cvy + v2).
Therefore, it is affine. O

An important consequence of Proposition 6.1 is that without a nonlinear
sigmoid function in (6.2), neural networks would not need more than one layer,
one affine map would do the trick. However, most phenomena being modeled
are neither linear nor affine so a nonlinear, but preferably manageable com-
position with another function is used. The same nonlinear sigmoid function
can be used at every layer and we discussed properties of sigmoid functions in
Section 1.4 (and its exercises), so we choose one sigmoid function s : R — R
(often the function S given by Definition 1.11), and apply it to each coordi-
nate. A sigmoid function is also called an activation function , since if it takes
the value close to 0, it means the associated node is not activated, but if it is
close to 1, then the node is activated. This label comes from analogs to brain
neuron activation. We pause to clean up the notation so that what follows is
clear. We fix S to be our sigmoid function. At the risk of notational confusion,
if v=(v1,v2,...,v,) € R" is a vector, we define

Sw) = (S(v1),...,S(vn))

to denote the application of the function S to each coordinate separately.
We now consider the following transformations. Set Lo(v) = v. For k =
1,..., N, we define some functions recursively as follows:

Li(v) = S(Wiv +bY), v e R™,

Li(v) = S o Wy (Lg_1v + b¥) € R™+1, (6.2)

LN(’U) =So WN(LN_lv + bN) € R"N+1
We can write Ly as a function of v (initial data input) and some of the
matrices, so L (v) = L (W1, Wa, ... Wi, v). The weights and biases change as
the neural network goes through a process of learning. Therefore, the weight

matrices and bias vectors are called the parameters of the neural network.
The final function that takes the original input to the output is

F:R™ - R+
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and is given by

F(v) = Ly(v) = S(WnS(---S(Wyv +b') +b%---) + V). (6.3)
Since F'(v) gives the output vector, we write the output as

F(v) = (F1(v), F2(v),..., Fuy,, (V) .
Because the weights vary during training, while v is fixed, it is also convenient
to write
F(W) = F(VV,’U), W = (Wl,WQ, . WN)

6.1.2.1 ReLU function

The sigmoid functions, as discussed here and in Chapter 1, compress values
of the affine map value of input to a range between 0 and 1 for the most part.
These functions s(t) have derivatives that approach 0 as ¢ — +oo. Sigmoid
functions are essentially giving a node a weight of 0 if the value is below 0 and
1 if the value is above zero. The bias vector allows the user to shift the cutoff
values to the relevant thresholds. It is often the case that when we get to the
learning step, it is not useful to see so many partial derivatives close to 0 so
a non-smooth replacement called the rectified linear unit (ReLU) function is
used. It is piecewise linear, defined by

s(x) = max(0,x), = €R,

as shown in Figure 6.2. While the ReLU function is considered to be an acti-
vation function, it is not a sigmoid function according to Definition 1.12
Before moving on we point out that the performance of a neural network
is dependent on the choice of activation function. This relates to how wide a
swath of functions can be approximated by compositions of the form (6.3); e.g.,
continuous, smooth, measurable. Theorem 2.13 gives one result along these

o/

FIGURE 6.2
The piecewise linear ReLU function shown is differentiable except at z = 0,
and the derivative only vanishes when x < 0.
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lines and there are many others. The proofs of results about approximation
depend on functional analysis and are beyond the scope of this book. While
approximating smooth, continuous, and measurable functions by functions of
the form (6.3) is an interesting and challenging mathematical problem, at the
other end of the spectrum, classifying images, objects, virus, and language
patterns is equally challenging. For many uses of neural networks the goal is
to match data to an existing discrete classification or perhaps to identify a
novel virus, pattern, or image. Most of the evidence up to now seems to point
to the importance of training the networks properly to get the optimal choice
of weights and biases over inherent restrictions caused by an unlucky choice
of activation function. We see in the next section that the choice can influence
the training process.

6.2 Backpropagation: training a neural network

At the outset, some educated random guesses are made for weights and biases
of the model, not unlike making a first guess of a zero of a polynomial in order
to apply Newton’s method. We denote this large set of weights by W (there
are ny - ngp+1 for the kth matrix of weights, and N matrices). We adopt the
convention that the output nodes do not count as a layer as they do not involve
adjustable weights. For the training process, we only enter data whose output
is known. We have many data vectors to input so we index them by (v(”))lﬂil.
For example, in digit recognition, a range of sloppily written numbers are
digitized and sent through the neural network to view the final output. Each
input vector typically holds information about a number of attributes, so a
data point is a vector

U(p):(v§p),...,v§p),...),j=1,...,n1.

We let yP) = F(v®)) € R denote the output vector, and a?) = (a1, ...,a0)
is the “actual result”, where O = ny 41 is shorthand for the output dimension.
Then a comparison is made between the output y® and P, which defines
an error function, as was described in Chapter 2.4.2 for the simplest type of
neural network.

Typically several (M) data points are sampled at one time. For y € R?,

let
lyllo =/yi+ -+ 2o,

the usual Euclidean distance where the superscript means yj2 =y, -y;j. Anal-
ogously to Chapter 2.4.2, for y(V), ... y(M) ¢ RO,

M
1
= E (@) _ @) 2
E 2M = Hy a ||O (6'4)



212 Neural networks

and 1
&) Py — (0 _ D) (M) _ (M)
VE@y'™W,...,y'?") M(y at,oy a )

with each coordinate a vector in R®. However, if M = 1, then VE(y) = (y—a),
and if y depends on other variables like weights and bias, then we use the chain
rule. Then we set

M
1
TotalError =T = Eo F = WZHF(U(”)) — a3, (6.5)

p=1

The function T can be viewed as a R-valued function of a single data point
(if M = 1) or a function of a M-tuple of vectors in R™ | or as a function of the
weights and biases. We set M = 1 and use one data point, v, because we can
add and take the average of the gradients later. The function T is also called
the cost function or loss function. Since the adjustment of bias vectors is very
similar to that of the weights but simpler, we fix an initial input vector of
nodes, v = v € R™ and fix a set of bias vectors, and view T as a function
of the N matrices of adjustable weights, W = (W1,...,Wx) so

T =T(Wy,Wa,...Wx).

The dimensions are large so we need shorthand for the notation. We say
W € RE where W = (Wy,Wa,...Wy) and W; € REi (and we note that
K; = njnjq1). Throughout the training period for the weight matrices, the
data point v is fixed.

Using ideas from Chapter 2 to find a minimum of 7', we use the gradient
descent method after choosing a learning rate n. (Choosing the appropriate
learning rate involves some finesse.) We then adjust the weights so that, setting
WO = Winit  at step j we define

W =Wt —pvT(WIi™h). (6.6)

The potential shortcomings of this method have been discussed already in
Chapter 2, but it works well in this setting when the computations can be
managed.

We view the error function E = E(W) as a function of the weights with
fixed input data in order to compute VT'(W) € RX or the related linear trans-
formation DT(W) : RE — R so that we can implement (6.6). We refer the
reader to Definition 2.3 for the notion of directional derivatives in multidimen-
sional calculus. We introduce and use calculus of matrices since the meaning
is the same in this setting. It can simplify notation, which is our present goal.
We will calculate the needed derivatives in N layers rather than entry by entry
for all the matrices. The first choice of matrices, W is our variable, and it
has a component for every layer, so Wi = (W, Wy, ..., Wy). We have, for
a “matrix direction” V = (V1, Va,..., Vi), a partial derivative in the direction



Backpropagation: training a neural network 213
of a matrix V; at the point (W% v) defined to be

Dy, F(W™" v) = OF |oV;(W™" v) =
lim F(Wl,WQ,...,Wj +t‘/j,...,’U)—F(Wl,WQ,...,WN,U

) (6.7)
t—0 t ‘t:O'

This is equivalent to differentiating all the entries in one matrix at once.
For V = (V1,Va,...,Vy) € RE we have

DT(W™* )V = VE(F(W™",v)) - DE(W™", )V
= VE(y)- DF(W™® 4)V, (6.8)
and VT (W™ v).V = DT(W™ 4)V.

Applying the chain rule,

DF(Winit, ’U)V
= DF(W™ v)(Vy,Va,...,Vy) (6.9)
= Dy, F(W™" v) 4 -+ + Dy F(W™" v),

so it is enough to compute the partial derivatives layer by layer. For
the backpropagation method we compute down from Dy, F(W™ v) to
Dy, F(Wiit p). Using standard basis vectors as Vs in the (huge) vector space
of weights in (6.8) gives a concrete algorithm for (6.6).

Calculating 9F/0V, (Wit v).

We first give the big picture of our method as the vectors are huge and
the notation is challenging. Usually when taking derivatives of compositions
of functions, we start at the outside function and work our way in. Backprop-
agation works by applying the chain rule, starting at the inner most function
and working our way out, because a lot of the derivatives repeat. We leverage
this repetition to save computations.

The idea presented here is to adjust the entire set of weights Wi by
dividing them into layers of nodes and computing derivatives layer by layer
from Wy backwards to W last. In this way the space of weights is treated as
N-tuples, one “coordinate” for each layer going from level N to level 1.

Using (6.2) to move from layer k to k 4 1, we set

hF(v) = WM L_y (v) 4 b* € R™+1;
then using (2.29), we have
Li+1(v) = S(h* (v)), 0Lys1/0h" (v) = [S(AF)(1 = (") ()] € Mnyyinpss-

The notation [S(h*)(1 —S(h*))(v)] denotes the (square) diagonal matrix with
the coordinate-wise derivative S'(hf (v)) along the diagonal, for £ = 1,...nj41.
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We now proceed to the final calculation.

DVNF(Winit, ’U) _ %F(W“ﬂt, Wznzt + tVN)|t:O
= [S(N)(1 = SN () Vi (6.10)

X LN—l(W””tv W]l\;”tlv )
For k=N —1,

Dy, F(W™" v)
d
Todt
= [S(M)(1 = ST )W Dy, Ly (W™, W, 0) (641
= [S(M)(1 = S(M) ()] W™
x [S(NTH(L = S 1) () V-
x Ly—2(W{™, ..., Wi, v)

F(Wlwnt ant 4 tVN 1,Wmut, |t_0

Proceeding recursively with k decreasing in this way, we end up with

" d "
Dy F(W™ v) = ZF(W{™ Vi, W™, 0)]

= [S(™M)(1 = S ()WF SN (1 = S (v)]

WM S(h) (A = S(h1))(v)]Vav.
(6.12)
We remark that longer and longer segments of the leading factors in the partial
derivatives repeat as k goes down from N to 1. Letting the vectors V; (each
one being a matrix) range over a basis for the large vector space of weights
allows for a fairly efficient computation method.

Once the gradient descent method has brought the error function below
an acceptable threshold, the training is considered to be finished. However,
as more data is added, this training process is frequently repeated. When the
training is completed we view F' as a function of the form:

F:R™ - R,

taking input values of v to output. That is to say, these functions are no longer
viewed a functions of the weights unless further training is undertaken.

6.3 Convolution layers

In Section 3.9 we introduced convolution of matrices. These are often used
if the data is presented as a 2D array of data, containing grayscale or color
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information at a location. As discussed earlier, an m x n array is also a vector
in R™", so it is important to pay attention to the assignment of coordinates
when combining a data point with a matrix. Instead of weighting nodes by
multiplication by a matrix W, for some or all layers k in the expression (6.2),
we use instead

Li(v) = S o Cx (Lj—_1v + b*) € R™+1,

where C'i is a matrix convolution that depends on a kernel matriz K, also
called a filter. In the example given in Chapter 2 we used a 2 x 2 matrix
for simplicity, but usually a 3 x 3 matrix is used (sometimes larger). A single
convolution layer might contain multiple filters, each being used to detect
different patterns or features of the input. As before b* represents adding
on some bias value, but its dimension and presentation depends on how the
output coordinates are grouped.

During the training process, the entries of the kernel matrix are treated as
variables. Using the chain rule, there is a version of backpropagation that is
used to improve the performance of the model.

6.4 Exercises and solutions

Solutions for each set are given immediately following the final exercise set.

6.4.1 Exercise sets

Exercise Set 6.1: Neural networks
We consider a neural network with 4 input nodes, 2 output nodes, and the
hidden layer contain 3 nodes.

1. (a) Give the dimension of the total space of parameters, including weights
and biases.

(b) Using the standard sigmoid function, if the initial weights and bi-
ases are set to 0, what output will be seen for an input vector
v = ('Ul,UQ,'Ug,'U4)

1 -1 0 1
(c) Suppose the initial matrices of weights are: W7 = |2 -1 1 1],
1 1 1 0
1 -1
Wo=|1 -1},

-1 2
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with biases all set to 0. What is the output for the input vector
vo = (1,1,1,1)?

(d) Using the values given, if an output node is activated only if its value
is above .6, how many output nodes are activated by the input vg
given?

2. For a neural network with IV layers before the output layer, ny,no,...,ny
nodes per layer, each with bias vectors b, b%, ... b, if give the size of the
gradient vectors VT'(W), and VT (b), the gradient vectors where every-
thing but the weights are fixed in VT'(W), and VT'(b) denotes the gradient
vector of T with respect to the bias vectors only.

If you want to reduce the influence of one node of the input data vector,
how would you make an adjustment using weights? Can you influence the
relative importance using the bias vector?

6.4.2 Solutions

Solutions to Exercise Set 6.1

1. (a) The dimension of W is 12, b! has dimension 3, the dimension of W5
is 6, and b? has dimension 2. The total weight dimension is 18 and
total bias space is 5, so the weight and bias space is R?3. We can
write a point in the space as: (Wy, Wa,bl,b?) and we see that there
are 23 coordinates in all.

(b) Using the sigmoid function S(t) = L= if the initial weights and
biases are set to 0, what output will be seen for an input vector
v = (v1,v2,v3,v4) then the output will always be (1/2,1/2) since

S(0) =1/2.
1 -1 0 1
(c¢) Suppose the initial matrices of weights are: W7 = (2 —1 1 1},
1 1 1 0
1 1 -1 . .
and Wy = 1 -1 9 } with biases all set to 0. For the vector

v=(1,1,1,1), we obtain output vector U = (.73,.22)

(d) Using the values given, if an output node is activated only if its value
is above .6, how many output nodes are activated by the input vg
given? Only the first node is activated.
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2. The spaces of weights are as follows. We assume the output layer has
dimension ny 41 because Wy is the space of all ny X ny41 matrices. Wy
has dimension nq ne, ..., Wy has dimension n ny+1. Therefore, the total
dimension of the weights is:

ning +ngnz+ - +nynyyr =D,
which is the length of the vector VT (W v), since for fixed v € R™,
T:R? 5 R.

There are bias vectors at each layer, and the bias vector at layer k is in
R™+1. So the dimension is

Ny +ng + -+ Ny +NN41

because a bias vector is added after the last weight matrix has been ap-
plied.
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