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Preface

With great pleasure we introduce this volume of research proceedings from the materials
of the research workshops and the Posters track of the 27th International Conference on
Agile Software Development, XP 2026, held during April 8-11, 2026, at the INSPER-
Institute of Education and Research, Sao Paulo, Brazil

Research papers from the XP 2026 conference were published in the main con-
ference proceedings, LNBIP volume 578. This companion volume, published after the
conference, contains selected and revised scientific papers as well as summaries from
four scientific workshops, the Agile Education and Training track, the Agile Software
Engineering Education in the Age of Al: Rethinking Practices, Pedagogies, and Tools
track, and the Posters track.

The main ambition with the workshops was to foster collaboration, generate new
insights, and advance the field of agile software development. In total, we received seven
proposals for research workshops, of which five were accepted. The selected workshops
were all characterised by a high degree of interactivity, and had potential to attract a
good number of participants on the day before the main conference.

The final research workshop program consisted of five half-day workshops. They
each gathered the interest of from 14—34 participants. This volume includes the selected
research papers from four of these workshops.

e 2nd Agile Practice & Research (PR) Workshop

e The Fourth International Workshop on Global and Hybrid Work in Software
Engineering (GoHyb)

e Human-AlI Collaboration in Agile Teams

e International Workshop on Al for Technical Debt Management in Agile Software
Development (AI4TD)

Out of a total of 35 submissions, 18 research papers were submitted to the workshops,
of which 11 were accepted for publication in the post-proceedings.

This year, the volume also features selected and revised research papers from the
track “Agile Software Engineering Education in the Age of Al: Rethinking Practices,
Pedagogies, and Tools.” A total of five papers were submitted to this track, of which
four were accepted for publication.

The research poster track culminated with an exhibition held on April 9 and included
3 posters, out of which 1 was accepted for publication.

All the tracks listed above followed a single-blind review process in EasyChair, with
each submission evaluated by at least three reviewers.

We express our sincere appreciation to the authors featured in this volume for their
contributions to advancing the field of agile software development. We also thank the
workshop organizers for their commitment to encouraging collaboration and progress
in this area. Our thanks go as well to the reviewers for their careful evaluations and
constructive feedback, which contributed to the quality of the papers.
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We further recognize the important role of all speakers, sponsors, shepherds, chairs,
and volunteers in making this conference a success. Special appreciation is extended to
the XP Conference Steering Committee and to our supporters: the sponsor Google, the
host INSPER, and our partners IME-USP and PUCRS.
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Abstract. Agile software development has been shaped by the interplay
between academic research and industrial practice for over two decades,
yet notable gaps persist between both domains. This paper focuses on
three research-practice gaps: the theory gap, the time gap, and the trans-
fer gap. To address these, the 2nd Agile Practice & Research Workshop
was held at the International Conference on Agile Software Develop-
ment (XP) 2026 in Sao Paulo, Brazil, bringing researchers and prac-
titioners together to identify root causes and develop joint solutions.
Building on two preceding sessions in which contributions of partici-
pants had been presented, participants engaged in a structured collab-
orative session, working in small groups on one of the three gaps and
reflecting on possible causes and remedies. The organizers synthesized the
results into four propositions for improving the research-practice intersec-
tion: (1) improving scientific communication, (2) aligning research more
closely with emerging industrial needs, (3) creating stronger incentives
for sustained collaboration, and (4) integrating educational approaches
into research practice. From these, three calls for research were formu-
lated: (a) broader adoption of open science practices for transparency,
reproducibility, and cumulative evidence; (b) higher empirical quality
standards through stronger theoretical grounding and rigorous design;
and (c) more explicit, value-oriented contributions that clearly articulate
their practical and scientific relevance. The paper offers both a summary
of the workshop and a call to strengthen research-practice collaboration.

Keywords: agile software development - agile practice & research -
empirical software engineering - open science + workshop summary
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1 Introduction

Agile software development has attracted sustained attention in both research
and practice for more than two decades [1]. During this time, a substantial body
of knowledge has emerged on a wide range of topics, including agile methods and
practices, scaling, requirements engineering, and human-centered software devel-
opment. At the same time, agile practice has continuously evolved in response to
changing organizational, technological, and societal conditions [8]. This ongoing
evolution has increased both the need for and the difficulty of maintaining a
strong connection between academic research and industrial practice.

Despite the maturity of the field, important gaps remain between agile
research and practice. Practitioners often perceive research findings as difficult
to access, insufficiently actionable, or only partially relevant to the complexity
of real-world settings. At the same time, academic research frequently struggles
to keep pace with the rapid development of industrial practices and emerging
challenges [2]. To better understand and address this tension, it is useful to
distinguish between different dimensions of the research-practice gaps in agile
software development.

To contribute to this discussion, the 2nd Agile Practice & Research Work-
shop was organized as part of the International Conference on Agile Software
Development (XP)2026. The workshop provided a platform for researchers and
practitioners to share perspectives, discuss current challenges, and jointly reflect
on how the relationship between agile research and practice can be strengthened.
This paper summarizes the workshop and its main outcomes.

In this paper, we focus on three particularly relevant gaps that continue to
shape the relationship between agile research and practice.

First, the theory gap refers to the limited theoretical grounding of much
agile research. Research in the agile community is still dominated by empirical
case studies, which is common in interdisciplinary fields such as agile software
development. However, practitioners often question the external validity of such
studies and whether their findings can be generalized across the broader indus-
try [19]. In addition, literature [21]| points to theoretical limitations, such as a
strong emphasis on framework practices rather than the underlying principles of
the Agile Manifesto [3]. Although agile transformations and related phenomena
have been widely studied (e.g., [4,6]), there is still a need for stronger theo-
retical development that can explain, guide, and sustain agile practices across
contexts [11,16].

Second, the time gap describes the challenge that industrial practice often
evolves more rapidly than academic research. Over the past two decades, agile
ways of working have continuously adapted to new organizational demands, tech-
nological developments, and shifting work environments [8]. Since 2020, this gap
has become even more pronounced due to accelerated disruptive changes, includ-
ing remote and hybrid work as well as the increasing integration of Artificial
Intelligence (AI) into software development processes [14]. While agile teams in
practice often show considerable resilience in responding to such developments,
research frequently struggles to keep pace and to actively shape emerging trends.
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Addressing this imbalance requires closer alignment between the timescales of
research and the realities of industry [2].

Third, the transfer gap captures the difficulty of making academic insights
accessible, understandable, and actionable for practitioners. Although research
generates valuable knowledge, its findings are often not communicated in ways
that directly support decision-making and application in practice. Differences in
language, priorities, and timescales between academia and industry further rein-
force this challenge. Bridging the transfer gap, therefore, requires stronger collab-
oration between researchers and practitioners, as well as formats that translate
research findings into applicable guidance for real-world agile settings [19,20].
Together, these three gaps underscore the need for stronger academia-industry
collaboration and form the conceptual foundation of the workshop summarized
in this paper.

The paper is structured as follows. Section 2 outlines the workshop organi-
zation and thematic structure, followed by the results of the collaborative dis-
cussions. In Sect. 3, we present our propositions to close the gaps before this
summary closes with the calls for future research in Sect. 4.

2  Workshop Organization

Building on the results and findings of the first edition of the workshop in
2025 [13], the second edition aimed to further strengthen the dialog between
academia and industry. The workshop was designed as a half-day event within
XP 2026 on 08.April 2026 in Sdo Paulo, Brazil. Based on the three gaps, we
invited contributions from both researchers and practitioners that addressed
challenges and opportunities at the intersection of agile practice and research.
This year, we brought together 20 researchers and practitioners with diverse
backgrounds, from Master’s and PhD students to professors, and from consul-
tants to software engineers and developers.

2.1 Session 1: Bridging Time and Transfer Gaps Between Research
and Practice

The first session focused on the challenges of aligning academic research with
the pace and needs of industrial practice. Diebold [5] addressed this issue in his
contribution Designing Transfer-Ready Research Artifacts for Ways of Working,
which discussed how research-based insights can be translated into practitioner-
oriented artifacts that remain theoretically grounded while becoming easier to
apply in real-world contexts. Walter et al. [18] further explored this challenge in
Aligning Research and Product Development through Multi-cycle Design Science
Research: An Experience Report, presenting a model for synchronizing academic
research cycles with product development needs in industry. Contributions in
this session therefore focused on solutions on how research can remain relevant
in rapidly changing agile environments and how academic knowledge can be
communicated in ways that are more accessible and actionable for practitioners.
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The discussion highlighted the need for more timely research, stronger exchange
formats between academia and industry, and better mechanisms for translating
findings into practical guidance.

2.2 Session 2: Grounding Research for Practice: Closing the Theory
Gap

The second session addressed the theory gap in agile software development
research. Geger et al. [9] contributed with From Education to Evidence: A Collab-
orative Practice Research Platform for Al-Integrated Agile Development, showing
how project-based agile education can serve as a collaborative research platform
for generating timely, practice-relevant evidence. Rook et al. [15] complemented
this perspective with Closing Research—Practice Gaps Through Action Research:
Empowering Teams to Strengthen Their Team Effectiveness, which demonstrated
how action research and theory-informed feedback loops can support teams in
improving their ways of working while contributing to empirical theory devel-
opment. Contributions in this session emphasized the importance of stronger
theoretical grounding in order to move beyond isolated empirical observations
and generate knowledge that is transferable across contexts. The discussion also
raised the question of how theory development in agile research can be better
connected to the realities of practice, so that conceptual advances remain both
scientifically rigorous and practically relevant.

2.3 Collaborative Session

The collaborative session was designed to move beyond the presentation of indi-
vidual contributions and to foster a structured discussion on how the identified
gaps between agile research and practice can be addressed. To this end, the par-
ticipants were divided into three small groups. To form the groups, the three
tables at which the participants were initially seated were used as a starting
point. Some participants were then asked to join a different group in order to
ensure diversity with regard to participant characteristics (e.g., gender, age, and
practitioner or researcher background) as well as to enable balanced group sizes.

Each group was assigned one of the three previously identified gaps, namely
the theory gap, the time gap, or the transfer gap. During the group work phases,
the groups self-organized and documented the results of their discussions on
sticky notes. The collaborative session comprised three small-group activities
(15-minute timeboxes each) covering the following topics:

(a) root causes of the gaps: each group was asked to discuss and identify
potential root causes underlying its assigned gap. Participants were encouraged
not only to name possible causes but also to justify and critically reflect on them
based on their own experiences from research and practice.

(b) solution ideas to address the gaps: the groups were invited to develop
concrete solution ideas aimed at addressing the identified root causes and, con-
sequently, contributing to closing the respective gap.
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(c) 15% solutions: each group identified measures that they could imple-
ment immediately on their own and without additional support or resources to
realize the solutions developed in activity b). For this purpose, a method from
Liberating Structures was applied.

The time between the activities was used for plenary discussions of the indi-
vidual group results, allowing participants to compare perspectives across groups
and relate the proposed solutions to the broader challenges at the intersection
of agile practice and research. For this purpose, the whiteboard walls in the
workshop room were used to enable cross-group documentation of the results.

2.4 Synthesis of the Workshop Results

After the workshop, the insights generated during the collaborative session were
synthesized by the attending workshop organizers (Author 1 and Author 2 of this
summary). The synthesis was conducted immediately after the workshop in the
same room. This enabled the documented results of the workshop participants to
be used directly as input since they were still displayed on the whiteboard walls.
In the first step, the identified root causes (activity a) and proposed solution
ideas (activity b) were thematically categorized. In the second step, relation-
ships between root causes and solution ideas were systematically analyzed in
order to identify recurring patterns and overarching connections. Based on this
synthesis, we derived a set of propositions aimed at improving the intersection
between agile research and practice. In addition, we formulated specific calls for
researchers intended to encourage the software engineering (SE) community to
actively contribute to closing the identified gaps.

3 Propositions for Optimizing the Intersection Between
Research & Practice in Agile Software Development

Based on the presented contributions, discussions conducted during the collab-
orative session and the subsequent synthesis of results, we derived four proposi-
tions to improve the intersection between research and practice in agile software
development. These propositions reflect recurring themes across the identified
root causes and solution ideas and point to areas in which more systematic
change is needed.

Proposition 1: Scientific Communication — A first proposition concerns the
communication of scientific knowledge beyond academic audiences. A key bar-
rier between research and practice is that practitioners often struggle to under-
stand and apply research findings. To address this issue, scientific communication
skills should be more explicitly integrated into PhD study programs and other
forms of research training. Researchers should be better prepared to present their
work not only in academic settings but also in practitioner-oriented environ-
ments such as industry conferences, meetups, and community events. By doing
so, researchers learn to identify the similarities between their own motivations
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and those of practitioners. In addition, the SE community should experiment
with alternative dissemination formats, including podcasts, vlogs, blogs, or sim-
ilar channels. These formats could include, for example, new research results in
practical language, instructional videos demonstrating how science and practice
can collaborate, or success stories of previous collaborations in order to commu-
nicate evidence-based findings more broadly, more quickly, and more efficiently.

Proposition 2: Value the Momentum — A second proposition emphasizes the
importance of aligning research more closely with the topics and dynamics cur-
rently shaping industrial practice. To achieve stronger relevance, researchers need
a greater awareness of those issues that practitioners perceive as urgent and valu-
able. In this context, the notion of value plays a central role. Research should
more explicitly address practical concerns such as return on investment, business
value, process-related pain points, and regulatory challenges. Furthermore, the
discussions highlighted that strong networks in practice are essential for recog-
nizing emerging topics early and understanding their relevance. Building and
maintaining such networks can therefore help researchers engage with practice
at the right time and with greater impact.

Proposition 3: Emphasize Incentives Between Research & Practice — The third
proposition addresses the need for stronger incentives that encourage exchange
and contribution between research and practice. One challenge lies in the absence
of sufficiently visible and attractive mechanisms that motivate both communi-
ties to engage with one another. For practitioners, collaboration with academia
may create opportunities to increase internal visibility, strengthen their influ-
ence within organizations, and contribute practical ideas to the broader scientific
discourse. For researchers, closer interaction with practice can improve the rel-
evance, visibility, and applicability of their work. Thus, more explicit incentive
structures are needed that make the benefits of collaboration tangible for both
sides and encourage sustained engagement across the research—practice divide.

Proposition 4: Integrating Educational Approaches into Research Practice —
The fourth proposition focuses on the integration of educational concepts into
research practice. The workshop discussions suggested that state-of-the-art edu-
cational methods, such as project-based learning, may provide valuable inspira-
tion for the design and execution of research projects. Applying such approaches
could help to structure research work more effectively, foster iterative learn-
ing, and sharpen the focus of project outcomes. In particular, this may support
researchers in narrowing down research contributions and increasing the clarity
and usefulness of outputs. Educational integration can therefore be understood
as a way to strengthen both the process and the outcome orientation of research
in contexts where relevance to practice is essential.

4 Conclusion & Call for Research

By synthesizing the results of this workshop, we also came up with specific calls
for other researchers aiming to close the identified gaps:
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Call 1: Establish a mandatory Open Science paradigm: To be able to increase
transparency and thus understandability of research contributions, we call for
a mandatory Open Science paradigm. Under the Open Science paradigm, we
understand in accordance with Mendez et al. [12] making research artifacts avail-
able to the public. The paradigm further expands to the openness of datasets
themselves, data collection and analysis documentation, or open access, which
can be ensured by publishing accepted papers as pre-prints. As the discussion on
open science in SE goes back more than half a decade, we see the need to push
this paradigm much further forward. Even if high quality SE venues like the
International Conference on Software Engineering (ICSE) or the International
Symposium on Empirical Software Engineering and Measurement (ESEM) have
adopted mandatory Open Science policies, we notice that the majority of SE
venues have not followed suit yet. We are aware of upcoming challenges and
problems, e.g., regarding confidential datasets and open questions on how to
deal with losing important contributions by enabling mandatory open science.
But we see the need to move more into the direction of replicability and repro-
ducibility of studies in the various different contexts to increase the chain of
evidence in empirical SE research.

Call 2: Embrace the empirical research quality criteria towards high standards
of rigorous, replicable and theory grounded research: Following-up on the initial
call above, we want to engage other researchers to focus even more on empirical
research quality criteria and to push their own approaches more towards so-called
gold-standard principles. We mean by that not only following standardized or
established guidelines for preparing, conducting, and reporting research results.
We further want to point to specific research quality criteria. Empirical SE
research should be designed by a grounding theory. An analysis by Schmid [16]
shows that empirical research focuses mostly on analyzing phenomena while not
considering a theoretical grounding. By respecting quality criteria and grounding
empirical SE research on a theory, we aim for replicable or reproducible research.
In summary, this is what we call a gold standard for empirical SE research.

Call 3: Towards more explicit research contributions: Finally, we want to point
out the very important facet of research contributions. The focus on contribution
is typically grounded by providing arguments for expanding the existing body of
knowledge with valuable additional findings. Although researchers are aware of
this important aspect related to their research, it typically lacks one very specific
point: What is the value of the results and/or findings? Furthermore, from a
so called research gold standard claim, one has to consider that for research
preparation and conduction in a systematic manner, the focus on contributions
remains lacking. For example, Lago et al. [10] analyzed 91 ICSE ’best’ papers
between 2013 and 2024 and showed in their study that conclusion validity is the
least considered threat in these studies.

Interestingly, these findings show that we are not only challenged by the
question of how we should explain or state such contributions but also how to
critically reflect on these aspects as part of the limitations.
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To summarize, from our point of view, research contributions are mainly
divided into two categories: a) Artifacts grounded by research findings or results
and b) Artifacts grounded in research methodologies. To be more precise, we pro-
vide two specific examples. As an example of an artifact grounded in research
findings, we refer to the framework “Genau Meine Arbeitsweise” [5] discussed
by the workshop participants. The value of this framework lies in enabling prac-
titioners to reflect on their own ways of working and to adapt them in a more
sustainable and deliberate manner. In this sense, the artifact translates prior
empirical findings on work practices, reflection, and organizational change into
an applicable instrument for practice. An example of an artifact grounded in
research methodologies is the platform “Columinity.com” [17], presented and
discussed in the workshop. During its use, the platform supports the system-
atic collection of scientific data while simultaneously guiding teams in applying
Action Research principles in their own organizational context. Hence, the arti-
fact creates value not only through its practical functionality but also by embed-
ding a rigorous research methodology into real-world practice and thereby closing
research-practice gaps. We provide additional material from the workshop in our
git repository [7].
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Abstract. Agile software development evolves so rapidly that research
struggles to remain timely and transferable—an issue heightened by the
swift adoption of generative Al and agentic tools. Earlier work has high-
lighted a theory gap, where findings lack a clear conceptual basis for
reuse, a time gap, where results arrive too late for practical decisions,
and a transfer gap, where insights are not packaged in forms practitioners
can readily apply. This paper introduces a project-based, Al-integrated
agile education platform as a collaborative practice research environ-
ment positioned between controlled studies and real-world industry set-
tings. The platform enables rapid inquiry through sprint rhythms, quality
gates, and authentic stakeholder involvement. We present a framework
that specifies iteration structures, recurring events, and quality gates for
Al-assisted engineering artifacts. FEarly results from several semesters,
including project pipeline development, cohort growth, and stakeholder
participation, suggest that the platform can generate practice-relevant
evidence efficiently while preserving the contextual conditions needed
for reuse. Finally, we outline future steps to enhance governance and
evidence capture.

Keywords: agile practice research - Al-integrated agile development -
collaborative practice research platform - project-based agile
education - transferability

1 Introduction

Agile software development [1] evolves rapidly, driven by distributed work, new
tool ecosystems, and the rise of Al-supported development. Practice research
aims to close the gap between research and practice, but major challenges remain:
the theory gap, where results lack a sufficiently explicit rationale for reuse, the
time gap, where industry changes faster than research cycles, and the transfer
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gap, where findings are not translated into accessible forms for practitioners.
Together, these gaps hinder the production of relevant, usable insights [6].

The rapid adoption of generative Al and agentic tools makes these chal-
lenges even more urgent. In this work, it is argued that AI influences not only
how teams develop and test software, but also shapes core agile practices. From
this perspective, this raises questions around quality, responsibility, and trust,
increasing the need for timely and transferable socio-technical guidance.

Recent discussions highlight two main research strategies: research-led
(Mode-1) studies using controlled, theory-driven designs, and collaborative prac-
tice research platforms (Mode-2), where researchers and practitioners co-create
and test interventions in real settings, sharing insights through rapid feedback
loops [6]. The latter is especially suitable for the fast-moving context of Al-
integrated agile development.

We propose and show how to realize such a collaborative platform via project-
based, Al-integrated agile education. Structured sprint cycles, explicit quality
gates, and authentic stakeholder involvement position this approach between
lab studies and industry practice, enabling rapid, contextualized research.

The study program, which will be presented in this paper, becomes a long-
term collaboration space where practitioners contribute real challenges and stu-
dents test solutions in sprint-based teams. This supports fast iteration, system-
atic evidence capture, and the packaging of transferable guidance for practice.

Our investigation is structured around three questions: (1) How can project-
based, Al-integrated agile education serve as an effective collaborative research
platform given these challenges? (2) How can this be implemented through a
practical framework with sprints and quality gates? (3) What early results and
implications emerge for timely, transferable Al-integrated agile practice?

2 Designing Al-Integrated Agile Education: Al
Engineering Study Program

Teaching agile effectively requires learning formats that go beyond lecture-centric
instruction: students need repeated, authentic project settings in which team-
work, evolving requirements, and continuous feedback are experienced rather
than explained. At TU Clausthal, we have already operationalized this princi-
ple in the project-based study program Digital Technologies, where agile meth-
ods (e.g., Scrum), project management, creativity techniques, and teamwork are
taught and internalized through practice in real projects [2], [7].

With generative Al the need for such practice-oriented formats becomes even
more pressing. LLMs and agentic Al increasingly support engineering activi-
ties, but they also introduce risks regarding quality, traceability, and responsible
decision-making. Many curricula still implicitly prepare students for a work-
place without Al, creating a qualification gap. We therefore follow the same core
educational hypothesis that proved successful for agile education: project-based
learning is a powerful vehicle to develop Al competence in context, because it
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forces students to apply AI tools under real constraints, to reflect on limita-
tions and failure modes, and to take responsibility for outcomes through human
oversight.

Building on these foundations, we developed the Al Engineering study pro-
gram concept. Its key idea is to combine a shared core curriculum with discipline-
specific specialization tracks. The core curriculum establishes a common baseline
across all students, covering programming and software foundations, AT literacy
and data-related skills, and agile development practices so that students can
collaborate in interdisciplinary settings. On top of this base, students choose an
engineering focus (e.g., Al Software Engineering, Al Mechanical Engineering, Al
Material Engineering), in which domain-specific competencies are developed and
repeatedly connected to the use of Al as an engineering tool (“Al as a tool for
engineering,” not only “Al as a product”).

30 ECTS— o .
Mathen_latlcal Mathematlcal Stochastics and Statistical methods Specialization track
foundations of foundations of ,
2 : 7 4 module
engineering engineering
25 ECTS—
pe Specialization track .
- - SR
track Spe n track | Specialization track
module module
15 ECTS.
T | | Sz i General studies 1 General studies 2
modul
10 ECTS—

Project Class C: Al
Project Class A: Project Class B: Use Cases in Interdisciplinary Interdisciplinary Interdisciplinary
Programming Al Materials Science Project 1 Project 2 Project 3
and Engineering

1rst Semester 2nd Semester 3rd Semester 4th Semester 5th Semester 6th Semester

Project work  General studies |Specialization fracki Mathematics  Foundation in Programming, Al and Engineering

Fig. 1. Model curricula of the bachelor program AI Engineering

A distinctive structural element of the program is that a substantial share of
the workload is realized in project-oriented formats (approximately one third),
where students apply agile methods and AI tools end-to-end on realistic prob-
lems: iteratively, in teams, and with continuous feedback. These projects are
designed as authentic socio-technical learning settings in which students experi-
ment with Al-supported workflows, evaluate results critically, and learn how to
embed Al usage into engineering quality assurance and accountability. The cur-
riculum itself is treated as a learning, agile system that is iteratively improved
with input from students, educators, industry, and societal stakeholders, and
designed for transfer (e.g., reusable materials and modular extensions).

The structure of the study program with the regarding European Credit
Transfer and Accumulation System (ETCS) is summarized in the model curric-
ula shown in Fig. 1: they make explicit (i) the shared core curriculum that estab-
lishes a common foundation in programming, mathematics, Al/data competen-
cies, and agile ways of working, and (ii) the subsequent engineering specialization
tracks that deepen domain-specific knowledge while maintaining a consistent Al-
augmented engineering perspective. Importantly, the figures also highlight the
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program’s strong project-based backbone: project classes and recurring interdis-
ciplinary projects are distributed across the semesters to ensure that students
repeatedly apply agile practices and Al tools in authentic team settings—first
to build fundamental skills, then to develop and evaluate discipline-specific Al
use cases, and finally to integrate them in larger interdisciplinary projects and
the bachelor thesis.

From Study Program to Collaborative Practice Research Platform. Beyond edu-
cation, the program functions as a collaborative practice research platform
for Al-integrated agile development. In this platform, university lecturers and
researchers frame questions and synthesize insights, external stakeholders bring
real problems and constraints, and students implement and evaluate sprint-based
interventions under realistic conditions. Evidence is captured through a recurring
artifact backbone, including backlogs and user stories, repositories, architecture
and test artifacts, review presentations, retrospectives, and explicit quality gates
such as review parties, repository-based assessments, and oral exams. The point
is not only to observe learning, but to capture evidence of Al-supported engi-
neering practice, decision-making, and accountability.

3 Al-Integrated Agile Project Framework: Case Study

This section reports a case study of our second-semester bachelor project in
which teams conduct Al-integrated agile development, i.e., they deliberately use
Al tools as part of their everyday engineering work while remaining accountable
for outcomes. The following subsections operationalize our Al-Integrated Agile
Project Framework through roles, iteration structures, learning mechanisms, and
quality gates. Students enter with basic skills in Python, knowledge of object-
oriented programming in Java, and familiarity with fundamental development
tools such as Git. In addition, foundations in UML-based modeling, Scrum-based
development, and project management have been established in prior courses.
This project serves as a representative example of the projects conducted in later
semesters, since all structural elements (Scrum framework), and time schedules,
like presenting (intermediate) results, are consistent between all offered projects.

3.1 Roles and Responsibilities (Including AT Accountability)

Teams typically consist of four to six developers, a Product Owner (teaching
assistant), and a Supervisor (professor). While students initially act as devel-
opers, they gradually assume Product Owner responsibilities, for instance by
writing user stories and refining acceptance criteria. The technical goal of the
project is to develop a browser-based multiplayer game based on a given phys-
ical board game [3]. In Al-integrated work, a key expectation is accountability:
teams must be able to explain and justify Al-supported decisions and artifacts
(e.g., code, tests, and design choices), including limitations and risks.
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3.2 TIteration Rhythm and Events

The project follows the Scrum framework over seven two-week sprints. Stan-
dard events include bi-weekly update meetings called “Dailies”, mid-sprint “InBe-
tween” presentations, and Sprint Reviews. Additionally, cross-team “Review Par-
ties” are designed after sprints 3, 5, and 7 to present results to a wider audience
and to create comparable checkpoints across teams.
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Fig. 2. Time schedule of Al-integrated Agile Projects

Figure2 summarizes the time schedule of a typical project, including the
integration of different learning units (Schools) into the sprint cadence.

3.3 Learning and Transfer Mechanisms

To introduce new knowledge, we employ “Schools”—hybrid lecture-exercise units
on technology and architecture. Al assistance is embedded into each School;
instructors demonstrate capabilities and limitations (e.g., refactoring, testing)
alongside technical concepts. Assignments require students to verify AI out-
puts against project constraints. This approach supports learning by providing
authentic Al usage under pressure and improves transfer by making Al usage a
visible, repeatable process. Importantly, AT use is not rewarded as tool use itself,
but only when students can justify its contribution to an accountable, correct
solution.

3.4 Quality Gates and Evidence Points

While AT is used throughout, we ensure deep understanding through explicit
quality gates: individual oral exams (20 min) and presentations serving as living
documentation. There, the team members have to convince with their knowledge.
This creates a lightweight traceability layer that prevents superficial Al use and
serves as a recurring evidence point for research, ensuring that Al-supported
engineering decisions are understandable and accountable. In practice, the rel-
evant research evidence is the combination of AI inputs, human judgment, and
the resulting project artifacts.
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4 Early Findings: Observations and Implications

This section reports early evidence from applying the proposed collaborative
practice research platform in the Digital Technologies/Al Engineering context.
Our goal is not to claim generalizable effects, but to surface recurring obser-
vations that (i) indicate the feasibility of the platform approach at scale, (ii)
highlight where it helps to mitigate timeliness and transfer challenges in Al-
integrated agile work, and (iii) form implications for future research and platform
refinement.

4.1 Evidence Sources and Scope

We triangulate evidence across (a) project pipeline statistics, (b) cohort indi-
cators, and (c) recurring artifacts (e.g., review presentations, repositories, oral
exams). Our analysis draws on these sources in a complementary way: pipeline
statistics indicate scale, artifacts show project outcomes, and reflection points
reveal decision-making processes. Qualitative signals were identified by compar-
ing patterns across teams and semesters, paying attention to confirming and
disconfirming cases to separate isolated incidents from recurring practice pat-
terns. This approach allows us to derive implications for platform development
while transparently acknowledging the limits of this work-in-progress stage.

4.2 Quantitative Snapshot: Project Pipeline, Stakeholder
Involvement, and Growth

Across the observed semesters, the platform sustained a stable project through-
put while cohort sizes increased. In the period from summer semester 2023 to
winter semester 2025, the number of conducted projects grew from 7 to 18 per
semester, with typical team sizes ranging from 4 to 6 students. Over the same
period, the number of students participating in projects increased from 26 to
111. The project pipeline is intentionally over-provisioned: for example, in win-
ter semester 2025, 20 projects were pitched and 18 were conducted, enabling a
selection mechanism aligned with student interest while maintaining sufficient
capacity.

A key indicator for transfer-oriented, Al-integrated agile work is authentic
stakeholder involvement. Industry (real-stakeholder) projects were continuously
offered each semester, typically in the range of 1-3 projects, and covered diverse
partners and domains (e.g., mobility, smart city, and Al-enabled systems). This
recurring stakeholder participation provides a stable channel for bringing in cur-
rent constraints, expectations, and success criteria, while keeping project themes
connected to fast-moving practice needs.

The platform also evolved under clear growth pressure. Overall program size
increased substantially over time, especially on the master’s level, resulting in
larger and more diverse cohorts. Such growth is important for practice research:
it increases the opportunity for repetition and cross-team triangulation, and it
creates a broader empirical base for identifying recurring patterns rather than
one-off anecdotes.
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4.3 Observations and Implications

O1: A Sprint-Based Project Platform can Scale While Preserving
Repeatability. Even with more students and projects, the platform maintained
a regular process, enabling rapid, comparable research cycles. Implication: Favor
regular sprint rhythms and checkpoints over ad-hoc structures for faster feedback
and comparability.

02: Over-provisioning (Pitched vs. Conducted Projects) acts as a
Built-in Selection and Relevance Mechanism. More projects are pitched
than conducted; only popular or relevant ones proceed, supporting timely vali-
dation of emerging topics. Implication: Use project selection as a relevance signal
to keep research current.

03: Continuous Real-Stakeholder Participation Strengthens Transfer
by Making Context Explicit from the Outset. Industry involvement gives
early clarity on constraints and criteria, which helps make findings reusable.
Implication: Institutionalize stakeholder involvement as an essential part of the
platform.

O4: Quality Gates Create Structured Evidence Points for AI-
integrated Work (Beyond Tool Use). Quality gates require teams to clearly
justify Al-driven decisions, focusing on accountability over mere tool use. Impli-
cation: Design quality gates for traceability, explainability, and responsibility.

O5: The Recurring Artifact Set Enables Packaging for Reuse and
Cumulative Learning. Repeated semester artifacts, such as backlog items,
review slides, repositories, and retrospective notes, make it possible to compare
teams and extract transferable patterns. Implication: Standardize a minimal
artifact structure and extend it with Al-specific traceability elements, such as
prompt logs or decision notes, when needed.

06: Growth Increases Triangulation Potential, but also Demands
Stronger Platform Governance. Larger cohorts enable more cross-team
insights, but also require better coordination and standards. Implication: Apply
explicit governance to maintain quality and comparability when scaling.

4.4 Summary

Overall, the early evidence suggests that project-based Al-integrated agile edu-
cation can function as a collaborative practice research platform that supports
rapid cycles of inquiry (timeliness) while improving transfer through stakeholder
anchoring and systematic artifact packaging. At the same time, the observations
highlight that scale and transfer do not happen automatically: they depend on
explicit platform governance, consistent quality gates, and deliberate documen-
tation practices tailored to Al-integrated engineering work.



20 T. Geger et al.

5 Discussion and Conclusion

Limitations of this study include its strong reliance on qualitative methods such
as observations during review parties, retrospectives, and oral exams. Future
work should complement these with quantitative measurements [4] and fur-
ther examine how agile mindset and culture development [5] can be supported
through respect, trust, learning, and feedback culture.

This case study presents a collaborative practice research platform (Mode-
2) for co-creating and testing interventions in real-world settings with rapid
feedback loops [6]. Key scaling challenges include maintaining project relevance,
authentic stakeholder integration, and effective platform governance to ensure
quality and comparability. Future research will therefore focus on quantitative
evaluation and stronger stakeholder participation from both research and prac-
tice.

A key transfer value of the platform is its ability to generate reusable,
practice-oriented outputs beyond isolated case studies. Standardized artifacts
across semesters, such as documentation templates, Al-usage checklists, prompt-
based decision logs, and review rubrics, help translate empirical findings into
adaptable tools for practitioners.

In conclusion, project-based, Al-integrated agile education can serve as an
effective collaborative practice research platform that improves research time-
liness and bridges the transfer gap. Future work will focus on validating and
packaging recurring patterns into practitioner-ready protocols .
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University-industry collaborations are recognized as powerful engines for innova-
tion, combining the exploratory, deep knowledge of academia with the market-
driven, practical focus of industry [9]. However, these partnerships are difficult
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to sustain. Many R&D initiatives fail to transition from research prototypes
to commercially viable products [4]. The root causes are often traced back to
a misalignment of goals, timelines, and cultures. Academia typically operates
on longer cycles, driven by the pursuit of novel research and the need to pub-
lish peer-reviewed articles. At the same time, industry demands rapid, tangible
results and a clear return on investment [7,8].

Agile methodologies, with their emphasis on iterative development, short
feedback loops, and close collaboration, have been proposed as a potential solu-
tion to bridge this divide [1]. By breaking down large, complex projects into
manageable increments, they can introduce a rhythm and transparency that
traditional, waterfall-style R&D management lacks. However, the simple adop-
tion of agile ceremonies is often insufficient to resolve the core incentive conflict.
A cycle that delivers a software feature may be a victory for the industry part-
ner. Still, it does not directly contribute to the primary currency of an academic
researcher: a scientific publication.

This experience report presents a successful R&D collaboration that directly
addresses this challenge. The project, focused on developing an innovative device
for smart metering, was a partnership between a software company and our
university. A key strategic decision in forming this partnership was the selection
of a research team composed of graduate students who were also well-versed in
agile principles. This deliberate choice mitigated many of the typical cultural
and communication barriers from the outset, creating a foundation of shared
language and values [10].

Building on this foundation, we implemented a novel agile framework to
explicitly align the incentives of both partners. We structured the collaboration
around a series of research cycles based on Multi-Cycle Design Science
Research, in which the primary macro-deliverable of each cycle was a scientific
publication that simultaneously addressed a critical product development gap.
Instead of treating academic and industrial outputs as separate objectives, this
approach fused them into a single, unified goal. The research question for each
publication was the core business problem, and the resulting peer-reviewed paper
served as a validated solution and a project milestone.

This report documents how this framework was applied over four consecutive
cycles to de-risk and develop the product, moving from initial technical feasibility
to machine learning model optimization, hardware cost-benefit analysis, and
finally to state-of-the-art contextualization through systematic literature review.
We report on our experience with this symbiosis of goals, which not only fostered
a robust partnership but also supported product development in a technology-
driven domain. Our contribution is a practical, replicable model for structuring
agile collaborations between academia and industry, addressing a long-standing
problem and providing a detailed account relevant to Agile ML Engineering and
industry-academia partnerships.
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1.1 Related Work

University-industry collaborations (UIC) are essential for driving innovation in
software engineering (SE), yet they are fraught with challenges. A primary chal-
lenge is the misalignment of goals and timelines between academic pursuit of
knowledge and industrial demand for immediate, tangible results [2,5].

Garousi et al. [2] provided a broad characterization of UICs in SE by survey-
ing 101 projects. Their findings highlight that while over 90% of collaborations
result in publications, the primary drivers and success factors vary. They iden-
tified common patterns, such as the need for regular communication and clear
goals, and anti-patterns, such as a lack of trust.

In contrast, Marijan and Gotlieb [5] proposed the Certus model, a more struc-
tured, phase-based approach for fostering participative knowledge co-creation.
Developed from an 8-year longitudinal study, the model outlines seven phases,
from project setup to the exploitation of results, emphasizing continuous dia-
logue and joint problem-solving.

Our Multi-Cycle DSR framework contributes to this discourse by offering a
more granular and operational model. It introduces a key mechanism for oper-
ationalizing the collaboration: fixed-length cycles where the primary deliverable
is a peer-reviewed scientific publication. This approach elevates publications to
a first-class deliverable that serves as both a validation artefact and a driver
of product development, thereby creating a tangible and powerful alignment of
incentives.

2 The Smart-Eyes Project for Utility Metering

The subject of this experience report is the Smart-Eyes project, a commer-
cial endeavor by the software company Sumersoft. The product is an innova-
tive, retrofittable AloT (Artificial Intelligence of Things) device designed to
convert conventional analog water and gas meters into smart meters. Its core
value proposition is to provide property managers, construction companies, and
condominium associations with the benefits of smart metering—such as remote
reading, leak detection, and real-time consumption monitoring—without the pro-
hibitive cost and complexity of replacing existing infrastructure.

The Smart-Eyes device is a compact, battery-powered unit that is physically
attached to the face of an analog meter. It uses a low-resolution camera to peri-
odically capture images of the meter’s mechanical dial. These images are then
processed locally by an onboard machine learning model, which performs opti-
cal character recognition (OCR) to read the digits. The extracted consumption
data is then transmitted wirelessly via a LoRaWAN network to a central server,
making the information accessible through a web and mobile platform.

2.1 The Initial Challenge and Partnership

The project’s primary technical hurdle was the significant challenge of running
a sufficiently accurate machine learning model on a resource-constrained edge
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device. The chosen hardware platform, the ESP32-S3 microcontroller, offered
a compelling balance of low cost and energy efficiency, but it possessed lim-
ited processing power and memory. Initial in-house attempts by the company
to develop an OCR model were unsuccessful in achieving the required accuracy
for a commercial product. The models were either too large and computation-
ally expensive to run on the microcontroller or too simplistic to reliably read
the digits under the variable real-world conditions of lighting, angle, and meter
degradation. This created a critical business risk: without a viable edge ML
model, the entire product concept was technically unfeasible.

To address this challenge, Sumersoft initiated a formal partnership with the
Pontifical Catholic University of Parand (PUCPR), a university with a strong
graduate program in computer science and applied informatics. The collabora-
tion was structured around the allocation of graduate-level researchers (Master’s
and Ph.D. students) to the project. A strategic element of this partnership was
the recruitment of researchers who possessed a dual background: strong academic
credentials combined with significant prior experience as software engineering
professionals familiar with agile methodologies. This intentional selection cre-
ated a team well-positioned to understand both the rigor of scientific research
and the pragmatic demands of product development.

3 Aligning Research and Product Goals

To overcome the typical friction points of university-industry collaborations,
we designed and implemented a bespoke agile framework grounded in a core
principle: the explicit alignment of academic and industrial incentives. Instead
of viewing research and product development as parallel, often conflicting tracks,
we fused them into a single, symbiotic process. The cornerstone of this framework
was the establishment of fixed-length, high-level research cycles based on Multi-
Cycle Design Science Research.

Our approach is an instantiation of the Design Science Research (DSR)
methodology, which provides a canonical process model for creating and evalu-
ating artifacts that solve organizational problems [6]. The methodological nov-
elty of our Multi-Cycle DSR lies in its adaptation for agile, industry-driven
projects. We decompose a large, complex product development challenge into
a series of smaller, logically coherent, and self-contained research cycles. Each
cycle functions as a complete DSR project in itself, executing all of Peffers et
al.’s phases (Problem Identification, Objective Definition, Design and Devel-
opment, Demonstration, Evaluation, and Communication), and is inspired by
similar DSR applications in resource-constrained environments [3]. The key dis-
tinction is at the Communication phase with the submission of a peer-reviewed
scientific publication, which in turn serves as the primary Fvaluation artifact for
the business.
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3.1 The Research Cycle Structure and Workflow

The framework’s cadence was built around nine-month cycles. This specific dura-
tion was chosen as a strategic compromise: it was short enough to provide the
rapid feedback and tangible progress demanded by the industry partner, yet long
enough to allow for the depth of research, experimentation, and writing required
to produce a high-quality scientific publication for the academic partner.

The defining feature of each cycle was its goal: to produce a peer-reviewed
scientific paper that directly answered a critical, unresolved question
hindering the product’s development. This transformed the academic pub-
lication from a secondary, often delayed, byproduct of the collaboration into the
primary, value-driven milestone for both parties.

The workflow of each cycle followed a clear, repeatable pattern. The process
began with the industry partner identifying a major product gap or risk. This
business problem was then reframed as a formal research question by the aca-
demic team. The subsequent research and development work was a collaborative
effort to solve this question, with the findings being continuously integrated into
the product’s codebase and simultaneously documented for the scientific paper.
The culmination of the cycle was the submission of the paper to a relevant con-
ference or journal. This event served as a hard deadline and a clear “definition
of done” for the cycle. The outcome was twofold: the company received a vali-
dated solution to a critical problem, de-risking its product roadmap, while the
researchers achieved a tangible academic output, advancing their studies and
careers.

2023 2024 2025
QI Q2 Q3 QI Q2 Q3 QI Q2

ML Model CX
® Published
:

SLR

Fig. 1. Gantt Chart of cycles (2023-2025).

Figure 1 illustrates the temporal distribution of the research cycles, showing
how they were structured over time with publication milestones and demonstrat-
ing the concrete application of the Multi-Cycle DSR, approach.

4 Lessons Learned: The Four Cycles

Cycle 1: ML Model Selection. The first cycle addressed the core question of
technical feasibility. This business problem was translated into our first research
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question (RQ1): Which machine learning model architecture provides the best
trade-off between digit recognition accuracy and resource consumption for deploy-
ment on an ESP32-58 microcontroller? The research team focused on exploring
and evaluating various lightweight machine learning architectures suitable for
edge deployment. The work involved developing a proof-of-concept, training ini-
tial models, and rigorously testing their performance in a controlled environment
that simulated the device’s operational constraints. This cycle culminated in the
first scientific publication [11], which demonstrated that it was feasible to achieve
promising accuracy in digit recognition on the target hardware while maintain-
ing extremely low power consumption. The successful completion of this cycle
provided an initial green light for the project to proceed, reducing the perceived
risk of the core technology and giving the industry partner the confidence to
continue investing in the collaboration.

Cycle 2: Data Augmentation. While the first cycle proved feasibility,
the baseline accuracy of the initial model was not yet robust enough for a
commercial-grade product. This led to our second research question (RQ2): To
what extent can data augmentation techniques compensate for the lack of a large,
real-world dataset in training a robust OCR model for analog meters? The team
conducted a systematic investigation into various augmentation methods, such
as brightness adjustments, translations, and elastic deformations, applying them
to both public and the project’s private datasets. This research led to the second
publication [12], which identified effective augmentation strategies and a satu-
ration point where further increases in volume offered diminishing returns. The
application of these findings contributed to a meaningful improvement in the
model’s accuracy bringing it closer to the level required for commercial deploy-
ment.

Cycle 3: Camera Selection. With the software and ML model proven, the
focus shifted to hardware optimization. The need to balance cost and perfor-
mance was framed as our third research question (RQ3): What is the impact of
camera module cost and resolution on the performance of an edge-based OCR
model, and what is the optimal cost-benefit trade-off ? The camera module was a
significant component of the device’s bill of materials, and reducing its cost was
essential for improving the product’s profitability and market competitiveness.
The third cycle was structured as an engineering-focused investigation into the
cost-benefit trade-offs of various low-cost camera modules. The team established
a rigorous, evidence-based methodology to evaluate a selection of cameras, using
objective metrics for image quality and operational performance. This research
enabled the company to make an informed, evidence-based decision on hardware
selection, resulting in the third publication, choosing a camera that contributed
to reducing the unit cost while aiming to maintain the performance required by
the ML model.

Cycle 4: Systematic Literature Review. With the core technical challenges
resolved and the product approaching commercial viability, the research needed
to be positioned within the broader academic landscape. This need for academic
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positioning defined our final research question (RQ4): What is the current state
of the art in Edge Al for smart utility metering, and what are the principal
open research gaps? The fourth cycle was dedicated to conducting a System-
atic Literature Review (SLR) on the application of Edge AI in smart metering
systems. The team followed a rigorous protocol to search, filter, and analyze
relevant academic publications, mapping the predominant architectures, tech-
niques, challenges, and trends in the field. This research confirmed that the
approach adopted in the previous three cycles was aligned with current best
practices, particularly regarding the use of CNNs on ESP32-S3 microcontrollers
for meter reading. More importantly, the review revealed a significant gap in
the literature: the integration of time-series-based anomaly detection directly
on edge devices and the development of Digital Twins for smart metering with
leak detection capabilities. This positioned the project’s future work on Digital
Twins and anomaly detection as an original and necessary contribution to the
field, as documented in the fourth publication.

5 Discussion and Limitations

While our experience with the Multi-Cycle DSR framework was positive, its suc-
cess was contingent on specific boundary conditions. These include: researchers
with dual industry-academic backgrounds, strong executive sponsorship from the
industry partner, and a problem domain with clear, researchable challenges divis-
ible into self-contained, publishable units. The framework may be less applicable
in contexts lacking these conditions. Additionally, tying research to product mile-
stones carries the risk of using scientific methods to justify pre-existing business
decisions rather than fostering open inquiry. We mitigated this by framing each
business problem as a formal, open-ended research question before development
began. Another operational risk is the dependency on peer-review timelines,
where a rejection could disrupt the nine-month cadence.

Finally, while a formal evaluation of the collaborative process was outside
the scope of this report, informal feedback from both academic and industry
participants was consistently positive, highlighting the clear alignment of goals
and the predictable rhythm of deliverables as key factors in reducing friction.

6 Conclusion

This experience report presented our university-industry collaboration for the
development of an innovative AloT product. We addressed the persistent chal-
lenge of aligning academic and industrial goals by implementing a novel agile
framework based on Multi-Cycle Design Science Research. Our approach
structured the collaboration around a series of research cycles, where the pri-
mary deliverable was a scientific publication that simultaneously solved a critical
product development gap.

The results from the Smart-Eyes project demonstrate the effectiveness of
this model. Over four consecutive cycles, this symbiotic approach progressively
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de-risked the project, transforming it from a technically uncertain concept into
a product approaching commercial viability with a validated research roadmap.
The framework provided a steady rhythm of tangible progress, fostered trust,
and, most importantly, created a powerful alignment of incentives between the
academic and industrial partners.

Our primary contribution is a practical and replicable model for structuring
agile collaborations in complex, technology-driven R&D projects. By treating
peer-reviewed publications not as a secondary academic pursuit but as a first-
class business milestone, we turned a potential source of conflict into an engine
for innovation. This experience report suggests that it is possible to create an
agile symbiosis between academia and industry, where the rigor of science drives
the quality of the product, and the needs of the market drive the relevance of
the research.
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Abstract. Despite decades of research on Ways of Working, a persistent
gap remains between academic insights and their adoption in practice.
While prior work has extensively discussed the theory-practice gap, less
attention has been paid to the design of transfer itself. This paper argues
that transfer is not an automatic by-product of research dissemination,
but a deliberate design activity requiring its own principles, artefacts,
and validation criteria.

Using a canvas as an illustrative case, this paper reflects on how
research-based concepts on ways of working can be translated into a
form that is usable in practice without losing theoretical grounding. The
canvas integrates insights from empirical research on context-dependent
working practices and human behavior into a lightweight diagnostic arte-
fact that can be applied by practitioners without prior exposure to the
underlying theories.

The paper contributes a structured reflection on how the theory-gap,
time-gap, and transfer-gap manifest in research on ways of working, an
analysis of concrete design decisions that enabled research-to-practice
translation in the canvas, and a set of transfer-oriented design principles
that may guide future research artefacts. The work aims to support more
impactful collaboration between academia and industry by reframing
transfer as a core research concern rather than an afterthought. Rather
than claiming generalizable evidence of effectiveness, the paper provides
an exploratory and design-oriented reflection on transfer-readiness as a
quality criterion for research artefacts.

Keywords: ways of working - research-to-practice transfer - boundary
objects - design principles - diagnostic artefacts

1 Introduction

Ways of working have been the subject of extensive academic investigation for
many years, spanning topics such as collaboration models, coordination mecha-
nisms, leadership styles, process structures, and organizational contexts. Despite
this growing body of knowledge, practitioners frequently report limited benefit
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from academic research when addressing concrete challenges in their day-to-day
work.

This disconnect is often described as a theory-practice gap. However, fram-
ing the problem solely as a lack of practical relevance or insufficient rigor risks
oversimplification. In many cases, relevant research does exist, but it fails to
reach practice in a form that is usable under real-world constraints such as time
pressure, cognitive load, and organizational complexity.

Recent discussions have therefore expanded the perspective to include addi-
tional dimensions, such as the time-gap - the mismatch between academic
research cycles and the pace of organizational change - and the transfer-gap,
referring to the difficulties of translating research insights into actionable forms
for practitioners.

We believe that the transfer-gap deserves particular attention: Rather than
treating transfer as the final step of a research project (e.g., via publications
or presentations) [1], transfer should be understood as a design problem: How
must research outcomes be shaped so that they can be meaningfully applied in
practice?

To explore this question, the paper uses the Genau Meine Arbeitsweise!
(GMA) Canvas as an illustrative case. The GMA Canvas was developed based on
empirical research into ways of working and contextual decision-making [7], but
deliberately designed as a lightweight, practitioner-facing artefact. By reflecting
on its development and use, this paper seeks to derive more general insights into
the design of transfer-ready research artefacts.

In addition, research on ways of working increasingly acknowledges that
no single model or framework can be universally applied across organizational
contexts. Contextual factors such as organizational culture, regulatory environ-
ments, team maturity, and individual motivation strongly influence whether a
particular way of working is effective or even feasible [4].

Despite this awareness, many research outputs still implicitly assume that
practitioners are able and willing to translate abstract findings into their specific
context. This assumption often underestimates the translation effort required
and overlooks the fact that practitioners typically operate under severe time
constraints and competing priorities.

Consequently, the question is not only whether research findings are relevant,
but whether they are transfer-ready: shaped in a way that allows meaningful
application without requiring deep methodological or theoretical expertise. This
paper positions transfer-readiness as a key quality criterion for research arte-
facts addressing ways of working. The work follows an exploratory and reflective
design-oriented perspective inspired by Design Science Research (DSR), which
emphasizes the creation and refinement of artefacts addressing practical prob-
lems [10]. Rather than aiming to provide a formal evaluation of effectiveness, the
paper focuses on reflecting design decisions, transfer considerations, and obser-
vations gathered during iterative use of the artefact in practice-oriented settings.

! English Translation would be “My Way of Working”.
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2 Background: Gaps Between Research and Practice
in Ways of Working

2.1 The Theory-Gap

The theory-gap refers to the misalignment between academic theories on ways
of working and the needs of practitioners. Research often produces abstract
models, constructs, or taxonomies that aim for generalizability and explanatory
power. Practitioners, by contrast, tend to seek orientation, decision support, and
context-sensitive guidance rather than comprehensive theoretical explanations.

As a result, even theoretically sound models may remain unused if they
require significant interpretation effort or methodological expertise. In practice,
theory frequently becomes visible only indirectly, for example through simplified
heuristics or generalized best-practice narratives.

This gap is further reinforced by differing success criteria in academia and
practice. Academic contributions are primarily evaluated based on rigor, nov-
elty, and theoretical contribution (such as number of papers, citations, etc.),
whereas practitioners assess usefulness based on clarity, applicability, and imme-
diate value [13].

As a result, even well-founded theories on ways of working may struggle
to gain attraction if their practical implications are not explicitly articulated
or embedded into usable formats. In many cases, practitioners rely instead on
simplified interpretations propagated through consulting practices, practitioner
books, or informal community knowledge, which may dilute original research
insights.

2.2 The Time-Gap

The time-gap describes the mismatch between academic research cycles and the
tempo of organizational reality. Rigorous empirical studies, peer review, and
publication processes are inherently time-consuming. Meanwhile, organizations
face immediate challenges and must continuously adapt their ways of working.

This gap is particularly stated in dynamic environments, where working
practices evolve rapidly in response to technological, organizational, and social
change. [2] By the time research findings are published, practitioners may already
have adjusted their approaches or moved on to new interpretations.

Moreover, the increasing pace of organizational change amplifies this chal-
lenge. Digital transformation, remote collaboration, and evolving workforce
expectations continuously reshape ways of working, often faster than traditional
research cycles can respond [2].

This temporal mismatch can lead practitioners to perceive academic research
as outdated or disconnected from current realities, even when the underlying
principles remain valid. Addressing the time-gap therefore requires not only
faster dissemination mechanisms, but also research outputs that are resilient
to change and adaptable over time.
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2.3 The Transfer-Gap

The transfer-gap goes beyond relevance and timeliness. It concerns the form in
which research is communicated and embedded into practice. Even when research
is relevant and timely, it may fail to create impact if it is not translated into
artefacts that align with practitioners’ everyday ways of working.

Common transfer mechanisms - such as academic papers, guidelines, or matu-
rity models - often assume a level of motivation, time, and methodological compe-
tence that does not reflect daily practitioners practice. Consequently, the burden
of translation is placed on practitioners, who must interpret and adapt research
findings themselves [15].

2.4 Interdependencies Between the Gaps

While the theory-gap, time-gap, and transfer-gap are analyzed separately, they
are closely interrelated in practice. A strong theory-gap often increases the
transfer-gap, as abstract models are harder to translate into actionable arte-
facts. Similarly, the time-gap can intensify transfer challenges when research
outputs no longer align with practitioners’ current concerns.

Understanding these gaps as an interconnected system highlights the need
for holistic approaches that address not only the content of research, but also its
form, timing, and mode of engagement with practice. This perspective motivates
the focus on transfer-oriented design explored in the remainder of this paper.

3 Transfer as a Design Problem

This paper takes the position that transfer should be treated as an explicit design
activity. Designing for transfer involves making conscious decisions about what
to include, what to omit, and how to structure knowledge so that it can be used
under practical constraints.

From this perspective, successful transfer artefacts share several characteris-
tics:

— They reduce complexity without denying it.

— They foreground diagnosis over prescription.

— They allow use without requiring explanation of underlying theory.
— They support reflection rather than enforcing compliance.

Designing for transfer requires acknowledging that artefacts mediate between
different communities. Researchers and practitioners operate with different lan-
guages, assumptions, and evaluation criteria. Transfer artefacts therefore need
to function as translation devices that preserve core theoretical insights while
adapting their representation to practical use [9].

From a design perspective, this implies trade-offs. Increasing usability often
requires abstraction, simplification, or omission of detail. However, excessive sim-
plification risks losing explanatory power or misrepresenting research findings.
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Transfer-oriented design must therefore balance fidelity to theory with practical
constraints.

In this sense, transfer artefacts are not neutral containers of knowledge, but
actively shape how research is interpreted and applied. Making these design deci-
sions explicit can improve transparency and allow more systematic evaluation of
transfer effectiveness [11,12].

Transfer-Ready Research Artefacts

Transfer-ready artefacts are research-informed instruments that are designed
for practical use under real-world constraints. They embed theory implicitly,
support contextual diagnosis, and can be applied without prior methodolog-
ical training.

The following GMA Canvas was intentionally designed along these lines.
Rather than presenting a new framework for ways of working, it provides a
structured space for reflecting on context-specific working practices.

4 The GMA Canvas as a Transfer Artefact
4.1 Research Foundations

The GMA Canvas builds on empirical research into ways of working [7] [8] that
emphasizes context-dependency and human decision-making. Central to its con-
ceptual foundation is the idea that appropriate working practices emerge from
the interaction of motivational factors (willingness), capability-related factors
(ability), and contextual constraints (permission) [5] (Fig.1).

GenauMeineArbeitsweise - Canvas 1, Bagilstein

Umfeld der Veréanderung
S der Arbeitsweise

] Passende (Prozess-)

Zielsetzung: Wirk:
Z£| Bausteine

rk-
Wollen faktoren

Fig. 1. Empty GMA Canvas

These dimensions are well-established in organizational and behavioral
research. However, in their original form, they are typically discussed in aca-
demic language and embedded in broader theoretical frameworks.
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The canvas structures reflection around these dimensions and guides teams
through questions regarding current ways of working, perceived obstacles, and
possible improvement directions. In practice, teams collaboratively document
observations, tensions, and ideas directly within the canvas structure to create
a shared understanding of their current situation.

For example, a team struggling with unclear decision-making responsibilities
may identify high willingness to improve collaboration, but insufficient permis-
sion to change established processes without management approval. The canvas
thereby helps to differentiate whether a problem is rooted in motivation, capa-
bility, or contextual constraints.

Importantly, these dimensions are not treated as variables to be optimized
independently. Instead, the GMA Canvas emphasizes their interaction. For
example, high willingness without sufficient permission may lead to frustra-
tion, while strong formal permission without corresponding ability may result in
superficial adoption.

By embedding these relationships implicitly into the canvas structure, the
GMA Canvas supports nuanced reflection without requiring users to explicitly
reason about the underlying theoretical constructs.

4.2 Design Decisions for Transfer

Several design decisions were critical in translating these research insights into
the GMA Canvas:

From Model to Canvas. Instead of presenting a formal model, the insights
were embedded in a visual canvas format. This allows practitioners to engage
with the concepts collaboratively and iteratively.

From Explanation to Questions. The canvas is structured around guiding
questions rather than statements or rules. This shifts the focus from applying
predefined solutions (”consulting”) to exploring the specific context (more sim-
ilar to “coaching”) [14].

From Best Practices to Diagnosis. The GMA Canvas does not prescribe
specific ways of working. Instead, it supports diagnosing the current working
situation and identifying constraints and potentials.

From Terminology to Usability. Academic terminology is minimized. Prac-
titioners can use the canvas effectively without knowing the underlying theories
or their origins [3].

These design decisions were informed by repeated application and refinement
in practice-oriented settings. Feedback from workshops and coaching sessions
was used to iteratively adapt wording, structure, and visual layout, illustrating
a co-evolution of artefact and context [6].

This iterative approach highlights that transfer-ready artefacts are not static
outputs, but evolving instruments that must be continuously aligned with both
research insights and practical realities.
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4.3 Use in Practice

In practice, the GMA Canvas has been used in workshops, coaching sessions,
and team reflections across different organizations as well as roles. Its value lies
less in producing definitive answers than in enabling structured thinking about
existing and desired ways of working and documenting this.

This illustrates how transfer-ready artefacts can act as boundary objects
between research and practice, facilitating shared understanding without requir-
ing full alignment on theoretical assumptions.

4.4 Limitations and Scope

While the GMA Canvas illustrates one approach to designing transfer-ready
research artefacts, it does not claim universal applicability. Its effectiveness
depends on facilitation quality, organizational openness, and the willingness of
participants to engage in reflective dialogue.

In addition, the presented reflections are closely connected to the author’s
dual role as both researcher and practitioner involved in the artefact’s design and
application. This creates potential risks of confirmation bias and limits indepen-
dent validation of the observations presented in this paper.

Furthermore, this paper focuses on reflective and exploratory insights rather
than formal empirical evaluation of effectiveness. The contribution should there-
fore be understood as an initial design-oriented perspective on transfer-readiness
rather than a validated transfer model. Future studies may complement this
perspective with systematic empirical assessments across different contexts and
scales.

5 Implications for Research on Ways of Working

Reflecting on the GMA Canvas case suggests several implications for research
on ways of working:

— Transfer requires its own design criteria. Research quality alone does
not guarantee practical impact.

— Artefacts can carry theory implicitly. Making theory “invisible” at the
point of use may increase adoption.

— Speed and iteration matter. Transfer artefacts should be adaptable and
evolve alongside practice.

— Collaboration is essential. Designing for transfer benefits from close inter-
action between researchers and practitioners.

Beyond individual artefact design, the findings suggest broader implications
for research on ways of working. Transfer considerations should be integrated
early into research design, rather than added as a dissemination step at the end
of a project.

This also raises questions about how research impact is assessed. Traditional
metrics such as citations may insufficiently capture the practical influence of
transfer artefacts, calling for complementary evaluation approaches.
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6 Conclusion and Outlook

This paper argued that closing the gaps between research and practice in ways of
working requires rethinking transfer as a core research concern. Using the GMA
Canvas as an illustrative case, it demonstrated how research-based insights can
be translated into a practitioner-oriented artefact without sacrificing theoretical
grounding.

Future work may explore how such transfer-oriented design principles can
be systematically integrated into research projects on ways of working and how
alternative dissemination formats may complement traditional academic publi-
cations. In particular, future work could investigate comparative cases, measure
transfer outcomes more systematically, and explore how transfer artefacts evolve
over time in different organizational contexts.
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Abstract. Bridging the gaps between research and practice remains a persistent
challenge in software engineering and agile teamwork. Empirical insights often
reach practitioners too late, fail to translate into team-specific contexts, or lack
actionable guidance. This research-in-progress paper addresses these challenges
by systematically closing two research—practice gaps: the time gap through real-
time interaction between data and practice and the transfer gap through team-
specific application of insights. The paper contributes on two complementary
levels. First, it proposes a concrete pathway for closing these gaps by enabling
teams to autonomously develop their ways of working through real-time, theory-
informed feedback. Second, it demonstrates how action research can be system-
atically operationalized to both study and support this process. Building on prior
research, the agile mindset is conceptualized as a multidimensional construct at
the team level and examined using a structural equation model (SEM) in relation
to team effectiveness. To date, 141 team-level datasets have been collected. Teams
receive immediate automated feedback supporting pattern recognition, reflective
dialogue, and continuous improvement. External stakeholders and internal pro-
moters may be included to enable 360° evaluation. Repeated measurements allow
teams to reassess progress and complete successive action research cycles. Pre-
liminary findings indicate that (a) the agile mindset can be represented as a four-
dimensional construct at the team level, and (b) it significantly and positively
predicts team effectiveness. These results provide empirical support for the agile
mindset as a team-level construct and highlight its relevance for improving team
effectiveness in agile environments.

Keywords: Agile Mindset - Team Effectiveness - Action Research

1 Introduction

Despite a growing number of empirical studies on agile teamwork (e. g [1-4].) a persistent
gap between research and practice remains, which considerably limits the practical value
of scientific insights [5, 6]. In this context, two enduring research—practice gaps can be
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conceptualized: the time gap and the transfer gap [6]. From a practical perspective, these
gaps have tangible consequences: teams are required to make rapid decisions under
uncertainty and often rely on intuition or locally available heuristics, while research-
based evidence is insufficiently utilized. Action research offers a promising approach
to bridging these gaps by closely linking knowledge generation and intervention with
practice [7]. In this way, reciprocal synergies emerge, as researchers gain access to real
organizational cases, valuable empirical data, and practice-oriented feedback, enabling
their research to gain depth beyond theoretical models [5]. At the same time, teams and
their stakeholders are understood as active co-creators who continuously develop their
work through iterative cycles of hypothesis formation, action, observation, and reflection.
This approach enables the generation of timely, context-specific, and action-relevant
insights while simultaneously contributing to theory development. Nevertheless, further
concrete examples are needed to illustrate how action research can effectively close
these gaps. Moreover, recent literature increasingly addresses the importance of the agile
mindset for performance and well-being in complex work environments (e. g [2, 8, 9].)
whereas quantitative research is still at an early stage. In addition, research on the agile
mindset at the team level remains highly limited. Against this background, the following
research question (RQ) is examined: How does the agile mindset of teams influence
their effectiveness? This research-in-progress paper makes two novel contributions to
the existing literature: The construct of the agile mindset is examined quantitatively at
the team level, thereby extending the predominantly individual-level perspective. The
nomological network of the agile mindset is systematically expanded by examining team
effectiveness as an additional outcome variable [10].

For this purpose, the paper is structures as follows. A theoretically grounded struc-
tural equation model (SEM) is developed that conceptualizes the agile mindset as a
multidimensional construct at the team level and examines its relationship with team
effectiveness. In the methodological section, the quantitative SEM is tested through a
practical platform-enabled action research approach, thereby systematically addressing
existing research—practice gaps. In the results section, it is illustrated how this approach
contributes to closing the research—practice gap through real-time interaction between
data and practice and through the team-specific application of insights. In addition, the
empirical results regarding the multidimensional structure of the agile mindset and its
relationship with team effectiveness are presented. Finally, directions for future data
collection and analysis are outlined.

2 Theoretical Background and Hypotheses

In the following, hypotheses are derived from prior research, which was iteratively
developed through an action research approach.

In software development, agility is associated with sustainable performance and
team effectiveness. Prior studies indicate that an agile mindset relates to organizational
performance [11], job satisfaction and long-term effectiveness [12]. An agile mindset
supports a people-, customer-, value-, and solution-oriented way of working by enabling
flexibility and adaptation to changing requirements [13]. It reflects attitudes toward
learning, collaboration, customer co-creation, and empowered self-guidance [11] which
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evolve over time [ 14]. Building on prior research, the agile mindset can be conceptualized
as a construct comprising four distinct but interrelated dimensions [11]: Learning spirit
refers to a positive attitude toward seeking new experiences and acquiring knowledge
in order to adapt to changing conditions. It reflects openness, curiosity, and a proactive
willingness to explore unfamiliar situations and continuously learn.

Collaborative exchange captures a team member’s orientation toward knowledge
sharing, feedback, and transparent collaboration in solving complex problems. Trans-
parency, as a key principle of agility [15], enables individuals to better assess situations
and actively contribute to collective decision-making. Individuals high in this dimen-
sion integrate diverse perspectives, share knowledge, and actively seek input from others.
Customer co-creation describes a strong orientation toward customer value by actively
involving stakeholders early in development and work processes. Through this contin-
uous integration, teams are able to respond more effectively to changes and align their
decisions with optimal customer outcomes [16]. Empowered self-guidance refers to an
individual’s tendency toward self-organization, autonomous decision-making, and own-
ership of work processes [17]. It includes reflecting on one’s own work, identifying devi-
ations from goals, and proactively developing and implementing new strategies based
on insights gained. While these dimensions have been identified in prior research at the
individual level, it remains unclear whether they can be empirically distinguished at the
team level. Therefore, it is necessary to examine whether the proposed four-dimensional
structure of the agile mindset can be empirically identified at the team level. Accordingly,
the following hypothesis (H) is proposed: HI: The agile mindset consists of four dimen-
sions (a-d) at the team level. Team effectiveness refers to the extent to which a team’s
outcomes meet expected quality standards [18] and includes both external and internal
dimensions, e. g. stakeholder satisfaction, reflecting evaluations by clients, customers, or
users, and team morale, representing the team’s internal appraisal of outcomes. In agile
teams, responsiveness, stakeholder concern, continuous improvement, team autonomy,
and management support predict morale and stakeholder satisfaction [4]. However, the
contribution of the agile mindset to team effectiveness remains insufficiently understood,
yet it may provide highly relevant insights for increasing the effectiveness of agile soft-
ware development teams. This leads to the following hypothesis: H2: The team agile
mindset is positively related to team effectiveness. Based on these deviations, the research
model is built (Fig. 1).

Learning Spirit H1a)-d)

Stakeholder Satisfaction*

*Note. The construct Stakeholder Satisfaction is based on external evaluations provided by stakeholders,
while the remaining constructs are assessed via team self-reports.

Collaborative Exchange H2
Agile Mindset Team Effectiveness

Empowered Self- Guidance

Costumer Co-Creation

Fig. 1. Research model based on Eilers and Verwijs [10].
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3 Methodological Background

3.1 Measurements

To investigate the team agile mindset model, a SEM approach was employed. All con-
structs were operationalized as reflective measures and assessed using a 7-point Likert
scale (1 = Completely disagree to 7 = Completely agree). Team agile mindset was
measured across four dimensions based on scales from Eilers et al. [11] and adapted for
team-level analysis [9]: customer co-creation (3 items; e.g., “Our team strives to under-
stand what customers need by interacting with them directly”), collaborative exchange
(3 items; e.g., “Our team members like to share their thoughts when someone in the team
seeks advice”), learning spirit (3 items; e.g., “Members of this team like to explore new
ways to better complete our work™), and empowered self-guidance (2 items; e.g., “It is
important for our team to contribute to setting goals for the work we do”’). The construct
Team Effectiveness was measured using multiple outcome dimensions capturing both
internal team functioning and stakeholder-related results [3]: feam performance, team
morale (both team-rated), and stakeholder satisfaction (stakeholder-rated). Team morale
(2 items; e.g., “I am proud of the work that I do for this team”; adapted from Schaufeli
et al. [19]) captures the team’s internal evaluation of its functioning. Team performance
(2 items; e.g., “This team achieves its assigned performance goals”; adapted from Aube
and Rousseau [20]) reflects the extent to which teams meet their objectives. Stakeholder
satisfaction (3 items; e.g., “Stakeholders are generally happy with what this team deliv-
ers”’; based on Verwijs and Russo [4]) captures external evaluations of team outcomes.
All scales demonstrated satisfactory internal consistency (Cronbach’s o).

3.2 Data Collection with Action Research

Data collection is ongoing; to date, N = 141 responses across 54 teams have been
obtained. The participants represented a wide range of industries, with the largest pro-
portions coming from the technology sector (29.1%) and the public sector (16.3%). The
participating teams ranged in size from 3 to 16 members and were primarily located in
Western Europe (62.4%), followed by East Asia (14.9%) and North America (8.5%). The
most common team types were those focused on maintaining existing products (31.9%)
and new product development (24.1%). The study follows an action research design
based on repeated cycles of diagnosis, reflection/action, and evaluation [7], aiming to
generate context-sensitive empirical insights while simultaneously supporting targeted
change in ongoing team practice. The approach is explicitly designed as a multi-level
framework, allowing interventions and data collection at the team, team-of-teams, and
organizational levels. By applying a consistent cyclical logic across these levels, devel-
opmental processes are embedded within the broader organizational context rather than
confined to individual teams. The researchers act as independent academic partners
responsible for systematic observation, analysis, theory-informed recommendations, and
structured documentation, while collaborating closely with the team to establish short
feedback loops, identify ambiguities, and uncover missing elements. The participants
consist of diverse practitioner teams who contribute challenges, provide the necessary
context, and retain full decision-making authority over the implementation and adoption
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of the proposed measures. The digital platform Columinity [21] provides the technical
and procedural infrastructure for implementing this cycle:

Diagnosis Phase. Initially, teams complete standardized surveys on team processes and
outcomes and receive immediate analyses that identify patterns, strengths, and areas for
development. These analyses provide the empirical basis for subsequent steps and are
complemented by references to relevant academic studies and theoretical models.

Reflection and Intervention Phase. In this phase, teams interpret results, formu-
late improvement hypotheses, and implement actions supported by theory-based
recommendations and facilitation guidelines, provided by the platform.

Evaluation Phase. After a defined period, data is collected again and compared with
the previous measurements to assess the effects of the implemented actions. The insights
gained then feed into the next cycle of diagnosis and intervention.

This iterative process enables the continuous integration of theory-driven research
and practical development. All relevant stakeholder groups with an interest in solving
a problem or improving a process may be involved. Through this integration of theory-
driven research and practical intervention, the proposed action research design directly
engages with the key challenges at the research—practice interface.

4 Preliminary Results

4.1 Closing the Research-Practice Gaps with Action Research

This section explains how the proposed action research design addresses the two
research—practice gaps [5, 6].

Time Gap. While methodologically sound research often demands extended periods
for data collection, validation, and publication, organizational practice usually cannot
afford to wait for fully matured results. This action research approach via the platform
Columinity addresses this challenge by enabling the continuous, theory-guided examina-
tion of research models within ongoing practice. At early stages of the research models,
relationships between constructs are not yet empirically confirmed. However, as data
collection progresses across multiple teams and over time, the empirical basis of the
models steadily improves, thereby increasing their validity. The models are not treated
as static artifacts; instead, they are successively adapted on the platform based on the
accumulating data. This iterative refinement allows emerging empirical insights to be
incorporated without waiting for the completion of long-term, comprehensive studies. In
parallel, intermediate findings and reflections are regularly shared and discussed within
the broader community through various formats such as blog posts, updates, meet-ups,
and podcasts. This continuous dissemination supports timely sensemaking and collec-
tive learning while maintaining transparency about the evolving state of the models.
Whereas fully comprehensive research processes would be too slow to meet the needs
of practice, the cyclical interaction between theory and practice enabled by this action
research approach facilitates rapid feedback, ongoing dialogue, and joint knowledge
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development. In doing so, it contributes to narrowing the time gap by allowing scientifi-
cally informed insights to become available and actionable within practice much earlier,
while still preserving a trajectory toward increasing rigor over time.

Transfer Gap. This gap often arises because research outputs are communicated in
formats that are difficult to translate into concrete actions or because practitioners are
insufficiently involved in the knowledge creation process. This action research approach
addresses the transfer gap by directly integrating practitioners—specifically teams—
into the research process itself. Rather than positioning teams as passive recipients of
research results, this approach involves them as active contributors in the formulation
of research questions, the application of theory-based models, and the interpretation of
findings. As teams work with theoretical constructs in their everyday contexts, abstract
concepts are translated into concrete experiences and actionable insights. This close
coupling of knowledge generation and application increases the likelihood that research
outcomes are not only understood but also meaningfully adopted in practice. In addition,
research results are not solely disseminated through traditional academic channels but
are translated into practice-oriented artifacts such as reflection prompts, guidelines, and
team-level interventions. These artifacts are iteratively refined based on feedback from
ongoing use, thereby functioning as boundary objects that facilitate knowledge transfer
between academic and practitioner communities. Through this participatory, iterative,
and artifact-oriented approach, the action research design reduces barriers to knowledge
transfer and fosters bidirectional learning. Consequently, the transfer gap is narrowed
by ensuring that theoretical insights are continuously shaped by practice and rendered
usable within real organizational settings.

4.2 Preliminary Research Results Regarding the Agile Mindset Model

To address the RQ, the preliminary analyses reveal the following results. To H1, a
confirmatory factor analysis (CFA) was conducted to examine the four-dimensional
structure of the team agile mindset. The initial model did not show an adequate fit to
the data. Therefore, the measurement model was iteratively refined by removing items
with cross-loadings and problematic error variances, resulting in a final set of 11 items
[22]. The final model demonstrated a good fit to the data, (x2(71) = 115.26, p < .001,
CFI = .969, TLI = .970, RMSEA = .067, SRMR = .045). All constructs showed
acceptable to high internal consistency, with Cronbach’s alpha values ranging from .87
to .93. Taken together, these results provide empirical support for the proposed four-
dimensional structure of the agile mindset at the team level. To test H2, a structural
equation model was estimated to examine the relationship between team agile mindset
and team effectiveness. The structural model showed a good fit to the data (x2(144)
= 226.35, p < .001, CFI = .959, TLI = .946, RMSEA = .064, SRMR = .061). The
results indicate that the agile mindset of teams has a strong and positive effect on team
effectiveness (B = .781, p < .001). Thus, H2 is supported.
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5 Next Research Steps

Future research should extend the nomological network of the agile mindset by examing
relevant determinants, particularly work design and leadership. Accordingly, the follow-
ing hypotheses are proposed. Work design refers to the structuring of tasks and enabling
conditions such as autonomy and feedback and has been linked to motivation, learning,
and work engagement [23, 24]. In agile contexts, work design can enable or constrain the
development of an agile mindset [11]. Empirical evidence indicates that team autonomy
fosters self-organized and adaptive work [25] and that a strong value focus makes a cen-
tral contribution to the effectiveness of agile teams [4]. H3: The work design is positively
related to the team agile mindset. Leadership represents a key contextual factor shap-
ing team processes over time [26]. In agile settings, leadership shifts toward enabling
self-organization [27], with leaders acting as role models and creating conditions that
support agile thinking and behavior [17]. Moreover, continuous management support
has been associated with agile team effectiveness [4], while insufficient support may
hinder agility [28]. H4: Leadership is positively related to team agile mindset.

References

1. Brede Moe, N., Dingsoyr, T., Dyba, T.: Understanding Self-Organizing Teams in Agile
Software Development, pp. 76—85 (2008). https://doi.org/10.1109/ASWEC.2008.4483195

2. Miler, J., Gaida, P.: On the agile Mindset of an effective team — An Industrial Opinion Survey,
pp- 841-849 (2019). https://doi.org/10.15439/2019F198

3. Verwijs, C., Eilers, K., Russo, D.: Do agile scaling approaches make a difference? An empirical
comparison of team effectiveness across popular scaling approaches. Empir Software Eng.
29 (2024). https://doi.org/10.1007/s10664-024-10481-5

4. Verwijs, C.E., Karen, R.D.: A theory of scrum team effectiveness. ACM Trans. Softw. Eng.
Methodol. 32, 1-51 (2023). https://doi.org/10.1145/3571849

5. Barroca, L., Sharp, H., Salah, D., Taylor, K., Gregory, P.: Bridging the gap between research
and agile practice: an evolutionary model. Int. J. Syst. Assur. Eng. Manag. 9, 323-334 (2018).
https://doi.org/10.1007/s13198-015-0355-5

6. Neumann, M., Schon, E.-M., Senapathi, M., Rauschenberger, M., Da Silva Silva, T.: Towards
acloser collaboration between practice and research in agile software development workshop.
In: A Summary and Research Agenda, vol. 561, pp. 91-97. https://doi.org/10.1007/978-3-
032-05799-0_9

7. Avison, D.E., Lau, F.,, Myers, M.D., Nielsen, P.A.: Action research. Commun. ACM. 42,
94-97 (1999). https://doi.org/10.1145/291469.291479

8. Geffers, K., Bretschneider, U., Karen, E.: Exploring individuals’ psychological factors as
predictors of workforce agility in software development teams. In: ICIS 2024 Proceedings
(2024)

9. Augner, T., Schermuly, C.C.: Beyond a buzzword: the agile mindset as a new research con-
struct in organizational psychology. JMP. 40, 274-288 (2025). https://doi.org/10.1108/JMP-
04-2024-0261

10. Verwijs, C., Eilers, K.: How a Team-Level Agile Mindset Shapes Team Effectiveness.
(2025), https://medium.com/the-liberators/how-a-team-level-agile-mindset-shapes-team-eff
ectiveness-880f9b2b8f89

11. Eilers, K., Peters, C., Leimeister, J.M.: Why the agile mindset matters. Technol. Forecast.
Soc. Chang. 179, 121650 (2022). https://doi.org/10.1016/j.techfore.2022.121650


https://doi.org/10.1109/ASWEC.2008.4483195
https://doi.org/10.15439/2019F198
https://doi.org/10.1007/s10664-024-10481-5
https://doi.org/10.1145/3571849
https://doi.org/10.1007/s13198-015-0355-5
https://doi.org/10.1007/978-3-032-05799-0_9
https://doi.org/10.1007/978-3-032-05799-0_9
https://doi.org/10.1145/291469.291479
https://doi.org/10.1108/JMP-04-2024-0261
https://doi.org/10.1108/JMP-04-2024-0261
https://medium.com/the-liberators/how-a-team-level-agile-mindset-shapes-team-effectiveness-880f9b2b8f89
https://medium.com/the-liberators/how-a-team-level-agile-mindset-shapes-team-effectiveness-880f9b2b8f89
https://doi.org/10.1016/j.techfore.2022.121650

15.

16.

17.

18.

19.

20.

21.

22.

23.

24.

25.

26.

27.

28.

Closing Research—Practice Gaps through Action Research 47

. Peters, C., Simmert, B., Eilers, K., Leimeister, J.M.: Future Organization Report 2021. Insti-

tute of Information Management at University of St.Gallen and Campana & Schott Business
Services GmbH, St.Gallen, Switzerland and Frankfurt (2021)

. Ozkan, N., Eilers, K., Gok, M.S.: A Literature Review Based Insight into Agile Mindset

through a Lens of Six C’s Grounded Theory Model, vol. 504, pp. 261-282. https://doi.org/
10.1007/978-3-031-61657-0_13

. Schwarz, N.: Attitude construction: evaluation in context. Soc. Cogn. 25, 638-656 (2007).

https://doi.org/10.1521/50c0.2007.25.5.638

Schwaber, K., Sutherland, J.: The scrum guide. The rules of the game. (2020) https://scrumg
uides.org/docs/scrumguide/v2020/2020-Scrum-Guide-US.pdf

Lorenz, R., Bickert, L., Heck, J.: Principles of operational agility: a case study of a Swiss
telecommunication company. DU. 74, 173-186 (2020). https://doi.org/10.5771/0042-059X-
2020-2-173

Schreiter, B., Rook, A., Eilers, K., Warszta, T.: Wie Fithrungskrifte ein agiles Mindset fordern
konnen. PERSONALquarterly, 40—47 (2025)

J. R. Hackman: The Design of Self-Managing Work Groups (1976)

Schaufeli, W.B., Bakker, A.B., Salanova, M.: The measurement of work engagement with a
short questionnaire. Educ. Psychol. Meas. 66, 701-716 (2006). https://doi.org/10.1177/001
3164405282471

Aubé, C., Rousseau, V.: Team goal commitment and team effectiveness: the role of task
interdependence and supportive Behaviors. Group Dyn. Theory Res. Pract. 9, 189-204 (2005).
https://doi.org/10.1037/1089-2699.9.3.189

Columinity: Improve your teams. Boost your business (2025), https://columinity.com

Hair, J.F., Risher, J.J., Sarstedt, M., Ringle, C.M.: When to use and how to report the results
of PLS-SEM. EBR. 31, 2-24 (2019). https://doi.org/10.1108/EBR-11-2018-0203

Parker, S.K.: Beyond motivation: job and work design for development, health, ambidexterity,
and more. Annu. Rev. Psychol. 65, 661-691 (2014). https://doi.org/10.1146/annurev-psych-
010213-115208

Hackman, J., Oldham, G.R.: Motivation through the design of work: test of a theory. Organ.
Behav. Hum. Perform. 16, 250-279 (1976). https://doi.org/10.1016/0030-5073(76)90016-7
Junker, T.L., Bakker, A.B., Gorgievski, M.J., Derks, D.: Agile work practices and employee
proactivity: a multilevel study. Hum. Relat. 75, 2189-2217 (2022). https://doi.org/10.1177/
00187267211030101

Yukl, G.: Effective leadership behavior: what we know and what questions need more
attention. AMP. 26, 66-85 (2012). https://doi.org/10.5465/amp.2012.0088

Manz, C.C., Sims, H.P.: Leading workers to Lead themselves: the external leadership of self-
managing work teams. Adm. Sci. Q. 32, 106 (1987). https://doi.org/10.2307/2392745
Goncalves, D., Bergquist, M., Bunk, R., Alidnge, S.: The Influence of Cultural Values on
or-Ganizational Agility. In: Americas Conference on Information Systems, p 1-10 (2019)


https://doi.org/10.1007/978-3-031-61657-0_13
https://doi.org/10.1007/978-3-031-61657-0_13
https://doi.org/10.1521/soco.2007.25.5.638
https://scrumguides.org/docs/scrumguide/v2020/2020-Scrum-Guide-US.pdf
https://scrumguides.org/docs/scrumguide/v2020/2020-Scrum-Guide-US.pdf
https://doi.org/10.5771/0042-059X-2020-2-173
https://doi.org/10.5771/0042-059X-2020-2-173
https://doi.org/10.1177/0013164405282471
https://doi.org/10.1177/0013164405282471
https://doi.org/10.1037/1089-2699.9.3.189
https://columinity.com
https://doi.org/10.1108/EBR-11-2018-0203
https://doi.org/10.1146/annurev-psych-010213-115208
https://doi.org/10.1146/annurev-psych-010213-115208
https://doi.org/10.1016/0030-5073(76)90016-7
https://doi.org/10.1177/00187267211030101
https://doi.org/10.1177/00187267211030101
https://doi.org/10.5465/amp.2012.0088
https://doi.org/10.2307/2392745

48 A. Rook et al.

Open Access This chapter is licensed under the terms of the Creative Commons Attribution 4.0
International License (http://creativecommons.org/licenses/by/4.0/), which permits use, sharing,
adaptation, distribution and reproduction in any medium or format, as long as you give appropriate
credit to the original author(s) and the source, provide a link to the Creative Commons license and
indicate if changes were made.

The images or other third party material in this chapter are included in the chapter’s Creative
Commons license, unless indicated otherwise in a credit line to the material. If material is not
included in the chapter’s Creative Commons license and your intended use is not permitted by
statutory regulation or exceeds the permitted use, you will need to obtain permission directly from
the copyright holder.


http://creativecommons.org/licenses/by/4.0/

Human-AI Collaboration in Agile Teams



®

Check for
updates

AI-Augmented Agile Teams: A Research
Agenda and Summary of the Human-AI
Collaboration Workshop

Nils Brede Moe!®)@® and Viktoria Stray!»?

L SINTEF, Trondheim, Norway
nilsm@sintef.no, stray@ifi.uio.no
2 University of Oslo, Oslo, Norway

Abstract. Agile teams are rapidly adopting Al agents in everyday work,
reporting increased productivity and faster feedback cycles. Simultane-
ously, the integration of Al raises new socio-technical issues concerning
coordination, trust, roles, quality, and governance. To better understand
these challenges, we organized the first International Human—AI Collab-
oration in Agile Teams workshop at XP 2026, with more than 40 partic-
ipants from academia and industry. This paper reports on the outcomes
of the workshop, synthesizing insights from interactive group discussions
and collaborative analysis. The findings highlight how AI reshapes agile
teamwork and workflows, introducing new human—AlI collaboration pat-
terns, shifting skills and roles, and raising challenges related to leader-
ship, governance, and value assessment. A key emerging concept is cog-
nitive debt, referring to the gradual loss or weakening of shared under-
standing in teams relying on Al-generated outputs. Based on these find-
ings, we present a research agenda structured around eight key themes,
including teamwork, workflows, autonomy, skills, value measurement,
and adoption practices. The results emphasize that integrating Al into
agile software development teams is not only a technical challenge but
a socio-technical transformation requiring new practices, competencies,
and organizational support.

Keywords: Teamwork - Agile - Agentic coding + Autonomy - copilot -
Claude

1 Introduction

Generative ATl (GenAl) systems such as ChatGPT, Claude, and GitHub Copi-
lot are rapidly being adopted in software development, driven by expectations
of substantial productivity gains [11,16]. In agile settings, teams are increas-
ingly incorporating not only Al assistants but also more autonomous agents into
everyday activities, including planning, design, coding, testing, documentation,
and analytics. The growing use of Al assistants and autonomous agents across
the agile workflow promises faster feedback cycles and improved efficiency, while
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also introducing new forms of human—AI collaboration [13] and reshaping how
work is performed within agile teams.

Building on this trend, recent advances in agentic coding move beyond iso-
lated code generation to more integrated, team-like collaboration across agile
development activities. These approaches model Al systems as specialized agents
that assume roles similar to those in agile teams (e.g., product management,
development, and testing), working iteratively and facilitating continuous feed-
back and alignment with user needs [10]. The shift from code generation to
multi-agent collaboration positions Al less as a tool and more as a kind of Al
teammate working within structured workflows. While these approaches demon-
strate the potential of Al-augmented teamwork, it remains to be seen how these
agentic systems will be integrated with real-world agile practices and how they
will affect coordination, roles, and shared understanding within teams [5].

Early empirical evidence from industry suggests that the productivity gains
from AI adoption are uneven and not straightforward to realize in practice [7].
Recent longitudinal evidence indicates that perceived productivity benefits from
GitHub Copilot may not be reflected in conventional activity metrics such as
commits or lines changed [15]. Many organizations have yet to observe measur-
able business value from their AI investments [12], indicating that successful
adoption requires more than access to tools. Instead, it demands changes in how
work is organized, coordinated, and learned within teams. This challenge is fur-
ther complicated by the evolving nature of GenAl technologies, which cannot be
treated as stable artifacts but rather as objects of ongoing experimentation and
negotiation in practice [18]. In practice, organizations often struggle to translate
technological capabilities into improved development flow or sustained produc-
tivity gains [2].

Although recent empirical work has begun to examine how generative Al
affects developers’ everyday workflows, including solo and pair programming
with ChatGPT and GitHub Copilot [17], there is still limited understanding of
how such tools reshape agile teamwork at the collective level, including coordi-
nation, shared practices, roles, and value creation. This challenge is amplified by
the dynamic nature of software development, where Al agents and collaboration
patterns may need to continuously adapt to evolving requirements and project
conditions [5].

To address this gap, we organized the Human—AI Collaboration in Agile
Teams workshop at XP 2026. The workshop brought together more than 40
experts from academia and industry and combined short presentations with
interactive group discussions. The goal was to explore how Al affects everyday
agile activities and to collaboratively identify emerging challenges, practices, and
research directions.

This paper reports on the outcomes of the workshop. Based on the discus-
sions, we identify key themes characterizing human—Al collaboration in agile
teams, including changes in workflows and team dynamics, evolving roles and
competencies, challenges related to governance and value assessment, and the
emergence of cognitive debt as a potential risk. Furthermore, we synthesize a
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research agenda that outlines key questions for future empirical and concep-
tual work. By providing an empirically grounded overview of current challenges
and opportunities, this paper contributes to the growing body of knowledge
on Al-augmented software teams and offers direction for both researchers and
practitioners in the XP community.

2 Research Papers and Industry Reports

The workshop included five presentations. Three were research contributions
that had been peer-reviewed and accepted by the program committee, while
two were industry experience reports invited to ground the discussion in current
practice. Together, the presentations provided complementary perspectives on
how Al is entering agile software development, from individual use of generative
AT tools to agentic systems, Al-supported testing, and organizational models for
Al-augmented development.

The first research contribution, by El Outmani et al. [3], examined human—
AT collaboration in agile regression testing through an industrial case study at
Hacon, a Siemens company. The second research contribution, by Gundelsby et
al. [4], investigated how individual use of generative AI affects collaboration in
agile teams. Based on thirteen interviews with software and technology profes-
sionals, the study found that GenAl use was primarily individual rather than
shared at the team level. Participants often asked AI before asking colleagues,
which could reduce interruptions and support individual problem solving, but
also risked weakening mentoring, collective learning, and shared understanding.
The third research contribution, by Hinderks et al. [6], reframed AT integration
as an organizational design problem rather than a tool adoption problem. The
paper proposed a three-layer model for AI-Dev-Systems, defined as configured
environments of Al agents, tools, workflows, and knowledge bases that support
systematic software development. In this model, System Teams design AI-Dev-
Systems, Platform Teams maintain and evolve them, and Product Teams develop
software within these environments.

The two industry experience reports complemented the research contribu-
tions by grounding the discussion in current practice. One report described Al-
assisted model-based testing in the company Testify AS and showed how Al
can support earlier feedback and improved collaboration, while also introduc-
ing questions about ownership, supervision, and changing competence needs.
The other addressed the “Al paradox” based on experiences from Team Rock-
stars, where individual productivity improvements do not necessarily translate
into team-level benefits. Instead, increased coordination overhead, fragmented
AT use, and reduced shared understanding may weaken collective effectiveness
even when individuals work faster.

3 Workshop Findings

Following the presentations, the participants divided into four facilitated groups
to engage in structured discussions. Participants could choose among the fol-
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lowing topics, or suggest their own: 1) How AI Changes the Workflow, 2) From
Potential to Value: Why AI Does (Not) Deliver, 3) Skills, Roles, and Careers
in AI-Augmented Teams, and 4) Leadership and Work in the Age of AIl. Each
group discussion was guided by a predefined set of questions related to the topic.

The discussions followed a multi-step facilitation process. First, participants
individually reflected on the topic and wrote down ideas, observations, and con-
cerns on sticky notes. Next, participants presented their reflections within the
group, followed by collaborative discussion and clustering of related themes and
perspectives. Each group presented its main findings to the workshop partic-
ipants in a plenary session. Based on the discussions, participants were also
encouraged to formulate research questions and identify areas for future work.

The workshop facilitators collected all sticky notes and discussion material
generated during the thematic discussions and research agenda session. The
material was subsequently reviewed and consolidated by the authors through
iterative thematic analysis, resulting in recurring socio-technical themes and
associated research questions characterizing human—AI collaboration in agile
teams.

3.1 AI Reshapes Teamwork and Workflows

A recurring theme across the groups was that Al is changing everyday develop-
ment practices, but not in a uniform way. Participants described shifts across
the entire agile workflow, including planning, development, testing and reviewing
(see Fig.1). Al was often associated with faster completion of individual tasks.
However, participants were more cautious about whether this made the overall
agile development process more efficient.

Rather, the discussions suggest that AI changes where work takes place and
what kind of work becomes necessary. In some cases, effort appears to move
from producing an artifact to checking, adapting, integrating, or explaining it.
This creates new coordination needs within teams, as well as new dependen-
cies between tools, roles, and established ways of working. Several participants
pointed out that Al-generated outputs may save time when solving tasks, while
also introducing validation overhead and integration challenges elsewhere.

3.2 Emerging Human—AI Teaming Dynamics

Participants did not describe Al only as a tool that supports existing work
practices. In several discussions, AI was instead talked about as something that
actively shapes how developers approach tasks, make decisions, and interact with
each other. This raised questions about trust, transparency, and the conditions
under which human judgement should remain central.

One concern was that Al was often used individually by team members.
This supports individual productivity, but it can also make parts of the work
less visible to the rest of the team. Assumptions, decisions, or generated artifacts
may not be shared in the same way as before. The material therefore points to
a tension between individual efficiency and collective ownership. Al can help
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Fig. 1. Human—AlI collaboration across the agile workflow.

developers move faster, but it may also make it harder for teams to maintain a
shared understanding of the system and of the work being done.

3.3 Shifting Skills, Roles, and Career Paths

AT is reshaping what counts as important competence in software teams. Partic-
ipants emphasized the need for system-level understanding, a focus on business
value, orchestration skills, and the ability to evaluate Al-generated outputs crit-
ically. The shift was therefore not described simply as a reduction in technical
skill needs.

Further, participants questioned how newcomers will develop foundational
expertise if Al increasingly supports the tasks through which such expertise has
traditionally been learned. The concern is not only whether junior developers
can use Al effectively, but whether they will develop the judgement needed
to understand and take responsibility for Al-generated outputs. In this sense,
AT adoption may affect both role expectations and longer-term career paths in
software development.

3.4 Leadership, Governance, and Organizational Alignment

Leadership and organizational support were described as important conditions
for responsible Al adoption. Participants emphasized that Al use involves more
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than tool choice. It also raises legal, ethical, financial, and managerial questions.
Teams need clearer boundaries for acceptable use.

At the same time, participants stressed that responsibility must remain with
humans. This creates a need for governance that supports experimentation with-
out leaving AI adoption entirely to individual initiative. This cuts across all
stages of the workflow in Fig. 1. Regardless of which agents support which stage,
accountability stays with the humans in the loop.

3.5 Value, Quality, and Measurement Challenges

Although Al was frequently linked to productivity, participants questioned how
its value should be assessed. Faster task completion was not necessarily seen as
the same as better outcomes. Participants raised concerns about token costs,
customer value, artifact quality, maintainability, and longer-term consequences
such as technical debt [1], process debt [8], and cognitive debt [14].

Cognitive debt is a team-level, project-level property reflecting the erosion of
shared understanding across a software system over time [14]. In the workshop
discussions, this concern appeared when participants described how reliance on
Al-generated outputs that are not fully understood, validated, or discussed col-
lectively may gradually weaken shared understanding within teams. Participants
noted that while individual productivity gains may be real, they are often diffi-
cult to measure and may come at the cost of reduced transparency, learning, and
long-term quality. These discussions highlight the need for evaluation approaches
that go beyond individual productivity metrics.

3.6 Adoption, Learning, and Practice Evolution

Teams are experimenting with how Al could be integrated into their work and
workflow, and practices seemed to develop through trial and error. Effective use
depends on continuous learning, feedback, and the sharing of experience within
and across teams.

At the same time, participants noted several barriers to such learning. These
included lack of time, uncertainty about appropriate use, and resistance to
change. Al adoption therefore appears less like a one-time implementation and
more like a gradual evolution of work practices. Teams need shared routines for
experimentation and a common language to discuss how Al is used, what kinds
of outputs can be trusted, and how human oversight should be organized. Earlier
work on attracting and retaining software engineers has shown that dedicated
time for learning, such as a recurring “competence day”, can support competence
development and team learning in software organizations [9]. Comparable mech-
anisms may be needed in Al-augmented teams, where the relevant competencies
are still evolving.
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Table 1. Research themes and questions identified from the workshop.

Theme

Research question

Focus

Teamwork & Collabora-
tion

How does Al reshape teamwork,
coordination, and communica-
tion in agile teams?

Collaboration patterns, human—
Al interaction, and team
dynamics.

Workflows & Practices

How does Al change soft-
ware development workflows
and agile practices?

Development lifecycle, task dis-
tribution, and process adapta-
tion.

Autonomy &  Gover-
nance

How should teams balance
human autonomy, Al autonomy,
and organizational control?

Decision-making, accountabil-
ity, and governance models.

Skills & Roles

What skills, roles, and career
paths are mneeded in Al-
augmented teams?

Competence development, role
evolution, and implications for
education.

Value & Measurement

How can organizations measure
the value, quality, and produc-
tivity impact of AI?

Metrics, evaluation frameworks,
and long-term effects.

Adoption & Learning

How should teams adopt and
learn to use Al effectively?

Onboarding practices, team
learning, and experimentation.

Conditions for Success

‘When does Al enhance team-
work and when does it create
risks?

Contextual factors, boundaries,
and unintended consequences.

Leadership & Organiza-
tion

‘What leadership and organiza-
tional practices enable effective
Al integration and scaling of
agentic coding?

Change management, culture,
and organizational design.

3.7 Cross-Cutting Tensions

Taken together, the themes reveal several recurring tensions related to Al adop-
tion in agile teams. Participants described tensions between efficiency and qual-
ity, autonomy and control, individual productivity and team alignment, and
experimentation and standardization. These tensions appeared across multiple
discussions and reflected differing assumptions about how AI should be inte-
grated into agile work practices.

4 Research Agenda and Concluding Remarks

Building on the workshop findings, we synthesized a research agenda that cap-
tures key challenges and open questions related to human—Al collaboration in
agile teams. The agenda is grounded in themes and questions identified through
group discussions and reflects both research and industry perspectives. Table 1
presents the resulting themes and associated research questions as a starting
point for future work.



58 N. B. Moe and V. Stray

Across the presentations and discussions, a common message emerged: Al
in agile teams cannot be understood solely in terms of individual productiv-
ity or tool support. Instead, Al affects agile work at multiple levels, including
how individuals solve problems, how teams coordinate and learn, how workflows
are organized, and how development is governed at the organizational level. A
recurring concern was the emergence of cognitive debt, where reliance on Al-
generated outputs may gradually weaken shared understanding, learning, and
collective ownership within teams.

The workshop also revealed recurring tensions between speed and quality,
individual autonomy and team alignment, Al autonomy and human account-
ability, and experimentation and standardization. These tensions suggest that
integrating Al into agile teams is not merely a technical challenge, but an ongo-
ing socio-technical transformation requiring new practices, competencies, and
governance mechanisms.

In conclusion, this paper reports on the first Human—AI Collaboration
in Agile Teams workshop at XP 2026 and provides an empirically grounded
overview of how Al is currently reshaping agile teamwork. Based on the discus-
sions, we identified seven socio-technical themes and developed a research agenda
to guide future empirical work and industry practice. Future research should
develop shared approaches for assessing value, quality, and team-level produc-
tivity in Al-augmented settings, since current individual productivity metrics
remain insufficient.
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by the Research Council of Norway through the Kairos project (grant 357147).
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Abstract. Agile teams depend on collaboration, collective learning, and
shared accountability to function effectively. As team members increas-
ingly use generative Al (GenAl) tools, these foundational dynamics may
be disrupted. In this study, we investigate how individual human—AI
collaboration affects agile teamwork through thirteen interviews with
software and technology professionals. Our findings show that GenAl
reshapes team collaboration and learning while enabling individuals to
work across traditional role boundaries, but also reinforces the contin-
ued necessity of human oversight and team accountability. We argue that
these dynamics challenge the notion of agile teams, and call for updated
models of agile teamwork.

Keywords: Agile Teams + Human-AlI Collaboration - Teamwork

1 Introduction and Background

GenAl changes teamwork in software engineering. Since the early 2000s, much
commercial software has been developed by agile teams: small, cross-functional,
self-organizing groups that collaborate closely with stakeholders to deliver work-
ing software in short, iterative cycles. The agile team has clear product ownership
and autonomy to decide how work gets done. Team members engage in continu-
ous communication, while consistently inspecting and adapting to improve both
the product and their own process [9]. Importantly, the agile team is a team. As
opposed to a group, which consists of externally managed individuals, a team
works collectively toward a common goal by leveraging individual efforts and
coordinating amongst themselves [5].

While some development teams are already using GenAl tools collaboratively
to augment team capabilities [7], much human-AT collaboration is still conducted
individually, potentially enabling single developers to carry out larger parts of
the software development process independently [2]. As individual members of
agile teams increasingly use GenAl to support their work, questions arise as to
whether this human-AlI collaboration leads to a re-individualization of work [1],
and how this may influence agile teamwork.
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During the AI and Agile workshop at the XP conference in 2025, chal-
lenges and research opportunities related to agile teams permeated the emerging
research agenda. For instance, fragmented tool use, the potential threats by Al
to team mental models due to reduced interaction, changes in learning patterns
and process misalignment at the team level were among the prominent challenges
[6].

The positive and negative implications of GenAl for team processes and learn-
ing are already being explored, such as increased employee efficiency, motivation
and learning [15], but also potentially lower levels of collaboration in teams, with
negative impact on employee affective affordances and well-being [3]. There are
also organization-level challenges including underestimated overhead and limita-
tions related to lack of tool integration with the development context [2]. All the
while, companies are starting to introduce organization-level policies and strate-
gies, moving Al use from the individual to the team and organizational level
[2,10]. However, much of the empirical research on GenAl to date has consid-
ered individual use, leaving a gap related to the impact of GenAl on workflows
and team dynamics [6,10].

A recent systematic mapping study shows that research on how GenAl affects
agile team dynamics is still limited [8], leaving a gap related to the impact of
GenAl on team workflows and dynamics [6,10]. Among the topics studied are
questions on how GenAl influences team characteristics like team size, team
dynamics [10] team learning and coordination [8], however research to date has
focused mainly on describing observed changes or posing future research ques-
tions.

Aiming to contribute towards increasing our understanding of the role of
GenAl in agile teams, in this study we explore the following research question:
How does individual human-AI collaboration disrupt agile teams?

Our findings show that individual human-Al collaboration disrupts agile
team interaction, collaboration and learning in both positive and negative ways.
For instance, individual learning strategies, when shared, could enhance team
learning. However, we also find evidence of Al use-related discomfort, which we
term “Al shame” and perceived problems with “opting out” for Al-skeptical team
members which can negatively impact team dynamics. Such findings suggest the
need to reconsider our understanding of agile teams, and teams in general [13].

2 Research Methods

Data Collection. To address our research question, we conducted thirteen
interviews with software and technology professionals in Knowit, a Scandinavian
consultancy firm specializing in agile software development and IT management.
Interviews were conducted between June and October 2025, either face-to-face
or via Microsoft Teams. Interviews lasted between 45-60 min and recorded based
on participant consent. We used an interview guide structured into themes such
as teamwork and collaboration, individual work, and work practices. Example
questions include “How does Al tools influence team dynamics such as collabo-
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ration and communication” and “How do you involve Al tools in your problem
solving practices?”

Participants included six developers, two marketers, two recruiters, one Al
engineer, one technology advisor, one technical architect. We strived for a varied
sample to represent a broad range of perspectives and experiences, but common
for all roles was that they worked in teams. Participant seniority level ranged
from junior to mid-level, senior and expert, with company tenures ranging from
less than a year to eight years. In terms of gender, only two participants were
female (one developer and one marketer).

All data was stored in an SQLite database with anonymized identifiers which
served as the central repository for codes, themes, and memos. To ensure trans-
parency, analytical scripts are available at [link].!

Analytical Procedures. We followed Braun and Clarke’s six-phase thematic
analysis framework [4], supported by GenAlT tools in our coding process, following
SE best practices [11]:

1) Getting to know the material: Interviews were transcribed using a
Whisper-based transcription tool. All transcripts were read and quality checked
by members of the research team. During this procedure, we first 2) generated
initial codes and 3) searched for themes manually, coding transcripts in Microsoft
Word and transferring codes to our database via script. Findings were iteratively
discussed within the research team. In a second pass over phases two and three,
we iteratively prompted LLMs (Claude, GPT-4) to suggest additional codes and
thematic groupings, which we compared against our manual set. For example, an
LLM suggested codes such as ai_before_colleague when analyzing passages
about developers preferring Al over colleagues. We critically reviewed each sug-
gestion, accepting, modifying, or rejecting based on our domain expertise. All
final decisions were made by human researchers.

Following this, the themes from the LLM-generated analysis were thoroughly
4) reviewed, both by having the LLM and human researchers cross-check find-
ings against each interview transcript. Codes were grouped into working themes
in the database, and we merged working themes into the six themes reported
here when they covered the same idea and were raised by several participants;
disagreements between the manual and LLM passes were resolved through team
discussion, with all final decisions made by the human researchers. We continued
this process until saturation was reached, i.e., no new data added new insights
or no new themes emerged, as deemed by the human researchers. When we were
satisfied with the set of themes we 5) assigned names and descriptions to each
theme in parallel with 6) writing the report. No LLM support was used for ana-
lytical decisions during these final phases, however we used GenAl tools to assist
writing, including formulating arguments and refining prose.

! Link anonymized for review; will be made public upon acceptance.
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3 Findings

Our thematic analysis identified six themes: (T1) AI use is individual, not shared;
(T2) AI changes team mentoring patterns (T3) Socratic prompting can enhance
learning; (T4) AI changes team interaction patterns; (T5) Al-induced discom-
fort; and (T6) human oversight remains essential. Support varied across themes:
T6 was the only one raised by all 13 participants, T1-T4 by 10-12, and T5
explicitly by a minority (5 of 13).

3.1 AI Disrupts Learning in Agile Teams

A first set of findings relates to how individual human-AT collaboration disrupted
team knowledge flow. Across most participants (11 of 13), Al was predomi-
nantly used individually rather than collectively (T1). We found no established
team-level Al guidelines. This individual adoption pattern drives the disruptions
described in the following. We found that traditional mentoring patterns changed
as GenAl enabled individuals to operate beyond their specialization, reduc-
ing dependency on teammates with complementary skills (T2). For instance,
a junior AI engineer described how s/he now works across domains: “I don’t
know Javascript or frontend at all. But I have gotten requests to fix things in
[the internal portall... where I got AI to help me implement” [P02].

However, the ability to get quick answers from Al raised concerns about
long-term competence development. A junior developer explained: “My biggest
reason for skepticism is that I'm very nervous we’ll get a large gap between senior
developers and juniors... We’ll get a whole generation of developers who never
learn how to solve these problems by walking the path” [P02].

Another participant reflected on how it was expertise that enabled effective
AT use, not the reverse: “In the area where I actually have competence... I expe-
rience the tool as very good. While in the area of legal language, where I feel T
don’t have great competence, I notice that I don’t dare trust the tool” [P05].

Some participants deliberately used Al to enhance rather than bypass learn-
ing (T3). One developer used a Socratic approach where: “T usually system-
prompt my agents to use the Socratic method. 'Don’t give me the answer right
away... give me the approach for how I get to the problem on my own”’ [P02].

Finally, participants described how the tension between productivity and
learning had changed their team interaction patterns: This becomes “a kind of
‘elephant in the room’ in every single meeting. Because you can sit and discuss...
then we throw it to an Al, because we know that probably it’s good enough” [P02].

3.2 AI Disrupts Agile Team Communication and Collaboration

A second set of themes relates to how individual AI adoption fundamentally
changes how, when, and why team members interact (T4).

Participants consistently reported asking Al before colleagues: “It definitely
changed how I worked. I spent more time trying to talk to the Al before I checked
in [with colleagues]. For things directly related to code, if I know someone else
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knows shell script, before I would have asked them directly. Now I ask GPT”
[P04]. A junior developer observed the threshold for human interaction rising: “I
think it becomes a higher threshold for sitting down with each other and helping.
If you get a question, it’s like: ‘Have you tried GPT?”’ [P09).

Not everyone, however, embraces this shift. One participant deliberately lim-
ited their AI use due to environmental and privacy concerns, yet found them-
selves “forced to use AI when I don’t want to” [P08] through AI features built
into the tools they use. Another who rejected Al tools “has essentially placed
himself on the sidelines, and doesn’t appear as relevant anymore” [P05].

Our data also indicates that individual human-AI collaboration has the
potential to reduce teams to minimal sizes. An expert consultant described work-
ing almost entirely solo: “I’m almost never part of a team. If I can’t divide the
problem... If I'm precise enough, it takes me longer to write a specification [for
someone else| than to just solve it myself [using AI]” [P0O6].

AT also reshapes traditional collaborative practices like pair programming
which according to our data, may challenge its value: “Sometimes you suddenly
see them just starting to do a lot and you’re really just sitting there watching...
one person says ‘that looks good”’ [P08]. This suggests how the active engage-
ment of human pairing may be lost when Al takes over code production.

Finally, several participants described what they called “Al shame”, a dis-
comfort about relying on AI (T5). A marketing manager explained: “T feel like
I'm cheating a bit... If I present market strategy that came through ChatGPT,
you didn’t need me and my knowledge” [P12]. Another admitted: “It feels a bit
like we’re cheating when things are made so fast. So we... haven’t been completely
open about all our ChatGPT use” [P05]. This shadow use may affect team trust
and shared understanding of how work is actually done.

3.3 Human Team Members Remain Essential

Despite Al’s capabilities and their implications for individual work processes, all
participants emphasized that human oversight could not be delegated (T6).

A developer recounted security failures: “It wrote something completely inse-
cure. Something first-year students could get past... if you don’t know what you’re
doing, it can go wrong” [P03]. Participants further distinguished between pro-
duction and decision-making: “Often it’s pure content production, presentation-
making. Because as soon as things affect or touch people in any way... then I
think you must sit down and actually talk to someone” [P10]. Al handles pro-
duction; humans retain responsibility for decisions affecting people.

The oversight requirement stems from fundamental AI limitations: “Things
stopped working very quickly. [...] It created a lot, but it had no idea what it
created. And it didn’t document anything itself” [PO1]. Another participant drew
a firm boundary: “Don’t let AI maintain AIL. That will happen too, but we should
have more control... somewhere you have to draw a line” [P0O1].
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Table 1. How individual human-AI collaboration disrupts agile team practices

From (Traditional teams)

‘To (Al-influenced teams)

Learning

Asking colleagues for help
Seniors as mentors

Team learning discussions

Asking AT first
Al as Socratic tutor

Efficiency over learning

Collaboration

Shared tool decisions
Pair/mob programming
Interrupting colleagues
Transparent tool use

Cross-functional teams

Individual AI adoption
Al-assisted programming
AT reduces interruptions
Hidden AT use

Smaller generalist units

Oversight

Writing code Reviewing Al code

These findings illustrate the retained need for team accountability. While Al
can take over functions previously performed by colleagues, it cannot assume
the accompanying responsibilities. A senior recruiter framed it explicitly: “I use
generative AI more as a junior assistant than an equal collaborator.” [P11].

4 Discussion and Concluding Remarks

Our findings point to a number of ways in which individual Al adoption disrupts
team dynamics in agile teams, summarized in Table 1.

4.1 Implications for Theory

In line with existing studies [8,14], our findings show that AT use is still on the
level of individual Human-AT interaction. We found little evidence of participants
using Al actively at the team level to collaborate, a finding that is reflected in
another recent study on agile practitioners [12]. However, our findings points to
several areas through which cognition becomes individualized again through Al,
which may have implications for e.g., team cognition, shared mental models and
team trust, all of which are key characteristics of agile teams [5,9].

First, mentoring and knowledge transfer are key aspects of agile teams [9].
However, having Al assistance readily available may stifle team discussions and
asking colleagues for help [3]. In line with [15], our findings suggest that while AI
may support individual learning, it disrupts the collective learning that emerges
from working alongside experienced colleagues. On the other hand, reduced
reliance on colleagues may enable more balanced participation, particularly in
teams previously dominated by senior experts, though this remains speculative.
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Our findings further illustrate a competence paradox, where Al enables juniors
to appear more competent (operating across domains), while potentially under-
mining the path to becoming actually competent [15]. Interestingly, our findings
show how some individuals used a’Socratic prompting approach’ which, if used
systematically as a training tool at the team level, may enforce and strengthen
team learning. However, this approach must be taught. Accordingly, agile team
mentoring still appears key.

Second, our findings point to a need to reconsider what an agile team should
look like and do. In line with existing studies [8,14], our findings show that AT use
in our case organization is still on the level of individual human-AI interaction.
However, we observed early signs of team-level Al augmentation: one participant
described how Al was brought into pair programming sessions when the pair got
stuck, turning the pair into a “trio.” While this shows AI moving toward team
augmentation [7,13], it raises questions about how this integration affects the
dynamics and learning value of traditional pair programming, as Al-skeptical
team members experienced that they could not opt out.

Third, in line with other studies [2,14,15] we also find indications of a redefi-
nition of work from producing code to oversight and revision of Al output. This
poses interesting questions related to for instance task and role distribution, team
accountability and our core understanding of agile teams. Our findings illustrate
that AI can enable individuals to perform a wide set of development tasks, taken
to the extreme a “one person army” where the tool is essentially replacing the
team. However, this notion ignores that the agile team’s value lies in the ability
to leverage cross-functional shared knowledge to deliver value beyond that of
any individual with seemingly limitless tool capabilities, which is part of what
makes agile teams resilient [5,9].

Finally, Al may have negative effects on individual and team social outcomes
[3,10,13]. Our findings point to how team members that are skeptical towards
Al may be ‘sidelined’ and left with the impression that Al-use cannot be avoided
at the expense of their personal preferences. If individual AI adoption, in the
absence of team policy, becomes a de facto team norm, this may challenge the
individual autonomy and working styles that agile emphasizes.

Another negative implication is the discomfort resulting from Al use in set-
tings where one perceives that Al use will have negative social implications,
which we term ‘Al shame’. Notably, Al shame operates on two levels: externally,
as fear of social judgment from colleagues, and internally, as a diminished sense of
ownership when deliverables feel “too easy” relative to perceived effort required.
Since agile teams rely on transparency and psychological safety [5,9], teams
must create environments where Al use is publicly acknowledged and personally
accepted. While previous studies has begun to explore the emotional dimensions
related to Al use [3], this is a nascent topic in need of further research.

4.2 Implications for Practice

Our findings holds several practical implications that may enable teams to ben-
efit from AI without sacrificing collaboration and learning.
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1) Establish team guidelines for AI use. Integrate Al guidelines into team
contracts to maintain collective ownership and shared understanding, and to
make Al use visible and transparent. This may prevent shadow use, increase
trust, and enable teams to collectively learn effective Al practices. (Grounded.)

2) Make space for human-human learning. Designate Al-free problem-solving
sessions and mandatory pairing time for juniors to build both technical skills
and domain knowledge alongside Al-assisted productivity. (Problem grounded;
intervention not tested.)

3) Teach Al as learning tool, not shortcut. Mentor team members in deliber-
ate Al practices that enhance rather than replace learning, such as using Al for
guidance and explanation in addition to complete solutions. (Exztrapolated from
2 of 13.)

4) Make human oversight a core team responsibility. Treat any Al output
(code, text, analysis) as a “draft from a junior assistant” that requires human
domain knowledge and judgment before acceptance. (Grounded; team framing
extends our data.)

5) Reconsider team size and composition carefully. The question should be
“what team structure is needed for sustainable delivery?” not just “how few
people can we get away with?” (Speculative.)

4.3 Limitations and Concluding Remarks

We have explored how GenAl transforms agile teams. The study has limita-
tions: a single-case design limits external generalizability, interviews provide only
a snapshot of a fast-evolving landscape, and three of the authors are full-time
employees in the case organization. To mitigate the last point, those authors
did not interview respondents for whom they held personal responsibility, and
the research process and analyses were led by the fourth author, whose primary
affiliation is academic and whose link to Knowit is as a researcher with no inter-
nal company responsibilities. We registered the study with Sikt, the Norwegian
agency for shared services in education and research. Despite these drawbacks,
our study illustrates a need to reconsider the role of agile teams in software engi-
neering. As research increasingly considers the role of Al in teamwork [8,13], and
Al-augmented teams may replace traditional development teams [7], our under-
standing of agile teams must be updated. Longitudinal studies should explore
how team dynamics evolve as Al adoption matures, and future work should
examine “Al shame” to uncover its implications at the individual and team
level. Above all, future research should revisit and update existing models of
agile teamwork to develop new frameworks for the Al age.
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Abstract. Context: For decades, integrating new capabilities into agile
teams, whether UX practices or emerging technologies, has followed a
consistent paradigm: teams remain stable while methods adapt. Applied
to Al, this approach produces fragmented tooling, governance uncer-
tainty, and wvibe coding: unstructured AI use that prevents cumulative
organizational capability. We argue this integration paradigm, successful
for disciplines like UX, may be inadequate for Al’s transformative scope.
Objective: We reframe Al integration as an organizational design prob-
lem: how should teams restructure around AI-Dev-Systems, configured
environments of Al agents, workflows, and knowledge bases functioning
as shared infrastructure?

Method: We propose a three-layer model extending platform engi-
neering: (1) System Teams design AI-Dev-Systems; (2) Platform Teams
maintain them; (3) Product Teams develop software within them.
Results: Developers shift from producers to stewards monitoring Al out-
puts. Iteration cycles compress, paradoxically elevating product thinking:
when implementation ceases to be the bottleneck, what to build mat-
ters more than how. XP practices persist but transform into governance
mechanisms for Al-generated work.

Conclusion: Teams should restructure around AI-Dev-Systems rather
than adopt Al tools, our three-layer model offers a structured provocation
to reframe the discourse.

Keywords: Al-Dev-Systems - Agile Software Development - Platform
Engineering -+ Human-AI Collaboration

1 Introduction

The integration of Al coding assistants into software development teams raises
fundamental questions about organizational design. As these tools become
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increasingly capable, organizations face decisions that extend beyond tool selec-
tion: they must consider how Al-augmented development affects team structures,
individual roles, and collaborative workflows. This is not merely a technical chal-
lenge but an organizational one.

Current approaches typically treat Al integration as a tool adoption problem,
asking how to fit Al assistants into existing team structures. This framing, how-
ever, may underestimate the organizational implications. At the XP 2025 work-
shop, 73.3% of participants identified fragmented tooling as their primary frus-
tration with Al-assisted development [16]. When each developer independently
adopts and configures Al tools, the result is often a proliferation of incompatible
setups rather than coherent team infrastructure.

This challenge echoes earlier efforts to integrate new disciplines into agile
teams. In 2023, we explored a similar question in the context of User Expe-
rience, guest-editing a special issue on Agile UX integration [12]. The central
question then was how to embed UX practices into existing agile team struc-
tures, a paradigm that assumed teams remain stable while new capabilities adapt
to fit them. That approach proved largely successful: UX practices could adapt
to agile rhythms without requiring fundamental team restructuring. We already
noted Al tools as an emerging force, but underestimated their organizational
implications.

AT, however, operates differently. AI-Dev-Systems, configured environments
comprising Al agents, automated workflows, and curated knowledge bases, are
not merely tools that adapt to teams; they are infrastructure that fundamen-
tally shapes how development work can be performed. This suggests an inversion:
rather than asking how teams can accommodate Al assistants, we should exam-
ine how organizations might restructure around AI-Dev-Systems. This perspec-
tive draws on sociotechnical systems theory, which emphasizes that technological
change requires corresponding attention to institutions and governance [8], and
on platform engineering principles that demonstrate how well-designed internal
platforms reduce cognitive load while enabling team autonomy [13].

This position paper introduces a three-layer model distinguishing teams
that design, maintain, and operate AI-Dev-Systems. Section 2 examines current
approaches and their limitations. Section 3 presents our organizational model.
Section 4 explores implications for agile practices and poses open questions for
workshop discussion.

2 Background: The Al-as-Assistant Paradigm

The dominant approach to Al in agile software development treats AI as an
assistant integrated into existing team structures. Research explores how LLM-
powered meeting assistants support Daily Scrums [2], how code copilots acceler-
ate individual developer tasks [10], and how chatbots help refine user stories [16].
Industry studies report productivity gains of 20-50% for bounded tasks such as
unit test generation and boilerplate coding [3,5]. The underlying assumption
is consistent: team structures remain stable while Al tools adapt to existing
workflows. This framing positions Al integration as a tool adoption problem.
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This assumption encounters systematic difficulties at the team level. The
XP2025 workshop synthesized over 120 practitioner pain points, with fragmented
tooling emerging as the most frequently cited frustration (73.3% of partici-
pants) [7]. Practitioners described a “paradox of choice” in which overlapping,
non-interoperable AT tools create cognitive overhead rather than reduce it [16].
Governance uncertainty compounds the problem: teams lack clarity on data
privacy boundaries when AI models ingest sprint artifacts, leading to adop-
tion delays or abandonment [16]. Skills gaps further limit systematic adoption,
prompt engineering literacy remains rare, and early abandonment after unsuc-
cessful initial trials is common [7].

The consequence is what we term wvibe coding: unstructured, opportunistic
AT use that produces isolated successes but fails to build cumulative organiza-
tional capability. This pattern explains a puzzling finding in recent empirical
work: developers report high satisfaction with Al tools even as teams struggle
to integrate them into coherent workflows [15]. Individual task productivity may
rise while team collaboration and knowledge sharing decline [14]. The assistant
paradigm optimizes for ad-hoc individual adoption rather than organizational
infrastructure.

We argue this reflects a category error. Al integration is not primarily a tool
adoption problem; it is an organizational design problem. Sociotechnical sys-
tems theory holds that successful technology integration requires corresponding
attention to institutions, culture, and governance, not just technical artifacts [§].
Treating Al as “just another tool” neglects the structural changes required to
leverage it effectively. The productive question is not how to add Al assistants
to existing teams, but how to design teams and infrastructures that make Al
systematically useful. The following section proposes such a design.

3 The Three-Layer Model

Platform engineering offers a proven response to tool proliferation: abstract com-
plexity into stable platforms that Product Teams consume as self-service capa-
bilities [13]. We propose that Al-augmented development requires an analogous
structural response, not adding Al tools to existing teams, but designing teams
around shared Al infrastructure.

We define an AI-Dev-System as a configured environment of Al agents, tools,
workflows, and knowledge bases designed for systematic software development.
Examples range from custom configurations, Claude with Model Context Pro-
tocol integrations, Cursor with project-specific rules, to purpose-built environ-
ments such as Design OS and Agent OS [1]. The distinguishing feature is inten-
tional design: deliberate choices about agent capabilities, interaction patterns,
and domain knowledge that apply across a team.

Research on LLM-based multi-agent systems supports this framing. He et
al. [6] identify orchestration platforms as core infrastructure managing coor-
dination among agents. Yet this organizational question often remains implicit:
who builds and evolves these systems? Our three-layer model makes this division
of labor explicit (Fig.1).
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Fig. 1. The three-layer model: System Teams design, Platform Teams maintain, and
Product Teams operate within the configured environment. Arrows indicate capability
provision (downward) and feedback flow (upward).

3.1 Layer 1: System Teams

System Teams design and construct Al-Dev-Systems. Their responsibilities
include agent configuration, workflow design, prompt engineering, knowledge
base curation, and integration architecture.

In Team Topologies terminology [13]|, System Teams function as a compli-
cated subsystem team: specialists who shield other teams from orchestration com-
plexity. Crucially, this expertise is concentrated: not every developer needs deep
prompt engineering skills if architects encode that knowledge into system design.

3.2 Layer 2: Platform Teams

Platform Teams maintain and evolve the Al-Dev-System after deployment. Their
responsibilities include bug fixes, model updates, capability extensions, and
regression management. This mirrors conventional platform engineering [13], but
AT infrastructure demands higher operational velocity.

Two factors drive this tempo. First, foundation model updates occur fre-
quently and can alter system behavior unpredictably. Second, Product Teams
generate continuous feedback about workflow friction; Platform Teams translate
this into improvements. The feedback loop between Layers 2 and 3 determines
whether the AI-Dev-System accumulates organizational learning or stagnates.

3.3 Layer 3: Product Teams

Product Teams develop software using the AI-Dev-System as their primary envi-
ronment. Rather than selecting Al tools individually, they consume curated
capabilities provided by the platform. This addresses the “paradox of choice”
identified in Sect. 2.

This restructures the developer role. Following He et al. [6], developers
increasingly function as monitoring developers: observing Al-generated outputs,
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validating results, and steering the development process. Traditional XP prac-
tices, pair programming, test-driven development, collective ownership, remain
valuable, but shift from direct production methods to governance mechanisms
for Al-generated work.

4 TImplications and Open Questions

If teams restructure around AI-Dev-Systems, what changes for agile practices,
and what remains?

4.1 What Changes

From Producer to Steward. The most significant shift concerns the developer’s
role. As discussed in Sect. 3.3, developers function as monitors: observing out-
puts, validating results, and intervening at decision points. The task shifts from
producing code to stewarding production.

Human-human pairing involves continuous dialogue and shared reasoning.
Human-AT collaboration differs: the AI produces, the human evaluates and redi-
rects. Research indicates this requires distinct competencies, particularly cali-
brating trust appropriately [9,11]. Pair programming skills do not transfer auto-
matically.

Compressed Iteration Cycles. When Al-Dev-Systems generate prototypes in
hours, the two-week sprint becomes coarse-grained. Teams plan around system
capabilities and validation checkpoints rather than individual task assignments.
The sprint may persist as coordination rhythm while losing its function as pro-
duction cadence.

System-Level Retrospectives. Retrospectives expand to include the AI-Dev-
System itself. Product Teams evaluate the system as an upstream dependency,
surfacing friction points. This feedback flows to Platform Teams, making retro-
spectives a governance mechanism for system evolution.

4.2 What Remains

The three-layer model recontextualizes agile values rather than abandoning

them. Iterative development remains essential: AI-Dev-Systems do not elimi-

nate the need for rapid feedback, customer collaboration, or responsiveness to

change. Compressed cycles intensify rather than diminish these requirements.
XP practices retain relevance but shift in application:

Test-driven development becomes a specification mechanism for Al-generated
code. Tests declare intent; AI outputs must satisfy them.

Collective ownership extends to the AI-Dev-System itself. Product Teams
share responsibility for validating system outputs and providing improvement
feedback.
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Continuous integration ensures Al-generated contributions meet quality
standards before merging, with automated checks compensating for non-
deterministic production.

Human judgment remains irreplaceable for architecture decisions, ethical consid-
erations, stakeholder communication, and contextual reasoning beyond current
AT capabilities [6]. The three-layer model structures these responsibilities rather
than automating them.

4.3 Open Questions

We offer the following questions to structure workshop discussion.

— Q1: Competency Boundaries. What distinguishes System Teams from Prod-
uct Developers? What training prepares someone to construct agent configu-
rations and design workflows? Is this a new specialization or an evolution of
existing roles?

— Q2: Governance Without Rigidity. How do organizations govern AI-Dev-
Systems while preserving team autonomy? Platform engineering succeeds
partly because platforms provide capabilities without dictating usage [13].
Can this balance hold with non-deterministic agents?

— Q8 Trust Dynamics. Does operating within a curated AI-Dev-System
improve trust calibration by providing consistent capabilities [9]? Or does
abstraction create over-reliance risks, trusting the platform without under-
standing its limitations?

—  Q4: Scaling and Collapse. Does the model scale in both directions? Small
teams cannot support dedicated roles. Can it collapse gracefully? Do large
organizations require additional layers?

—  Q5: Effectiveness Metrics. How should organizations measure AI-Dev-System
value? Task-level metrics miss system-level outcomes. Developer experience
research suggests flow state, cognitive load, and feedback quality matter [4],
how do these apply here?

4.4 Propositions

We close with three deliberate propositions intended to challenge assumptions.
Propositions 1: The Assistant Metaphor is Harmful. Framing Al as an
“assistant” or “copilot” implies a peer relationship that obscures the infrastruc-
ture character of Al-Dev-Systems. Assistants help; infrastructure enables. The
metaphor may be actively impeding organizational thinking about AI integra-
tion.

Propositions 2: Programming Becomes Secondary. If Product Teams pri-
marily steer Al agents, the core developer competency shifts from writing code
to directing its production. Programming literacy remains necessary, one cannot
evaluate what one does not understand, but it becomes a prerequisite rather
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than the primary activity. The developer role evolves toward editor or director:
shaping outputs rather than creating them.
Propositions 3: Agile Teams May Not Survive AI-Dev-Systems. The
three-layer model preserves agile values but restructures agile teams. If Sys-
tem Teams and Platform Teams absorb complexity that previously resided in
cross-functional Product Teams, the self-organizing team, a core agile principle,
may fragment into specialized layers. Is this acceptable? Or does it represent a
fundamental departure from agile philosophy that we should resist?

These propositions are intended to challenge, not assert. We invite workshop
participants to refute, refine, or extend them.

5 Conclusion

The dominant question in Al-augmented software development, how do we inte-
grate Al assistants into our teams?, assumes teams are fixed while Al adapts.
We have argued for an inversion: teams should restructure to operate within
AI-Dev-Systems, not merely adopt Al tools. This reframing shifts the unit of
analysis from tool adoption to system design.

Our three-layer model, System Teams who design Al-Dev-Systems, Platform
Teams who maintain and evolve them, and Product Teams who develop software
within them, extends established platform engineering patterns to Al-augmented
development. The model is not definitive; it is a structured provocation intended
to open design space that the current discourse forecloses.

This position paper is a conversation starter, not a conclusion. We invite
workshop participants to challenge our premises, refine our model, or propose
alternatives. The questions we have raised, about skills, governance, trust, scal-
ing, and metrics, require collaborative investigation across research and practice.
If we have succeeded, it is in demonstrating that how we frame the Al-agile ques-
tion determines what solutions become visible.

Acknowledgments. We note that text-parts of this paper were refined with the sup-
port of the GenAl tools Claude (Opus 4.5).
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Abstract. Automated regression testing is essential for maintaining
rapid, high-quality delivery in Agile and Scrum organizations. Many
teams, including Hacon (a Siemens company), face a persistent gap: val-
idated test specifications accumulate faster than they are automated,
limiting regression coverage and increasing manual work. This paper
reports an exploratory industrial case study of the Hacon Test Automa-
tion Copilot, an agentic Al system that generates system-level regression
test scripts from validated specifications using retrieval-augmented gen-
eration and a multi-agent workflow. Integrated with Hacon’s CI pipelines,
the Copilot operates asynchronously as a “silent Al teammate”, produc-
ing candidate scripts for human review. Mixed-method evaluation shows
the Al accelerates script authoring and increases throughput, with 30—
50% code reuse. However, human review remains necessary for maintain-
ability and correct domain interpretation. Clear specifications, explicit
governance, and ongoing human—AI collaboration are critical. We con-
clude with lessons for scaling regression automation and enabling effec-
tive human—AT teaming in Agile settings.

Keywords: Agile - Scrum - Regression Testing - Test Automation -
Human—AI Collaboration + Agentic Al - Continuous Integration

1 Introduction

Agile software teams rely on continuous integration and automated regression
testing to maintain quality while delivering features at speed [4,5,9]. Yet, in
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large-scale environments such as Hacon (a Siemens company), the pace of evolv-
ing requirements and ongoing feature development outstrips the capacity to auto-
mate regression tests, resulting in a persistent gap between the volume of man-
ual test specifications and the rate at which they are converted into executable
scripts. This gap not only limits regression coverage and leads to increased man-
ual testing effort in sprint releases, challenging the core agile principles of rapid
feedback and sustainable delivery.

While recent advances in large language models (LLMs) and agentic Al offer
promising capabilities for code and test generation [1], there is limited industry
guidance on integrating such tools into agile test engineering. Existing research
often overlooks the nuanced requirements of regression test suites and rarely
addresses the human factors of collaboration, review, and governance in real-
world teams [2,6,7,10].

This paper presents an exploratory industrial case study with Hacon’s agile
test engineering team, examining the introduction of an agentic Al system for
automated test script generation and its integration into the team’s workflow.
We address the following research question:

RQ: How does integrating an agentic Al system for automated test generation
affect productivity, test script quality, and human—AT collaboration within an
agile testing team?

We introduce an agentic Al teammate that generates executable system test
scripts from validated specifications using retrieval-augmented generation (RAG)
and a bounded multi-agent workflow, integrated with Hacon’s CI pipelines and
supporting human review and artifact governance. Evaluation is based on artifact
analysis and practitioner feedback.

Our contributions are: (C1) We present the design of an agentic Al system
that transforms validated manual test specifications into executable regression
test scripts within an agile testing workflow. (C2) We describe governance, col-
laboration, and review practices for integrating an Al teammate into agile test
engineering workflows. (C38) We empirically evaluate the impact of this app-
roach on productivity, test script quality, and human—AI collaboration through
an industrial case study.

The rest of the paper is structured as follows: Sect. 2 describes the industrial
context and the manual-to-automated testing bottleneck at Hacon. Section 3
presents the architecture of the Hacon Test Automation Copilot. Section4
explains how the Copilot is integrated into the agile testing workflow and how
human—AT collaboration is organized. Section 5 reports the empirical evaluation
and key findings from the industrial case study. Section 6 discusses implications,
limitations, and directions for future work.

2 Industrial Context and Problem Statement

Large industrial software organizations developing complex, long-lived systems
increasingly rely on automated regression testing to manage scale and frequent
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change [3,8,11]. Hacon (a Siemens company) represents such an industrial set-
ting, developing large-scale transportation planning and scheduling software
within a mature agile development organization, delivering frequent releases
through short development sprints supported by robust CI pipelines and estab-
lished system-level test automation. In this environment, regression testing
involves repeatedly executing system-level tests to ensure that newly introduced
changes do not break existing functionality. These tests are continuously inte-
grated and executed within the shared CI pipeline, with the studied test engi-
neering team collaborating closely with development teams throughout the agile
development process.

Within Hacon’s testing workflow, test specifications are first created and
validated by test engineers before being manually translated into executable
automation scripts. This translation step requires significant engineering effort
and domain expertise, resulting in a bottleneck where the number of validated
test specifications grows faster than the team’s capacity to automate them.

“Year 2025 Observation 01 : Manual-Automated Testing Gap

Observation 03: Steady Increase of Automated Tests

Fig. 1. Growth of manual and automated system tests across monthly releases in 2025.
Manual tests dominate the regression suite, while automated coverage increases grad-
ually, illustrating the persistent gap between manual specifications and automated
scripts.

Despite continuous investment in automation and dedicated test engineering
teams, Hacon faces a persistent challenge: manual test specifications continue to
outpace the rate at which they are automated. As shown in Fig. 1, automated test
coverage increases steadily by 1-2% per release, yet manual tests still account
for 82-87% of the total, with their absolute number growing by 10-20% per
release. This ongoing automation gap results in increased manual testing effort
in the regression suite and slower feedback cycles, motivating the need for Al-
assisted approaches that can accelerate script creation while upholding Hacon’s
high standards for quality, maintainability, and governance.
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3 System Architecture: Hacon Test Automation Copilot

To address the automation bottleneck described in Sect.2, we developed the
Hacon Test Automation Copilot, an agentic Al system that generates executable
system-level test scripts from validated specifications. The Copilot operates as
an asynchronous, batch-oriented collaborator, preparing candidate automation
artifacts ahead of sprint activities and integrating with Hacon’s continuous inte-
gration (CI) workflow.

Test specifications are placed in a designated input folder and processed via
a command-line trigger. As shown in Fig. 2, the Copilot processes each specifi-
cation and produces review-ready artifacts: the generated script, Jenkins execu-
tion logs, structured summaries, and execution traces in MLflow. Test engineers
review these outputs to decide on acceptance, refactoring, or rewriting before
adding scripts to the regression suite.

Testing Environment
Abp
nder Test

Execute :
Test Script
i Receive
LogFiles

Production CI/CD Pipeline

Regression suite
Jenkins

li Review Process: |
I Accept, Refactor, |
I
i

Output 1 :. _?r_R_e_V\:ri_t? _——

Specification 1 Script 1 +Artifacts 1

Specification 2 Script 2 +Artifacts 2

Specification n

Script n +Artifacts n Test

Engineer Agentic Al Teammate

Fig. 2. Overview of the Hacon Test Automation Copilot architecture and its interac-
tion with test engineers. The system generates candidate test scripts from validated
specifications, executes them in the CI environment, evaluates the results, and produces
review-ready artifacts for human validation before integration into the regression suite.

The Copilot’s architecture implements a bounded generation—execution—
evaluation loop, orchestrated to respect iteration limits and CI resource availabil-
ity. Within each cycle, a Generator agent uses retrieval-augmented generation
(RAG) over historical specification—script pairs to create candidate test scripts.
These are executed in a Jenkins environment, with the application under test and
logs collected. An Evaluator agent analyzes execution logs for syntactical and
semantic correctness, coverage, and improvement potential. A Reporter agent
consolidates results into structured summaries and execution reports for both
test managers and engineers. All traces are recorded in MLflow for traceability.

By operating asynchronously and autonomously, the agentic Al team-
mate generates candidate automation artifacts in advance, allowing engineers
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to review them without interrupting ongoing development activities. The sys-
tem is configurable and supports maintainability by expanding the RAG base
and updating prompts. The architecture is designed for seamless integration and
future extensibility.

4 Integration and Human—AI Collaboration in the Agile
Testing Workflow

The Copilot was integrated into Hacon’s agile testing workflow as a silent Al
teammate, operating asynchronously to generate candidate automation scripts
before each sprint. This fits the team’s sprint-based process, where regression
tests must be ready and validated quickly. Instead of continuous interaction,
the Copilot produces first-draft artifacts for later review and refinement by test
engineers prior to inclusion in the regression suite.

Test specifications, created and validated by engineers and managers, are
exported as input to the Copilot. The Al system generates candidate scripts,
which the test automation team reviews at the sprint’s start. This setup lets
the AI handle repetitive script generation and initial validation, while engineers
focus on interpretation, refinement, and approval. Engineers review artifacts and
execution evidence to ensure tests match the intended behavior. Scripts are
modified or rewritten as needed before acceptance.

Governance is ensured by explicit human oversight and artifact traceabil-
ity. The Copilot has bounded autonomy: it cannot add scripts to the regression
suite without human approval, and all outputs are recorded. This review process
keeps automated test generation aligned with quality standards and maintains
accountability.

5 Evaluation and Results

This section presents the empirical evaluation of the agentic Al system’s impact
on productivity, test script quality, and human—AT collaboration in Hacon’s agile
test engineering workflow.

Study Design and Data Collection

The evaluation was conducted over a four-week period with Hacon’s test engi-
neering team (five engineers). We selected 61 test specifications (Xray format),
spanning six functional areas and varying in complexity (2-18 steps per case,
story point estimates 3-8, and pre-rated input clarity from A to D). For each, the
Copilot generated an initial test script, which was then reviewed and refactored
by a human engineer. Data collection included:

— Structured Survey: Engineers rated each script using a standardized form,
assessing block-level correctness, overall quality, readability, usability, and
test smells (1-5 Likert scale), and provided open-text recommendations. The
survey also covered the clarity, completeness, accuracy, and actionability of
the generated markdown reports.
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— Artifact Comparison: For a focused subset of approximately 20 representa-
tive cases, two expert test engineers conducted a detailed artifact comparison.
Using version control, they systematically compared the Al-generated scripts
to the final, human-corrected versions, assessing semantic equivalence, main-
tainability, and recurring issues.

Key Results and Insights

1. Productivity. Artifact comparison revealed that, on average, 30-50% of the
Al-generated code per script was retained unchanged by test engineers. This
indicates that the AI teammate can provide a substantial head start in script
authoring, reducing the time required to move from specification to executable
test.

2. Test Script Quality. Most Al-generated scripts needed moderate to major
human edits: of 49 scripts, 15 were fully rewritten, 20 required major, 13 medium,
and 1 minor changes. Common issues included: ‘...test data should be external-
ized...’, ‘...unnecessary imports...”. Typical issues were hardcoded data (31,/49),
redundant imports (29/49), unused objects (23/49), and missing or incorrect
validations (over 30 cases). These issues primarily affected maintainability, read-
ability, and long-term usability rather than basic functional correctness. Such
quality concerns are critical in Agile and Scrum environments, where regression
suites must remain stable, maintainable, and easy to evolve alongside frequent
releases.

8. Human—AI Collaboration. Version control analysis of all corrected scripts,
together with qualitative feedback, highlighted a dynamic collaboration pat-
tern. Engineers frequently replaced Al-generated code blocks with established,
trusted snippets from previous projects, even when the AI’s logic was techni-
cally correct. This behavior reflected a preference for familiar and maintainable
code. The artifact comparison further showed that the AI’s literal interpreta-
tion of specifications—stemming from the fact that test specs were designed for
humans who intuitively know what to ignore or adapt. Human review remained
essential, especially to address implicit domain knowledge and ensure production
readiness.

6 Discussion, Lessons Learned and Future Work

Discussion. This exploratory industrial case study shows that integrating an
agentic Al teammate into an Agile regression testing workflow can accelerate
the conversion of validated test specifications into automated scripts, but it
also exposes significant limitations. While the Al system provided a measurable
productivity boost—helpful in about 30% of evaluated cases—most generated
scripts required moderate to major human intervention before they could be
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used in the regression suite. Client feedback highlighted that the agent often
produced solutions that were “technically correct, which in this case is a bad
kind of correct,” meaning the scripts met the literal requirements but failed to
align with maintainability and domain-specific expectations valued by Agile and
XP teams. The client also questioned the representativeness of the test set, the
completeness of test descriptions, and identified the need for further evaluation
and possibly explicit Framework domain convention support. These points chal-
lenge the generalizability of our findings and suggest that the effectiveness of
Al-driven automation is highly dependent on the quality and clarity of input
specifications, as well as on ongoing human review.

The results also surfaced key assumptions that do not always hold in real-
world Scrum and Agile environments. The AI system’s performance relied on
the premise that test specs are complete, data is fully known and available,
and existing automation scripts are both accurate and stable—assumptions that
practitioners recognized as fragile. The agent’s literal approach exposed ambi-
guities and gaps that human testers routinely resolve using tacit knowledge,
reinforcing that human oversight remains indispensable for ensuring semantic
correctness, maintainability, and trust in the regression suite. While the client’s
goal is to close the automation gap with lower cost and moderate investment
by “automating the automation with AI” our findings indicate that sustain-
able gains require not only technical advances but also improved specification
practices and explicit human—AlI collaboration. Future work should focus on co-
adaptation: enhancing Al capabilities through feedback and better prompts, and
supporting teams in authoring clearer, more actionable test specifications.

Lessons Learned. key lessons emerged from deployment and evaluation:

— Specification Clarity is Foundational: Al effectiveness depends on clear,
complete specifications. Human engineers routinely bridge gaps using tacit
knowledge, but the AI requires unambiguous, comprehensive instructions.

— AI Follows, Humans Lead: The AI’s literal interpretation of specifications
can lead to “technically correct” but contextually inappropriate solutions,
underscoring the need for domain-informed review.

— Human Review Is Indispensable: Despite automation, human oversight
is indispensable for ensuring semantic correctness, maintainability, and trust
in the regression suite.

— Assumptions Must Be Challenged: The project surfaced several implicit
assumptions—about test set representativeness, data availability, and main-
tenance effort—that require ongoing scrutiny as the system evolves.

— Co-Adaptation is Key: Sustainable productivity gains will require both
improved Al adaptation (via better prompts, feedback loops, and semantic
evaluation) and changes in human practices (such as specification authoring
and review routines).

Limitations. The study is limited to one company, a small team, and a specific
set of scripts. Results may not generalize to other settings. Practitioner feed-
back may be biased, and the evaluation period was short. Technical choices in
orchestration, prompt engineering, and integration may affect reproducibility.
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Future Work. Future work will focus on co-adaptation between humans and Al
We plan to (1) improve Al adaptation by integrating expert feedback and adding
specialized agents for semantic evaluation, and (2) support teams in standard-
izing specification practices and authoring clearer test steps. These steps aim
to further reduce the gap between specifications and scripts, and to strengthen
human—AT collaboration for more effective and scalable regression automation.
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Abstract. Modern agile development and time-to-market pressures
often lead to significant hidden technical debt (TD), which must be
managed for sustainable software delivery. The growing use of artificial
intelligence (AI) for code generation can further increase TD if applied
improperly. At the same time, software processes are becoming increas-
ingly data-driven. This creates an opportunity: using Al to enable data-
driven TD management in agile environments. This workshop offers a
platform for researchers and practitioners to share ideas, experiences, and
future visions on applying Al for TD management in agile development.
The workshop was held in a half day and it consisted of three phases
informing each other: (1) scientific talks (i.e., two paper presentations
and two keynotes) that framed current challenges and their relevance;
(2) two industrial talks shaping these problems in practice; and interac-
tive sessions (i.e., group discussions and a fish bowl panel) that allowed
participants to reflect about the current status of Al with respect to TD
and next steps. These discussions define a research agenda that spans
measurement, practices, education, and legacy modernization, and call
for tight collaboration between industry and academia to keep pace with
Al-augmented software development.

Keywords: agile development - technical debt - Al

1 Introduction

In 1993, Cunningham [1] used the debt metaphor to refer to the incurred costs of
speeding up development while compromising system quality and design; we refer
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to these costs as technical debt (TD). In modern agile software development, the
ability to obtain fast, actionable feedback on the accumulation of TD and its
associated risks is paramount for developers and managers. The rapid adoption
of artificial intelligence (AlI) in software engineering brings a dual reality for TD:
fast paced Al-generated code can introduce a vast amount of TD, while new AI-
powered approaches also offer capabilities to detect, quantify, and help remediate
debt. Agile teams in industry face pressure to deliver faster and incorporate
Al-assisted tools into their workflow, which changes how debt accumulates, is
perceived, and is managed within backlogs, sprint planning, and release pipelines.

At the same time, software processes are becoming increasingly data-driven.
The growing volume and richness of data generated by these processes makes it
possible to identify patterns and inefficiencies that were previously difficult to
detect. This creates an opportunity: using Al to enable data-driven TD manage-
ment in agile environments. The socio-technical implications of integrating Al
into TD management can be vast. While it promises to reduce dependencies and
bottlenecks, it also risks eroding developers’ understanding of the system—Dby
for instance, hiding crucial architectural decisions and constraints that would
otherwise be learned through direct engagement [2]. Therefore, this workshop
offers a platform for researchers and practitioners to share ideas, experiences,
and future visions on applying Al for TD management in agile development.

The guiding theme of the AI4TD workshop is: What implications does arti-
ficial intelligence have in the accumulation and management of technical debt
in agile development? AI4TD is the first proposed workshop dedicated to the
discussion of how Al and TD are interrelated, how to exploit opportunities and
highlight challenges, especially dedicated to agile software development. Being
the first of its kind, and given that the intersection of AT and TD is an emerging
area of research, AI4TD provided a venue for researchers and practitioners to
exchange and discuss trending views, ideas, state-of-the-art, work in progress,
and scientific results highlighting aspects of AI and TD.

The workshop was held in a half day and it consisted of three phases inform-
ing each other: (1) scientific talks (i.e., paper presentations and keynotes) that
framed current challenges and their relevance (cf. Sects. 2 and 3); (2) industrial
talks shaping these problems in practice (cf. Sect.4); and (3) interactive sessions
(i.e., group discussions and fish bowl) that allowed participants to reflect about
the current status of Al with respect to TD and next steps (cf. Sect. 5).! A cen-
tral theme emerged across all three phases: Al as a double-edge sword for TD;
it is both a TD generator and a data-driven TD management tool. Discussions
ranged from the quantification of Al-generated TD and tuning AI methods and
models to avoid the introduction of new TD, to using Al to suggest improve-
ments to manage TD, finding best practices to use Al to manage diverse TD
(e.g., architectural, security) and reflecting upon the socio-technical implications
of AI. As concrete priorities to be addressed in the years to come, participants

! The information of the workshop including its program is available at https://conf.
researchr.org/track/xp-2026 /xp-2026-international-workshop-on-ai-for-technical-
debt-management-in-agile-software-development--aidtd.
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agreed that: Al-generated TD should be treated as a first-class concern; the clas-
sical notion of TD should be extended with cognitive, intent, and harness debt;
and AT use should be embedded within disciplined XP practices and PDCA-style
governance (cf. Sect. 6).

2 Insights from the Accepted Papers

ATI4TD followed a single-blind review process. Each submission received at least
three reviews from the members of the program committee. Following the review
submission, there was an online discussion period. The organizing committee
together made the final decision on acceptance. Out of four submissions, two
papers were accepted and presented at the workshop. Yngve Lindsjgrn presented
the paper entitled Reducing Technical Debt with Generative AI: A Case Study
of Al-Assisted Refactoring by Iselin Mordal Bakke, Viktoria Stray, and Yngve
Lindsjgrn. The talk reported on a case study with 46 agile student teams: 23 used
GPT and 23 used Gemini in Android Studio to iteratively refactor two Kotlin files
each (19,404 LOC total). Using SonarQube metrics (code smells, technical debt,
complexity, size) and a post-activity survey on usefulness and trust, the study
found that GenAl-assisted refactoring substantially reduced code smells, techni-
cal debt estimates, and cognitive complexity, while slightly increasing cyclomatic
complexity. Because this work focused mainly on the quantitative results, the
discussion was around what qualitative examples of refactoring outputs could be
to strengthen the evaluation and make the findings more interpretable. The pre-
senter acknowledged that this point is important for future work. The presenter
also clarified what large language models (LLM) versions used in this study.
The second paper is From Smell to Solution: Multi-Agent LLMs Analyzing
Cyclic Dependencies for LLM-enabled Refactoring by Henrik Brunvatne Olafsen,
Adela Nedisan Videsjorden, Arda Goknil, and Sagar Sen. The talk introduced
a multi-agent LLM framework that turns static dependency data into verifi-
able explanations of cyclic architectural dependencies. The framework builds
a dependency graph, detects strongly connected components, extracts minimal
cycles as evidence, and uses hierarchical LLM agents to explain each cycle’s
location, structure, and impact, including where it can be safely resolved. Eval-
uation on seven open-source Python projects shows that these evidence-linked
analyses effectively guide LLM-based refactoring, shrinking cyclic regions and
improving structural quality without breaking builds or tests. The audience also
got the clarification on what LLM versions used in the study (Qwen3—Coder—
30B-A3BInstruct, a mid tier model, optimized for software engineering tasks).
It is important to understand better how powerful LLMs needed to get the
results that are presented in the paper. Another question from the audience was
about the correctness of the refactoring recommendations that are very specific
to Python stack. The Python-specific recommendations were evaluated by the
authors as moderate measurable improvements without introducing new issues.
For example, they shared that the Ruff linting issues were slightly increased
mainly because of the stylistic convention differences with the tool’s default rule



94 A. Martini et al.

set rather than a true reduction in code quality. Meanwhile, the maintainability
index was significantly increased by +0.70 with analysis (vs. +0.31 without).

3 Keynotes Takeaway

To set the theme for the workshop and initiate discussions, AI4TD featured two
keynote talks on a broader view on Al and TD.

Sustainable Development and Technical Debt in the Age of GenAlI: A Primer for
XP Practitioners: Joseph (Joe) Yoder is a software architect, pattern author,
and mentor, founder of The Refactory, and research collaborator at IME /USP.
He coauthored Cloud Application Architecture Patterns and A Scrum Book, is
known for the “Big Ball of Mud” pattern, and is an ACM Distinguished Member
and Hillside Group Fellow. Graziela Simone Tonin is Associate Dean of Computer
Engineering with over 20 years in technology, innovation, and startups in Brazil
and the United States. She holds a PhD in Computer Science from IME-USP, has
received an IBM research award, chaired national agile and software engineering
workshops, and regularly speaks and consults in Brazil and abroad.

Presentation: The presentation focused on how Generative AI (GenAl) is chang-
ing the way teams manage technical debt, especially in Extreme Programming
(XP) environments that emphasize rapid delivery and continuous change. It
began with a brief review of what technical debt is and why it accumulates,
then explored how GenAl can help teams identify, analyze, and address technical
debt more efficiently and at greater scale. At the same time, the talk emphasized
that GenAl introduces new risks, such as subtle defects, architectural drift, and
loss of shared understanding, that can themselves become additional forms of
technical debt if not actively managed. Framed by XP principles like feedback,
simplicity, and collective ownership, the presentation described how GenAl can
both improve visibility into technical debt and support better prioritization and
faster repayment, provided it is used with disciplined oversight. It concluded
with practical guidance for teams on sustaining development in an Al-augmented
environment while avoiding Al-induced Technical Debt.

A Plan-Do-Check-Act (PDCA) Framework for Addressing AI- Generated Tech-
nical Debt: Ken Judy is a Senior Partner at Stride in New York, where he mod-
ernizes legacy systems with Al and advanced compiler techniques. He focuses on
turning Al adoption into measurable business outcomes through scalable gov-
ernance, daily Al-assisted development, and XP-informed Plan-Do-Check-Act
practices for Al code generation.

Presentation: The presentation examined how Al-assisted code generation is con-
tributing to a growing sustainability problem in software development. Drawing
on GitClear data, it highlighted a roughly tenfold increase in duplicated code
blocks since 2022, and referenced DORA research that links Al adoption with
persistent delivery instability across organizations. The speaker argued that the
underlying issue is structural: when Al tools are adopted in an unstructured
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way, they maximize short-term output at the expense of long-term maintain-
ability and stability. To address this, the talk proposed applying core Extreme
Programming (XP) disciplines within a PlanAASDoaASCheckaASAct (PDCA)
framework at the level of humanaASAI collaboration. This structured approach
aims to close the accountability gap left by unstructured Al coding practices. The
presentation outlined this framework, reviewed supporting empirical evidence,
and described a tutorial component in which participants practiced specific inter-
vention behaviors while working on Al-assisted coding tasks.

4 Industrial Talks

The workshop featured two talks from industry. First, Mili Orucevic and Maren
Maritsdatter Kruke from Visma software international AS gave a talk on the
Challenges in Industry working with Al and Technical Debt. TD used to be a
discipline problem (teams knew what was wrong but couldn’t find time to fix it),
but AT has transformed it into a comprehension problem (teams don’t even real-
ize debt is accumulating because code might arrive too fast). The presentation
contrasts the pre-Al and post-Al worlds across several dimensions. Before Al,
debt accumulated gradually, developers understood the code they wrote, owner-
ship was clear, and code review kept pace with output. After AI, accumulation is
explosive, developers accept code they only partially understand, ownership can
be blurred between human and machine, and reviewers face cognitive overload
from high-volume Al-generated PRs. External data backs this up—AI PRs show
1.4x more critical and 1.7x more major issues than human-written code in one of
the studies. In the industry, on the increase side (Al increases TD), practitioners
note that Al lacks architectural context, junior developers push more code with-
out deep understanding, and legacy codebases don’t play well with LLMs. On
the decrease side (AI decreases TD), senior developers are successfully using Al
for large-scale migrations, code reviews, test coverage, and modernization efforts.
A NET migration completed with an 80% reduction in planned time, 30-year-
old on-prem product rebuilt as SaaS with 68% time reduction, and a team of 5
developers now generating the output of 16 using multi-agent development. The
takeaway: Al is simultaneously changing how we perceive TD, accelerating its
accumulation, and clearly helping teams remove more of it than ever before. The
impact—good and bad—is already real, and the key variable is the skill level
and judgment of the humans using the tools.

Looking more to the future, Jan Henrik Gundelsby from Knowit shared his
thoughts in the future research about AI and TD. Building on Storey’s recent
work [2], this talk proposed a Debt Model (Fig.1.) that extends TD to capture
how Al-assisted development reshapes what accumulates, where, and at what
cost. TD, as Cunningham defined it back in 1993 [1], lives in code and accu-
mulates when implementation decisions compromise future changeability. It is
well-studied, with mature tools and metrics. Cognitive debt lives in people and
accumulates when shared understanding erodes faster than teams can replenish
it [2]; when AI generates code faster than teams can absorb it, speed without
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understanding becomes unsustainable. Intent debt lives in externalized knowl-
edge; the rationale that developers and Al agents alike need, but that no one
has captured [2]. The talk extended this framing with a fourth concept: harness
debt; the debt that accumulates when organizations lack the structures (tools,
guardrails, monitoring, workflows, governance) required to control Al-generated
code and autonomous agents. Storey [2]| already places tooling and AI agents
inside cognitive debt, treating them as part of where shared understanding lives

and must be repaid.
Technical Debt
understanding

erodes

Harness Debt Cognitive Debt

can’t capture what
no one understands

ungoverned agents
generate more debt

agents can’t act on
unspecified goals

Intent Debt

Fig. 1. The debt cycle: Four interacting debt types in Al-era software systems.

Elevating harness debt to a first-class category recognizes that the governance
infrastructure has its own dynamics: ungoverned agents generate debt regard-
less of whether the team’s understanding is intact, and misaligned guardrails
compound faster than human review can catch. Where cognitive and intent
debt concern understanding and rationale, harness debt concerns the governance
mechanisms themselves. Together, the four form a cycle: ungoverned agents gen-
erate more TD, TD erodes understanding, eroded understanding cannot exter-
nalize intent, and missing intent leaves agents unable to act on unspecified goals.
Furthermore, the presentation outlined seven directions for future research: mea-
suring invisible debt (metrics for cognitive, intent, and harness debt); evolving
teams with AT (skill degradation, learning paths, roles, decision-making); socio-
technical practices (shared understanding, pairing, reviews, context engineer-
ing); Al-generated code debt (smells, vulnerabilities, over-engineering, duplica-
tion); Al system and governance debt (LLM evaluations, model updates, shadow
AT use, harness debt as governance infrastructure); ecosystem and monocul-
ture (what happens when development depends on shared AT models); and AI-
augmented debt management (Al-assisted prioritization and remediation). The
closing argument positioned these as both a research agenda and a call for tighter
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industryaASacademia collaboration, given how quickly Al-augmented practice
is outpacing the methods used to study it.

5 Group Discussion and Fishbowl Panel

AT4TD is an open workshop, i.e., participation is not limited to presenters but
were open to all who are interested in the workshop topic. We organized group
discussions about challenges and future research. The topics where chosen as
they emerged during the workshop, and were discussed for 45 minutes in an
open space by the participants.

Group Sessions and Topic Discussed:

Incrementing or Reducing TD with AI? This question asks whether using
AT in software development is increasing technical debt (TD) or helping to pay
it down. It matters because Al can accelerate coding but also introduce hidden
design flaws, duplication, and complexity. Understanding which effect dominates
is critical for deciding how to adopt Al safely, sustainably, and with the right
engineering and governance practices in place. The main discussion was around
the need to assess new Functional and Non-Functional Requirements for Al-
generated code.

Cognitive-, Intent-, Comprehension Debt elaborated on how much extra men-
tal effort teams must spend to understand code (cognitive), what it was meant to
do (intent), and how it actually works end-to-end (comprehension). It’s impor-
tant because even if systems “work,” growing debt in these areas slows onboard-
ing, increases errors, and makes change risky and expensive over time. The dis-
cussion revolved around alignment between human and AI mental models, the
trust of both Al system and people using such systems and different costs of
various scenarios, for example building fast but losing comprehension etc. What
is the right tradeoff?

Change in Perception of TD looked at how AI adoption is reshaping what
teams consider to be TD and how serious they think it is. As Al makes it easy
to produce large amounts of code quickly, some teams may underestimate long-
term design and maintenance costs, while others start to see new Al-specific
debts (e.g., prompt, model, or data debt). This shift in perception is crucial
because it drives how organizations govern Al use, prioritize refactoring, and
balance speed against long-term sustainability.

Socio-Technical Practices to Manage TD in Al focused on how not just tools
and code, but also people, processes, and team structures are used to control TD
created or affected by Al It’s important because Al-driven code and systems can
only stay sustainable if we pair good engineering practices (tests, architecture,
automation) with social ones (pairing with Al, code reviews, shared standards,
governance) that keep teams aligned, accountable, and able to safely evolve Al-
augmented systems.

Harnessing Agents, Standardizing vs Innovating was about how teams use
AT and agentic tools in a way that balances consistency with experimentation. It
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was considered important because standardizing how agents are used (patterns,
guardrails, workflows) can reduce TD and risk, while leaving room for innovation
allows teams to discover new, higher-value uses of AI—without creating chaos
or unsustainable systems.

How Do We Change the Way We Learn Technical Debt and AI? asked how
education and training must evolve so people not only learn to use Al tools, but
also learn to recognize, measure, and manage the TD they create or reshape.
Current learning focuses on speed and features, while sustainable Al-augmented
development also depends on a stronger emphasis on requirements, clear goals,
constraints, and value, and on improving students’ ability to think at higher
levels of abstraction and maintain an overview of systems besides assessing Al-
generated code. Without these shifts, teams risk fast Al-driven development that
is misaligned, fragile, and hard to evolve.

Legacy, Modernization, TD and Al looked at how Al changes the way we
deal with legacy systems and their TD during modernization. Al can accelerate
migration, refactoring, and remediation, but can also layer new debt on top of
old if used naively. Understanding this relationship helps teams decide when
and how to apply Al so modernization actually reduces long-term risk and cost
instead of just reshaping or hiding existing legacy problems.

The Fishbowl Panel was initiated by Mili Orucevic Visma, Maren Marits-
datter Kruke Visma software international AS, Jan Henrik Gundelsby Knowit,
Joseph (Joe) Yoder The Refactory, Inc., Graziela Simone Tonin INSPER, and
then joined in by other participants in the room.

The panel explored how sociotechnical practices in software development are
changing with AI. On one side, Al is making agile development more powerful—
for example, enabling challenging legacy migrations (such as from PHP to C#)
that are now more feasible with the right prompts and skills. On the other side,
it is becoming harder to track and monitor what really matters, especially costs
and making TD more visible and traceable.

From an industry perspective, participants stressed the need for strong prac-
tices to mitigate TD in the age of Al and highlighted that deliberately harnessing
TD can be valuable. The panel agreed that how humans collaborate around soft-
ware development is critical, and that new standards, playbooks, and practices
will be needed. They also noted the risk of using Al as a convenient scapegoat
and emphasized the importance of education and human-in-the-loop approaches.

Questions from the developers point of view, such as whether they still need
to learn or whether AT might replace their jobs, were seen as central to this tran-
sition. The discussion highlighted the need to slow down to understand before
accelerating adoption, the role of upskilling at scale, the importance of bounded
contexts for effective Al use, and the value of actively cultivating a strong Al
adoption culture.
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6 Conclusion

In summary, the workshop showed that Al is fundamentally reshaping TD, not
only in code but also in understanding, intent, and governance. GenAl and Al-
assisted development can dramatically accelerate modernization and debt repay-
ment, yet they also introduce new, hard-to-see forms of debt and amplify existing
ones when adopted without structure. Across keynotes, industrial talks, group
sessions, and the fishbowl panel, participants converged on several priorities:
treating Al-generated TD as a first-class concern; extending classical TD con-
cepts with cognitive, intent, and harness debt; and embedding AI use within
disciplined XP practices and PDCA-style governance. The community empha-
sized socio-technical responses, for example new standards, playbooks, educa-
tion, and large-scale upskilling, to keep humans in the loop, preserve shared
understanding, and align rapid Al-driven change with sustainable value. These
discussions define a research agenda that spans measurement, practices, educa-
tion, and legacy modernization, and call for tight collaboration between industry
and academia to keep pace with Al-augmented software development.
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Abstract. Cyclic dependencies are a persistent architectural smell that
undermines modularity, blurs ownership, and elevates maintenance risk.
While Large Language Models (LLMs) provide refactoring abilities,
existing tools struggle to address smells without intervention evidence.
We introduce a multi-agent LLM framework for cyclic dependency anal-
ysis, which transforms static dependency evidence into structured, ver-
ifiable explanations of architectural entanglement. The approach con-
structs a structural dependency graph, detects cyclic regions via strongly
connected components (SCC), extracts cycles as minimal witnesses of
cyclicity, then produces grounded analyses. These are produced by a hier-
archical team of LLM agents that describe the position, structure, and
architectural impact of each cycle, clarifying why it exists and where it
can be safely resolved. Evaluation on seven open-source Python projects
shows that evidence-linked analyses can guide LLM-driven edits, reduc-
ing strongly connected components size and improving structural quality.

Keywords: Architectural Debt - Software Engineering - Generative Al

1 Introduction

Cyclic dependencies often arise from hasted design choices leading to regions
of code becoming circularly dependent [12]. Their presence erodes modularity:
builds and tests grow fragile, small edits cause cascading changes, and archi-
tectural boundaries blur [6]. Existing detectors!? report that a cycle exists but
rarely indicate where to intervene or why a specific cut is meaningful.
LLM-based refactoring tools can automate the refactoring process but fal-
ter without grounded, task-specific context [3,9]. Particular tools list mutually
dependent modules but rarely indicate where the cycle originates or how to
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remove without side effects [11]. Guiding refactoring tools with grounded analy-
ses that identify the structural cause of cyclicity can enable automated systems
to safely intervene and validate improvements through measurable architectural
feedback.

Our approach involves the generation of actionable analysis or explanations
that guide autonomous refactoring. We define “explanation” operationally as a
structured reasoning trace linking structural evidence of cyclicity to its cause.
The process begins with constructing a structural dependency graph, then mod-
eling cyclicity via SCCs, namely components where architectural entanglement is
most severe. We then extract minimal representative cycles as compact witnesses
of entanglement. A dynamically-scalable team of LLM-based agents generates
the structured analysis of the cyclic dependency. The analysis and code are sub-
mitted to a refactoring framework for sandboxed and test-driven code edits.

We evaluate the approach guided by two Research Questions (RQs), assessing
the effectiveness and impact of analysis-guided refactoring:

e RQ1: Do evidence-linked analysis of cyclic dependencies increase the effec-
tiveness of autonomous code refactoring at eliminating these dependencies?
By answering RQ1, we capture the effect of using the generated analysis on
refactoring success by comparing outcomes with and without analysis.

e RQ2: How does analysis-guided refactoring change overall code quality, as
reflected by standard maintainability and design indicators? By answering
RQ2, we assess the impact of the analysis-driven refactoring on code quality,
zooming on standard quality indicators compared with and without analysis.

Our paper contributes with a pipeline that transforms structural dependency
evidence into verifiable architectural improvements by integrating static analysis,
multi-agent LLM reasoning, and sandboxed execution; a hierarchical multi-agent
LLM system that produces grounded analyses of cyclic dependencies; and the
evaluation showing that evidence-linked analyses improve refactoring success (by
~62%), reduce coupling and SCC size, and enhance maintainability.

The paper is organized as follows: Section 2 outlines the approach. Section 3
presents the evaluation and results, while Sect.4 discusses results. Sectionb
reviews related work, and Sect. 6 concludes the paper.

2 Overview of the Approach

Our four-stage pipeline (Fig. 1) transforms static dependency evidence into ver-
ified architectural improvements through structural analysis, cycle detection,
cycle analysis, and autonomous refactoring. Stages 1-4 follow in greater detail.

Static Dependency Graph Construction (Stage 1). Stage 1 extracts struc-
tural dependencies of the given repository as a directed graph, forming the basis
for cycle detection. Repositories are parsed using static a dependency analysis
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Fig. 1. Overview of the four-stage pipeline.

tool (pydeps?®) into graphs where each node denotes a class, module, or pack-
age, and each directed edge a static dependency. The graph captures import-level
relations such as Import, Implement, Include, Fxtend and Mixin, retaining struc-
tural dependencies, excluding runtime or usage links.

Cyclicity Characterization via SCCs (Stage 2). Stage 2 identifies cyclic
dependencies in the dependency graph produced by Stage 1. Rather than enu-
merating all simple cycles (to avoid overlaps), we analyze SCCs, each a maximal
subgraph where every node is reachable from every other.

From Structural Graph to SCCs. Let the directed structural dependency graph
be G = (V,E), where E contains only edges extracted in Stage 1, and V is
the set of vertices representing classes/modules/packages. We partition V' into
SCCs {S1,..., Sk} using Tarjan’s algorithm [16] in O(|V| + |E|) time. For an
SCC S C V define the set of internal edges:

Es={(u,v) e E|ues, veS},

and record also the number of inter-SCC edges crossing .S (incoming/outgoing).
These quantities provide transparent indicators of architectural entanglement.

SCC Metrics and Selection Policy. We characterize each SCC S by three simple
indicators: Size |S|, Amount of Internal edges |Eg|, and Inter-SCC coupling
(Ratio of in/out crossings). Because F already filters to structural dependencies,
all internal edges are treated equally. To prioritize analysis, we adopt:

§* = argmax (|5], |Es]), @)

i.e., select the largest SCC; if tied on node count, select the one with more
internal edges, as larger tangles often signal higher coupling and risk [§].

Representative Cycle Extraction. Within S* we extract a representative cycle,
i.e., a minimal witness of cyclicity. Let C(S*) be the set of simple cycles and let

3 https://github.com/thebjorn/pydeps (Accessed 2025-10-08).
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L(C) be the cycle length. We first choose a shortest cycle:

Cun = (€ € C(5°) | L(C) = min L(C")} 2)
C, = arg Jnax Z cent g+ (v) (3)
™ vec

We then select the representative cycle C, from Cpin (Eq.2) by favoring
higher aggregate node centrality computed within the induced subgraph of S*
(Eq. 3), where centg« can be degree or betweenness centrality restricted to S*.
Prioritizing high-centrality paths targets influential connectors, removing any
edge on C,. often dissolves or shrinks S* with a small edit (desirable for Stage 4).

Table 1. Overview of the open-source Python repositories in the study.

IDLoC (K)ModulesDeps.|SCCs|% Mods in SCCsMax SCC|Sel.
P1/18.2 79 374 |1 7.6% 6 2
P218.9 17 63 |3 52.9% 5 2
P3|19.4 57 240 |2 14.0% 6 2
P423.5 78 424 |1 46.2% 36 8
P5|11.7 25 99 1 68.0% 17 4
P635.4 164 864 |1 1.2% 2 1
P78.0 36 162 |1 5.6% 2 1

Multi-agent Architectural Analysis (Stage 3). Stage 3 converts the struc-
tural findings from Stage 2 into an evidence-linked analysis using LLM-driven
agents. The input consists of the identity of S* (its nodes, |S*|, |Es«|), the C.
(ordered nodes/edges), and optional in-SCC centrality scores used for the tie-
break in (3). Each file in the representative cycle is analyzed by paired Source-
side and Target-side Analyst agents. Each source-side analyst extracts con-
crete evidence of coupling, while each target-side analyst classifies the imported
entities by their architectural importance. The Cycle Analyst agent aggre-
gates these findings into a coherent, evidence-grounded explanation describing
how the cycle forms, which edges carry the strongest architectural weight, and
how they influence modular boundaries. The Verifier agent cross-checks all
extracted dependencies against the structural graph from Stage 2, ensuring that
the explanation remains factually consistent and traceable to observable code-
level evidence. The system dynamically scales the number of agents based on
the cycle size.

Autonomous Refactoring Execution (Stage 4). Stage 4 converts the anal-
ysis from Stage 3 into concrete edits. Using OpenHands [17] as the backend, the
LLM agent edits code, runs builds and tests, and logs all actions. After execution,
Stages 1-2 are rerun to assess architectural impact.
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3 Evaluation

Subjects of the Study. We evaluated 7 open-source Python projects from
diverse domains. Projects were selected based on (i) active maintenance within
the past year, (ii) presence of a functioning test suite, (iii) non-trivial size (>5
KLoC), and (iv) a clear module structure. Table 1 summarizes key characteris-
tics: “SCCs” is the number of SCC (size >2), “% Mods in SCCs” is the proportion
of modules involved in cyclic dependencies, “Max SCC” is the size of the largest
cycle and “Sel.” is the number of selected cycles.

Experimental Setup. A total of 20 cycles were selected, their distribution
reflecting a balanced mix of small and large cyclic structures. Each cycle was
processed eight times, and results were averaged to reduce stochastic variation.
We used Quwen8-Coder-30B-A3B-Instruct with a temperature of 0.1, balancing
reasoning performance and stability for code transformation tasks. Experiments
were executed on a GPU cluster (NVIDIA A100/H100), with each run allocated
one GPU, four CPU cores, and 48 GB RAM via SLURM.

Configurations and tool versions are included in the replication package®.

Table 2. Success and architectural improvement (with vs. without analysis).

Condition|Success%|AEdges ANodes ALOC |psuce (GLMM)|Odds ratio
With 29.38 —5.40 |—-1.66 |—792.60.009" 2.15
Without |18.13 —2.17 |-0.90 |-316.0— —

Table 3. Breakdown of refactoring outcomes (with vs. without analysis)

Condition|SuccessBehavior regressed|Structure not improved Both failed/Other error
With 29.4% [20.0% 39.4% 9.4% 1.9%
Without (18.1% [16.2% 45.6% 17.5% 2.5%

3.1 Results

RQ1: Effectiveness of Evidence-Linked Analysis for Autonomous
Refactoring of Cyclic Dependencies. We assess the effectiveness of analysis-
guided refactoring by measuring both refactoring success and structural improve-
ment. A refactoring is a success if it both preserves behavior (no new test failures

4 https://figshare.com /s /25633b5e677d1219df39.
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Table 4. Per-project architectural improvements (with vs. without analysis).

Metric  |Cond.P1 P2 |P3 P4 |P5 P6 p7
Success% With 25.0 [50.0 6.3 [18.8 [59.4 |12.5 [25.0
Wout [12.5 6.3 [12.5 [17.2 [21.9 [25.0 |50.0
AEdges [With |—6.25 |—2.50/—3.00/—4.33|—7.79 |—2.00 |—2.00
‘Wout |—4.50 |—2.00|—2.50|—2.55|—1.00 |—2.00 |—2.00
ANodes [With |—3.75 |—1.25/—1.00/—0.75/—1.95 —2.00 |—2.00
‘Wout |—2.50 |—1.00/—0.50{—0.64/0.00 |—2.00 —2.00
ALOC  |With |—1397|—397 |—652 |—105 |—1235|—1588|—763
Wout |—719 |—419 |—326 |—-39 |1 —1588|—763

in pytest) and achieves a global structural improvement, defined as a reduction in
the total number of inter-module dependency edges (AEdges < 0) when summed
across all SCCs. Structural improvement is further quantified using differences in
the number of inter-module edges (AEdges), nodes (ANodes), and lines of code
(ALOC), computed as post—pre values over all SCCs. Statistical significance is
assessed using mixed-effects logistic regression, or binomial generalized linear
mixed models (GLMMs) [2] with a logit link because the outcome is binary and
observations are clustered by repository and dependency cycle.

To address RQ@1, we compare success rate and structural improvement
with and without analysis. Analysis-assisted refactorings achieved a 29.4% suc-
cess rate, surpassing 18.13% without analysis (Table2). Successful runs also
yielded stronger structural improvements—on average AEdges = —5.40 vs. —2.17,
ANodes = —1.66 vs. —0.90, and ALOC = -792.6 vs. —316.0—producing leaner,
more modular graphs. The outcome breakdown in Table3 clarifies this effect.
Each run is classified by whether it preserved test behavior and/or improved
global structure. “Behavior regressed” indicates new pytest failures despite struc-
tural improvement, while “Structure not improved” indicates no edge reduction,
yet tests have passed. “Other error” covers runs that did not complete. The share
of runs that failed both behaviorally and structurally decreased (17.5% to 9.4%)
with analysis guidance. We observe lower values for failed cases due to struc-
ture not being improved, or where other errors took place, where the analysis
guidance were provided. The reduction in “Structure not improved” outcomes
(45.6% to 39.4%) shows that analysis guidance reduces wasted actions on non-
critical dependencies. The proportion of failed runs where behavior regression is
observed (20.0% with and 16.2% without) shows that while structural improve-
ment is made, analysis guidance may lead to test failures.

Table 4 shows that the strongest effects were recorded in medium repositories
(P2, P5) where multiple refactoring alternatives exist. These two projects had the
least amount of modules and recorded dependencies. Highly entangled projects
(P3, P7) showed better refactoring success without rationale-guided analysis,
indicating that project-specific factors may cause result variations.
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Table 5. Change in code quality for successful refactorings (with vs. without analysis).

Cond. |ARuff |[AMI 1/ACC ||APyExam A || APyExam C |[APyExam S ||ABandit |
With  |+1.17 +0.75/0.00 |—4.60 0.00 —0.17 0.00
Without|+1.90 |+0.35 |0.00 |—5.83 0.00 0.00 0.00

RQ1 Conclusion: Analysis-guided refactoring outperformed the base-
line, yielding higher success and stronger structural improvements in
most runs. Averaged across projects, it removed a larger number of cyclic
dependencies and produced leaner, more modular architectures while pre-
serving behavior.

RQ2: Impact of Autonomous Cycle-Breaking Refactoring on Over-
all Code Quality. We evaluate the impact of successful, behavior-preserving
refactorings on overall code quality relative to their pre-refactoring baselines. We
compute post—pre differences (A) across multiple automated indicators: linting
issues from Ruff® (fewer is better), Maintainability Index (MI) and cyclomatic
complexity from Radon® (higher MI, lower D—F complexity) and security warn-
ings from Bandit” (fewer high-severity alerts). We include quality metrics from
PyEzamined, grouped into Architectural (A), Code-level (C), and Structural (S)
categories. RQ2 uses linear mixed-effects models (LMMs) [4] for continuous post—
pre quality-metric deltas.

To respond to RQ2, we examined refactoring impact on overall code qual-
ity and maintainability compared to baselines. Table 5 summarizes mean post—
pre deltas (A) per successful refactoring. Improvement translates to achiev-
ing negative values for Ruff, CC, PyExam, Bandit and positive values for
MI. Table6 reports mixed-effects tests for change from baseline. Refactoring
improved maintainability and code hygiene, with analysis-assisted runs yield-
ing slightly stronger effects. The MI rose (+0.75 vs +0.35). This indicates that
analysis-guided refactoring improves static analyzers’ maintainability assess-
ment. Ruff linting issues increased for both conditions (ARuff = +1.17 with
and +1.90 without analysis), however less for guided refactoring. Ruff increase
should be interpreted cautiously, as it likely reflects stylistic convention dif-
ferences rather than reduced code quality. Other metrics, such as cyclomatic
complexity and static security warnings (Bandit) remained stable, preserving
behavior.

Analyses using PyExamine revealed consistent reductions in architectural-
level issues (A ~ —4.6 with the analysis guidance vs A~ —5.83 without). We

5 https://github.com/astral-sh/ruff (Accessed 2025-10-08).

5 https://pypi.org/project /radon (Accessed 2025-10-08).

" https://github.com/pycqa/bandit (Accessed 2025-10-08).

8 https://github.com/KarthikShivasankar/python smells_detector (Accessed 2025-
10-08).
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highlight that the analysis-assisted refactoring achieves slightly better results
(with A &~ —0.17 for structural metrics), which is consistent with refactoring
focused on inter-module edges.

RQ2 Conclusion: Refactorings improved maintainability while preserv-
ing correctness and security. Explanation-guided runs achieved higher
maintainability gains (+0.75 vs. +0.35) but showed a modest increase in
linting issues. Other metrics remained stable, confirming behavior preser-
vation.

Threats to Validity. Our evaluation is limited to Python and may not generalize
to other languages. Results can be affected by LLM non-determinism; to mitigate
this, experiments were repeated 8 times with fixed seeds. Statistical validity
may be constrained by sample size and SCC interdependence, therefore, we
used paired, nonparametric tests with effect. Selected quality metrics may only
provide partial coverage and alternative LLMs and refactoring tools may yield
different results, aspects we acknowledge and plan to address in future work.

4 Discussion

Evaluation under RQ1 shows that providing analysis guidance improves the
effectiveness and reliability of LLM-driven refactoring, even when using a mid-
sized LLM. Across seven open-source repositories and twenty representative
cycles, explanation-assisted runs achieved higher success (29.4%) than the base-
line (18.1%), with statistically significant gains in structural improvement. While
success rates remain modest, this outcome was expected given our deliberate
use of a smaller model with limited model capacity. The observed improvement
thus reflects the explanatory mechanism’s contribution rather than raw model
strength. As shown for RQ2, successful refactoring preserved test behavior and
produced consistent maintainability gains without increasing complexity or risks.
Although Ruff linting counts rose slightly, this likely reflects stylistic mismatches
with Ruff’s defaults rather than poorer code quality. Overall, the approach yields
safe, quality-neutral to positive edits.

Table 6. Mixed-effects tests for change per metric (with vs. without analysis).

Metric p vs 0 (Without, n=29)p vs 0 (With, n=47)
Ruff issues 0.0029 0.0030

MI avg 0.0497 0.0027

CC (D+E+F) 1.000 1.000

PyExam (A/C/S)0.373/1.000/0.736 0.567/1.000/0.511
Bandit (high) 1.000 1.000

mypy errors —
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Implications. Although performance remains constrained by model capability,
the results indicate that explicit analysis guidance can substantially close the
gap between naive automation and explainable, architecture-aware refactoring.
While the evaluated projects are relatively moderate in LoC size, the approach
can scale to larger systems by dynamically generating source and target analyz-
ers. This contrasts with relying on a single LLM, where small context windows
can quickly become a limiting factor. The approach is suited for integration
with continuous integration/continuous deployment pipelines and code review
processes by generating separate pre-merge refactoring patches.

5 Related Work

Early research on behavior-preserving refactoring introduced algorithmic plan-
ning beyond ad-hoc edits [10]. Search-based methods later framed refactoring as
a multi-objective optimization problem often integrating developer feedback and
explainable operators for guided, auditable recommendations [1]. Tool-supported
frameworks such as ARIES further automate higher-level transformations like
Extract Class or Extract Package, improving cohesion without increasing cou-
pling [13]. Recent work integrates LLMs with IDE and tool safeguards to perform
verified, behavior-preserving refactorings. EM-Assist [14,15] automates Extract
Method in IntelliJ] by combining LLM-generated candidates with static vali-
dation and IDE-based execution, showing that precise intents and safeguards
enable reliable automation. UTRefactor [5] applies this to test code, using con-
textual reasoning and checkpointed workflows to remove test smells across OSS
projects. Repository-level benchmarks like SWE-bench [7] and systems such as
SWE-agent [18] extend this to full repositories, coupling LLMs with execution
environments for code editing and testing.

In contrast, our work targets cyclic dependencies at the architectural level,
linking architectural analysis to automated execution by analyzing structural
dependency graphs, characterizing entanglement via SCCs, generating evidence-
linked analyses, and closing the loop through executable, measurable edits.

6 Conclusion

This paper introduced an analyze-to-refactor approach for cyclic dependen-
cies, combining structural dependency analysis, multi-agent LLM reasoning, and
autonomous refactoring. The evaluation shows that analysis-guided refactoring
consistently outperforms baseline approaches in effectiveness, yielding higher
success rates and stronger structural improvements in most runs. We show that
analysis-informed refactoring improves maintainability without compromising
correctness or security, with only minor increases in linting issues.
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Future work will explore a larger variety of LLMs, other programming lan-
guages (such as C#) and projects with greater complexity and broader scope.
Other research avenues include hybrid validation where developers can provide
feedback on the refactoring suggestions, investigating refinement loops beyond
one-shot resolutions and extending the approach to other architectural smells.

Disclosure of Interests. The authors have no competing interests to declare that
are relevant to the content of this article.
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Abstract. Agile teams need fast, actionable feedback to manage Tech-
nical Debt (TD). However, refactoring is often postponed due to time
pressure. Generative Al (GenAl) promises to accelerate refactoring, but
its effect on maintainability, TD at the source code level, and code cor-
rectness is still unclear. We conducted a case study in a team-based agile
course, where 46 student teams refactored Kotlin code using either GPT
(23 teams) or Gemini in Android Studio (23 teams). Each team selected
two files and applied iterative GenAl-assisted refactoring. We analyzed
a total of 19,404 lines of code. We assessed changes using SonarQube
metrics (code smells, TD estimates, complexity, and size metrics). We
also analyzed responses from a post-activity survey on perceived use-
fulness and trust. GenAl-assisted refactoring reduced total code smells,
SonarQube-estimated TD, and cognitive complexity, while total cyclo-
matic complexity increased, although average cyclomatic complexity per
function decreased markedly.

Keywords: Refactoring - Static Analysis + SonarQube + Agile Software
Development - Software Engineering Education - Technical Debt

1 Introduction

Technical Debt (TD) remains a central challenge in agile software development,
where short iterations, evolving requirements, and continuous delivery pressure
often prioritize rapid progress over long-term maintainability [14]. While refac-
toring is a well-established practice for managing TD, it is often postponed
because it is perceived as time-consuming and teams prioritize delivering new
features [6, ch 2]. Over time, such postponement can lead to increased main-
tenance costs, reduced readability, and lower development productivity [2,11],
particularly in team-based settings where multiple developers interact with the
same codebase [3].

A study by Besker et al. [2] showed that TD reduces developer productiv-
ity and software viability, with developers reporting that approximately 23% of
their working time is wasted due to TD. The study further found that TD also
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increased the need for additional activities such as testing, source code analysis,
and refactoring. TD is also shown to be contagious, as existing TD often leads to
the introduction of further TD, indicating the importance of prioritizing refac-
toring [2]. Al-driven code generation and refactoring tools promise a significant
improvement similar to what integrated development environments(IDEs) did in
the 1990s. Many organizations use them to speed up feature delivery, cut costs,
support maintenance, close skill gaps, improve code quality, and reduce TD. The
most notable development in Al for code so far has been Generative Al (GenAlI)
assistants and chatbots [7].

Prior studies have explored the use of LLMs for automated code refactor-
ing and have reported promising improvements in code quality. However, the
literature also shows that LLM-generated refactorings can introduce functional
changes or fail existing tests [5,13]. To further investigate this, we conducted
a case study in a team-based agile educational setting, where student teams
used GenAl tools to refactor existing code. Using SonarQube as a static code
analyzer, we evaluate changes in code smells, complexity, size metrics, and esti-
mated TD at the source code level before and after GenAl-assisted refactoring.
In addition, we analyze students’ perceptions of GenAl as a refactoring tool. By
combining quantitative SonarQube measurements and metrics with developer
perceptions, this study provides early empirical evidence on the role of GenAl
in TD management within agile development in a student setting. To guide the
study, we address the following research question:

RQ: To what extent can generative Al tools reduce technical debt in Kotlin
code through automated refactoring?

To investigate this research question, we collected data from 46 teams (a
total of 19,404 lines of code) and survey responses from each team.

2 Background
2.1 Technical Debt, Refactoring and Generative Al

TD refers to the long-term costs that result from prioritizing short-term delivery
or scalability over long-term software quality. TD is often introduced intention-
ally to achieve rapid delivery, but if left unmanaged, it can make future changes
significantly more costly or even impossible. [11, ch. 1]. It can also be introduced
unintentionally, for example, by inexperienced teams, or as a consequence of
weak development process management [9]. Poorly structured and overly com-
plex code makes changes more difficult and error-prone, increasing the likeli-
hood that developers unintentionally introduce bugs. These issues often reduce
developer productivity and make systems more fragile, with the consequences
typically becoming apparent first to the development team. [11, ch. 2] In agile
contexts, technical debt rarely appears in isolation; it coexists with social and
process debt, and these forms reinforce each other over time [15].

Refactoring involves restructuring the internal design of software to
enhance understandability and maintainability, while ensuring that the system’s
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observable behavior remains unchanged. Changes introduced to achieve short-
term goals, often without a full understanding of the overall design, gradually
weaken the code structure. As a result, the underlying design becomes less visi-
ble and harder to maintain. Regular refactoring helps prevent this by preserving
structure and improving code readability. [6, ch. 2]. Examples of refactoring tech-
niques include Extract Function, in which a fragment of code is moved into a
separate, well-named function that reflects its purpose. By separating intention
from implementation, this approach makes the code easier to comprehend and
maintain, as readers can understand what the code does without focusing on its
internal details [6, ch. 6].

Generative Al tools became widely known to the public after OpenAl
launched ChatGPT in late 2022. Generative Al can produce new content such as
text, code, images, video, and audio. These capabilities are largely driven by large
language models (LLMs) [12]. Al-assisted developer tools can accelerate work,
help identify and fix errors, maintain code and documentation consistency, and
reduce developers’ stress [17]. Gemini is Google’s generative Al platform based
on LLMs. Gemini in Android Studio is an AI assistant tailored to Android
development that understands natural language, helping developers generate
code, learn best practices, document code, and more [8]. GPT UiO (hereafter,
GPT) is a service from the University of Oslo (UiO) that provides access to
OpenAI’'s GPT models within UiQO’s privacy and security framework. The data
are stored on UiO servers, and inputs/outputs are temporarily processed by
Microsoft Azure OpenAl within GDPR-compliant regions, but data are not used
to further train external models [19].

2.2 Static Code Analysis and SonarQube

SonarQube is a static code analysis tool that supports more than 30 program-
ming languages and frameworks. It uses predefined, language-specific rules based
on coding standards, best practices, security vulnerabilities, and code complexity
to detect quality, maintainability, and security issues. The tool can detect issues
in seconds that might take a developer hours to locate. It produces reports
identifying issues and estimating remediation effort, helping teams to plan for
maintainability and address TD earlier [10]. Some metrics and measures include
size metrics, code smells, TD estimation and two kinds of complexity.

Code smells harm maintainability by making code harder to understand
and modify. They rarely cause runtime errors but signal deeper design prob-
lems and increased TD. Examples include large classes and long methods, which
raise cognitive complexity and reduce maintainability. Code smells are severity-
classified to help prioritize which ones to resolve first [16], from highest to lowest:
blocker, critical, major, minor, and info [16].

Cognitive complexity is a metric that measures the difficulty of code for
a human to read and the mental effort required to follow its control flow. It can
better reflect readability than cyclomatic complexity. For example, two pieces
of code with the same cyclomatic score can still differ in readability if one has
heavy nesting or convoluted control flow [4].
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Cyclomatic complexity measures how complex a program’s control flow
is by counting the number of linearly independent execution paths through a
function or method. Higher values mean more paths and typically harder to
test, harder to understand and harder to maintain. Every method and function
scores at least one in the cyclomatic scores [16].

Technical Debt: In SonarQube, TD represents the total estimated effort
required to fix code smells. This effort is calculated as the sum of remediation
costs for maintainability issues, where each cost corresponds to the estimated
time needed to resolve an issue, as defined by the rule that reported it [16].

3 Methodology

We conducted a study in IN2000, a software engineering course at the University
of Oslo. The course has served as the empirical setting for several studies of
teamwork in agile student teams, including work on gender and collaboration
dynamics [18]. The students in this course work on a 10-week project to build
a software application that meets specific requirements. Students work in teams
to build an Android application using Kotlin and Jetpack Compose in Android
Studio. For most students, the course is their first exposure to agile teamwork
on a shared codebase. In spring 2025, 343 students enrolled and were organized
into 57 teams of five to six students each.

All 57 teams took part in a mandatory refactoring activity, but only 46
consented to research use of their data; we excluded the remaining 11 teams. The
46 included teams contributed 19,404 lines of Kotlin code. Each team selected
two files from their own project, one they considered to be of low complexity
and one of high complexity, based on their own judgment, with no predefined
criteria provided. They used either GPT or Gemini to refactor these files. Before
refactoring, teams wrote unit tests for the relevant functionality and verified
that they passed. The refactoring procedure had two stages. First, teams sent a
general instruction that set the tool’s role and required output format.

Teams then prompted the chosen tool at least three times, using either prede-
fined or self-made prompts. The predefined prompts targeted readability, nam-
ing, modularisation, and idiomatic Kotlin style. After refactoring, teams updated
their tests to match renamed functions and re-ran them on the refactored code.
Each team then completed a post-activity survey on refactoring outcomes, per-
ceived usefulness, and trust in GenAl as a refactoring aid. The survey collected
both Likert-scale ratings and free-text responses.

We used SonarQube to quantify the effect of refactoring on maintainability
and estimated TD. For each file, we analyzed two variants: the original imple-
mentation and the GenAl-refactored version. We deployed a self-hosted Sonar-
Qube Community Edition server with default configurations, restricted analysis
to Kotlin files, and disabled SCM integration. We organized submitted files into
project directories and scanned each project with the SonarScanner CLI. Further
analysis details are provided in [1].
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Limitations: One limitation of this study is that direct comparison between
Gemini and UiO GPT is constrained by the fact that each team submitted dif-
ferent Kotlin files. Although SonarQube analyses were run separately for the two
groups, the files varied in size, purpose, complexity, and baseline quality, which
can strongly influence which refactorings are possible and how rule violations and
TD are reported. These differences may come from the code itself, not from the
GenAls. In addition, the iterative prompting process may have affected results.
Students received suggested prompts but could modify them or write their own,
so the exact interaction style varied between teams. So our results describe what
happened when GenAl tools were used on real student code, but they do not
prove that one is better than the other.

4 Results

In this section, we first present results from the student survey, then we present
the quantitative results from our analysis with SonarQube.

4.1 Survey Results

Usefulness. The student teams were asked, “How useful were the Al tool sug-
gestions for improving the maintainability and readability of your code?”. As seen
in Table 1, the student teams reported slightly higher satisfaction with Gemini
than with GPT (Gemini: 3.50, GPT: 3.39). This small difference suggests that
students perceived both tools as somewhat valuable. One team using Gemini
noted: “Gemini is a useful tool in many ways. It helps a lot when it comes
to improving the readability and efficiency of the code. Still, everyone in our
group agrees that it only becomes a useful tool if one understands why Gemini
does what it does. It was not in all cases that we necessarily understood, even
with an explanation, why Gemini’s code was better.”. Another team using GPT
described: “GPT pointed out some things we had forgotten or not thought of,
which was helpful, and some of the new variable names were easier to under-
stand than the originals. Unfortunately, it also produced function and variable
names that were worse and harder to understand than the ones we already had.”

Another team using Gemini was more positive and said “It contributes to
increasing efficiency in the work and most likely ensures cleaner code than one
would have managed to produce, and not least had time to produce, on one’s
own.” A team using GPT said “The code immediately became cleaner and more
readable for someone who was not familiar with the codebase. UiO GPT was also
useful for commenting and making the code more Kotlin-idiomatic.”.

Trust. However, although students who used Gemini rated it more valuable,
they had lower trust in its results than those who used GPT. One possible
explanation is that students may have been more familiar with GPT-like tools
because of the popularity of ChatGPT. One student team said (Gemini): “We
both trust and do not trust the Al results. By that we mean that we know Al tools
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Table 1: Student perceptions of Al-assisted refactoring. Likert scale (1 = Very
useless; 2 = Slightly useless; 3 = Unsure; 4 = Slightly useful; 5 = Very useful).

Gemini UiO GPT
Item Mean Median n  Mean Median n
Usefulness for maintainability and readability 3.50 4.0 23 3.39 4.0 23
Trust in the tool’s results 2.96 3.0 23 339 4.0 23
Perceived future usefulness 3.46 4.0 23 4.30 4.0 23

Table 2: Test outcomes after Al-assisted refactorings (% indicate share of teams.)

GenAl File complexity All tests passed Some tests passed No tests passed

Gemini Low 87% 4.3% 8.7%
Gemini High 82.6% 4.3% 13%
GPT Low 82.6% 8.7% 8.7%
GPT High 73.9% 13% 13%

can be used as an effective tool, as long as one takes the time to read through
and understand why it does what it does - because there are many small errors
in the code you get”.

Future usefulness. That said, even though the students found Gemini more
useful, when asked about future usefulness, the GPT student teams were more
positive. This suggests that even though the tool right now was not as good as
they wanted, they had positive feelings about its development. One student team
using GPT said: “We believe that AI can become a useful aid for maintenance
and readability over time. It is possible that the technology will improve further
in this area. At the same time, we think that larger and more complex programs,
such as in this project, may still be challenging for Al to handle on its own.”

Unit tests. As shown in Table2, most student teams reported that all unit
tests passed after refactoring both files. The rate of fully passing test suites
was overall lower for GPT, particularly for the file with high complexity. Some
teams experienced partial or complete test failures. These failures were mainly
caused by changes in behaviour and functionality, incomplete code fragments,
and reference errors. This suggests that GenAl refactoring alone is not sufficient.

4.2 SonarQube Results

Code Smells. We used SonarQube to analyse code smells, and Table 3 shows
code smells by severity before and after GenAl-assisted refactoring. Both tools
reduced code smells across all severity levels that were affected. Gemini achieved
the larger overall reduction (59.8%), with visible decreases in major (44.1%) and
minor code smells (69.6%). GPT showed the greatest reduction in critical code
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Table 3: Code smells and TD remediation time before and after refactoring.

Gemini UiO GPT

Severity Before After Reduction (%) Before After Reduction (%)
Blocker 0 0 0.0 0 0 0.0
Critical 8 5 37.5 9 2 77.8
Major 34 19 44.1 35 26 25.7
Minor 46 14 69.6 34 19 44.1
Informational 9 1 88.9 9 0 100.0
Total 97 39 59.8 87 47 46.0

TD remediation time (hours) 6.63 3.93 40.72 8.00 5.58 30.25

Table 4: Complexity and size metrics before and after Al assisted refactoring.

Gemini UiO GPT

Metric Before After Change (%) Before After Change (%)
Cyclomatic complexity (CYC) 500 536 7.20 694 838 20.75
Avg. CYC per function 3.11 194 —37.62 294 1.83 —37.76
Comment lines 440 1027 133.41 472 561 18.86
Functions 161 277 72.05 236 459 94.41
Cognitive complexity (CC) 503 367 —27.06 572 330 —42.38
Classes 34 52 52.94 60 63 5.00
Lines of code (Nloc) 4462 4841 8.50 5090 5011 —1.55

Note: Change is computed as percentage change from before to after refactoring. Pos-
itive values indicate increases and negative values indicate decreases.

smells (77.8%) and eliminated all info code smells (100.0%), but with a smaller
overall reduction (46.0%).

Technical Debt. As shown in Table 3, SonarQube’s estimated time to remediate
TD before and after GenAl-assisted refactorings is reported for Gemini and
GPT. Gemini achieved a 10 percentage-point greater reduction than GPT. Both
tools reduced the estimated remediation effort, with Gemini performing slightly
better.

Complexity and Size Metrics. Table 4 summarizes complexity and size met-
rics before and after Al-assisted refactoring. Both tools reduced cognitive com-
plexity, with a larger decrease for GPT (-42.38%) than for Gemini (-27.06%).
Further, both GenAls markedly increased the number of functions, suggesting
increased modularization, most likely as a result of extract function refactoring
technique, while cyclomatic complexity increased for both tools. Gemini differed
from GPT mainly in the number of comments and classes, with a large increase
in comment lines and the number of classes. Changes in total lines of code were
modest for both tools, a slight increase for Gemini and a slight decrease for GPT.
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5 Discussion and Conclusion

Our study suggests that GenAl can measurably reduce TD and code smells in
agile student code projects. The refactorings reduced cognitive complexity and
increased the number of functions and classes, which indicates increased mod-
ularity. Both Gemini and GPT reduced code smells and estimated TD hours.
These results indicate that GenAl-assisted refactoring can accelerate the reso-
lution of maintainability issues and reduce the estimated remediation time for
TD, as captured by SonarQube. Gemini’s overall reduction in code smells was
the largest, but GPT had the largest reduction in critical code smells. It is more
important to resolve critical issues compared to major, minor, and info issues,
where critical issues should be fixed as soon as possible [16]. This suggests that
the GenAls could have different strengths.

Another interesting finding is that total CYC increased after refactoring for
both Gemini and GPT, while CC decreased significantly, and the number of
functions increased. This result could be explained by, among other refactor-
ings, the refactoring technique “Extract Function”, which splits larger functions
into smaller ones with clearer naming, which can enhance code readability and
comprehensibility [6, ch. 6], and therefore decrease CC [4]. The increase in total
CYC can be explained by the increase in the number of functions, since each
function and method has a minimum CYC score of 1, and GPT’s larger increase
in total CYC aligns with its proportionally greater increase in the number of
functions compared to Gemini. That said, average CYC per function decreased
substantially for both tools, suggesting that individual functions became simpler
despite the higher total. In practice, the drop in CC suggests the code is easier
to read and reason about at the function level [4].

Most teams’ test suites passed, particularly for files of low complexity, but
failures were more frequent for GPT code. The failures were mainly caused by
behavioral changes, incomplete code, and reference errors. These results show
that automated refactoring can improve maintainability and reduce TD, but
should be followed by thorough testing and be validated, consistent with prior
work highlighting both promise and the need for validation [5,13].

To conclude, in this study, we examined how Gemini and GPT performed
when it comes to code-related TD in agile student teams. Based on an analysis
of a survey of 46 teams, we found that students were more satisfied with Gemini
but reported greater trust in GPT results. Furthermore, our results suggest that
GenAl tools will be valuable tools to reduce TD and improve maintainability
in Kotlin code through refactoring in the future, but should be supervised and
reviewed by humans, as some did not preserve functionality or produced code
that failed to compile. Gemini achieved larger overall reductions within TD and
code smells than GPT in our setting. Estimated TD hours were greatly reduced
in both GenAlI conditions. GPT had the largest reduction in critical and info
code smells, but Gemini had the greatest reduction in major and minor code
smells.
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Abstract. This paper reports insights from the 4th International Work-
shop on Global and Hybrid Work in Software Engineering (GoHyb 2026),
in which workshop participants, including Agile researchers and practi-
tioners, explored positive and negative future scenarios of Al-supported
hybrid and remote work. Our analysis of the discussion shows that par-
ticipants viewed Al as especially consequential for hybrid work because
it can support task review, synthesis, summarization, and asynchronous
coordination across distributed teams. At the same time, they expressed
concerns that increased AI mediation may weaken human communica-
tion, reduce critical discussion, and undermine psychological safety and
social connection. Overall, the findings suggest that the central challenge
is not simply adopting Al tools, but shaping human—AI collaboration in
ways that strengthen coordination without endangering the human capa-
bilities on which software teams rely. The paper closes with implications
for future research on Al-enabled hybrid work in software engineering.

Keywords: Human-Al Collaboration - Hybrid Work + Software
engineering

1 Introduction

Hybrid work, defined as a work setting in which “some team members work
mostly or completely from home, others mostly or completely from the tradi-
tional office, and others in some combination of the two” [4], has become a
defining feature of contemporary software engineering (SE) [15]. While hybrid
work in SE offers flexibility, autonomy, and better work-life balance [18], it also
introduces persistent challenges related to communication [1], coordination, and
maintaining shared awareness [8]. Prior research shows that organizing effective
hybrid work in SE depends not only on technical infrastructure, but also on
social and relational dynamics such as social and spontaneous interactions [1,8].

At the same time, generative artificial intelligence (AI) tools have rapidly
emerged as a new class of tools being rapidly incorporated into everyday knowl-
edge work, affecting how employees search for information, document work, sum-
marize meetings, coordinate tasks, and make decisions across distributed settings
[10]. AT tools help software teams by speeding up development, improving code
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quality, and supporting faster learning and knowledge sharing while reducing
developers’ cognitive load [7]. However, Al in SE reshapes communication and
collaboration among developers [17] and significantly impacts communication
and collaboration by reducing routine peer interactions, increasing Al-mediated
coordination, and requiring new team norms for trust, validation, and shared
understanding [7]. These concerns are particularly salient in hybrid work con-
texts, where communication is already mediated, and opportunities for informal
interaction are limited. As a result, generative Al in hybrid work within SE may
simultaneously strengthen and weaken key aspects of collaborative work.

In this paper, we summarize the findings from the 4th International Work-
shop on Global and Hybrid Work in Software Engineering (GoHyb 2026), held
in conjunction with the 27th International Conference on Agile Software Devel-
opment (XP 2026). While GoHyb has traditionally examined hybrid work as
a socio-technical phenomenon, this year’s edition broadened the discussion to
include how practitioners perceive AI’s role in hybrid work within SE.

2 Related Work

Research on Al in SE has expanded rapidly, showing that generative Al tools
are increasingly embedded across SE activities. Hou et al.’s systematic review
shows that large language models (LLMs) are now applied across a wide range
of SE activities, including requirements engineering, code generation, testing,
debugging, maintenance, and documentation [5]. Studies on human-AT collabora-
tion demonstrate that Al supports requirement discussions, Agile meetings, and
everyday interactions with coding assistants [2,16]. Empirical work on coding
assistants reports gains in task completion speed and highlights the importance
of prompt formulation for code quality [9,13].

Moreover, Rauf et al. [14] show that AI tools reshape team collaboration
and argue that AI should be treated as a team member. A human-Al teaming
perspective is suggested, where Al augments but does not replace collaborative
and learning processes in SE [14]. At the same time, Treude and Storey [17] argue
that Al tools are reshaping developers’ roles, transforming software artifacts, and
redefining what empirical research must examine. As boundaries blur between
humans and machines, artifacts and interactions, and subjects and methods, the
empirical SE community must revisit its assumptions, adapt its approaches, and
pursue new lines of inquiry [17].

In parallel, research on hybrid work in SE has expanded significantly since
COVID-19 [6]. In their systematic literature review, Christensen et al. [3] report
persistent challenges faced by software teams working in hybrid environments,
including misaligned schedules and work locations, the formation of subgroups,
reduced opportunities for informal social interaction, and difficulties in seeking
help from teammates. Additional issues affecting alignment and team cohesion
arise from unclear information about colleagues’ availability and status, mis-
communication and misunderstandings, broader communication barriers, and
information overload across digital channels [3].
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However, these two streams of research have largely evolved separately. There
is limited understanding of how generative Al interacts with the challenges of
hybrid work in SE. In particular, it remains unclear whether AI mitigates hybrid
work in SE issues or introduces new risks for these environments. This paper
addresses this gap by examining how participants in the GoHyb 2026 workshop,
from academia and industry, perceive the role of generative Al in hybrid work
within SE contexts.

3 Method: Interactive Session at the GoHyb 2026
Workshop

GoHyb 2026 took place on the first day of XP 2026, on June 8, in Sdo Paulo,
Brazil. It was organized as a half-day, in-person workshop consisting of two main
parts. The first part involved 19 participants from academia and industry and
included two paper presentations:

— Productivity and collaboration in hybrid agile teams: an interview study [11],
— High trust and high flexibility: hybrid work practices in the Norwegian soft-
ware industry [12].

To complement these contributions, we presented our ongoing work in the
form of a literature review [3], which served to frame the discussion and high-
lighted current research directions.

The second part of the workshop began with a keynote by Jutta Eckstein,
titled GoHyb Keynote: Global Software Engineering A Retrospective. A presen-
tation by Xiaofeng Wang, Support Communication of Virtual Agile Teams: A
Metaverse-based Prototype, followed and helped set the context for subsequent
discussions in the interactive part. The workshop ended with an interactive ses-
sion involving 14 participants.

The interactive session aimed to explore participants’ understanding of the
role of generative Al in hybrid work within SE. The session explicitly focused on
future positive and negative scenarios of Al-supported hybrid and remote work
in SE. The session followed the 1-2-4-All structure from Liberating Structures’.
All the participants first reflected individually on either a positive or a negative
future scenario. They then discussed their ideas in pairs with another participant
who had chosen the same orientation, and two pairs were subsequently merged
into a four-person discussion. Finally, the groups shared their main ideas in a
plenary discussion. In total, three larger groups reported their views: two groups
discussed primarily positive scenarios, and one group discussed negative scenar-
ios. This process allowed participants to first develop individual perspectives and
then progressively refine them through collective sensemaking.

The empirical material for this paper consists of two sources produced during
the session: participants’ post-it notes and a transcript of the plenary discussion.

! https://www.liberatingstructures.com.
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The post-it notes capture short scenario statements, whereas the transcript pro-
vides additional explanation, examples, and justifications. Because both sources
were organized by discussion group, we could interpret brief written statements
in light of the participants’ later verbal elaborations. We conducted a qualitative,
interpretive analysis to identify recurring themes.

4 Results and Discussion

According to the GoHyb 2026 workshop participants, generative Al is becoming
an increasingly influential element of hybrid work in SE. However, their views
were not uniform. Participants articulated both positive and negative perspec-
tives on the role of Al in these settings. On the positive side, Al was seen as
supporting coordination in distributed and asynchronous work, enabling infor-
mation synthesis and structuring, and improving productivity in routine and
cognitive tasks. On the negative side, participants raised concerns about risks to
communication and social interaction, reduced critical thinking and discussion,
and growing reliance on Al with implications for trust and accountability.

Despite these differing perspectives, the final plenary discussion revealed a
convergence: participants agreed that Al should be integrated into hybrid work
in SE practices in ways that support collaboration without undermining human
communication and accountability. In particular, they emphasized the need to
balance Al support with human collaboration through appropriate guardrails
and governance. Figure 1 summarizes these perspectives and their convergence,
which we elaborate on in the following sections.

How do researchers and practitioners
perceive the role of generative Al in hybrid
,I, work in software engineering? 1
Positive Perspectives meguﬁve Perspecﬁvesk

ﬁDegrcdaﬁon of human communication

« Enhanced coordination in distributed quality

and asynchronous work « Reduced social connection and team
« Improved information synthesis and cohesion

organization « Discouragement of critical thinking and
« Increased productivity in routine and discussion

cognitive tasks « Increased uncritical reliance and

reduced accountability

g Convergence: Balancing Al and human collaboration \ )

through strong boundaries and governance

Fig. 1. Perceived role of generative AI in hybrid work in SE.
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4.1 Positive Perspectives: AI in Supportive Roles

Workshop participants described several ways in which generative Al can sup-
port hybrid work in SE, particularly in relation to coordination, information
processing, and productivity.

Al supports coordination in distributed and asynchronous work.
According to the participants, the most prominent benefit concerned coordina-
tion across distributed teams in hybrid work environments. Participants empha-
sized that Al can help bridge time-zone differences and asynchronous collabora-
tion by summarizing meetings, tasks, and discussions. For example, one partici-
pant noted that “An AI agent could be useful to summarize tasks or meetings”
for colleagues separated by a “I12-hour distance”. Similarly, post-it notes high-
lighted that: “AI helps ‘sync’ async workers”, “Al helps you understand what
others are doing”, and “AI helps updating other members on tasks”. These exam-
ples suggest that Al aligns well with one of the central challenges of hybrid work
in SE: maintaining shared awareness across time and space.

AT helps synthesize and structure information. Beyond coordination, par-
ticipants highlighted AI’s ability to structure complex information. Al was seen
as useful for reviewing content, synthesizing discussions, and organizing scattered
knowledge into more accessible forms. This capability was particularly valuable
in hybrid work in SE environments, where work is distributed and sometimes
overloaded across multiple tools, conversations, and artifacts.

AT improves productivity in routine and cognitive tasks. Participants
also associated AI with productivity gains, especially in routine or cognitively
repetitive work. Al was described as being able to “Do boring tasks”, assist
with email handling, generate draft responses, help identify “Blind spots”, and
improve prioritization and planning. In hybrid work settings, where developers
often work asynchronously with fewer opportunities for immediate peer support,
participants viewed Al assistance as particularly valuable for maintaining work-
flow continuity and reducing coordination delays. Importantly, these benefits
were not framed solely in terms of individual efficiency. Instead, participants
connected them to broader team-level outcomes, such as reducing coordination
overhead and improving alignment among distributed actors.

However, participants emphasized that these benefits are conditional,
and some of the participants considered Al to be the most appropriate for sup-
port tasks such as summarization and structuring, while humans remain central
and responsible for judgment and oversight. As one participant noted, the “Safest
task that it can do without needing that much human in the middle is to summa-
rize tasks.” However, other participants speculated about broader future roles
for Al in software work, such as “One-person teams with agents”, where a single
human collaborates with multiple Al agents. These speculative scenarios further
illustrate that some participants viewed AI not only as a support tool but also
as a force that could reshape how work is organized and potentially challenge
the role of team-based collaboration.
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4.2 Negative Perspectives: AI Introducing Risks

The workshop participants highlighted several risks associated with the use of
generative Al in hybrid work in SE, particularly in relation to communication
and social interaction, critical engagement, and accountability.

AI may degrade the quality of human communication. The most promi-
nent concern was not technical unreliability, but the potential deterioration
of direct human communication. Participants worried that if hybrid workers
increasingly interact with Al instead of colleagues, they may lose opportunities
to practice the messy, corrective, and emotionally grounded aspects of human
communication. Participants explicitly argued that human communication is
“flawed, it’s messy, we make mistakes, we apologize for them. There’s kind of
a beauty in that”. Participants emphasized that human interaction, while messy
and imperfect, is essential for building understanding, trust, and accountability.
While AT may tell people that “You’re right,”, and eventually “AI is harming
our communication skills”, “Al is harming the humanity of our work environ-
ments”, and teams may be “losing effective communication habits and skills”
over time.

AT may reduce social connection and team cohesion. These concerns were
linked to loneliness, culture, and the social texture of hybrid work. One scenario
in the post-it notes described “A team member asking all questions from the Al
and at the end of the day feels very lonely as he realizes not talking to a real
person during the whole day”. Participants suggested that such a pattern could
deepen withdrawal in remote or hybrid settings and weaken the interpersonal
ties that support team cohesion. The discussion also connected this issue to
culture and authenticity: participants doubted that AI can meaningfully replace
human roles that depend on empathy, emotional understanding, and the sense
that another person is genuinely listening rather than only predicting a response.
One participant summarized this concern by saying that if people stop practicing
human interaction and “Just talk to machines, it will become every day worse
in communication with humans”.

AI may discourage critical thinking and discussion. Another recurring
concern was uncritical reliance on Al-generated outputs. Participants noted that
Al systems tend to agree with users, which may limit exposure to alternative
perspectives and discourage questioning. It’s particularly problematic in hybrid
work within SE environments, where communication and decision-making are
already mediated through digital tools. In SE, where quality depends on review,
dissent, and clarification, this raises the risk that teams may accept Al-generated
outputs without sufficient scrutiny. As one participant stated, “A[ tends to agree
with people, so don’t have genuine/critical conversations”.

AI may increase uncritical reliance and reduce accountability. Closely
related to the previous one, participants warned that teams may begin to trust Al
outputs without verification, assuming they are correct. This could shift respon-
sibility away from individuals and reduce accountability for decisions. In hybrid
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environments, where coordination already depends on mediated interaction, such
reliance may further obscure ownership and decision-making processes.

So, the negative scenarios therefore reinforce the argument that the effects
of generative Al in hybrid work in SE should be evaluated not only in terms
of efficiency, but also in terms of trust, accountability, and the preservation of
human collaborative capability.

4.3 Convergence: Balancing ATl and Human Collaboration

Across the positive and negative scenarios, participants converged on the idea
that the key issue is not simply whether AI brings benefits or risks to hybrid
work in SE, nor whether AI should be accepted or rejected in these environ-
ments, but rather how Al should be integrated into and bounded within collab-
orative work practices. Participants consistently described Al as beneficial when
it supports coordination, information synthesis, and asynchronous collaboration,
but problematic when it replaces human communication, critical reflection, or
accountability. In this sense, the discussions pointed toward a middle ground
in which AT augments collaborative work rather than substitutes for essential
human interaction.

Balancing AI and human collaboration requires strong boundaries and
governance. This tension emerged in several ways throughout the discussions.
The participants argued that Al should review and synthesize information rather
than replace human judgment; AI may assist distributed coordination, but peo-
ple must remain accountable for interpreting and acting on its outputs; and
the more central AI becomes in daily work, the more important it is to preserve
direct human interaction. Even the positive notes framed the issue conditionally,
stating that “ATl will play a positive role only if we build really strong guardrails
and become able to enforce them”. Participants argued that strong guardrails and
the ability to enforce them are necessary if Al is to be integrated into hybrid
work in SE without undermining psychological safety.

Taken together, the findings suggest that participants viewed generative Al
as a significant and distinctive feature of hybrid work in SE precisely because
it operates at the intersection of technical artifacts and human coordination.
The positive scenarios point to gains in synthesis, visibility, and asynchronous
alignment, while the negative scenarios point to risks for communication, critical
engagement, and social connection. Overall, the results indicate that evaluating
AT in hybrid work in SE requires particular attention to human capabilities that
sustain collaborative SE.

5 Final Remarks

Hybrid work in SE is increasingly shaped by collaboration with generative Al.
The findings from the GoHyb 2026 workshop suggest that participants viewed
AT as increasingly embedded in the coordination and information practices of
hybrid work rather than merely as a peripheral productivity tool. Al was seen as
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supporting shared awareness, asynchronous collaboration, and the organization
of distributed information across software teams in hybrid work settings. At the
same time, participants emphasized that these benefits depend on maintaining
human oversight, communication, and accountability. While AI may support
coordination, synthesis, and productivity, concerns were raised that excessive
reliance on Al could weaken communication, social connection, critical engage-
ment, and collective responsibility. The findings therefore suggest that the role
of AT in hybrid work within SE should be understood not only in terms of effi-
ciency gains, but also in relation to the human and collaborative capabilities
that sustain software teamwork.

The central implication arising from this workshop is that the value of Al
depends on how its role is bounded. Rather than replacing human collaboration,
AT must be integrated in ways that preserve communication, trust, and collec-
tive responsibility. This requires not only technical capabilities but also clear
governance, enforceable guardrails, and evolving team practices.

Future research should not evaluate AI in hybrid work only through speed
or convenience. It should also examine how Al adoption affects trust, critical
dialogue, loneliness, mentoring, and the human practices through which software
teams sustain collaboration. The final implication is therefore about design and
governance. Rather than asking whether software teams should simply accept
or reject Al, future work should investigate how human—AlI collaboration can be
bounded, reviewed, and made accountable in hybrid work settings within SE.

Acknowledgements. We would like to thank all participants of the GoHyb 2026
workshop for their valuable contributions and discussions. We especially thank Xiaofeng
Wang for organizing the interactive section of the workshop and helping us to analyze
the results.

References

1. Agren, P., Knoph, E., Berntsson Svensson, R.: Agile software development one year
into the COVID-19 pandemic. Empir. Softw. Eng. 27(6), 121 (2022). https://doi.
org/10.1007/s10664-022-10176-9

2. Cabrero-Daniel, B., Herda, T., Pichler, V., Eder, M.: Exploring human-ai collab-
oration in agile: customised LLM meeting assistants. In: International Conference
on Agile Software Development, pp. 163-178. Springer (2024). https://doi.org/10.
1007/978-3-031-61154-4_11

3. Christensen, E.L., Khanna, D., Broomandi, F., Paasivaara, M., Deshpande, A.:
Revisiting hybrid work in agile software engineering: a systematic literature review.
Manuscript under review at the Journal of Systems and Software (2026)

4. Conboy, K., Moe, N.B., Stray, V., Gundelsby, J.H.: The future of hybrid software
development: challenging current assumptions. IEEE Softw. 40(2), 26-33 (2023).
https://doi.org/10.1109/MS.2022.3230449

5. Hou, X., et al.: Large language models for software engineering: a systematic lit-
erature review. ACM Trans. Softw. Eng. Methodol. 33(8) (2024). https://doi.org/
10.1145/3695988


https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/s10664-022-10176-9
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1007/978-3-031-61154-4_11
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1109/MS.2022.3230449
https://doi.org/10.1145/3695988
https://doi.org/10.1145/3695988
https://doi.org/10.1145/3695988
https://doi.org/10.1145/3695988
https://doi.org/10.1145/3695988
https://doi.org/10.1145/3695988

10.

11.

12.

13.

14.

15.

16.

17.

18.

The Role of Al in Hybrid Work Within SE 131

Khanna, D., Christensen, E.L., Gosu, S., Wang, X., Paasivaara, M.: Hybrid
work meets agile software development: a systematic mapping study. In: 2024
IEEE/ACM 17th International Conference on Cooperative and Human Aspects of
Software Engineering (CHASE 2024), pp. 57-67 (2024). https://doi.org/10.1145/
3641822.3641863

Konda, R.: Human-ai collaboration in software teams: evaluating productivity,
quality, and knowledge transfer with agentic and LLM-based tools. BigData, Com-
putational and Management Studies, 250-257 (2026). International Journal of Al
Liu, Z., Stray, V., Sporsem, T.: Organizational debt in large-scale hybrid agile soft-
ware development: a case study on coordination mechanisms. In: Agile Processes
in Software Engineering and Extreme Programming — Workshops (XP 2022, XP
2023), pp. 75-84 (2024). https://doi.org/10.1007/978-3-031-48550-3_8
Mastropaolo, A., et al.: On the robustness of code generation techniques: an empir-
ical study on github copilot. In: 2023 IEEE/ACM 45th International Conference
on Software Engineering (ICSE), pp. 1887-1899. IEEE (2023). https://doi.org/10.
1109/ICSE48619.2023.00181

Microsoft, LinkedIn: Ai at work is here. now comes the hard part
(2024). https://www.microsoft.com/en-us/worklab /work-trend-index/ai-at- work-
is-here-now-comes-the-hard-part, work Trend Index Annual Report

Mo, E., Molléri, J.S., Fagerstrgm, A.: Productivity and collaboration in hybrid
agile teams: an interview study. In: Agile Processes in Software Engineering and
Extreme Programming— Workshops (XP 2026) (2026)

Moe, N.B., Stray, V., Hope, M., Willumsen, M.: High trust and high flexibility:
hybrid work practices in the norwegian software industry. In: Agile Processes in
Software Engineering and Extreme Programming— Workshops (XP 2026) (2026)
Peng, S., Kalliamvakou, E., Cihon, P., Demirer, M.: The impact of ai on developer
productivity: evidence from github copilot. arXiv preprint (2023). https://doi.org/
10.48550/arXiv.2302.06590

Rauf, I., Sharp, H., Lopez, T., Wermelinger, M.: Human-machine teaming and
team effectiveness in ai tools for software engineering. In: Proceedings of the 18th
IEEE/ACM International Conference on Cooperative and Human Aspects of Soft-
ware Engineering (CHASE), pp. 75-80. IEEE (2025)

Smite, D., Moe, N.B., Hildrum, J., Gonzalez-Huerta, J., Mendez, D.: Work-from-
home is here to stay: call for flexibility in post-pandemic work policies. J. Syst.
Softw. 195, 111552 (2023). https://doi.org/10.1016/j.jss.2022.111552

Treude, C., Gerosa, M.A.: How developers interact with ai: a taxonomy of human-
ai collaboration in software engineering. IEEE/ACM Forge, pp, 236-240 (2025).
https://doi.org/10.1109 /Forge66646.2025.00033

Treude, C., Storey, M.A.: Generative ai and empirical software engineering: a
paradigm shift. In: 2025 2nd IEEE/ACM International Conference on Al-powered
Software (Alware), pp. 233-239 (2025). https://doi.org/10.1109/Alware69974.
2025.00033

Smite, D., et al.: Half-empty offices in flexible work arrangements: why are employ-
ees not returning? In: Product-Focused Software Process Improvement (PROFES
2022), pp. 252-261 (2022). https://doi.org/10.1007/978-3-031-21388-5_18


https://doi.org/10.1145/3641822.3641863
https://doi.org/10.1145/3641822.3641863
https://doi.org/10.1145/3641822.3641863
https://doi.org/10.1145/3641822.3641863
https://doi.org/10.1145/3641822.3641863
https://doi.org/10.1145/3641822.3641863
https://doi.org/10.1145/3641822.3641863
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1007/978-3-031-48550-3_8
https://doi.org/10.1109/ICSE48619.2023.00181
https://doi.org/10.1109/ICSE48619.2023.00181
https://doi.org/10.1109/ICSE48619.2023.00181
https://doi.org/10.1109/ICSE48619.2023.00181
https://doi.org/10.1109/ICSE48619.2023.00181
https://doi.org/10.1109/ICSE48619.2023.00181
https://doi.org/10.1109/ICSE48619.2023.00181
https://doi.org/10.1109/ICSE48619.2023.00181
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://www.microsoft.com/en-us/worklab/work-trend-index/ai-at-work-is-here-now-comes-the-hard-part
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.48550/arXiv.2302.06590
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1016/j.jss.2022.111552
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/Forge66646.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1109/AIware69974.2025.00033
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18
https://doi.org/10.1007/978-3-031-21388-5_18

132 F. Broomandi and M. Paasivaara

Open Access This chapter is licensed under the terms of the Creative Commons
Attribution 4.0 International License (http://creativecommons.org/licenses/by/4.0/),
which permits use, sharing, adaptation, distribution and reproduction in any medium
or format, as long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license and indicate if changes were
made.

The images or other third party material in this chapter are included in the
chapter’s Creative Commons license, unless indicated otherwise in a credit line to the
material. If material is not included in the chapter’s Creative Commons license and
your intended use is not permitted by statutory regulation or exceeds the permitted
use, you will need to obtain permission directly from the copyright holder.


http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/

®

Check for
updates

High Trust and High Flexibility: Hybrid
Work Practices in the Norwegian
Software Industry

Nils Brede Moe!®)@®, Viktoria Stray2®, Maria Hope®®,
and Mathias Willumsen*

L SINTEF, Trondheim, Norway
nilsm@sintef.no
2 University of Oslo, Oslo, Norway
3 Entra, Oslo, Norway
4 Epicenter, Oslo, Norway

Abstract. This paper presents empirical findings from a survey of 172
IT professionals in Oslo, Norway, working in organizations where agile
methods are widely used in both private and public sectors. The study
explores how hybrid work is experienced and enacted in a high-trust,
flexibility-oriented environment. Our results indicate a strong employee
preference for flexible work models that allow autonomy in time and
location. Remote work is widely used, sometimes even substituting for
sick leave during mild illness. At the same time, the respondents report
that office attendance is important for social connections. The data fur-
ther reveal high levels of trust in colleagues’ effectiveness when work-
ing remotely, with low concern about misuse of home office privileges.
Some organizations have introduced mandatory office days, often with
the stated goal of strengthening culture and workplace community. Over-
all, the hybrid setups are perceived positively and are not seen as a
major factor in employee turnover. Instead, career progression and com-
pensation remain the primary drivers of job change. These findings offer
insights into how hybrid work practices are integrated into agile ways of
working in a Scandinavian context.

Keywords: Collaboration, Coordination, Alignment, Hybrid work,
Remote participation, Teamwork, Large-scale agile development.

1 Introduction

Hybrid work has officially transitioned from a temporary pandemic-era response
to the “new normal” in software engineering, blending remote and office settings
to provide practitioners with enhanced flexibility and a better work-life balance
[2,7]. Now, agile team members often have the flexibility to choose, at least
to some degree, between remote and office-based work [4]. Yet, the norms and
expectations around hybrid work are still evolving, prompting new questions
about how flexibility is interpreted and exercised in software teams [13].
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But what does flexibility actually look like in everyday practice? Smite et
al. [14] surveyed 20 companies and found that preferences for the proportion of
time spent in the office versus at home vary both across and within companies.
Moe et al. [11] explored the co-presence patterns of 17 agile teams in a com-
pany whose employees work partly from home and found significant variation
in co-presence practices. Further, they observed slightly higher attendance rates
among women, but these differences were statistically insignificant. Klotins et al.
[8], in a survey of two large agile Scandinavian software companies, found that
gender differences in office attendance preferences and remote work behavior
among software developers were minimal and statistically insignificant. Instead,
other variables, such as the degree of collaborative work, commute time, and
responsibility for supporting teammates, show a stronger association with both
actual and preferred office attendance. The choice between remote and office
days also shapes how teams enact specific agile practices. For example, Tkalich
et al. [15] found that pair programming in hybrid work can take place as on-site,
remote, or mixed sessions, with mixed sessions perceived as the least advanta-
geous, and recommended that teams align office presence to enable either fully
on-site or fully remote pairing.

Empirical studies reveal that hybrid work is not a uniform practice, but a
negotiated and context-dependent arrangement shaped by organizational norms,
team dynamics, and individual circumstances. The top motivations for encour-
aging or mandating office work are largely rooted in factors that benefit the
organization (corporate culture, engagement, innovation) and work groups (col-
laboration and social relationships) [13]. In contrast, motivations for remote
work tend to center on individual-level benefits (work-life balance, focus, and
efficiency) [13]. Therefore, hybrid work introduces inherent tensions between
individual autonomy and collective cohesion that organizations must navigate.

Hybrid work challenges how teams maintain social connection and belonging.
Belonging is primarily built through daily social interactions in agile software
development [6]. However, hybrid work reduces the frequency of spontaneous
and random office encounters, and organizations must now take continuous,
conscious, and visible actions at the individual, team, and organizational lev-
els to maintain the social connections vital for motivation and resilience [2].
Prior research also suggests that communication modality may influence emo-
tional expression in agile teamwork. For example, Awan et al. [1] found that
hybrid retrospective meetings in student Scrum teams were associated with more
emotionally restrained interactions than fully in-person meetings, highlighting
potential challenges of partial presence in distributed collaboration. Trust is
another critical condition for hybrid collaboration. In hybrid software develop-
ment teams, trust has been linked to leadership behavior, organizational policy
and appraisal mechanisms, communication practices, individual attributes, and
the role of digital technologies, including how monitoring tools are perceived
[16].

Balancing the needs of organizations, teams, and individuals remains a cen-
tral challenge in hybrid work. In response, many companies have begun re-
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evaluating their hybrid strategies—ranging from gentle nudges for on-site pres-
ence to formal return-to-office mandates. Norway is often characterized as a
high-trust work environment with relatively autonomous employer—employee
relations, making it an interesting setting for studying hybrid work practices.
A recent survey by Smite et al. [13] found that requiring three office days per
week is the most common mandate among 68 companies. Right after the pan-
demic, only 15% had implemented such policies; by 2025, this figure had risen
to 26%. To better understand current preferences and the lived experience of
hybrid, we ask the following research question: What are the preferences and
experiences of hybrid work among IT professionals, and what factors influence
office attendance and perceptions of remote work?

The study investigates how hybrid work is enacted in practice, what employ-
ees value in office versus remote work, and how trust and flexibility relate to
perceived effectiveness, attendance norms, and retention intentions.

2 Context and Methodology

To investigate hybrid work practices, we analyzed survey responses from a subset
of 172 IT professionals drawn from a larger survey of 1,000 office workers in
the Oslo region of Norway. The quantitative data were collected by the market
research company Opinion through a web-panel survey conducted during weeks
7-9 in February 2025. The broader sample targeted full-time employees aged
23-65 working primarily in knowledge-intensive office occupations. From this
dataset, we extracted respondents who reported working in IT-related roles,
which constitute the empirical basis for this paper.

The survey covered themes related to hybrid work practices, including home
office usage, flexibility preferences, workplace attendance, trust in remote work,
perceptions of workplace culture and leadership, work-life balance, and reten-
tion intentions. Most questions were close-ended and used predefined response
categories or five-point Likert scales. A limited number of questions also allowed
open-ended “other” responses; however, this paper focuses exclusively on the
quantitative data. All responses were anonymous and self-reported.

All participants worked in the Norwegian software industry, where agile
methodologies are widely used in both private and public sector organizations.
Consequently, the respondents largely operate in agile team settings, which form
an important backdrop for interpreting the hybrid work results. The sample was
not intended to be statistically representative of the entire Norwegian IT work-
force, but rather reflects employees in a Scandinavian work environment charac-
terized by relatively high levels of trust and widespread adoption of hybrid and
agile work practices.

We primarily used descriptive statistical analyses, including frequencies and
percentages, to examine hybrid work preferences, attendance patterns, and atti-
tudes toward office and remote work. The broader workplace study also included
a small number of qualitative interviews with practitioners and experts, but the
analysis reported here focuses solely on the quantitative findings from the IT
subsample.
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Table 1. Hybrid work preferences and home office practices (N = 172)

Dimension Category Percentage
Work arrangement preference|Flexible time and location 73%
Fixed hours and location 17%

Fully integrated work and private life(7%

Other / undecided 3%
Home office days per week |0d 30%
1 day 22%
2d 23%
3d 14%
4d 8%
5d 4%

Finally, this study has several limitations. The findings are based on self-
reported survey data and therefore reflect respondents’ perceptions rather than
directly observed practices. In addition, the study focuses on a single regional
setting (the Oslo region), which may limit the generalizability of the findings to
other national, cultural, or organizational contexts outside Scandinavia.

3 Results
3.1 Preference for Flexible Work Arrangements

Flexibility emerged as a highly valued aspect of work among the IT workers
(Table 1). The majority of the IT respondents reported a preference for a flexible
work model where they can adjust their workdays around personal obligations or
preferences (e.g. working remotely when suitable), rather than a fixed schedule.
Only about one-fifth preferred a traditional arrangement with strictly set hours
and a clear separation between work and personal life. Only 7% wanted a fully
integrated approach where work and free time blend with no firm boundaries.
These results indicate that most employees prioritize flexibility in when and
where they work, aligning with agile principles that emphasize autonomy. More-
over, about two-thirds of the respondents reported enjoying a good work-life
balance in their current setup, suggesting that the prevailing hybrid arrange-
ments are, on the whole, meeting employees’ needs. Interestingly, I'T employees
reported the highest number of days working from home across the full sample,
while also scoring highest on work-life balance. Overall, the findings underscore a
strong employee demand for adaptable work arrangements in the post-pandemic
era.

3.2 Social Connection as the Primary Office Draw

Despite the appetite for flexibility, respondents still see clear value in the physical
office, chiefly for social reasons. The social connection with colleagues was cited
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Table 2. Main reasons for choosing the office over home office (N = 172).

Factor Percentage

Social connection with colleagues 69%

More effective collaboration across teams |[42%

Contributing to a better office culture  [42%

I learn more from my colleagues 34%
Important for my mental health 26%
Better lunch and food experiences 24%

Better access to effective work equipment 21%
Better work-life balance 19%

I am more visible to my direct manager (17%

Makes me more productive 17%
Easier to focus on work tasks 17%
Better for my career development 11%

Makes me more creative and innovative [5%

None of these or do not know 5%

as the number-one motivator for coming into the office (Table 2). In fact, about
two-thirds of the IT professionals indicated that collegial social interaction and
camaraderie are the most important reasons to meet in person at work. This
finding suggests that the office is viewed less as a place one has to go for produc-
tivity or collaboration, and more as a place one wants to go to nurture a sense of
community. Other potential factors (such as face-to-face collaboration or access
to equipment) were less commonly ranked at the top. For example, building or
contributing to a better workplace culture was important, but still mentioned by
fewer (around 42% ) compared to the social aspect. Notably, agile teams typically
emphasize communication and teamwork, and these survey results confirm that
in-person social bonds are a key draw even in highly digital, collaborative work
environments. In summary, office attendance among the surveyed I'T profession-
als appears to be driven primarily by a desire for social belonging rather than
by direct productivity concerns. This interpretation is also consistent with prior
organizational research emphasizing the role of office communities in supporting
culture and informal knowledge sharing.

3.3 Home Office Usage Patterns and Health-Related Flexibility

The data reveal a predominantly hybrid work pattern among the surveyed IT
staff (Table1). Only about 30% of respondents never work from home at all,
meaning they are in the office every working day. The majority (approximately
45%) practice a 1-2 d per week home-office schedule, splitting their time between
home and office. Few (26%) report using home office more frequently than two
days a week. This indicates that one to two remote days weekly is the common
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hybrid mode for IT employees in Oslo Norway. (For context, in the broader cross-
industry sample, 41% worked exclusively on-site with 0 remote days, suggesting
that I'T professionals utilize home office somewhat more often than other sectors.)
The prevalence of hybrid work is also reflected in how employees handle minor
illness: 62% reported opting to work from home instead of taking sick leave when
facing mild illness or discomfort, and 8% reported working from home when their
kids were sick. In other words, over two-thirds used home office as an alternative
to sick leave within the past year. This practice can be seen as an adaptive
benefit of hybrid arrangements, allowing continuity of work during mild colds
or situations like a sick child at home, without formally going on sick leave. It
may contribute to reducing absenteeism, though it also blurs the line between
being unwell and working. Overall, the patterns suggest that hybrid work is
well-entrenched: most IT employees mix home and office days, leveraging the
flexibility to maintain productivity even when they might previously have had
to call in sick.

3.4 Trust, Culture, and Mandatory Office Days

The survey results indicate a high-trust culture around remote work in these agile
IT teams. Most respondents reported confidence that their colleagues work as
effectively from home as in the office. In particular, 75% selected the two highest
response categories when asked about trust in colleagues’ effectiveness while
working from home (Table 3). At the same time, concerns about the overuse of
the home office were low. Only about one-fifth of respondents reported believing
that colleagues use home office too much, while most rejected this view. Taken
together, the results suggest that remote work is largely interpreted through
norms of trust and accountability, which aligns with agile assumptions about
self-management and transparency.

Table 3. Trust that colleagues work as effectively from home as from the office.

Response category Percentage

1. To a very small extent 3%
2. To a small extent 5%
3. To some extent 16%
4. To a large extent 25%
5. To a very large extent |50%

In response to hybrid work trends, many organizations have recently intro-
duced mandatory in-office days (e.g. requiring attendance on certain weekdays).
Notably, these policies are often implemented with the intention to strengthen
workplace culture and team environment, rather than to micromanage produc-
tivity. In fact, our results indicate that 66% of firms imposing office-day require-
ments cited “building culture and a good work environment” as the primary
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reason, far outweighing motives like monitoring employees. This aligns with the
high trust levels — voluntary and trust-based approaches seem more effective
than rigid mandates in the Norwegian agile context. In summary, organizations
are trying to find a balance: encouraging physical co-presence to foster culture,
without undermining the valued flexibility and trust that hybrid-agile workers
cherish.

3.5 Job Satisfaction, Retention Intentions, and Workplace Quality

The IT respondents generally appear satisfied with their current hybrid work
setups. Hybrid work itself is not a major source of job dissatisfaction — on
the contrary, the flexibility is often seen as a plus. When asked about reasons
that would drive a job change, work arrangement issues ranked low. The top
reasons for changing jobs were instead seeking better compensation and new
challenges, consistent with broader industry trends. For example, in the overall
sample, desire for higher pay and desire for new challenges were the most com-
mon reasons given for the last job move. By contrast, dissatisfaction with the
present hybrid /remote work policies did not figure prominently. Additionally,
most participants signaled a sense of stability with their employers: half of the
IT respondents expected to stay with their current employer for at least the next
three years, and only about 21% anticipated leaving sooner (the remaining 24%
were unsure or undecided about their tenure). This suggests relatively moder-
ate turnover intentions, indicating that the present work environment, with its
hybrid setups, is generally working well for most.

Another finding is the important role of the physical office environment for
talent retention and attraction. An overwhelming 80% of respondents said they
would consider rejecting a job offer if the prospective employer’s office facilities
were of poor quality. In other words, workplace quality matters: even in an age
of hybrid work, employees care about having an appealing, well-equipped office
to come into. This highlights that organizations cannot focus solely on remote
settings; they also need to invest in high-quality office spaces that make the
commute “worth it.” Participants indicated that an appealing and functional
office environment, one that supports both social interaction and productivity,
is a key factor in how they evaluate potential employers

4 Discussion and Conclusion

This study analyzed survey responses from a subset of 172 I'T professionals drawn
from a larger survey of more than 1,000 office workers in Norway in the Oslo
region (capital of Norway). In Norway’s software development industry, agile
methodologies are the dominant practice in both private and public sector teams.
Our finding that 73% of respondents prefer flexible arrangements reinforces the
broader observation that hybrid work is stabilizing as a long-term work mode
in software engineering [13], rather than a transitional post-pandemic phase.
Broomandi et al. [2] argue that organizations are still searching for “balanced
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setups,” and that research must provide evidence-based guidance on hybrid prac-
tices and policies rather than relying on intuition. Our findings, therefore, pro-
vide quantitative evidence from a Norwegian IT environment, demonstrating
that employees’ desire for autonomy in both their schedules and work locations
persists, consistent with the broader research agenda on autonomous agile teams
that has identified autonomy at both the individual and team level as a defining
principle of agile work [9]. This suggests that inflexible policies could be a source
of conflict.

When examining the factors that influence office attendance, social connec-
tion with colleagues emerged as the strongest motivation for being physically
present at the office. This echoes the findings of Smite et al. [12] that found
that the most common reason for onsite work is related to connection and com-
munity. It also supports that it is important to have meetings requiring active
discussions on-site, while more general information sharing meetings for larger
audiences can be virtual so participants can attend from home [3].

A defining feature of hybrid work in the Norwegian IT sector appears to be
a high degree of interpersonal trust among team members. Most respondents
reported confidence that colleagues are as effective when working from home
as in the office, and only a minority suspected misuse of home office arrange-
ments. This pattern aligns with prior work that emphasizes trust as a central
condition for collaboration in hybrid software development, particularly given
reduced informal interaction and potential coordination challenges in hybrid
settings [16].

This interpretation resonates with Tyagi and Masood’s argument that trust
in hybrid teams is shaped by organizational and leadership factors, including
hybrid work policies and the broader organizational culture around fairness and
inclusion [16]. In a high trust context, mandatory office days may therefore
function less as a control mechanism and more as an attempt to compensate for
the loss of spontaneous social interaction that supports team cohesion over time.

Interestingly, the increased use of mandatory office days in many organiza-
tions appears, in our data, to be framed primarily as a culture-building measure
rather than a response to low trust, or concerns about productivity, innovation
and organizational cohesion which have been found in a recent study [5].

While hybrid work arrangements appear to satisfy most employees’ prefer-
ences, the quality of the physical office remains a decisive factor in job evalua-
tions. It seems that in Norway, there is a good balance between what employees
and employers want. However, 80% reported that they would consider rejecting
a job offer if the office facilities were of poor quality. In an earlier study [10],
we found that office quality was one of the workplace attributes engineers weigh
when choosing where to work.

Overall, the findings suggest that hybrid work experiences in the Norwegian
software industry are shaped by a combination of high trust, employee autonomy,
and the continued importance of the office as a social and cultural meeting place.
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Abstract. Hybrid work has become a reality post-pandemic, transform-
ing how Agile teams deliver value, collaborate, and adapt. This study
investigates how hybrid settings influence productivity and collaboration
through nine interviews with three Norwegian Agile teams. Our find-
ings show that hybrid work reduces informal interaction, creates uneven
participation, and increases reliance on digital tools. Agile ceremonies
became alignment anchors, while trust, communication, and tool sup-
port mediate team effectiveness. Hybrid Agile work is an evolving field
that requires tailored structures to support inclusion, team cohesion, and
sustainable performance.

Keywords: Hybrid Agile teams - remote participation - team
inclusion - collaboration * productivity - sustainable Agile

1 Introduction

Hybrid work has become a feature of the modern workplace, with many co-
located teams now operating in between digital and physical spaces. Several
years post-pandemic, organizations embraced flexibility and autonomy, yet teams
continue to struggle with alignment and cohesion across distance [11,12,14].
These tensions are particularly visible in Agile environments, which emphasize
close collaboration, knowledge sharing, and effective task coordination [2,4].

Hybrid settings disrupt the conditions under which Agile teams work due
to scheduling conflicts, miscommunication, and a weakened sense of team cohe-
sion [3,6]. Beyond that, it raises concerns related to sustainable pace, psycho-
logical well-being, and equal participation in decision-making [6,15].

This study explores these challenges through a qualitative investigation of
three Agile teams from Norwegian public and private organizations. We address
the following research question: How do hybrid work environments influence pro-
ductivity and collaboration within Agile teams? Our contribution is an empirical
account of how Agile practices are being adapted to sustain inclusion, well-being,
and effectiveness in hybrid settings.
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2 Background

Agile methods were originally built around face-to-face interaction, short feed-
back loops, and collective ownership of work [2,4]. In hybrid work, these founda-
tions are increasingly strained. Informal communication and spontaneous coor-
dination become harder to sustain [9], while digital tools intended to bridge
distance can introduce friction when used inconsistently, leading to fragmented
awareness and slower decisions [3].

Hybrid work blends remote flexibility with periodic office presence [6], offering
autonomy and worklife integration but complicating Agile’s reliance on contin-
uous collaboration. Remote members may feel excluded when decisions occur
among co-located colleagues [12], reinforcing the need for equal access to infor-
mation, and support for diverse working rhythms [8]. Hybrid settings expand
talent pools and enable flexible scheduling, but require deliberate coordination
structures to maintain team cohesion and ensure inclusion [1,11,14].

Hybrid conditions directly affect productivity (how efficiently teams deliver
value) and collaboration (their ability to share knowledge, coordinate work, and
maintain alignment across locations). Reduced communication bandwidth lim-
its tacit knowledge sharing and non-verbal cues that foster trust and shared
understanding [1]. Participation in Agile ceremonies can become uneven, with
remote members struggling to contribute to discussions dominated by those on-
site [6,12]. Although tools such as Slack, Teams, and Jira are essential for dis-
tributed coordination, inconsistent usage can delay feedback and disrupt work-
flow [3,9].

3 Method

Data Collection. Data were collected in 2025, when hybrid work practices had
stabilized post-pandemic. The study involved three Agile teams in Norway: two
from the financial sector (DNB - Den Norske Bank) and one from the public
sector (Digitaliseringsdirektoratet).

Participants included software engineers, developers, product owners, and
managers, ranging from early-career to experienced (104 years) professionals.
Teams varied in size, roles, and Agile maturity, and worked in cross-functional
setups. All teams operated in partially co-located arrangements with regular
office days used for Agile ceremonies (such as sprint planning), and collaborative
sessions, while development work largely occurred remotely. This setting reflects
common hybrid Agile practices in contemporary organizations.

We conducted nine semi-structured interviews with practitioners via
Microsoft Teams in March 2025. Interviews lasted 45-70min, and were
recorded with participant consent. To ensure confidentiality, all statements were
anonymized. Participants received the interview guide in advance.

The IMOI framework allowed us to explore how team dynamics unfold
through inputs (e.g., hybrid work conditions, tool use), mediators (communica-
tion quality, shared awareness), outcomes (productivity and coordination effec-
tiveness), and impacts (adaptability, sustainability, and well-being). These codes
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were then grouped into higher-level themes, which form the basis of the results

in Sect.4 (Table1).

Table 1. Interview quotes and their corresponding assigned codes.

Interview Quote

Assigned Codes

“When we’re all working remotely, it’s harder to
read the room during planning meetings.
Sometimes, I can’t tell if the team actually agrees
or if they’re just quiet”.

- Input: remote communication challenges

- Input: lack of non-verbal cues

- Mediator: unclear team alignment

“Some developers prefer working late at night,
while others during the day. That can sometimes
delay feedback and reviews”.

- Input: timing misalignment

- Input: asynchronous work challenges

- Mediator: impact on feedback

“Having one or two set days in the office makes
a difference. We use that time for workshops or
tougher decisions that are hard to do efficiently
online”.

- Input: hybrid schedule structure

- Mediator: office time for high-impact tasks

- Outcome: in-person decision-making

4 Results
4.1 Collaboration in Hybrid Agile

Participants emphasized that hybrid work has transformed how Agile teams col-
laborate. Without the spontaneous interactions of co-located work, teams depend
more on structured communication, leading to gaps in shared awareness and
uneven participation. One participant explained: “Sometimes, I just hear about
a small decision in passing, and it turns out it was made while I was working
from home”. Collaboration challenges reflect mediators such as weakened team
processes that are influenced by hybrid inputs like asynchronous availability. The

main findings in this theme are:

— Hybrid setups created gaps in information flow when on-site discussions were

not shared digitally.

— Office-based decisions may exclude remote members, causing misalignment.
— Fewer informal interactions limited clarifications and relationship-building.
— Effective collaboration depended on team culture, including trust, openness,

and proactive communication.

— Agile ceremonies served as alignment anchors, compensating for the loss of

informal coordination.

— Retrospectives are safe spaces for honest feedback and addressing tensions.
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4.2 Communication and Tool Use

Digital tools emerged as inputs, both enablers and constraints for hybrid Agile
work. Teams rely on Slack, Microsoft Teams, and Jira to sustain transparency
and asynchronous coordination, yet inconsistent use and unclear conventions
frequently hinder efficiency. As one interviewee pointed out: “We often assume
something has been communicated, but in reality, it depends on who was in the
room or which channel it was posted in”. Communication tools are inputs that
influence mediators such as coordination and shared understanding.

— Digital tools help bridge distance and support asynchronous coordination.

— Async updates supported flexibility and protected focus time.

— Inconsistent communication routines led to missed updates and uneven
engagement within teams.

— Misalignment in communication expectations created confusion about
urgency, intent, and decision status.

— Remote collaboration made work handoff more difficult, reducing shared
understanding between roles, e.g. designers and developers.

4.3 Adaptability and Agile Mindset

Adaptability emerged as a defining impact for teams that thrived in hybrid
settings. Yet, this adaptability was uneven across members and often shaped by
organizational culture. It reflects a key mediator, that mean, an emergent team
process through which hybrid work inputs are managed. An interviewee noted:
“We spend a lot of time in meetings. Sometimes I wish we had more blocks of
quiet time to actually do the work.” The main codes identified are:

— Sprint planning provides direction, but teams often adjust priorities mid-
sprint to accommodate shifting availability in hybrid work.

— Variation in Agile maturity affected coordination, with some members apply-
ing Agile principles more consistently than others.

— Greater autonomy enable teams to adapt more effectively to hybrid by re-
aligning work without waiting for managerial decisions.

4.4 Productivity and Performance Drivers

Participants linked productivity to disciplined Agile practice and mindset. The
hybrid setting introduced both enablers and barriers to maintaining flow. One
participant explained: “We’re most effective when we’re trusted to make the call
and adjust as needed.” The productivity outcomes described here emerge from
earlier relationships between inputs and mediators such as work arrangement —
coordination and digital tools — communication. The main codes identified are:

— Sprint planning helped hybrid teams set shared goals and identify work depen-
dencies.
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— Frequent digital meetings interrupted work needed for development tasks.
— Dependencies on remote actors from outside the Agile team caused delivery
delays.

4.5 WorkLife Balance and Satisfaction

Hybrid work also reshaped how participants experienced motivation, well-being,
and sustainable performance. These effects represent an impact with broader
consequences for individuals beyond immediate team outcomes, and they may
cycle back to influence future inputs such as availability and participation. As
noted by a participant: “We’re technically allowed to work from home, but it’s
kind of expected that you show up a few days a week mno one says it, but it’s
there.” The main topics discussed are:

— Clear worklife boundaries were respected in some teams, supporting balance
and reducing burnout risk.

— Unclear expectations to be physically present create subtle pressure despite
hybrid policies.

— Agile practices, such as short iterations and limiting work-in-progress, support
a sustainable pace under increased coordination demands.

— Learning became more self-driven in hybrid settings, as opportunities for
informal knowledge transfer decreased.

5 Discussion

Our findings show that Agile practices are not simply transferred into hybrid
settings but adapted through ongoing experimentation. Teams reconfigure cer-
emonies and communication norms to sustain collaboration and productivity
across physical and digital spaces.

Interpreting the findings through the IMOI framework [7] shows how hybrid
work reshapes core inputs (communication channels, routines, and degrees of
co-location) creating both flexibility and new sources of friction. While digital
tools support visibility and asynchronous work, decisions made informally in the
office can unintentionally exclude remote members, leading to misalignment.

These inputs also shaped mediators such as communication quality, trust,
and cohesion. Agile ceremonies served as crucial alignment mechanisms that
helped compensate for reduced informal contact, yet their effectiveness depended
heavily on team culture. Teams with strong norms of openness and proactive
communication navigated hybrid constraints more effectively than teams with
inconsistent tool use or unclear expectations.

The effects appeared in team outcomes and longer-term impacts. Productiv-
ity and adaptability remained high when teams maintained explicit communi-
cation norms and used ceremonies intentionally, but were hindered by external
dependencies, meeting overload, or uneven Agile maturity. Sustainable hybrid
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work required balancing autonomy with inclusive decision-making and clear
worklife boundaries. Teams that practiced transparency and respected personal
time reported greater engagement.

5.1 Practical Implications
Our findings support actionable recommendations for strengthen hybrid Agile:

— BEstablish intentional communication policies: define how decisions are shared,
how tools are used, and how remote team members are included in informal
discussions.

— Promote decentralized decision-making: allow teams to act autonomously
while ensuring alignment through shared goals and artifacts.

— Balance ceremonies with focus time: limit synchronous meetings to essential
coordination and use asynchronous updates to preserve deep work.

— Invest in trust-building initiatives: use retrospectives and team check-ins to
express concerns, celebrate progress, and reinforce psychological safety.

—  Support sustainable pacing: encourage boundaries between work and personal
life and ensure leaders to be exemplars of these behaviors.

These recommendations apply to both team leaders and organizations. Lead-
ers can use them to frame discussions on shared norms rather than impose top-
down rules, while organizations must ensure inclusive and flexible participation.
Hybrid agility succeeds when individuals, teams, and structures evolve together
within a coherent ecosystem.

5.2 Comparison with Related Work

Our findings align with existing research on hybrid Agile work while offering a
more mature perspective compared to early pandemic studies (e.g., [13,16]). By
2025, hybrid work had become a stable and accepted model, and participants
described persistent practices (such as hybrid schedules and implicit presence
expectations) rather than temporary adaptations.

Consistent with prior work [12,13,16], we found that hybrid settings reduce
informal interactions and create risks of excluding remote members. Our results
extend this by clarifying how such gaps arise, for example through micro-
decisions or ad-hoc clarifications occurring in the office. Literature emphasizes
the need for deliberate communication structures [12]; our study reinforces this
and shows that Agile ceremonies act as alignment anchors, though their effec-
tiveness depends strongly on trust, openness, and shared norms.

We further contribute by highlighting how inclusion and trust mediate the
link between communication quality and productivity - dimensions underex-
plored in previous studies. We also identify challenges such as ceremony over-
load, external dependencies, and uneven Agile maturity, which influence hybrid
effectiveness but are rarely discussed. Finally, our findings extend the notion of
sustainability beyond job satisfaction [8,16], showing how hybrid work amplifies
Agile’s “sustainable pace” principle by shaping long-term team cohesion and
well-being.



Productivity and Collaboration in Hybrid Agile Teams: An Interview Study 149

6 Limitations and Threats to Validity

The main limitations of our study (according to [10]) are:

Credibility may be affected by the use of self-reported experiences and researcher
interpretation. We mitigated this through triangulation across teams, and iter-
ative checks against the IMOI framework.

Transferability is strongest for mature hybrid settings, as data were collected
after hybrid work had stabilized. While convenience sampling may limit breadth,
we included participants with varied roles and experience levels.

Dependability was supported by using a semi-structured interview guide, apply-
ing consistent procedures across interviews, and documenting coding steps. Cat-
egories were refined iteratively to ensure a traceable analytic process.

Confirmability was strengthened through reflexive practices, cross-participant
validation, and the IMOI framework. The primary researcher’s employment in
one case organization remains a potential source of bias.

Regarding ethical considerations, participants were informed of the study’s
purpose, anonymity, and withdrawal rights. Data handling followed established
qualitative research guidelines [5].

Finally, our findings are contextually limited by a small sample and a sin-
gle snapshot of hybrid Agile practice. Future research could extend this work
through longitudinal or cross-cultural studies or by integrating behavioral or
performance data.

7 Conclusion

Hybrid work has transformed how Agile teams collaborate, communicate, and
maintain shared understanding. Although it offers flexibility and autonomy, it
also introduces risks such as misalignment, uneven participation, and reduced
access to informal interactions that are core to Agile processes. Our study shows
that hybrid settings reinterpret Agile practices to fit new conditions. We also
found out that:

— Hybrid Agile works best when treated as an evolving process.

— It requires new practices rather than direct reuse of co-located routines.

— Effective hybrid work balances synchronous and asynchronous collaboration.
— Cohesion depends on clear communication and equitable participation.

— Psychological safety, trust, and shared ownership remain essential values.

Future work could extend these findings through longitudinal or cross-context
studies. Quantitative or behavioral data would complement our qualitative
insights by revealing how productivity and collaboration unfold in practice, fur-
ther clarifying how Agile principles transform in hybrid work environments.
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Abstract. Generative Al and agentic tools are reshaping agile software
development, yet many engineering curricula still teach agile methods
and Al competencies separately and largely lecture-based. This paper
presents a project-based Al Engineering curriculum designed to prepare
students for Al-driven agile development by integrating agile practices
and Al-enabled engineering throughout the program.

We contribute (1) the curriculum concept and guiding principles,
(2) a case study of interdisciplinary, Al-enabled agile student projects,
and (3) early evidence from a mixed-methods evaluation. In our case
study, second-semester bachelor students work in teams over seven
two-week sprints on a realistic software product. Al tools are embed-
ded into everyday agile engineering tasks—requirements clarification,
backlog refinement, architectural reasoning, coding support, testing,
and documentation—paired with reflection on human responsibility and
quality.

Initial results indicate that the integrated approach supports hands-
on competence development in Al-assisted engineering. Key observations
highlight the need for agile teaching adaptations due to rapid tool evolu-
tion, the critical role of oral verification to ensure foundational learning.
We close with lessons learned and recommendations for educators design-
ing agile project-based curricula in the age of Al

Keywords: Agile education - Al engineering * project-based learning -
generative Al - case study - evaluation

1 Introduction

Agile ways of working have become a de-facto standard across many engineering
domains, increasingly beyond “classical” software projects. At the same time,
generative Al and agentic tooling are reshaping how teams implement features,
create tests, explore design alternatives, and plan work. As a result, core agile
activities—such as backlog refinement, sprint planning, and retrospectives—are
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progressively influenced by Al assistance, while questions of quality, responsi-
bility, and trust become more prominent when AI contributes to engineering
artifacts.

Despite rising industry desire [1,2], many engineering curricula continue to
treat Agile Software Engineering methodologies and Al-enabled development
as isolated modules rather than integrated practices. Even where these topics
coexist, they are frequently delivered via lecture-centric formats that prioritize
theoretical knowledge transfer over situated practice. As of November 2025, data
indicates a significant lack of practical application in German higher education:
of the 47 Al-centered and engineering-focused programs, only three incorporate
project work exceeding 12 European Credit Transfer System (ECTS) points
[3]. Notably, none of these three programs recognize Software Engineering as a
primary application domain.

This creates a gap: students may learn concepts and terminology, yet rarely
experience how Al changes team dynamics, roles, collaboration patterns, and
quality assurance in realistic agile projects.

We argue that closing this gap requires more than “Al in a lecture” or “Scrum
in theory.” Effective preparation for Al-driven workplaces depends on authentic
project settings with evolving requirements, real teamwork with explicit roles and
responsibilities, continuous feedback cycles, and deliberate reflection on where
human judgment and accountability remain essential. In other words, students
need a learning environment in which agility and Al are practiced together as
an integrated socio-technical capability.

To address this, we designed and iteratively refined a project-based engi-
neering study program with an explicit Al engineering focus. The program is
guided by eight principles: shaping digital transformation; technological inno-
vation with quality and sustainability; human—AI collaboration; project-based
learning; agility and reflection; practical relevance; entrepreneurship; and inter-
disciplinary teamwork. Within the curriculum, students repeatedly conduct Al-
enabled agile projects across heterogeneous domains, applying agile practices
end-to-end while using Al tools to support engineering tasks (e.g., ideation, cod-
ing support, test generation, documentation, stakeholder simulation). At the
same time, they explicitly address what must remain a human responsibility,
such as acceptance criteria, risk and ethics trade-offs, and accountability.

This paper contributes:

1. A study program concept for Al-enabled, project-based agile engineering edu-
cation (structure, learning outcomes, guiding principles)

2. A teaching and project concept plus case study describing how Al tools are
integrated into agile student projects (roles, events, artifacts, assessment and
feedback)

3. An initial quantitative and qualitative evaluation with lessons learned and
recommendations for preparing students for Al-driven workplaces

The rest of the paper is structured as follows: Sect. 2 introduces the concept
of our agile, project-based Al Engineering study program. Section 3 explains how
we conduct interdisciplinary agile projects. Section 4 summarizes and discusses
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the initial evaluation results, combining qualitative and quantitative evidence.
Finally, Sect.5 concludes the paper and outlines directions for future work.

2 Designing Al-Integrated Agile Education: Al
Engineering Study Program

Teaching agile effectively requires learning formats that go beyond lecture-centric
instruction: students need repeated, authentic project settings in which team-
work, evolving requirements, and continuous feedback are experienced rather
than explained. At TU Clausthal, we have already operationalized this princi-
ple in the project-based study program Digital Technologies, where agile meth-
ods (e.g., Scrum), project management, creativity techniques, and teamwork are
taught and internalized through practice in real projects [4], [5].

With generative AI, the need for practice-oriented formats becomes
even more pressing. LLMs and agentic Al increasingly support—and partly
automate—engineering activities, but they also introduce new risks regarding
quality, traceability, and responsible decision-making. Current curricula often
still prepare students for a “workplace without Al,” creating a qualification gap.
We therefore follow the same core educational hypothesis that proved successful
for agile education: project-based learning is a powerful vehicle to develop Al
competence in context, because it forces students to apply Al tools under real
constraints, to reflect on limitations and failure modes, and to take responsibility
for outcomes (“human oversight”).

Building on these foundations, we developed the Al Engineering study pro-
gram concept. Its key idea is to combine a shared core curriculum with discipline-
specific specialization tracks. The core curriculum establishes a common baseline
across all students—covering programming and software foundations, Al liter-
acy and data-related skills, and agile development practices—so that students
can collaborate in interdisciplinary settings. On top of this base, students choose
an engineering focus (e.g., Al Software Engineering, AT Mechanical Engineering,
AT Material Engineering), in which domain-specific engineering competencies are
developed and repeatedly connected to the use of Al as an engineering tool (“Al
as a tool for engineering,” not only “Al as a product”).

A distinctive structural element of the program is that a substantial share
of the workload is realized in project-oriented formats (approximately one
third), where students apply agile methods and Al tools end-to-end on realistic
problems—iteratively, in teams, and with continuous feedback. These projects
are designed as authentic socio-technical learning settings: students experiment
with Al-supported workflows, evaluate results critically, and learn how to embed
AT usage into engineering quality assurance and accountability. The curriculum
itself is treated as a learning, agile system that is iteratively improved with input
from students, educators, industry, and societal stakeholders, and designed for
transfer (e.g., reusable materials and modular extensions).

The structure of the study program is summarized in the model curricula
shown in Fig. 1: they make explicit (i) the shared core curriculum that establishes
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Fig. 1. Model curricula of the bachelor program AI Engineering

a common foundation in programming, mathematics, AI/data competencies, and
agile ways of working, and (ii) the subsequent engineering specialization tracks
(e.g., Al Software Engineering, AI Mechanical Engineering, AI Material Engi-
neering) that deepen domain-specific knowledge while maintaining a consistent
Al-augmented engineering perspective. Importantly, the figures also highlight
the program’s strong project-based backbone: project classes and recurring inter-
disciplinary projects are distributed across the semesters to ensure that students
repeatedly apply agile practices and Al tools in authentic team settings—first
to build fundamental skills, then to develop and evaluate discipline-specific Al
use cases, and finally to integrate them in larger interdisciplinary projects and
the bachelor thesis.

3 Case Study: Al-Enabled Agile Projects

The projects we present in this case study are conducted by second-semester
bachelor’s students. At this stage, the students possess basic programming skills
in Python, knowledge of object-oriented programming in Java, and familiarity
with fundamental development tools such as Git. Additionally, the foundations
of UML-based modeling, Scrum-based development, and project management
have been established in previous courses.

The projects in this case study are conducted by second-semester bachelor
students. They enter with basic skills in Python, Java OOP, and Git, alongside
foundations in UML modeling, Scrum, and project management established in
prior courses.

The core objective is to transform these basics into comprehensive, Al-
enabled team development capabilities. Students are expected to derive a domain
model and consistent use-case diagrams, formulate epics and user stories, and
master estimation techniques. They design a high-level architecture and adopt
engineering practices including automated unit testing, clean code, and CI/CD
pipelines. Throughout this process, they must demonstrate efficient and critical
use of Al tools.
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Fig. 2. Time schedule of Al-enabled Agile Projects

Teams consist of 4-6 developers, a Product Owner (teaching assistant), and a
Supervisor (professor). While students initially act as developers, they gradually
assume Product Owner responsibilities, such as writing user stories. The techni-
cal goal is to develop a browser-based multiplayer board game [6]. The project fol-
lows the Scrum framework over seven two-week sprints. Standard events include
bi-weekly Dailies, mid-sprint “InBetween” presentations, and Sprint Reviews.
Additionally, cross-team “Review Parties” are held after sprints 3, 5, and 7 to
present results to a wider audience.

Knowledge transfer occurs via “Schools™hybrid lecture-exercise units
focused on technology (e.g., React, TypeScript) and architecture (e.g., client-
server concepts). Al assistance is not a separate topic but is embedded into
every School. Teachers demonstrate Al capabilities for feedback or code expla-
nation using tools like MS Copilot our ChatGPT, and homework assignments
encourage students to use Al tools critically. Figure 2 shows the time schedule
of a typical project along with its schools.

To ensure deep understanding despite Al code generation, students undergo
individual 20-minute oral exams verifying their code and Al usage. Alongside
the project, students maintain a presentation serving as living documentation
of requirements, architecture, and process. The final grade is derived from the
project repository and this presentation, adjusted by individual peer ratings from
a guided final session.

4 Discussion

This project structure was introduced in Summer Semester 2023 within the
“Digital Technologies” program [4] (established WS 2019). The WS 2022 cohort
was the first to participate. Based on three completed runs, we identified three
key lessons:

1. Agility: The rapid emergence of production-ready AI tools required agile
teaching, requiring to integrate topics like Copilot or agentic frameworks dur-
ing ongoing projects.

2. Assessment: Individual oral examinations are essential to ensure students
grasp foundational concepts rather than blindly relying on Al
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Table 1. Average ECTS progression compared to curriculum, as of WS 2025

Intake |Avg. Current ECTS/Expected ECTS Avg. Diff.|Avg. % Diff.
WS 2021135 180 —45 —25%

WS 2022158 180 —22 —12%

WS 2023115 120 -5 —4%

WS 202458 60 -2 —3%

3. Personification: Students increasingly personify Al chatbots, occasionally

describing ChatGPT as an additional team member.

An initial quantitative evaluation indicates improved student performance

starting with the WS 2022 cohort, with the average missing ECTS dropping
from 25% (WS 2021) to 3% (WS 2024) (see Table1).

5 Conclusion

We presented a project-based Al Engineering curriculum that integrates agile
practices with generative Al tools to prepare students for modern software devel-
opment. Our case study demonstrates that authentic, interdisciplinary project
settings significantly improve student performance and foster critical Al literacy.
As Al tools evolve, future work will focus on adapting assessment models and
exploring the long-term impact of Al teammates on agile team dynamics.
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Abstract. Context: The active involvement of users and customers in
agile software development remains a persistent challenge in practice.
For this reason, it is important that students in higher education become
familiar with good practices in Agile Requirements Engineering during
their studies. Objective: Our objective is to support students in learning
how to perform requirements analysis by applying agile practices within
a stakeholder simulation using AI Personas. At the same time, the app-
roach fosters a critical understanding of the limitations and ethical con-
siderations associated with the use of Generative Artificial Intelligence
(GenAl) in this context. Method: In our courses, we employ a stakeholder
simulation using GenAl, in which students conduct interviews with Al
Personas through a provided meta-prompt. Based on the outcomes of
these interviews, students apply agile practices (e.g., story mapping or
impact mapping) to document requirements. The use of GenAl is subse-
quently reflected upon in a structured group discussion. Results: Through
this approach, students gain practical experience by applying state-of-
the art agile practices for requirements elicitation and documentation
while simultaneously developing an understanding of the technical and
ethical limitations associated with the use of generative Al. Conclusion:
We have applied this approach over several terms and found that using
a meta-prompt provides flexibility, allowing us to remain independent of
specific large language model providers.

Keywords: Al Personas - Agile Requirements Engineering -
generative Al - education

1 Introduction

The disruptive changes triggered by the public availability of Generative Arti-
ficial Intelligence (GenAl) at the end of 2022, following the release of Chat-
GPT [10], have not yet reached their peak. In recent years, experimentation
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with this technology has strongly shaped higher education, with lecturers and
students jointly gaining hands-on experience and learning which applications are
effective and where limitations emerge. GenAl has fundamentally altered how
teaching and learning take place, with particular implications for higher educa-
tion in the field of software engineering [9]. One insight has become increasingly
clear: without sufficient knowledge of Al literacy and ethical considerations,
this powerful technology is often misused, since existing guidelines are often
ignored [2].

Motivated by this observation, our goal is to integrate GenAl into the class-
room in a meaningful and pedagogically grounded manner. To this end, we
have been using GenAl for teaching Agile Requirements Engineering (RE) for
several terms (since winter term 24/25, Nov. 2024). Agile RE follows an itera-
tive approach across the entire product development lifecycle [14]. Requirements
are treated as hypotheses that are continuously refined through ongoing feed-
back from stakeholders and users [13]. Despite this iterative nature, practition-
ers encounter various challenges when performing RE activities in real-world
settings [4]. Recent research further indicates that the active involvement of
users and customers remains a persistent challenge in practice [7]. However, we
use stakeholder simulations based on Al Personas to demonstrate the iterative
nature of Agile RE and to address the advantages and disadvantages of using
GenAl in this context.

The persona method has long been established in Agile RE [13] and Human-
Centered Design [5] to address the needs of different target groups during the
development of interactive systems. AI Personas (also known as “synthetic
users” [12]) extend this approach by implementing personas through GenAlI chat-
bots such as ChatGPT. These AI Personas are synthetic constructs designed to
emulate human-like characteristics and behaviors tailored to specific roles within
GenAl systems [6]. However, the use of AI Personas also entails limitations. Per-
sonas are fictional characters that can represent users in the product development
process. However, they do not replace interactions with real users. This also holds
for AI Personas. Since the data underlying these Al Personas originates from the
training data of large language models (LLMs), they may reflect inherent biases.
Consequently, the use of AI Personas for the actual development of interactive
systems remains limited, making their application particularly suitable for edu-
cational and reflective contexts.

This paper is structured as follows: First, we provide an overview of our
teaching case and offer teaching tips for other lecturers on how to apply it in
Sect. 2. Section 3 reflects on our experiences with its use and share our learnings
related to didactic design and technical implementation. At the end, we close
the paper with a conclusion and outline our future work in Sect. 4.

2 Teaching Case and Teaching Tips
2.1 Learning Objectives

In our courses, we often formulate learning objectives as user stories [3] to clearly
express the relevance of the tasks from the students’ perspective. The acceptance
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criteria are described in the form of learning outcomes aligned with the revised
learning objectives taxonomy of [1]. Figurel presents the learning objectives
for the stakeholder simulation using generative AI. This user story is discussed
with the students at the beginning of the exercise to ensure that the learning
objectives of the activity are clearly understood.

4 ™
Q @ VN «} As a student, I want to learn how to conduct a requirements
@ Q analysis using generative Al so that I can understand the
advantages and disadvantages of its use in practice.

- Be able to conduct interviews for requirements elicitation using
Al Personas

« Be able to apply agile practices such as story maps or impact
maps for requirements documentation

- Be able to evaluate ethical and technical limitations of
generative Al

L

Fig. 1. Learning objectives formulated in form of a user story.

2.2 Teaching Tips for Application of the Teaching Case

This section outlines teaching tips for the application of the teaching case. The
teaching case can be applied to both on-campus and online study programs.
The stakeholder simulation consists of three elements that are described in the
following (see Fig. 2).

1. Requirements Discovery. In the first step, students receive the task description.
This includes a case study (e.g., the development of a mobile application for
the digitalization of citizen-oriented public services). In addition, students are
provided with a meta-prompt that can be used with any GenAlI chatbot, such as
ChatGPT. Once the meta-prompt is entered into the chatbot, it simulates the
preconfigured Al Personas representing the relevant stakeholders. Students can
then conduct interviews with these stakeholders and ask questions (e.g., What
problems do citizens experience with the current digital service offerings?). The
stakeholders respond according to their predefined roles configured in the meta-
prompt.

2. Requirements Specification. In the next step, students are asked to transfer the
requirements collected during the interviews into appropriate artifacts. Various
artifacts from Agile RE can be used for this purpose. Based on our experience,
visual artifacts such as story maps and impact maps are well-suited, as they
cannot, be easily generated by applying GenAl tools. When students are asked
to create user stories, it should be specified that these user stories are to be
refined through collaborative discussion.
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Fig. 2. Overview of the elements of the teaching case.

3. Reflection. The third step involves critically reflecting on the learning process
to strengthen the transfer of theory and practice. During a group discussion
in which all teams are brought together, students reflect on their experiences
with the stakeholder simulation, including the limitations of GenAl, and discuss
ethical considerations related to the use of GenAl. Suitable discussion topics
include:

— Discussion of the quality of the artifacts produced for requirements specifica-
tion and the application of agile practices (e.g., when applying user stories, the
team discussion about the requirement is important for developing a shared
understanding, and not only the production of the written part of the user
story).

— The use of Al Personas for Agile RE has some limitations because of the bias
in training data of the LLMSs, which may result in stakeholder representations
that do not reflect real target groups, leading to requirements that do not
align with the needs of actual users. Though this aspect should be considered
when applying AI Personas, we are aware of the limitation of a persona’s
mismatching to target groups when using the personas concept in general.

— Limitations of GenAl, such as losing contextual information, responding in a
way that prioritizes efficiency over human-like communication, and the occur-
rence of hallucinations.

— Biased training data for LLMs (e.g., over-representation on one gender
or under-representation of specific groups such as neurodivergent persons)
should be covered.

— Depending on the module and the country in which the teaching case is
embedded, it may also be appropriate to include a discussion on data privacy
and regulations such as the EU AI Act and GDPR.

The teaching tips outlined above refer to the example of embedding the
teaching case presented in Sect. 2.3. The modular structure of the teaching case
allows it to be easily adapted to different contexts, such as another module, a
different case study with a different target group, or the use of alternative agile
practices.
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2.3 Example of Embedding the Teaching Case

In this Section, we describe our teaching case on stakeholder simulation using
GenAl, which we have already applied in several modules. The following section
illustrates a concrete implementation of the case within a specific module. The
here presented teaching case was applied during the 2024/2025 winter term at the
University of Applied Sciences and Arts Hannover. An overview of the instruc-
tional setting and implementation conditions is presented in Table 1.

Table 1. Overview of the Teaching Case

Topic Description

Degree programs Bachelor of Science (B.Sc.):
— Business Information Systems (BIS)
E-Government (EGOV)

Module Requirements Analysis (3rd term of studies)

Learning Objectives of Module |The students are able to analyze requirements for software
products by applying the object oriented paradigm using
Unified Modeling Language.

Students The group size is around 65 students for BIS and 30
students for EGOV. The students have diverse
backgrounds in terms of profession and school examination.

Implementation of Teaching Case|The teaching case is implemented as an impulse workshop.
Attendance at the workshop is not mandatory.

Duration of case The workshop is planned for 90 minutes.
Term of application Winter term 2024/2025

As part of a teaching case implemented in the winter term 2024/2025 at
the University of Applied Sciences and Arts Hannover, students were trained
to elicit and analyze requirements for a mobile public administration app. The
objective was to prepare prospective requirements engineers to work with differ-
ent user types and to understand the challenges of digital transformation in the
public sector. The scenario focused on typical citizen services, such as applying
for identity documents or registering a change of residence, while reflecting the
scepticism and change-resistance often found in public administrations. At the
same time, the involved stakeholders were intrinsically motivated to support the
requirements engineer and provide realistic requirements.

Students conducted elicitation sessions with three predefined stakeholders
representing different user perspectives: A public administration specialist, an
accessibility-focused citizen, and a power user from a large city. Each stakeholder
provided concise requirements for an appointment booking feature, expressed
preferences, and occasionally showed resistance by posing counter questions or
referencing failed app functions from well-known administrations. The students
were expected to respond empathetically, stay within the defined project context,
and steer the conversation back to the elicitation goal when needed.
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Students applied elicitation methods (e.g., interviews), analyzed the resulting
requirements, and documented them in user story format in a product backlog.
The exercise enabled them to practice realistic stakeholder communication, han-
dle conflicting expectations, and translate elicited information into structured
agile requirements.

3 Learnings and Experiences of the Practical Application

We have already applied the teaching case in various on-campus and online study
programs and experimented with different configurations. This paper reflects our
observations and experiences gathered during its implementations in different
scenarios. On the one hand, we summarize our experiences related to the didac-
tic design and the use of agile practices; on the other hand, we reflect on our
experiences with the technical implementation of Al personas using generative
AT tools.

3.1 Learnings on Didactic Design and Use of Agile Practices

We have applied the teaching case in different modules and across various study
programs. In this context, we gained experience with the use of different agile
practices for element 2. Requirements specification (see Fig. 2).

User Stories [3]. After completing the interviews, students used GenAl to gener-
ate user stories. In this step, additional advice from the lecturer was necessary to
encourage students to discuss and refine the generated user stories within their
groups. In several groups, it became apparent that the need for refinement was
not initially recognized, as the GenAl-generated outputs sounded plausible and
well-formulated. However, students did not realize that the user stories were too
superficial for implementation in software development and lacked measurable
acceptance criteria, e.g., documented as Definition of Ready.

Story Maps [11]. When students created story maps manually, the results were in
line with the requirements of a story map. In contrast, when GenAlI was used to
generate story maps, two challenges became apparent. First, advanced prompt-
ing skills were required to obtain a visual story map template as output. Second,
a story map is intended to tell a coherent story from the user’s perspective. With
novice prompting skills, this proved difficult to achieve, as the GenAl-generated
story maps tended to resemble collections of features grouped by category rather
than user-centered narratives.

Impact Maps [8]. When creating the impact map, some students experienced
difficulties distinguishing between the concept of stakeholders used in the exercise
and the concept of actors as defined by the agile practice of impact mapping.
Contrary to the assumptions of some students, there is no one-to-one relationship
between these concepts. In addition, the results produced by the student groups
indicated challenges in identifying an appropriate level of granularity for the
deliverables. Some groups listed non-functional requirements such as accessibility
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and user experience, while others focused on concrete features, such as user
profiles or dashboards. When the exercise was conducted in September 2025,
the LLMs in use were already capable of generating impact maps that met
the requirements of the exercise based on the interview data, even with basic
prompting skills. In this context, we recommend creating this artifact in an in-
class setting, as it can otherwise be generated using GenAlI without sufficient
individual effort when assigned as homework.

Overall, it is advisable to revisit and critically reflect on the experiences
students gain during the requirements specification phase in element 3. Reflection
(see Fig.2). Otherwise, there is a risk that students may apply agile practices
incorrectly and produce low-quality results.

Additional feedback from students indicated that they initially struggled
to understand their role within the task. We therefore recommend explicitly
emphasizing, when introducing the assignment, that students assume the role
of a requirements engineer who conducts interviews with stakeholders and is
responsible for translating the elicited requirements into a specification.

3.2 Learnings on Technical Implementation

The LLMs provided by different GenAl providers are evolving rapidly. As a
result, there are multiple ways to make stakeholder simulations using AI Personas
available to students. In March 2025, we initially started with a customized-GPT
hosted through OpenAl. Students were able to access the simulation via a direct
link to the OpenAl platform. However, this approach led to several limitations
related to licensing conditions. Students using a basic OpenAl account were
only able to send a limited number of prompts to the chatbot (approximately
five) and then had to wait several hours before continuing the interaction. This
restriction significantly impaired the learning experience. In addition, some stu-
dents expressed concerns regarding data protection and indicated a preference
for using local GenAl models or alternative providers. As a result, we transi-
tioned to providing the stakeholder simulation through a meta-prompt. This
approach allows students to decide independently which GenAlI tool they wish
to use to run the simulation. So far, we have had positive experiences with this
approach.

To adapt the meta-prompt to newer LLMs, we optimized it in September
2025 using the Prompt Optimizer provided by OpenAl. This optimization notice-
ably changed the behavior of the AI Personas. Communication became strongly
efficiency-oriented and less interactive. The Al Personas provided the requested
information in a highly targeted manner and asked very few follow-up ques-
tions. Consequently, the AT Personas were perceived as less human-like, and the
students finished their interviews quickly.

At present, we are experimenting with different versions of the meta-prompt
to make the behavior of the AI Personas more human-like and to assign them
distinct personalities.



A Stakeholder Simulation with Generative Al 169

4 Conclusion and Future Work

This paper presents our learnings and experiences from a teaching case that inte-
grates stakeholder simulation with AI Personas into Agile Requirements Engi-
neering education in higher education. By combining interviews with stakehold-
ers that are modeled as AI Personas with agile practices for requirements discov-
ery and specification, our approach enables students to gain hands-on experience
while critically reflecting on the technical and ethical limitations of generative
AT Our experiences from multiple course implementations indicate that AI Per-
sonas can serve as a valuable pedagogical instrument when used in a structured
and reflective manner.

Future work will focus on further refining the meta-prompts used to control
the behavior and personality of the Al Personas in order to support more natural
and interactive stakeholder simulations. In this context, we are also evaluating
the use of agentic AI. We are also experimenting with different forms of inter-
action, such as interviews via ChatGPT’s voice interface. In addition, we plan
to systematically evaluate learning outcomes across different course formats and
student cohorts, as well as to explore extensions of the teaching case to other
software engineering and project-based learning contexts.

Acknowledgements & Final Remark. The teaching material can be provided
upon request. Finally, we note that text-parts of this paper were refined with the
support of the GenAl tools ChatGPT (GPT-5.2) and DeepL.
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Abstract. Software engineering capstone courses provide students with
real-world team project experience, but active and even collaboration
within teams remains hard to achieve. In this experience report, we
describe how incorporating activities into the assessment structure of a
large undergraduate capstone course changed students’ teamwork expe-
riences. In 2024, agile practices, such as pair programming, daily stand-
up meetings, and collaborative planning sessions, were integrated into
the grading system, partly to address collaboration issues and partly
to respond to increased use of Generative Al tools like ChatGPT. We
analyzed data from 872 student surveys across four course offerings from
2022 to 2025, together with 12 semi-structured interviews. Across surveys
and interviews, students reported that the agile practices were associated
with greater accountability, reflection, and participation, and made col-
laboration more visible and harder to postpone. In 2025, 74% of students
described Al strictly as a tool rather than a team member, with Al use
concentrated in debugging, concept explanation, and design discussion.
We discuss implications for collaboration-focused assessment in capstone
courses in the context of growing Al use, and provide an overview of the
team activities as an operational template for educators.

Keywords: SE Education - Collaboration - Team dynamics *
ScrumBan - Generative Al - Stand-up meetings - Retrospective -
Assessment strategies

1 Introduction

Teamwork is central to both Software Engineering (SE) education and profes-
sional practice. This is particularly visible in agile development, where collabora-
tion, iterative delivery, and self organization are core expectations. In SE educa-
tion, capstone project courses are widely used to help students connect academic
concepts to the practical realities of developing software in teams [2,9]. Beyond
technical learning, these courses are meant to develop interpersonal capabilities
that are difficult to teach in isolation, including communication, coordination,
conflict management, and leadership [7].
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The spread of Al-assisted tools adds a new variable to team collaboration
and learning. The growing use of generative AI (GenAl) tools like ChatGPT and
GitHub Copilot is already changing how agile practitioners work [4]. These tools
can raise individual productivity, but the implications for teamwork and learning
are mixed. Studies report that GenAl tools are reshaping how developers work,
both solo and in pairs, with developers often turning to AI for individual tasks
while still preferring peers for complex problem solving [11].

Further, GenAlI use is affecting the learning environment in higher educa-
tion [14]. For example, written reports, which used to be a central assessment
artifact in capstone courses, are now easier to produce with Al assistance and
can provide weaker signals about students’ learning. This can also increase the
burden on instructors, since many reports become more similar and less excit-
ing to read. Educators may need to shift emphasis away from deliverables that
are easily automated and toward human-centred skills such as critical reflection,
collaboration and judgement [3].

Agile approaches such as Scrum and Kanban are widely used in educa-
tional settings because they provide a concrete collaboration structure without
removing student autonomy. For instance, studies show that Scrum is frequently
adapted in practice, and that teams vary how roles and practices are enacted
across contexts [5].

One increasingly used approach to incorporate collaboration practices in edu-
cational SE project work is that instructors intentionally embed and support spe-
cific agile practices, such as daily stand-ups, sprint planning, and retrospectives,
into the coursework [8]. Industry research finds that even in mature agile organi-
zations, practices such as pair programming do not become habits on their own;
they depend on first-hand positive experiences, supportive routines, and a team
culture that values the practice [1]. The use of agile practices can create regular
opportunities to surface issues and support the student teams in self-regulation.
In addition, by shifting emphasis from final artifacts (such as reports) toward
observable team processes, they can help maintain authentic learning outcomes
in settings where Al support is readily available.

This study investigates how incorporating agile practices is perceived by stu-
dents and teaching assistants (TAs) in an SE capstone course context. Building
on a longitudinal dataset from four course offerings (2022-2025), the study aims
to present our experiences with introducing agile team practices in such courses,
and provide actionable guidance for SE educators.

2 Methodology

The course ”Software Engineering with Project Work” is a 20 ECTS capstone
undergraduate course at the University of Oslo at the Department of Informatics.
The course has grown rapidly since its 2018 pilot, and in 2025, we had 343
students across 57 project teams. The primary course goal is for students to
move beyond theory to experience the full software development lifecycle while
utilizing agile methods. For most students, this is the first time they participate
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in a large software project, so the course emphasizes learning to work effectively
as a team. The course consists of two phases. First, students complete an 8-week
individual module focused on programming, architecture, version control, APIs,
agile theory, and teamwork. This is followed by a 10-week team project in which
student teams develop a comprehensive app and produce a project report. The
team project counts for 50% of the final course grade; the other 50% is based on
an individual written exam without any aids which assesses individual learning
outcomes.

Before 2024, the project grade was based on the final report (70%) and the
application (30%), with no graded team activities. This structure created a doc-
umentation bottleneck where one or two students often carried most of the writ-
ing. Another concern was that reports increasingly reflected Al-assisted writing
rather than student learning. From 2024, the grading scheme was changed to shift
weight from the report toward team activities: the report and the application
each account for 35%, while team activities account for the remaining 30%. Agile
activities such as retrospectives, pair and mob programming, stand-ups, sprint
review, and sprint planning were integrated into the grading criteria. Activities
were documented in a process log and discussed with the team’s assigned TA.
The TAs reviewed each log entry and, in weekly team meetings, asked the team
to describe how the activity had been carried out and how it influenced subse-
quent work. Points were available only when an activity was both documented
in the log and discussed with the TA, with the final award made by the course
examiners after submission. Some activities were mandatory, while others were
optional, to give teams flexibility to choose what best suited their needs.

To evaluate this change, we combined quantitative and qualitative data from
2022 to 2025. We collected 872 survey responses across four end-of-course surveys
(2022, 2023, 2024, 2025). The surveys included items on hours spent on the
project, agile method used, satisfaction with team activities on a five-point Likert
scale, and use of Al tools. Core items were kept consistent across years; items on
AT use were added from 2023 onward. The survey data was supplemented by 12
semi-structured interviews with students and TAs in 2024 and 2025. Interviews
were transcribed and thematically analysed. The interview guide is accessible
online at: https://doi.org/10.5281 /zenodo.15025427. While prior analyses of the
same course addressed aspects such as pre-existing relationships [10], and gender
diversity [12], we focus here on how the agile team practices introduced in 2024
shaped collaboration.

3 Results
3.1 Agile Method Use and Adoption of Mandatory Activities

The majority of students across all years reported following ScrumBan (see
Table1). In 2022 and 2023, using agile practices was voluntary, which did not
work satisfactorily for all teams. Some struggled with knowing how to apply
agile methods without more concrete guidance from the course. One 2022 stu-
dent described: ”Honestly, we had no clear list or structure. We knew retros and
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Table 1. Use of agile methods

Agile 2022 2023 2024 2025
Method

Scrumban  |81.1% 83.2% 65.8% 85.4%
Scrum 12.4% 7.4% 24.3% 11.0%
Kanban 6.5% 7.4% 6.3% 3.7%

Other 0.0% 2.0% 3.5% 0.0%

stand-ups existed, but beyond that, it was a lot of guessing and googling to figure
out what agile practices even were. That took a lot of time we didn’t really have”
[112].

Partly because of this, in 2024, we introduced activities as part of the course-
work, including completing selected agile practices (see Table2). The activity
component contributes 30% of the project grade, with a maximum of 30 points;
teams choose which optional activities to complete on top of the seven mandatory
ones. We selected activities to cover different aspects of agile teamwork: team
start-up, planning, development, reflection, and quality assurance. Mandatory
activities (mob programming, retrospective 1 and 2, MVP demo, user insight,
user testing, GenAl improvement activity) were those that required the whole
team to function together. Optional activities (such as TDD, guerrilla testing,
and backlog refinement) added value for some projects more than others. To
encourage steady work across the project, teams could earn points for at most
three activities per week. Teams could reach 30 points without completing every
optional activity. Activities were documented in a process log that included ratio-
nale, participants, outcomes, and reflection, and was assessed after submission
rather than during the project.

The students reported that the required activities helped their teams col-
laborate more consistently. One student emphasized that although the activities
were "a bit stressful,” they were worthwhile because they led the team to exper-
iment with mob programming and pair programming, which they likely would
not have adopted without the assignments and ended up appreciating. Another
student stated, ”"The team activities made us meet more often, simple as that.
It wasn’t just about the points; we got work done. And writing logs early helped
when we later had to explain our process in the report” [I3].

Daily Stand-Up Meetings. Across all years, those who conducted daily
stand-up meetings were satisfied with the practice (see Table3). Several stu-
dents described daily stand-ups as supporting transparency, shared awareness,
and a more even distribution of contribution. A female student from 2023 noted
how stand-ups helped create a sense of shared understanding within her team:
"Stand-up was really useful. It made sure everyone knew the plan and what the
others were working on. It also made it easier to ask each other for help” [15].



Agile Team Practices 175

Table 2. Team activities with required status and point allocation. The table provides
an operational template for educators adopting a similar scheme.

Activity ‘Purpose and expected outcome ‘Req.‘Pts

Throughout the project

Weekly supervisor Maintain regular supervisor contact and document action points after No |5

meetings each meeting; points available for up to five weeks.

Agile meetings Conduct two different agile meetings, such as standup, sprint planning, orNo |2
sprint review, in different weeks.

Self-defined agile Carry out and document a self-defined agile activity not otherwise No |1

activity included in the scheme.

First half of project (Weeks 10 to 14)

Kick off activities Establish shared norms and understanding through team activities No |1
(Stinky Fish, Barometer).

Mob programming ‘Whole team development to practise collective ownership and Yes |2
coordination (min. 1h).

User insight Collect and synthesize user input (e.g., interviews, surveys). Yes |2

Team workshop Structured collaboration (for example, Crazy 8s) to move the project No |2

forward in the current phase.
Retrospective 1 Reflect on collaboration and agree on concrete improvement actions. Yes |2

MVP or PoC demo Demonstrate a working Minimum Viable Product (MVP) or Proof of Yes |3
Concept (PoC) and align on next steps.

Architecture sketch and |Communicate MVP structure, responsibilities, and data flow. No |1
data flow report

Second half of project (Weeks 15 to 19)

Retrospective 2 Revisit issues and actions since Retrospective 1, and decide next steps. |Yes |2
GenAl improvement Use GenAl for improvement (e.g., refactoring) and reflect on how it Yes |2
activity contributed.

Backlog enrichment Make quality concerns explicit using quality tags to support prioritisation. No |2
Pair programming Practice close collaboration and knowledge sharing while implementing. |[No
session

User testing Evaluate functionality and usability, produce a prioritised change list. Yes |2
Guerrilla testing Rapid feedback from an external participant, update backlog accordingly. No |2
Test driven development|/Apply TDD to ViewModel, Repository, and API related features. No |2
(TDD)

Backlog refinement Ensure a prioritised and estimated backlog for upcoming sprints. No |1

Req. = mandatory team activity; Pts. = number of available points.

A male student from 2024 similarly emphasized how regular meetings kept
the team aligned and motivated: ”"Daily stand-ups made a real difference for our
team. They kept us on the same page, maintained momentum, and pushed us to
get more done. FEven if every stand-up wasn’t perfect, they kept us focused and
moving forward together” [13].

3.2 Course Effort

As shown in Table 3, the survey responses indicate that students in 2024 and
2025 spent more time on the project than in 2022 and 2023. The TAs reported
lower absence rates in the same period. We argue that more regular meetings
and collaborative practices likely contributed to this pattern, though cohort-
level effects (such as increased AI use) may also play a role. Another common
benefit was the motivational effect of tying the activities to grading. Students
reported being more engaged and consistent in their efforts: “In other courses,
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Table 3. Hours spent and satisfaction with stand-up meetings.

Metric 2022-2023 |2024 2025
Weekly hours spent on the agile project|19.83 22.6 21.5
Satisfaction with stand-up meetings 4.2 4.4 4.2

Note. Satisfaction was measured on a five-point Likert scale, from 1 (not satis-
fied) to 5 (very satisfied).

where these kinds of things are optional or not essential for assessment, well, if
you do them, you tend to do them lazily. And in many cases, people just write
that they did something even if they didn’t. So I doubt we would have done as
much of it if it hadn’t been part of the assessment. I'm really happy with that”
[I11].

However, the benefits of these activities were not equally distributed. Several
TAs observed that the structured activities had the largest effect on teams that
had previously struggled to establish their own routines.

3.3 Use of GenAl Tools

In the survey, students were asked, ”If the team used Al in the project, was it
viewed as a team member or as a tool?” In total, 74.4% of respondents described
AT used only as a tool, while 18.3% stated to use it both as a tool and considering
it to be a team member. Only 7.3% reported not using Al in their project. Table 4
provides an overview of what the 2025 students reported using Al tools for in
their projects.

In the interviews, some students explained that their teams used Al tools
during the early coding phases, particularly to help set up basic structures or
understand new coding languages. However, as the projects progressed and the
technical complexity increased, the usefulness of Al often declined. One student
stated: "We used AI quite a bit. Toward the end, the code got too complex for
ChatGPT to be very helpful. But in the beginning, it was really useful for setting
up basic structures or figuring out unfamiliar code. We didn’t use it for the report,
but we did use it partially during coding and on some assignments” [110].

4 Discussion

Across four cohorts, the introduction of mandatory agile team practices was
associated with stronger reported student satisfaction and more visible team
collaboration. Generally, team members found these activities helpful. Stand-ups
were particularly mentioned in the interviews, and participants noted that they
valued them because they got insight into everyone’s contributions and promoted
a sense of responsibility. It was noted that the clear agenda of these meetings
influenced the teams positively, by facilitating a better overview which led to
equal participation. This is in line with studies that emphasize how structured
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Table 4. Reported areas of Al use in student teams in 2025.

Area of AI use Example statements from student survey

Debugging and error handling ” AT helped us understand error messages in
Logcat”, ”When errors occurred, we used Al to
investigate them”, ”If there was a bug we could
not find, Al often spotted it quickly”

Code support in small, isolated parts ”Used mostly for smaller functions rather than
entire files”, ”Help with syntax, finding errors,
and a bit of design”

Concept explanation and learning support/” Used to explain concepts and the reasoning
behind certain choices”, ” Helped us understand
Kotlin and difficult concepts.”

Libraries and poor documentation ”Used when we needed guidance on libraries with
poor documentation”, ” Al helped explain
Jetpack Compose elements that were hard to
look up”

Design and solution discussion ” AT was used for brainstorming related to code
and design”, ” A discussion partner when
thinking about solutions”

Limited code generation ”Sometimes it generated very simple
components, like buttons”, ”We were critical of
the generated code examples”

Documentation and text support ”Used to comment code and generate
documentation”, ”Rewriting sentences and fixing
language in the report”

Process and team activities ”Templates for interviews, retrospectives, and
similar activities”, ”Only used to complete the
mandatory Al team activity”

communication helps foster inclusive teamwork [6]. A similar pattern extended
to mob and pair programming. Several students reported trying these practices
only because they counted toward the grade, and ended up appreciating them.
This mirrors findings from industrial agile teams. Andersen et al. [1] studied how
a software company integrated pair programming as a work practice and found
that first-hand positive experiences are essential for sustained engagement, while
the expectations formed by these experiences shape whether developers continue
to pair. We argue that graded team activities can serve a comparable function
in student teams to what supervised trial periods serve in industry: they create
the first-hand experiences a collaborative practice needs to take root.

4.1 Recommendations for Educators

Our experience suggests that SE capstone courses can support collaboration by
making agile teamwork practices explicit, assessed, and discussed throughout
the project. Such an approach also helps students internalize good practices
for their future careers [2,7,9]. This also helps shift assessment toward human-
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centred skills and interactions that are harder to automate with GenAI [3,14].
We offer four practical recommendations:

5

Embed agile teamwork activities into the course: Use structured agile
team activities (see our suggestion in Table 2) to foster a culture of psycholog-
ical safety, feedback, and shared responsibility in student teams. Make these
activities explicit parts of the course (for example, via participation points or
deliverables).

Align assessment with collaboration process: Ensure that grading cri-
teria reward observable collaboration processes and not only final artifacts
such as code and reports. Provide explicit guidance on teamwork expecta-
tions and common collaboration challenges early in the course, so students
know what is expected and can address issues before they escalate.
Encourage continuous reflection: Incorporate periodic teamwork reflec-
tion through e.g., retrospectives, peer feedback surveys, or journals. Struc-
tured reflection prompts about effort distribution, role dynamics, and team
well-being can help students identify and address problems early. Assign TAs
in a non-grading coaching role, with weekly team meetings where the TA helps
the team reflect on progress, surface challenges, and decide on action points.
This role mirrors how agile coaches in industry support teams in translating
reflection into concrete improvements in ways of working [13].

Guide responsible use of AI in teamwork: Rather than banning Al
tools, teach students when and how to use them in a way that supports
the team. Provide guidelines that AI should complement teamwork (e.g.,
as a brainstorming tool or for creating boilerplate code). Encourage teams
to discuss Al output together, also when pair and mob programming, to
maintain focus on learning and openness around the use of Al tools.

Conclusion

This study shows that educators can create a learning environment that mir-
rors the collaborative nature of professional software development while also
nurturing the skills and mindsets needed for students to thrive in an era of new
technologies. The pattern we observed across the four cohorts gives us confidence
that activity-based assessment can support teamwork in capstone courses. We
invite other educators to adapt the scheme in Table 2 to their own settings, and
to report what works and what does not.

References

1. Andersen, N.H., et al.: Integrating pair programming as a work practice. J. Syst.

Softw. 234, 112730 (2026). https://doi.org/10.1016/j.jss.2025.112730

2. Bastarrica, M.C., Perovich, D., Samary, M.M.: What can students get from a

software engineering capstone course? In: 2017 IEEE/ACM 39th ICSE: Software
Education and Training Track, pp. 137-145. IEEE (2017)


https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730
https://doi.org/10.1016/j.jss.2025.112730

10.

11.

12.

13.

14.

Agile Team Practices 179

Daun, M., Brings, J.: How ChatGPT will change software engineering education.
In: Proceedings of the 2023 Conference on Innovation and Technology in Computer
Science Education vol. 1 (ITiCSE 2023), pp. 110-116. ACM (2023). https://doi.
org/10.1145/3587102.3588815

Diebold, P.: From backlogs to bots: generative AI’s impact on agile role evolution.
J. Softw. Evol. Proc. 37, €2740 (2025). https://doi.org/10.1002/smr.2740
Diebold, P., Ostberg, J., Wagner, S., Zendler, U.: What do practitioners vary in
using scrum? In: Lassenius, C., Dingsgyr, T., Paasivaara, M. (eds.) Agile Processes
in Software Engineering and Extreme Programming (XP 2015). Lecture Notes
in Business Information Processing, vol. 212, pp. 40-51. Springer, Cham (2015).
https://doi.org/10.1007/978-3-319-18612-2_4

Garcia, R., Liao, C.J., Pearce, A., Treude, C.: Gender influence on communica-
tion initiated within student teams. In: Proceedings of the 53rd ACM Technical
Symposium on Computer Science Education-vol. 1, pp. 432-438 (2022)

Nasir, N., Usman, M., Borstler, J., Fogelstrom, N.D.: Software engineering team
project courses with industrial customers: students’ insights on challenges and
lessons learned. J. Syst. Softw. 226, 112441 (2025)

Paasivaara, M., Heikkil&, V.T., Lassenius, C., Toivola, T.: Teaching students Scrum
using LEGO blocks. In: Companion Proceedings of the 36th International Confer-
ence on Software Engineering (ICSE Companion ’'14) (2014). https://doi.org/10.
1145/2591062.2591169

Paasivaara, M., Voda, D., Heikkila, V.T., Vanhanen, J., Lassenius, C.: How does
participating in a capstone project with industrial customers affect student atti-
tudes? In: Proceedings of the 40th International Conference on Software Engineer-
ing: Software Engineering Education and Training, pp. 49-57 (2018)

Stabell, I., Kielland Lund, C., Stray, V., Lindsjgrn, Y.: Team Composition in Soft-
ware Engineering Capstone Courses: The Role of Pre-Existing Relationships. In
Proceedings of the 2025 29th International Conference on Evaluation and Assess-
ment in Software Engineering Companion (EASE Companion 2025). Association
for Computing Machinery, New York, NY, USA, 235-244 (2025). https://doi.org/
10.1145/3727967.3756827

Stray, V., Moe, N.B., Ganeshan, N., Kobbenes, S.: Generative Al and developer
workflows: how GitHub Copilot and ChatGPT influence solo and pair program-
ming. In: Proceedings of the 58th Hawaii International Conference on System Sci-
ences (2025). https://doi.org/10.24251/HICSS.2025.883

Stray, V., Stabell, 1., Saeter, G.E., Barbala, A., Lindsjgrn, Y.: Teamwork in agile
software development: a mixed-method study of gender diversity and collabora-
tion dynamics. Inf. Softw. Technol. 187, 107840 (2025). https://doi.org/10.1016/
j.infsof.2025.107840

Stray, V., Tkalich, A., Moe, N.B.: The agile coach role: Coaching for agile per-
formance impact. In: Proceedings of the 54th Hawaii International Conference on
System Sciences, pp. 6816-6825. AIS Electronic Library (2021). https://doi.org/
10.24251/HICSS.2021.817

Xia, Q., Weng, X., Ouyang, F., Lin, T.J., Chiu, T.K.: A scoping review on how
generative artificial intelligence transforms assessment in higher education. Int. J.
Educ. Technol. High. Educ. 21(1), 40 (2024)


https://doi.org/10.1145/3587102.3588815
https://doi.org/10.1145/3587102.3588815
https://doi.org/10.1145/3587102.3588815
https://doi.org/10.1145/3587102.3588815
https://doi.org/10.1145/3587102.3588815
https://doi.org/10.1145/3587102.3588815
https://doi.org/10.1145/3587102.3588815
https://doi.org/10.1002/smr.2740
https://doi.org/10.1002/smr.2740
https://doi.org/10.1002/smr.2740
https://doi.org/10.1002/smr.2740
https://doi.org/10.1002/smr.2740
https://doi.org/10.1002/smr.2740
https://doi.org/10.1002/smr.2740
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1007/978-3-319-18612-2_4
https://doi.org/10.1145/2591062.2591169
https://doi.org/10.1145/2591062.2591169
https://doi.org/10.1145/2591062.2591169
https://doi.org/10.1145/2591062.2591169
https://doi.org/10.1145/2591062.2591169
https://doi.org/10.1145/2591062.2591169
https://doi.org/10.1145/2591062.2591169
https://doi.org/10.1145/3727967.3756827
https://doi.org/10.1145/3727967.3756827
https://doi.org/10.1145/3727967.3756827
https://doi.org/10.1145/3727967.3756827
https://doi.org/10.1145/3727967.3756827
https://doi.org/10.1145/3727967.3756827
https://doi.org/10.1145/3727967.3756827
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.24251/HICSS.2025.883
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.1016/j.infsof.2025.107840
https://doi.org/10.24251/HICSS.2021.817
https://doi.org/10.24251/HICSS.2021.817
https://doi.org/10.24251/HICSS.2021.817
https://doi.org/10.24251/HICSS.2021.817
https://doi.org/10.24251/HICSS.2021.817
https://doi.org/10.24251/HICSS.2021.817
https://doi.org/10.24251/HICSS.2021.817
https://doi.org/10.24251/HICSS.2021.817

180 V. Stray et al.

Open Access This chapter is licensed under the terms of the Creative Commons
Attribution 4.0 International License (http://creativecommons.org/licenses/by/4.0/),
which permits use, sharing, adaptation, distribution and reproduction in any medium
or format, as long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license and indicate if changes were
made.

The images or other third party material in this chapter are included in the
chapter’s Creative Commons license, unless indicated otherwise in a credit line to the
material. If material is not included in the chapter’s Creative Commons license and
your intended use is not permitted by statutory regulation or exceeds the permitted
use, you will need to obtain permission directly from the copyright holder.


http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/

®

Check for
updates

Teaching Agile Methods in K-12
Computer Science Education: An
Experience Report on Preparing Teachers
to Coach in Classrooms

Konstantin Oltmann®)® and Ralf Romeike

Freie Universitat Berlin, 14195 Berlin, Germany
{konstantin.oltmann,ralf.romeike}@fu-berlin.de

Abstract. Project-based learning with agile methods is gaining ground
in school-level computer science (CS) education across primary and sec-
ondary schooling (K-12), assigning teachers a new and non-traditional
teacher-as-coach role. Despite the growing popularity of this approach,
it remains unclear how professional development (PD) should prepare
teachers for this role and how teacher learning in such PD can be made
explicit.

In response, we report on a theory-informed master’s seminar for pre-
service CS teachers that addresses key facets of agility in school con-
texts. The seminar combined an authentic stakeholder-driven software
project with a nested learning arrangement in which participants alter-
nated between experiencing agile development as learners and planning
classroom enactment as future teachers. We introduce and apply the
agile tetrahedra model as both a design tool and an evaluation lens to
connect classroom-level agile content and resources with teacher-relevant
outcomes.

Based on instructors’ observations and participants’ written reflec-
tions, we distill practical lessons for designing PD that supports teacher-
as-coach competencies, strengthens beliefs about the educational value
of agile methods, and develops teaching self-efficacy for orchestrating
iterative project work under typical school constraints.

Keywords: Agile Education + Project-Based Learning - Teacher
Professional Development

1 Introduction

Agile methods are increasingly gaining attention in school-level computer science
(CS) education, particularly in secondary education, where they have been dis-
cussed and trialed as classroom-adapted practices for student software projects.
This emerging relevance is reflected both in computing education research and,
in the German context, in formal CS curriculum requirements, as some federal
states explicitly include agile project management as mandatory content. Prior
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research has proposed and initially evaluated classroom designs and support-
ing tools for adapting agile principles such as working in iterations with regular
feedback and reflection cycles to K-12 project-based learning [10].

Their educational relevance extends beyond domain-specific CS learning
goals. Agile project work also addresses competencies associated with volatile,
uncertain, complex, and ambiguous (VUCA) environments, where outcomes are
difficult to predict and iterative coordination becomes a key capability [2]. This
aligns with education policy work, including OECD initiatives [9], which empha-
sizes learner agency and the ability to navigate complexity and uncertainty as
important competencies for future life and work.

This broader relevance also changes what it means to teach agile methods.
As agile methods become classroom content, teaching them involves more than
procedural routines. It requires teachers to support value-oriented learning and
adaptive planning under constraints of time and assessment. All of this calls for
a rethinking of the teacher’s role, shifting from instructor toward a teacher-as-
coach stance [5]. In agile project work, teachers must orchestrate iterative cycles,
scaffold productive teamwork and feedback, negotiate scope and quality under
tight time constraints, and make both process and product assessable, while
still preserving enough student autonomy for meaningful planning and adapta-
tion. These demands make clear that initial teacher education and professional
development need explicit support for developing coaching-related competen-
cies, beliefs, and teaching self-efficacy, yet such support remains insufficiently
addressed.

In response, this experience report presents a master-level teacher-education
seminar in which the proposed agile tetrahedra model served as both a design
tool and an evaluation lens, allowing us to make critical learning episodes and
teacher-relevant outcomes explicit. After outlining the current state of agile
methods in school-level computer science education, we detail the seminar design
and implementation. We then synthesize lessons learned from both participants’
reflections and the instructors’ perspectives, outline future directions, and close
with limitations and conclusions.

2 Agile Methods in School CS: What We Know

Research on agile methods in school-level computer science education converges
on the view that agile can be productively adapted to classroom project work
when practices are selected and reshaped to fit school constraints. Across the
literature, agile is typically operationalized through short iterative cycles, visi-
ble task management (for example via boards), regular feedback moments, and
structured reflection activities such as retrospectives [10].

In published classroom implementations, reported outcomes cluster around
students’ project and teamwork competencies [4—6]. Studies describe increased
student engagement and motivation, improved collaboration and self-
management, and gains in problem-solving and computational thinking skills
when agile practices are embedded in software projects. At the same time, the
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literature indicates that sustainability and fidelity vary by practice. For exam-
ple, practices that require consistent technical discipline, such as test-first devel-
opment, can be difficult to maintain in school settings, even when introduced
successfully [7]. Overall, the research suggests that teachers routinely adapt
agile practices to local conditions rather than implementing a fixed framework
unchanged, and that orchestration effort remains a central factor in whether
iterative feedback and reflection can be protected within limited lesson time.

This leads directly to a teacher-education gap. While school-based agile
project work is commonly described through a teacher-as-coach role, the lit-
erature rarely specifies what competencies and professional learning experiences
enable teachers to enact this role with confidence, particularly when assessment,
pacing, and heterogeneous student prerequisites must be balanced [3]. Existing
professional-development work in computer science education remains limited
[8], and available models often operate at a single level, which makes it difficult
to connect teacher learning, classroom enactment, and contextual constraints
in a coherent way. This gap motivates the need for teacher-education designs
that make their underlying rationale explicit and provide a structured lens for
documenting which learning-triggering episodes occur and what teacher-relevant
outcomes emerge.

3 Agile tetrahedra Model

We assume that teachers’ beliefs [11] about the educational value of agile meth-
ods and their teaching self-efficacy [13] for coaching agile project work are critical

learning support
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Content structuring &
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Content-specific
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Teachers (T) SRE\ Agile development
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Fig. 1. Proposed Agile Tetrahedra Model
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for successful classroom enactment. To support systematic teacher professional
development, we therefore introduce a theoretical model that can inform both
design and evaluation by linking classroom enactment to teacher-level outcomes.

The model (see Fig. 1) builds on the didactic tetrahedron proposed by Predi-
ger et al. [12], which extends the didactic triangle (teacher, students, content)
by adding resources. We define an agile tetrahedron at the classroom level (CL)
and add a second level for teacher professional development (TPDL). At CL,
agile content (Ccp,) captures what students should learn about agility (agile
thinking, meaningful use of methods, and often coordination around more com-
plex software structures), while agility-supporting resources (Rcy,) capture what
enables this learning (e.g., agile games, method descriptions, project templates,
and task boards). Prior work has mainly focused on TCRcy, (realizing content
through materials and methods) and SCR¢y, (student collaboration patterns and
project outcomes). Our model also foregrounds TSCcy,, where the teacher acts
as coach and provides content-specific learning support, shaped by beliefs and
self-efficacy, represented by the edge TCqr,.

The teacher vertex links the two levels. At TPDL, teachers are learners, while
at CL they enact coaching. The full CL tetrahedron becomes part of Crppy,
meaning that classroom enactment is itself an object of teacher learning. In our
seminar, we operationalized this through a nesting approach in which partic-
ipants alternated between Scy, (acting as learners in an agile team) and Tep,
(planning teaching moves and scaffolds for school).

4 Seminar Setup

The master-level seminar for pre-service computer science teachers was designed
as a 5-ECTS course (approximately 150 h workload) with one weekly 120-minute
contact session. It was implemented as a pilot with n = 3 participants, comprising
two male and one female student at different stages of their individual study tra-
jectories. None of the participants had prior experience with agile project man-
agement or agile software development, and two reported comparatively limited
programming experience, which required careful pacing and explicit scaffolding.
The concept is intended to be established long-term and scaled to larger cohorts.

The seminar pursued four learning objectives, formulated along Bloom’s tax-
onomy [1] to span understanding, application, and transfer. Participants were
expected to (1) explain core ideas of agile project management and differenti-
ate key practices across frameworks, (2) apply these practices by conducting an
iterative project from a student perspective, (3) use a classroom-realistic pro-
gramming environment to implement a functional artifact, and (4) analyze and
evaluate how agile practices and project work can be transferred into school CS
teaching, culminating in the design of concrete enactments including coaching
moves and assessment implications.
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To connect these objectives, the seminar followed a didactic double-decker!
rationale. Participants repeatedly engaged in the activities as learners and then
shifted to a teacher perspective to discuss how the same elements could be
enacted, adapted, and assessed in school. This alternation operationalized the
nested design of our Agile tetrahedra model. In particular, it made classroom-
level enactment (CL) the immediate object of teacher learning at the profes-
sional development level (TPDL), because the same activity was experienced
first from the Scr, perspective and then reconsidered from the Ty, perspective.
As a result, participants did not only practice agile routines but also articulated
the coaching moves, scaffolds, and assessment decisions required to make these
routines instructionally meaningful under typical classroom constraints. In this
way, the seminar explicitly supported the role shift toward teacher-as-coach by
foregrounding how to scaffold teamwork, feedback, and reflection while preserv-
ing student autonomy.

The sequence (see Fig.2) moved from conceptual grounding to increasingly
situated practice. Early weeks focused on guided literature work to establish
a shared baseline on agile principles in school-level CS. This was followed by
short simulations and agile games, each accompanied by a focused debrief on
what was learned and what would be feasible in schools. Among these was a
LEGO®-based simulation that makes classical linear project approaches and
iterative approaches comparable in a tangible way and, due to its compact dura-
tion and structure, is suitable for use in school contexts. Together, these activi-
ties addressed aspects such as iterative improvement, requirements clarification,
estimation, and retrospectives.

CO00 B

Stakeholder-Driven

p Capstone Software Project TG
Reflection
« Read and summarize « Short agile « Snap! project for a biology education « Individual reflective
core texts simulations/games stakeholder to build a population genetics term paper
« Align key concepts « Debrief learning simulation « Link learning to
and terms points « Four one-week sprints with customer reviews classroom practice
« Identify school « Discuss school and retrospectives * Address assessment
constraints early adaptations « Extra integration slot plus meta-reflection on of process/product

classroom transfer in each retrospective

Fig. 2. Seminar structure

The second half centered on a four-week, stakeholder-driven software project
aligned with typical school time structures. Implemented in Snap!, the project
was commissioned by an external stakeholder from biology education research
and aimed to deliver a classroom simulation on population genetics. Using a

! Didactic double-decker refers to a seminar design in which pre-service teachers first
engage in learning activities from the student perspective and then deliberately
switch to a teacher perspective to analyze, adapt, and plan how the same activi-
ties could be enacted in school, including appropriate scaffolding and assessment.
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fish population as context, the simulation supports exploring changes in allele
frequencies and selection effects across generations. Work ran in four one-week
sprints, each ending with a customer review and retrospective. To stabilize deliv-
ery, the team scheduled an additional integration session shortly before each
sprint meeting. Each retrospective included a brief meta-reflection on classroom
transfer, focusing on what would need adaptation for teaching and coaching
in school. The artifact was enthusiastically accepted by the stakeholder and is
intended for future use in biology lessons, providing an authentic outcome beyond
the seminar.

Assessment reinforced this transfer focus through an individual term paper
in which participants synthesized their learning and connected it to future class-
room practice, including the teacher-as-coach role and considerations for assess-
ing both process and product in agile school projects.

5 Lessons Learned and Limitations

Across the pilot, our central assumption was that teachers need to personally
experience an agile project before they can credibly coach it in K-12 classrooms.
Participants’ written reflections strongly supported this view. As one participant
wrote, “the use of the method requires teachers to have experience with agile
practices, which can be gained by experiencing such a project from the student
perspective” [translated from German|. This suggests that what mattered was
not only knowing agile practices, but having lived through typical tensions of
iterative work, such as uncertainty, re-planning, negotiating scope, and aligning
team process with product progress. This supports the nesting assumption of
the agile tetrahedra model: prospective teachers first need to experience the
classroom-level agile setting from the Scy, position before they can credibly plan
and enact the T¢y, coaching role.

A key implication is that teacher education must treat school constraints as
a first-class design problem. Participants repeatedly questioned feasibility under
limited lesson time, which points to “downsizing” as an essential teacher com-
petence, meaning reduced technical scope while protecting feedback and reflec-
tion. In our setting, the four-week project succeeded partly because work con-
tinued outside the weekly contact session and was stabilized through consistent
sprint routines, including a dedicated integration appointment shortly before
each sprint meeting. Such time between sessions cannot be assumed in school,
so expectation horizons and deliverables must be adjusted accordingly. In model
terms, downsizing is not merely a reduction of C¢r,; it requires a deliberate recon-
figuration of C¢y, and Ry, so that reduced technical scope is compensated by
resources and routines that preserve iteration, feedback, and reflection. A related
constraint concerns authentic stakeholder feedback. In many school contexts, it
will not be feasible to recruit an external stakeholder for every project, and teach-
ers cannot realistically perform a full stakeholder role repeatedly across multiple
teams and iterations. This highlights a practical design challenge for future work
in school implementations, namely how to provide credible, timely feedback and
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evolving requirements at scale. One promising direction is to explore structured
alternatives, including carefully designed proxy roles and, potentially, Al-based
systems that can support stakeholder-like feedback while remaining aligned with
curricular goals and ethical classroom use. A similar scaling issue will also become
relevant if the seminar itself is implemented with larger cohorts, as the small pilot
group made intensive feedback and close facilitation comparatively manageable.
Future iterations with potentially larger groups will therefore need to test differ-
ent approaches for organizing feedback, stakeholder interaction, and facilitation
at scale.

From the instructors’ perspective, the project also revealed a stronger-than-
expected technical focus driven by uneven coding experience. This is not merely
a pilot artifact but a realistic preview of K-12 conditions, where limited pro-
gramming fluency often dominates attention and increases coaching demands.
The lesson is to prepare teachers for coaching under technical uncertainty, for
instance by introducing shared modeling moments and intermediate artifacts
that support collective sense-making without reverting to directive instruction.

The pre-project LEGO®-based simulation proved essential as a low-threshold
primer. It allowed participants to experience core agile dynamics without pro-
gramming load and made requirement ambiguity and communication gaps tan-
gible, thereby creating shared reference points for later project episodes. Given
the heterogeneity of school contexts, any concrete setup will require local adapta-
tion, particularly with regard to class size and grade level. Nevertheless, an early,
experience-based simulation of this kind should remain a stable component.

Overall, the seminar design functioned well and appears suitable for institu-
tionalization in future semesters. The ideas underlying the seminar can also
inform shorter in-service teacher trainings, although the limited timeframe
requires a substantial reduction and prioritization of activities. At the same
time, this pilot was based on a very small cohort and a single project con-
text, which limits the breadth of experiences and the generalizability of lessons.
These constraints motivate iterative refinement and replication across upcom-
ing semesters with larger cohorts and varied project settings, while preserving
the seminar’s core strength: combining lived student-perspective experience with
repeated, transfer-oriented reflection on teaching and coaching agile project work
in school contexts.

6 Conclusion and Future Work

In this experience report, we described a master-level seminar that prepares
pre-service computer science teachers to teach agile methods in school contexts
by systematically positioning them in a teacher-as-coach role. Our main take-
away is that this role cannot be developed through conceptual instruction alone.
Instead, teachers benefit from personally experiencing an agile project, includ-
ing the uncertainties, coordination demands, and reflection cycles that make
agility meaningful in practice. This lived experience provides a credible foun-
dation for later didactic transformation, because it equips future teachers to
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scaffold teamwork, protect feedback and reflection under classroom constraints,
and make process-oriented learning visible. Building on the encouraging results
of this pilot, we will refine and scale the seminar in future semesters and comple-
ment experience-based evaluation with an empirical pre—post design targeting
teacher beliefs and teaching self-efficacy.

Acknowledgments. We used ChatGPT 5.5 and DeepL. Write to support language
refinement in this experience report. We take full responsibility for the final form of
the manuscript.

Teaching Material. The teaching materials and resources used are available from
the first author upon request.
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Abstract. Agile teams frequently struggle to monitor technical quality,
especially in innovation-driven environments where decisions are made
under uncertainty and time pressure. Although several metrics exist,
most organizations lack a structured approach for defining, tracking,
and acting on quality indicators. This work proposes a visual quality
management process based on the segmentation of the Technical Debt
Radar, enabling teams to map indicators to relevant dimensions and
integrate them into Scrum practices. The model supports continuous
measurement, enhances communication, and explicitly connects indica-
tors to Scrum decision-making, enabling technical debt to be discussed
and managed rather than merely perceived.

Keywords: Technical Debt + Scrum - Visual Quality Management

1 Introduction

Ensuring technical quality in agile software projects remains a challenge, partic-
ularly in innovation-driven environments where requirements evolve rapidly and
architectural decisions carry long-term consequences. Although quality metrics
are widely discussed, teams often struggle to define indicators that are measur-
able, actionable, and aligned with project objectives. As a result, decisions on
refactoring or technical debt mitigation frequently rely on subjective judgment
rather than systematic evidence [1].

The Technical Debt Radar proposed by Caroli and Pinto [2] offers a visual
tool for discussing technical commitments, but its use is traditionally limited
to qualitative conversations. Building on this foundation, this work proposes a
structured segmentation of the radar based on quality dimensions inspired by
the findings reported by Tonin [3]. By mapping indicators to functional and
delivery-oriented dimensions, the model transforms the radar into a visual qual-
ity management process that can be integrated into Scrum artifacts and events.

Although widely used in agile practice, the original Technical Debt Radar has
not been formally extended with measurable indicators or aligned with frame-
works that support empirical process control, such as Scrum. This work addresses
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that gap by proposing an operational model that combines measurable indicators
with a visual governance structure embedded in Scrum events.

The proposed approach contributes theoretically by framing visual quality
control as an extension of Scrum’s empirical pillars—transparency, inspection,
and adaptation [4]. Practically, it provides teams with a reproducible method
for defining indicators, monitoring trends, and prioritizing technical debt.

This work is guided by the following research question: “ How can a structured
set of technical quality indicators be integrated into Scrum events and artifacts
to support product health monitoring and technical debt management without
compromising agility?”’

The remainder of this paper is structured as follows: Sect.2 presents the
Visual Quality Management Framework, detailing the indicator model and the
segmented radar structure. Section3 discusses conclusions and future work,
including directions for empirical validation and practitioner evaluation.

2  Visual Quality Management Framework
2.1 Technical Quality Indicator Model

Technical quality indicators should be defined at the beginning of the project,
ideally during “Sprint 0” or while establishing the Definition of Done (DoD). At
this stage, teams reflect on the essential question: “ What does technical quality
mean for this project?”’

Based on this discussion, an initial set of indicators is selected. To ensure
clarity and consistency, each indicator follows a standard documentation struc-
ture that specifies what is measured, how data is collected, target values, and
data sources. This structure guarantees actionability and alignment with project
goals. However, these indicators are not static; they should evolve throughout
the project lifecycle as architecture matures, risks emerge, and business priorities
shift.

Figure 1 presents an example of how a team might document a web perfor-
mance indicator.

Indicator Load Time (LCP - Largest Contentful Paint)

Description Measures the time required for the largest content element on the
main page to be rendered. Crucial for user experience and SEO.

Formula/ Collection Method Time in seconds measured from the start of navigation until the
largest visible element in the viewport is rendered.

Target / Threshold LCP < 2,5 seconds.
Measurement Tool Google PageSpeed Insights / Lighthouse / Sentry.
Measurement Frequency At every production deployment and monitored continuously.

Fig. 1. Illustrative example of the documentation format applied to a web indicator.
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By adopting this model, teams create a living indicator system that evolves
as the product does, allowing continuous refinement of thresholds, metrics, and
monitoring scope.

2.2 Adaptive Technical Debt Radar

Beyond indicator definition and Scrum integration, this work introduces a seg-
mented radar structure that enables visual governance of technical quality.
These indicators are projected onto a segmented radar, allowing teams to
visualize quality trade-offs and debt accumulation patterns over time.
Figure 2 illustrates the model.

Functional Dimentions

$$$
Indicator 1
Indicator Evolution History $$
Load Time (LCP) ~ 15;1.8;2.2...25; {eiesere
$
Indicator N E EE EEE
[ Indicator Board IH [ Segmented Technical Debts Radar ]
Chart History
5%
Indicator 5
$$
Adopted Time Scale ()
Indicator N
$
E EE EEE

Delivery-Oriented Dimentions

Fig. 2. Segmented Technical Debt Radar.

Functional dimensions (performance, security, scalability, availability, and
reliability) represent system behavior.

Delivery-oriented dimensions (maintainability, evolvability, testability,
deployability) reflect development flow and architectural maturity.

By combining both perspectives, the radar enables identification of critical
areas and ongoing quality monitoring across iterations. For example, a decline
in maintainability (delivery-oriented dimension) may increase the likelihood of
performance degradation (functional dimension), explicitly linking internal qual-
ity erosion to externally observable technical debt. This interdependence helps
teams reason about trade-offs and anticipate long-term consequences of short-
term decisions.
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2.3 Integration Into Scrum Framework

Once defined, indicators are incorporated into Scrum through its empirical pil-
lars: transparency, inspection, and adaptation.

Transparency is achieved by referencing indicators in acceptance criteria.
Even if compliance is postponed and treated as accepted technical debt, the
indicator is still tracked.

As illustrated in Fig. 3, the visual mapping process explicitly connects indi-
cators to Scrum artifacts, reinforcing transparency and enabling traceability
between quality metrics and backlog decisions. The framework embeds qual-
ity discussions into routine inspection and adaptation events, making deviations
explicit and enabling early detection of quality drift.

SCRUM FRAMEWORK B

Sprint

Retrospective

Indicators Board

Goal

Sprint
Planning y
s Board icator
Product Sprint
Backlog I Backlog

Product
Backlog
Refinement

Definition
of Done Segmented Radar

(

py ]
p Sprint
’ Review

Increment

@ Indicators Board

B

Scrum Framework © 2020 Scrumorg

(@ Scrum.org’

The dieme of Scriam

Fig. 3. Indicator mapping process in Scrum (adapted from scrum.org poster [5]).

Inspection occurs within regular events: alerts may appear in stand-ups;
trends are discussed during reviews; and root causes are examined in retro-
spectives.

Adaptation takes place when backlog priorities, acceptance criteria, or refac-
toring actions change based on indicator behavior, facilitating data-driven deci-
sions during sprint reviews and retrospectives.

3 Conclusions and Future Work

The absence of formal quality indicators often transforms technical debt into
subjective debate rather than objective management. The segmented Technical
Debt Radar integrates indicators into Scrum and enables a continuous cycle of
measurement, inspection, and adaptation. The approach improves communica-
tion, supports prioritization, and aligns innovation with reliability.
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Future work includes empirical validation in industrial contexts and the inte-
gration of human-centric indicators to support reflection on team performance.
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